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Model order reduction (MOR) techniques are important in reducing the complexity of

nanometer VLSI designs, and consequently controlling “parasitic” electromagnetic effects,

so that higher operating speeds and smaller feature sizes can be achieved. This book presents

a systematic introduction to, and treatment of, the key MOR methods used in general linear

circuits, using real-world examples to illustrate the advantages and disadvantages of each

algorithm.

Starting with a review of traditional projection-based techniques and proofs of some fun-

damental theories, coverage progresses to advanced “state-of-the-art” MOR methods for

VLSI design. These include HMOR, passive truncated balanced realization (TBR) methods,

efficient inductance modeling via the VPEC model, general model optimization and passiv-

ity enforcement methods, passive model realization techniques, and structure-preserving

MOR techniques. Numerical methods have been used throughout and, where possible,

approached from the CAD engineer’s perspective. This avoids complex mathematics, and

allows the reader to take on real design problems and develop more effective tools.

With practical examples and over 100 illustrations, this book is suitable for researchers

and graduate students of electrical and computer engineering, as well as for practitioners

working in the VLSI design and design automation industries.

Sheldon X.-D. Tan is an associate professor in the Department of Electrical Engineering,

and cooperative faculty member in the Department of Computer Science and Engineering,

at the University of California, Riverside. He received his Ph.D. in electrical and computer

engineering in 1999 from the University of Iowa, Iowa City. His current research interests

focus on design automation for VLSI integrated circuits.

Lei He is an associate professor in the Department of Electrical Engineering at the Univer-

sity of California, Los Angeles, where he was also awarded his Ph.D. in computer science

in 1999. His current research interests include computer-aided design of VLSI circuits and

systems.



0521865816pre CUUK838-Tan 0 52186581 6 February 15, 2007 16:21 Char Count= 0



0521865816pre CUUK838-Tan 0 52186581 6 February 15, 2007 16:21 Char Count= 0

Advanced Model Order
Reduction Techniques
in VLSI Design

SHELDON X.-D. TAN
University of California, Riverside

LEI HE
University of California, Los Angeles



CAMBRIDGE UNIVERSITY PRESS

Cambridge, New York, Melbourne, Madrid, Cape Town, Singapore, São Paulo

Cambridge University Press
The Edinburgh Building, Cambridge CB2 8RU, UK

First published in print format

ISBN-13    978-0-521-86581-4

ISBN-13 978-0-511-29032-9

© Cambridge University Press 2007

2007

Information on this title: www.cambridge.org/9780521865814

This publication is in copyright. Subject to statutory exception and to the provision of 
relevant collective licensing agreements, no reproduction of any part may take place 
without the written permission of Cambridge University Press.

ISBN-10    0-511-29032-2

ISBN-10    0-521-86581-6

Cambridge University Press has no responsibility for the persistence or accuracy of urls 
for external or third-party internet websites referred to in this publication, and does not 
guarantee that any content on such websites is, or will remain, accurate or appropriate.

Published in the United States of America by Cambridge University Press, New York

www.cambridge.org

hardback

eBook (NetLibrary)

eBook (NetLibrary)

hardback

http://www.cambridge.org
http://www.cambridge.org/9780521865814


Contents

Contents page v

Figures viii

Tables xiv

Foreword xv

Acknowledgments xvii

1 Introduction 1

1.1 The need for compact modeling of interconnects 1

1.2 Interconnect analysis and modeling methods in a nutshell 2

1.3 Book outline 4

1.4 Summary 7

2 Projection-based model order reduction algorithms 8

2.1 Moments and moment-matching methods 8

2.2 Moment computation in MNA formulation 11

2.3 Asymptotic waveform evaluation 13

2.4 Projection-based model order reduction methods 20

2.5 Numerical examples 32

2.6 Historical notes 32

2.7 Summary 34

2.8 Appendices 34

3 Truncated balanced realization methods for MOR 37

3.1 Introduction 37

3.2 The singular value decomposition (SVD) 38

3.3 Proper orthogonal decomposition (POD) 38

3.4 Classic truncated balanced realization methods 39

3.5 Passive-preserving truncated balanced realization methods 43

3.6 Hybrid TBR and combined TBR-Krylov subspace methods 45

3.7 Empirical TBR and poor man’s TBR 45

3.8 Computational complexities of TBR methods 47

3.9 Practical implementation and numerical issues 48

3.10 Numerical examples 53

3.11 Summary 54

v



vi Contents

4 Passive balanced truncation of linear systems in descriptor form 56

4.1 Introduction 56

4.2 The passive balanced truncation algorithm: PriTBR 57

4.3 Structure-preserved balanced truncation 60

4.4 Numerical examples 62

4.5 Summary 64

5 Passive hierarchical model order reduction 67

5.1 Overview of hierarchical MOR algorithm 68

5.2 DDD-based hierarchical decomposition 70

5.3 Hierarchical reduction versus moment-matching 76

5.4 Preservation of reciprocity 80

5.5 Multi-point expansion hierarchical reduction 81

5.6 Numerical examples 84

5.7 Summary 91

5.8 Historical notes on node-elimination-based reduction methods 91

6 Terminal reduction of linear dynamic circuits 93

6.1 Review of the SVDMOR method 95

6.2 Input and output moment matrices 96

6.3 The extended-SVDMOR (ESVDMOR) method 99

6.4 Determination of cluster number by SVD 102

6.5 K-means clustering algorithm 104

6.6 TermMerg algorithm 106

6.7 Numerical examples 111

6.8 Summary 116

7 Vector-potential equivalent circuit for inductance modeling 118

7.1 Vector-potential equivalent circuit 119

7.2 VPEC via PEEC inversion 124

7.3 Numerical examples 128

7.4 Inductance models in hierarchical reduction 131

7.5 Summary 136

8 Structure-preserving model order reduction 137

8.1 Introduction 137

8.2 Chapter overview 138

8.3 Background 139

8.4 Block-structure-preserving model reduction 141

8.5 TBS method 144

8.6 Two-level analysis 149

8.7 Numerical examples 151

8.8 Summary 157

9 Block structure-preserving reduction for RLCK circuits 158



Contents vii

9.1 Introduction 158

9.2 Block structure-preserving model reduction 159

9.3 Structure preservation for admittance transfer-function matrices 161

9.4 General block structure-preserving MOR method 163

9.5 Numerical examples 167

9.6 Summary 169

9.7 Appendix 170

10 Model optimization and passivity enforcement 172

10.1 Passivity enforcement 172

10.2 Model optimization for active circuits 176

10.3 Optimization for magnitude and phase responses 178

10.4 Numerical examples 181

10.5 Summary 185

11 General multi-port circuit realization 187

11.1 Review of existing circuit-realization methods 187

11.2 General multi-port network realization 195

11.3 Multi-port non-reciprocal circuit realization 197

11.4 Numerical examples 199

11.5 Summary 203

12 Reduction for multi-terminal interconnect circuits 204

12.1 Introduction 204

12.2 Problems of subspace projection-based MOR methods 205

12.3 Model order reduction for multiple-terminal circuits: MTermMOR 208

12.4 Numerical examples 212

12.5 Summary 214

13 Passive modeling by signal waveform shaping 215

13.1 Introduction 215

13.2 Passivity and positive-realness 217

13.3 Conditional passivity and positive-realness 218

13.4 Passivity enforcement by waveform shaping 221

13.5 Numerical examples 225

13.6 Summary 226

References 229

Index 238



Figures

2.1 The network of an ideal delay of T . 9

2.2 The unit impulse and unit step responses. 11

2.3 Block diagram of (2.54). 21

2.4 Arnoldi method based on modified Gram–Schmidt orthonormaliza-

tion for SISO systems. 25

2.5 Non-symmetric Lanczos method for SISO systems. 26

2.6 Transient response of a non-passive circuit. 29

2.7 Block Arnoldi method for MIMO systems. 31

2.8 A two-port large lumped RCL circuit. 32

2.9 Comparison of the magnitudes of Y (11) for different reduction orders

for the lumped RLC circuit. 33

2.10 Comparison of the magnitudes of Y (12) for different reduction orders

for the lumped RLC circuit. 33

3.1 Frequency responses of a reduced model and its original system. 54

3.2 Frequency response of the input impedance of a reduced model and

its original system. 55

4.1 Frequency responses of TBR, PriTBR, and PRIMA reduced models

and the original circuit. 63

4.2 Nyquist plots of the TBR reduced model and the PriTBR reduced

model. 64

4.3 Pole zero map of system before mapping. 65

4.4 Frequency responses of PRIMA and combined PRIMA and PriTBR

reduced models and the original circuit. 65

4.5 Frequency responses of SPRIM and SP-PriTBR reduced models and

the original circuit. 66

5.1 A hierarchical circuit. Reprinted with permission from [126] (c) 2000

IEEE. 68

5.2 A simple RC circuit. 71

5.3 A matrix determinant and its DDD. 71

viii



FIGURES ix

5.4 Illustration of Theorem 5.1. Reprinted with permission from [122] (c)

2005 IEEE. 72

5.5 A determinant and its YDDD. Reprinted with permission from [122]

(c) 2005 IEEE. 73

5.6 Y-expanded DDD construction. Reprinted with permission from [122]

(c) 2005 IEEE. 74

5.7 The general hierarchical model order algorithm flow. 76

5.8 Frequency responses of µA741 circuit under different reduction or-

ders. Reprinted with permission from [94] (c) 2006 IEEE. 78

5.9 Frequency responses of an RC tree circuit under different reduction

orders. Reprinted with permission from [94] (c) 2006 IEEE. 79

5.10 Responses of a typical ki/(s− pi). Reprinted with permission

from [94] (c) 2006 IEEE. 83

5.11 Frequency responses of the three-turn spiral inductor and its reduced

model by using waveform matching and the common-pole method.

Reprinted with permission from [94] (c) 2006 IEEE. 85

5.12 Colpitts LC oscillator with spiral inductors. Reprinted with permis-

sion from [94] (c) 2006 IEEE. 86

5.13 Time-domain comparison between original and synthesized models for

a Colpitts LC oscillator with a three-turn spiral inductor. Reprinted

with permission from [94] (c) 2006 IEEE. 86

5.14 Frequency responses of Y11 of a two-bit transmission line. Reprinted

with permission from [94] (c) 2006 IEEE. 87

5.15 Frequency responses of Y12 of a two-bit transmission line. Reprinted

with permission from [94] (c) 2006 IEEE. 88

5.16 Transient responses of a two-bit transmission line. Reprinted with

permission from [94] (c) 2006 IEEE. 89

5.17 Frequency responses of a two-bit transmission line at two ports.

Reprinted with permission from [94] (c) 2006 IEEE. 89

6.1 Terminal reduction versus traditional model order reduction. 94

6.2 Frequency responses from SVDMOR and ESVDMOR for net27 circuit.102

6.3 Frequency response from SVDMOR and ESVDMOR with different

terminals for net27 circuit. 103

6.4 K-means clustering algorithm. Reprinted with permission from [75]

(c) 2005 IEEE. 105

6.5 The reduction flow of combined terminal and model order reductions. 107

6.6 Simple interface circuit. 108

6.7 Frequency impedance responses from the SVDMOR method for

net1026 circuit. 112

6.8 Output terminal distribution for each cluster for net1026 circuit.

Reprinted with permission from [75] (c) 2005 IEEE. 113

6.9 Step responses of representative output terminals. Reprinted with

permission from [75] (c) 2005 IEEE. 114



x FIGURES

6.10 Comparison of 50% delay time among representative output termi-

nals. Reprinted with permission from [75] (c) 2005 IEEE. 114

6.11 Step responses of representative output terminals and two suppressed

outputs. Reprinted with permission from [75] (c) 2005 IEEE. 115

6.12 Comparison of 50% delay time among representative output terminals

and two suppressed outputs. Reprinted with permission from [75] (c)

2005 IEEE. 115

6.13 Output terminal distribution for each cluster for net27 circuit.

Reprinted with permission from [75] (c) 2005 IEEE. 116

6.14 Input terminal distribution for each cluster for circuit net38. 117

6.15 Output terminal distribution for each cluster for circuit net38. 117

7.1 (a) Electronic current-controlled vector-potential current source; (b)

The Kirchoff current law for vector potential circuit. An invoking

vector potential current source is employed at ai, and the responding

vector potential at aj is Akj , determined by the full effective resistance

network. Reprinted with permission from [135] (c) 2005 IEEE. 121

7.2 Vector potential equivalent circuit model for three filaments.

Reprinted with permission from [135] (c) 2005 IEEE. 123

7.3 For five-bit bus, (a) a 1-V step voltage with 10 ps rising time and

(b) a 1-V ac voltage are applied to the first bit and all other bits

are quiet. The responses of the PEEC model, full VPEC model, and

localized VPEC model are measured at the far end of the second bit.

Reprinted with permission from [135] (c) 2005 IEEE. 129

7.4 For 128-bit bus by numerical truncation, a 1-V step voltage with 10 ps

rising time is applied to the first bit, and all other bits are quiet. The

responses of the PEEC model, the full VPEC model, and the tVPEC

model are measured at the far end of the second bit. Reprinted with

permission from [135] (c) 2005 IEEE. 130

7.5 Example of a coupled two-bit RLCM circuit under the PEEC model.

Reprinted with permission from [135] (c) 2005 IEEE. 132

7.6 Example of a coupled two-bit RLCM circuit under the nodal suscep-

tance model. Reprinted with permission from [135] (c) 2005 IEEE. 133

7.7 Frequency responses of PEEC model in SPICE, susceptance under

NA and VPEC models for the two-bit bus. Reprinted with permission

from [135] (c) 2005 IEEE. 133

7.8 Stamp of the second-order admittance in the NA matrix, where

(a), (b) and (c) represent for G, Γ, C and B. G (rank=4) and Γ

(rank=4) are both singular for 6× 6 matrices. Reprinted with per-

mission from [135] (c) 2005 IEEE. 134

7.9 Example of a coupled two-bit RLCM circuit under the VPEC model.

Reprinted with permission from [135] (c) 2005 IEEE. 135



FIGURES xi

8.1 Pole matching comparison: mq poles matched by TBS and BSMOR,

and q poles matched by HiPRIME. Reprinted with permission

from [138] (c) 2006 ACM. 150

8.2 Non-zero (nz) pattern of conductance matrices: (a) original system,

(b) triangular system, (c) reduced system by TBS. (a)–(c) have dif-

ferent dimensions, but (b)–(c) have the same triangular structure

and the same diagonal block structure. Reprinted with permission

from [138] (c) 2006 ACM. 151

8.3 Comparison of time-domain responses between HiPRIME, BSMOR,

[139], TBS and the original. TBS is identical to the original. Reprinted

with permission from [138] (c) 2006 ACM. 152

8.4 Comparison of frequency-domain responses between HiPRIME,

BSMOR, TBS, and the original. TBS is identical to the original.

Reprinted with permission from [138] (c) 2006 ACM. 153

8.5 Comparison of runtime under similar accuracy. (a) macro-model

building time (log scale) comparison; (b) macro-model time-domain

simulation time (log scale) comparison. Reprinted with permission

from [138] (c) 2006 ACM. 154

8.6 A P/G voltage bounce map without decoupling capacitor allocations.

Reprinted with permission from [138] (c) 2006 ACM. 155

8.7 A P/G voltage bounce map with decoupling capacitors allocated at

the centers of four blocks. Reprinted with permission from [138] (c)

2006 ACM. 156

9.1 Comparison between SPRIM, PRIMA, and BSPRIM for impedance

form. 167

9.2 Sparsity preservation of BSPRIM. 168

9.3 Comparison between PRIMA and structure-preserving algorithm

(BSPRIM) for admittance form. 168

9.4 Comparison between PRIMA and BSPRIM with and without re-

orthonormalization for admittance form. 169

10.1 Admittance Y21 response of the µA725 opamp without considering

phase. Reprinted with permission from [73] (c) 2005 IEEE. 178

10.2 Frequency response of Y12 of opamp model. Reprinted with permis-

sion from [73] (c) 2005 IEEE. 182

10.3 Active Sallen–Key topology low-pass filter. Reprinted with permission

from [73] (c) 2005 IEEE. 182

10.4 Frequency response of Y21 of the Sallen–Key topology low-pass filter.

Reprinted with permission from [73] (c) 2005 IEEE. 183

10.5 Frequency response of Y21 of the Sallen–Key topology low-pass filter

without considering phase. Reprinted with permission from [73] (c)

2005 IEEE. 183



xii FIGURES

10.6 Frequency response of the transfer function of the Sallen–Key topol-

ogy low-pass filter. Reprinted with permission from [73] (c) 2005 IEEE.184

10.7 Transient response of the Sallen–Key topology low-pass filter with

different excitations. Reprinted with permission from [73] (c) 2005

IEEE. 184

10.8 Active low-pass FDNR filter. Reprinted with permission from [73] (c)

2005 IEEE. 185

10.9 Frequency response of the transfer function of the low-pass FDNR

filter. Reprinted with permission from [73] (c) 2005 IEEE. 185

10.10 Transient response of the FDNR filter with different excitations.

Reprinted with permission from [73] (c) 2005 IEEE. 186

11.1 Realization of Z(s) in (11.2) and Y (s) in (11.3). 189

11.2 Realization of Z(s) in (11.4) and Y (s) in (11.5). 190

11.3 Realization of Z(s) in (11.6). 190

11.4 Real-part responses of Z(s) and the remainder Z1(s) = Z(s)−Rmin. 191

11.5 Brune’s driving point synthesis by multiple-stage RLCM ladders

(Brune’s cycle). 193

11.6 Brune’s multiple level ladder macromodel synthesis. 193

11.7 Example of Brune’s synthesis with passivity-preserved transforma-

tion: the non-passive T circuit is transformed to a passive coupled-

inductor circuit. 194

11.8 One-port Foster admittance realization. Reprinted with permission

from [94] (c) 2006 IEEE. 196

11.9 General two-port realization Π model. Reprinted with permission

from [94] (c) 2006 IEEE. 197

11.10 Six-port realization based on Π-structure. Reprinted with permission

from [94] (c) 2006 IEEE. 198

11.11 General two-port non-reciprocal active realization. Reprinted with

permission from [73] (c) 2005 IEEE. 199

11.12 Comparison between the transfer function Y1−port(s) and its circuit

realization. 200

11.13 Comparison between the transfer function Y12(s) and its circuit real-

ization. 202

11.14 Comparison between the transfer function Y22(s) and its circuit real-

ization. 202

12.1 Frequency response of the three-input circuit. Reprinted with permis-

sion from [76] (c) 2006 IEEE. 207

12.2 Frequency response of the three-input circuit with different approxi-

mation. Reprinted with permission from [76] (c) 2006 IEEE. 210

12.3 Comparison of computation cost for admittance. Reprinted with per-

mission from [76] (c) 2006 IEEE. 212



FIGURES xiii

12.4 Frequency response comparison among the original circuit, PRIMA

model, and MTermMOR model of the circuit clktree50. Reprinted

with permission from [76] (c) 2006 IEEE. 213

12.5 Frequency response comparison among the original circuit, PRIMA

model, and MTermMOR model of the circuit sram1026. Reprinted

with permission from [76] (c) 2006 IEEE. 213

13.1 Transient response of a non-passive circuit. 217

13.2 Frequency responses of a reduced model and its original RC circuit. 218

13.3 Transient responses of a reduced model and its original RC circuit for

a 10 GHz input. 219

13.4 Transient responses of a reduced model and its original RC circuit for

a 60 Ghz input. 220

13.5 Algorithm flow of FFT-IFFT-based waveform shaping. 221

13.6 Algorithm of FFT-IFFT-based waveform shaping. 222

13.7 Ramp signal shaped at different frequencies. 223

13.8 Low-pass-filter-based waveform shaping. 224

13.9 Group-delay characteristic and magnitude response for different order

Bessel filters (normalized frequency). 224

13.10 Comparison of responses of different models in time domain for the

first example. 227

13.11 Comparison in time domain between reduced models based on Bessel

filters and ellipse filters. 228

13.12 Comparison of responses of different models in time domain for second

example. 228



Tables

3.1 The Hankel singular values for a six-port linear interconnect circuit. 53

5.1 Simulation efficiency comparison between original and synthesized

model (part I). Reprinted with permission from [94] (c) 2006 IEEE. 88

5.2 Simulation efficiency comparison between original and synthesized

model (part-II). Reprinted with permission from [94] (c) 2006 IEEE. 90

5.3 Comparison of reduction CPU times. Reprinted with permission

from [94] (c) 2006 IEEE. 90

6.1 Singular values of DC moment, input moment matrix and output

moment matrix of the circuit net27. 101

6.2 Singular values of the DC admittance moment, 1st order admittance

moment matrices of the circuit net1026 when all the terminals are

treated as bidirectional. 110

6.3 Singular values of DC admittance moment, input moment matrix and

output moment matrix of the circuit net1026. 112

6.4 Output clustering results for the one-bit lines circuit net1026.

Reprinted with permission from [75] (c) 2005 IEEE. 113

7.1 Table of notations. Reprinted with permission from [135] (c) 2005 IEEE.119

7.2 Settings and results of geometrical tVPEC models. Reprinted with

permission from [135] (c) 2005 IEEE. 130

7.3 Settings and results of numerical tVPEC models. Reprinted with per-

mission from [135] (c) 2005 IEEE. 131

8.1 Time-domain waveform error of reduced models by HiPRIME,

BSMOR, and TBS under the same order (number of matched mo-

ments). Reprinted with permission from [138] (c) 2006 ACM. 155

xiv



Foreword

Interconnect model reduction has emerged as one crucial operation for circuit anal-

ysis in the last decade as a result of the phenomenon of interconnect dominance

of advanced VLSI technologies. Because interconnect contributes to a significant

portion of the system performance, we have to take into account the coupling ef-

fects between subcircuit modules. However, the extraction of the coupling renders

many small fragments of parasitics. While the values of the parasitics are small, the

number of fragments is huge and this makes the accumulated effect non-negligible.

If left untreated, the amount of parasitics can gobble up the memory capacity and

consume long CPU time during circuit analysis.

Model reduction transforms a system into a circuit of much smaller size to ap-

proximate the behavior of the original description. Many researchers have con-

tributed to the advancement of the techniques and demonstrated drastic reduction

of the circuit sizes with satisfactory output responses in published reports. Many

of these techniques have also been implemented in software tools for applications.

However, it is important for the users to understand the techniques in order to use

the package properly. To adopt these approaches, we need to inspect the following

features.

1. Efficiency of the reduction: the complexity of the reduction algorithm deter-

mines the CPU time of the model reduction. The size of the reduced circuit affects

the simulation time.

2. Reduction of both model order and terminals of circuits: reduction of terminals

was investigated less in the past and combined terminal and model order reduction

leads to more compact models.

3. Robustness of the algorithms: the numerical stability of the reduction algo-

rithm ensures the robustness of the operation.

4. Structure of the reduced systems: the reduced systems may or may not preserve

important characteristics like symmetry, reciprocity, etc. Those structure charac-

teristics are important for reduction itself and for systems using the models.

5. Realizablility of the reduced system: the reduced system is realizable if it is

passive and we can implement it using electrical elements with positive or neg-

ative values. We can simulate a realizable system with general simulation tools.

Otherwise, we need to check if the reduced system satisfies the constraints of the

simulation package.

6. Passivity of the reduced circuits: the passivity ensures that the simulation

xv



xvi Foreword

outputs are bounded for bounded inputs even if the reduced circuit is combined

with other passive subcircuits.

7. Error bounds: The error bounds of the output responses provide users with

confidence in the results.

In this book, Professors Sheldon X.-D. Tan and Lei He presented a comprehensive

description of the reduction techniques. They have provided motivations for the

approaches and insights into the algorithms as active researchers in the field. I

found that the treatment of the subject is innovative and the general description is

pleasant to read. The book covers the contemporary results and opens windows on

future research directions in the field.

Chung-Kuan Cheng

Department of Computer Science and Engineering,

The University of Californiat at San Diego
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1 Introduction

1.1 The need for compact modeling of interconnects

As VLSI technology advances into the sub-100nm regime with increased operating

frequency and decreased feature sizes, the nature of the VLSI design has changed

significantly. One fundamental paradigm change is that parasitic interconnect ef-

fects dominate both the chip’s performance and the design’s complexity growth.

As feature sizes become smaller, their electromagnetic couplings become more pro-

nounced. As a result, their adverse impacts on circuit performances and powers

will become more significant. Signal integrity, crosstalk, skin effects, substrate loss

and digital and analog substrate couplings are now adding severe complications to

design methodologies already stressed by increasing device counts. It was observed

that today’s high performance digital design essentially becomes analog circuit de-

sign [24] as there has been a need to observe a finer level of detail.

In addition to dominant deep submicron effects, the exponential increase of de-

vice counts causes a move in the opposite direction: we need to increase the increas-

ing design abstraction levels to cope with the design capacity growth. It was widely

believed that behavioral and compact modeling for the purpose of synthesis, opti-

mization, and verification of the complicated system-on-a-chip are viable solutions

to address these challenging design problems [66].

In this book, we focus on the compact modeling of on-chip interconnects and

general linear time invariant systems (LTI) because interconnect parasitics, which

are modeled as linear RLCM circuits1.1, are the dominant factors for complexity

growth. Unchecked parasitics from on-chip interconnects and off-chip packaging will

de-tune the performance of high-speed circuits in terms of slew rate, phase margin

and bandwidth [2]. Reduction of design complexity especially for the extracted high-

order RLCM networks is crucial for reducing the explosive design productivity gap

in the nanometer VLSI design and verification.

This book does not by any means intend to be comprehensive. The absence of

coverage of work by other researchers should not diminish their contributions.

1.1 M here means the mutual inductances.

1



2 Introduction

1.2 Interconnect analysis and modeling methods in a nutshell

Compact modeling of passive RLC interconnect networks has been a research inten-

sive area in the past decade due to increasing adverse deep submicron effects and

interconnect-dominant delays in current high-performance VLSI designs [23,72]. A

number of projection-based model order reduction (MOR) based techniques have

been introduced [32, 33, 38, 85, 91, 113, 114] to analyze the transient behavior of

interconnects.

An asymptotic waveform evaluation (AWE) algorithm was first proposed [91,

92] where explicit moment matching was used to compute the dominant poles via

Pade approximation. The AWE algorithm used the moment concept to control

and measure the accuracy of the reduced and the original system, and this was

advantageous over many previous black-box fitting methods. Also the AWE method

shows that the wildly popular interconnect delay model, The Elmore delay model,

is just the first order of moments of a circuit [28]. The success of the AWE method

led to intensive research efforts on model order reduction of interconnect circuits.

The AWE method is numerically unstable for higher-order moment approxima-

tion. The approximation is carried out around s = 0. The same authors introduced

some remedial methods to overcome this problem by frequency shifting and ex-

panding around s =∞ [92], but a more effective method involved carrying out

multiple-point expansions along the imaginary axis (called frequency hopping) and

combining the expansion results at higher computing costs [19].

A more elegant solution to the numerical problem of AWE is to use projection-

based model order reduction (MOR) methods, which are based on implicit moment

matching. The main idea is to project the explicit moment space into an orthonor-

mal subspace, called Krylov subspace. The projection process basically preserves

the moment information, but the Krylov vectors contain much less numerical noise

compared with the explicit moments owing to the generation of Krylov subspace.

The Pade via Lanczos (PVL) method was the first projection-based method [32],

where the Lanczos process, which is a numerically stable method for computing

eigenvalues of a matrix, was used to compute the Krylov subspace. Feldmann also

proved that the reduced system implicitly matches the original system to a certain

order of moments. Later on, the PVL method was extended to deal with multi-

ple input and multiple output cases by MPVL [33], and to deal with circuits with

symmetric matrices by SyPVL algorithm [38]. The Krylov subspace can also be

generated by the Arnoldi process, which is based on the so-called orthogonal pro-

jection. Examples include the Arnoldi method [114] and Arnoldi transformation

method [113]. But Arnoldi methods only match the half order of the moments or

block moments for the same reduced order.

To ensure the passivity of the reduced model further, it was shown in [63] that

congruence transformation can preserve the model’s passivity if the system matrices

are in a passive form. Later PRIMA [85] used the Krylov subspace vectors to form

the projector for the congruence transformation, which leads to passive models with
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the matched moments in the rational approximation paradigm. Projection-based

methods, however, have several drawbacks. First, they are not efficient for circuits

with many inputs and output terminals. This reflect in the fact that the reduction

cost is tied to the number of terminals; the number of poles of reduced models is

also proportional to the number of terminals. Second, PRIMA-like methods do not

preserve structure properties like reciprocity of a network. Third, it is difficult to

apply PRIMA-like methods to model very high frequency circuits where the circuit

parameters are frequency dependent or where only measure data are available in

terms of scattering-parameters.

Another approach to circuit-complexity reduction is by means of local node

reduction. The main idea is to reduce the number of nodes in the circuits and

approximate the newly added elements in the circuit matrix in reduced rational

forms. The major advantage of these methods over projection-based methods is

that the reduction can be made in a local manner and no overall solutions of the

whole circuit are required (with some circuit realization or synthesis techniques),

which makes those methods very amenable to attacking large linear networks. This

idea has been explored by approximate Gaussian elimination for RC circuits [27],

by the TICER program [107], which is also based on Gaussian elimination but

only keeps first two moments, and by the extension of TICER method into RLC

circuits [3]. The rational approximation is also explored by the direct truncation of

the transfer function algorithm (DTT) [56] for tree-structured RLC circuits and by

an extended DTT method for non-tree structured RLC circuits [125].

Recently, a more general topology-based node-reduction method was pro-

posed [96, 98], in which nodes are reduced one at a time (topologically, it is called

Y -∆ transformation) and the generated admittance in the reduced network is rep-

resented as an order-reduced rational function of s. This method is equivalent to

symbolic Gaussian elimination (s is the only symbol) but the reduction is made on

circuit topologies only, which is equivalent to the nodal analysis (NA) formulation

of a circuit only. The stability is enforced by Hurwitz polynomial approximation.

But this method only works for linear circuits with limited element types (RCLK-

VJ) and cannot be applied to reduce general linear circuits due to NA formulation

requirement. A more general multi-node or block version of Y -∆ transformation,

named hierarchical model order reduction or HMOR was proposed by Tan [121,124].

Since a number of nodes can be reduced at the same time, this method essentially

leads to the general node-reduction based hierarchical model order reduction.

The third major development for model order reduction of LTI systems is by

means of control-theoretical-based truncated balance realization (TBR) methods,

where the weak uncontrollable and unobservable state variables are truncated to

achieve the reduced models [81,87,89,131]. The TBR methods can produce nearly

optimal models but they are more computationally expensive than projection-based

methods. Also, TBR can produce the passive models by so called positive real

TBR methods [87,131]. Recently, empirical TBR method, named poor man’s TBR,

was proposed to improve the scalability of the TBR methods, which shows the

connection with the generalized projection-based reduction methods [89].
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1.3 Book outline

Mode order reduction of time-invariant linear systems is still an active research

area. There are many excellent books covering the classic MOR methods such as

moment matching, Krylov subspace projection-based methods and node-reduction

based methods [14, 20, 72, 97].

In this book, we look at some important developments in this area since the

PRIMA method was introduced in 1997, but we make no attempt to be compre-

hensive. Instead, we primarily present several important methods that give new

perspectives on model order reduction techniques in terms of improved efficiency,

accuracy, and more compact reduced model sizes over the existing projection-based

methods. For instance, we look at truncated balanced realization-based methods,

the hierarchical model order reduction method, MOR methods for linear circuits

with multiple terminals, MOR methods for highly inductive circuits, general passiv-

ity enforcement and circuit realization techniques, and terminal reduction methods.

In the following, we give the outline of this book.

• Chapter 2 will review the concepts of model order reduction, moment matching,

and classic explicit moment-matching methods like AWE for model reduction.

Then we will review Krylov subspace projection-based model order reduction

techniques, such as the projection-based MOR methods, which are still the

most widely used reduction techniques. We will present the basic concepts of

Krylov subspace, passivity, numerical algorithms, such as Arnoldi and Lanczos

methods for obtaining orthogonal Krylov basis and reduction matrices, and

the PRIMA method. We also present some important theoretical results re-

garding the Krylov subspaces. Some of the concepts introduced here will be

used throughout this book.

• Chapter 3 studies the SVD-based model order reduction technique based on the

classic control theory, called truncated balanced realization (TBR), which leads

to more compact models than the Krylov subspace projection MOR methods

but at much higher computation costs. We will review the basic concepts of

truncated balanced realization methods in terms of controllability and observ-

ability from the control-theory perspective. We then present the positive real

TBR methods which can produce the passive models. After this, the empirical

TBR method named poor man’s TBR is also presented, which can scale to

reduce large circuits. Finally, some numerical and implementation issues with

TBR methods are discussed.

• Chapter 4 presents a new passive TBR method, called PriTBR, for intercon-

nect modeling. Different from existing passive truncated balanced realization

(TBR) methods where numerically expensive Lur’e or algebraic Riccati equa-

tions (ARE’s) are solved, the new method performs balanced truncation on the

linear systems in descriptor form by solving generalized Lyapunov equations.

Passivity preservation is achieved by congruence transformation instead of sim-

ple truncations. The PriTBR method can be applied as a second stage model
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order reduction to work with Krylov subspace methods to generate a nearly

optimal reduced model from a large scale interconnect circuit while passivity,

structure, and reciprocity are preserved at the same time.

• In Chapter 5, we present the hierarchical model order reduction method, named

HMOR, which is based on multiple-point expansion. We will review basic steps

of the hierarchical reduction technique and describe the flow of the multiple-

point expansion based on hierarchical reduction. The concept of symbolic anal-

ysis based on a determinant decision diagram (DDD) will be reviewed; this is

the core algorithm for the HMOR. We also discus the new pole search algorithm

and some important properties of hierarchical reductions such as structure pre-

serving and numerical stability for tree-like circuits.

• Chapter 6 first reviews a terminal reduction algorithm named SVDMOR, which

performs the reduction on the input and output position matrices of a transfer

function matrix. Then we present another general terminal reduction algorithm,

named TermMerg, to efficiently reduce the terminal number of general linear

interconnect circuits with a large number of input and output terminals consid-

ering delay variations. TermMerg can reduce many similar terminals and keep

a small number of representative terminals. It can also work with passive model

reduction algorithms to generate passive compact models. This is in contrast to

SVDMOR, which may not produce passive models. After terminal reduction,

traditional model order reduction methods can be applied and achieve more

compact models and improve simulation efficiency.

• Chapter 7 deals with a new inductance modeling technique, vector potential

equivalent circuit and its application in the HMOR. We will discuss the con-

cept of VPEC models and VPEC-based model mutual inductance sparsification

technique. Some theoretical results of passivity of VPEC models and its appli-

cation in the hierarchical modeling reduction will be presented.

• Chapter 8 presents a structure-preserving projection-based MOR method. It

starts with the SPRIM method, which is the first structure-preserving reduction

algorithm based on 2× 2 partitioning of circuit matrices. Then we present

a general block structure-preserving projection-based model order reduction

technique, called TBS, which is an extension of the SPRIM based algorithm.

The new algorithm can preserve the structure of the reduced circuits, which

makes it easier and more efficient to realize the reduced circuits. Also, we show

that by partitioning the original circuits into many disjoint subcircuits, not

only can we preserve sparsity of the reduced circuits, but we can also match

more poles of the original systems, thus improving the model accuracy.

• Chapter 9 introduces another generalized block structure-preserving reduced

order interconnect macromodeling method (BSPRIM). The new approach

extends the structure-preserving model order reduction (MOR) method

SPRIM [37] into more general block forms. The chapter first shows how a

SPRIM-like structure-preserving MOR method can be extended to deal with

admittance RLC circuit matrices and show that the 2q moments are still

matched and symmetry is preserved. It then shows that 2q moment match-
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ing can’t be achieved when the RLC circuits are driven by both current

and voltage sources. Using BSPRIM improves SPRIM by introducing the re-

orthonormalization process on the partitioned projection matrix. The BSPRIM

method can deal with more circuit partitions and can perform the general block

structure preserving MOR for circuits formulated in impedance and admittance

forms. The reduced models by the proposed BSPRIM will still match the 2q mo-

ments and preserve the circuit structure properties, like symmetry, as SPRIM

does.

• Chapter 10 examines some effective methods to enforce the passivity of mod-

els and optimize models. Model passivity and passivity enforcement are widely

used for building realizable models from direct measurements and simulation

data for radio-frequency and microwave applications. They are also used in

HMOR and TermMOR methods. The studied methods include convex-based

passivity enforcement and optimization and least-square-based methods for ac-

tive model optimization.

• Chapter 11 studies the problem of realizing a reduced model into a SPICE-

compatible netlist. This process is called model realization. We first present

a traditional one-port network synthesis technique, Brune’s method, for re-

alizing a passive circuit from its mathematical model. The concept of tradi-

tional network realization will be covered. We then present a general multi-

port network-based realization technique, which includes a one-port realization

based on a Foster’s method and general multiple-port impedance realization

based on one-port realization techniques. We also discuss how to realize gen-

eral non-symmetric circuits.

• Chapter 12 presents a novel compact reduced modeling technique to reduce

interconnect circuits with many external ports called TermMOR. The pro-

posed method overcomes the difficulty associated with subspace projection-

based MOR methods for reducing circuits with many ports. The new method

can lead to much smaller reduced models for a given frequency range or much

higher accuracy given the same model sizes than subspace projection-based

methods. Like HMOR, the TermMOR method is a closed-loop method, as it

can produce models matching the desired frequency range precisely.

• Chapter 13 presents an approach to enforcing the passivity of a reduced system

of general passive linear time-invariant circuits. Instead of making the reduced

models passive for infinite frequencies, the method works on the signal waveform

driving reduced models. It slightly shapes the waveforms of the signal such that

the resulting signal spectra are band limited to the frequency range in which

the reduced system is passive. As a result, the reduced models only need to be

band-limited passive (also called conditionally passive), which can be achieved

much more easily than traditional passivity for a reduced system, especially

for one with many terminals or requiring wide band accuracy (more poles).

We propose to use spectrum truncation via FFT and IFFT and low-pass-filter-

based approaches for transient waveform shaping processing. We analyze the

delay and distortion effects caused by using low-pass filters and present methods
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to mitigate the two effects.

1.4 Summary

In this chapter, we first present the cases for compact modeling for interconnect

circuits. We then briefly survey the previous developments on this topic and present

what will be covered in this book for each chapter.

Throughout the book, numerical examples are provided to shed light on the

discussed topics to help the reader gain more insights into the discussed algorithms.

All our treatments of many topics may not be mathematically rigorous. Instead, we

try to present the topics from a typical computer-aided design (CAD) engineer’s

perspective and try to help reader to apply those techniques to solve real VLSI

design problems and develop more efficient simulation tools.



2 Projection-based model order
reduction algorithms

Compact modeling of passive RLC interconnect networks has been an intensive

research area in the past decade owing to increasing signal integrity effects and

interconnect-dominant delay in current system-on-a-chip (SoC) design [72].

In this chapter, we briefly review the existing modeling order reduction (MOR)

algorithms for linear time-invariance (LTI) systems developed over the past two

decades in the electrical computer-aided design community. Since compact model-

ing of TLI systems is a well researched and studied field, many efficient approaches

have been proposed over the years. Given the space in this book, we cannot review

all of them and neither do we attempt to be complete in our review. Instead, we

mainly review the Krylov subspace projection-based model order reduction meth-

ods, which are widely used MOR methods and are closely related to the rest of this

book. Although there exists an excellent and detailed treatment of Krylov subspace

projection-based methods already [14], for the completeness of this book, we still

present some basic concepts, algorithms and important results for Krylov subspace

projection-based MOR methods. We try to present them in a way that can be easily

understood from the practical application point of view.

2.1 Moments and moment-matching methods

In this section, we briefly review the concepts of time-domain moments, the El-

more delay and Pade-approximation-based moment-matching method, which are

important concepts for subspace projection-based model order reduction methods.

2.1.1 Concept of moments

In the s domain, the transfer function of a linear network H(s) is defined as the

ratio of the output to the input under zero initial conditions:

H(s) =
Y (s)

X(s)
. (2.1)

If the input is the impulse function δ(t), its Laplace transformation is 1. So the

transfer function is also the impulse response at the port. If we expand H(s) around

8
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s = 0 by the Taylor series expansion, we have

H(s) =

∞∑

k=0

mks
k, (2.2)

where

mk =
1

k!
× dkH(s)

dsk

∣∣∣∣
s=0

. (2.3)

where the kth coefficeint of H(s), mk, is called the kth moment.

Assuming that h(t) is the corresponding time-domain impulse response, we have

H(s) =

∫ ∞

0

e−sth(t)dt. (2.4)

We rewrite moments defined in (2.4) in terms of H(t) by using the Taylor expansion

of e−st in the Laplace transform H(s) and we have

H(s) =

∫ ∞

0

h(t)e−stdt

=

∫ ∞

0

(
1− st+ s2 t

2

2
+ · · ·+ sk

(−1)k

k!
tk + · · ·

)
dt

=

∞∑

k=0

sk
(−1)k

k!

∫ ∞

0

tkh(t)dt. (2.5)

Comparing (2.5) with the definition that H(s) =
∑∞

k=0mks
k, moments can be

rewritten as:

mk =
(−1)k

k!

∫ ∞

0

tkH(t)dt, (2.6)

or

m0 =

∫ ∞

0

h(t)dt, (2.7)

m1 = −
∫ ∞

0

th(t)dt, (2.8)

m2 =
1

2!

∫ ∞

0

t2h(t)dt, (2.9)

· · ·

2.1.2 Elmore delayPSfrag replacements

f(t) f(t− T )Ideal delay

T

Figure 2.1 The network of an ideal delay of T .
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For an ideal delay network as shown in Figure 2.1, the response of the network for

an input function f(t) is f(t− T ). We take the Laplace transformation of f(t− T )

and we have

L(f(t− T )) = e−sTF (s), (2.10)

where F (s) is the Laplace transformation of f(t) and L(∗) is the Laplace transfor-

mation operator. So the ideal delay element’s transfer function is

Hd(s) = e−sT . (2.11)

If we take the derivative of Hd(s) with respect to s, we have

dHd(s)

ds
|s=0 = −T. (2.12)

As a result, we may use dHd(s)
ds |s=0 as an approximate for the delay of a general

linear network described by H(s), i.e.,

Td ≈ −
dHd(s)

ds
|s=0. (2.13)

Td is the so-called Elmore delay [28], which is also the first-order moment in (2.3).

So we have

m1 =

∫ ∞

0

h(t)tdt =
dHd(s)

ds
|s=0. (2.14)

Another popular mathematic interpretation of the Elmore delay is by means of

probability perspective. Physically, the delay of a network can be measured using

the 50% point delay of the monotonic step response from a unit step input. If h(t)

is the unit impulse response, the unit step response is
∫∞
o
h(t)dt. The 50% point

delay τ is then defined as
∫ τ

0

h(t)dt = 0.5. (2.15)

If we treat h(t), which is assumed to be non-negative for all t ≥ 0, as the proba-

bility density function (p.d.f.), i.e.,
∫∞

0 h(t) = 1, the Elmore delay, Td, is essentially

the mean under the p.d.f. of h(t), the impulse response of the network

Td = m1 =

∫ ∞

0

h(t)tdt, (2.16)

which actually is the first-order moment m1.

It can be shown that for an ideal delay network or a network whose impulse

response is symmetric, the Elmore delay is exactly the actual 50% delay of the

network. For practical networks, whose responses are always skewed as shown in

Figure 2.2, the Elmore delays are just an estimation. Actually Gupta and Pileggi

et al. proved that the Elmore delay is the upper bound for general RC circuits [48].

The Elmore delay was first introduced by Elmore in 1948 for estimating the

delay of active circuits. It was popularized by Penfield and Rubinstein [100] as it

can be computed directly and efficiently for RC trees by using the R and C values
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Figure 2.2 The unit impulse and unit step responses.

from the tree circuits in a linear time. Because of its high fidelity as a delay metric,

it was intensively used for the delay and timing estimation of interconnects during

the physical layout design processes [23].

2.2 Moment computation in MNA formulation

In this section, we present the method for efficient computation of moments using

classic circuit analysis techniques. We start with the modified nodal analysis (MNA)

formulation of the general RLC linear circuits and derive the recursive moment

computation formula, which is the most critical step for all the moment-matching

methods and Krylov subspace projection-based model order reduction methods.

2.2.1 Recursive moment computation

For a general linear network, we can apply modified nodal analysis to formulate it

in the state space equation form

Gx(t) + Cẋ(t) = Bu(t)

y(t) = LTx(t),
(2.17)

where G and C are the conductive and storage element matrices; B and L are the

input and output positions matrices; and state variables x can be nodal voltage or

branch currents of the linear circuit.

Upon applying the Laplace transformation of the state equation, we have the
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state equations in the s domain

GX(s) + sCX(s)− CX(0) = BU(s)

Y (s) = LTX(s).
(2.18)

Assuming the initial condition is zero, X(0) = 0, and the impulse response (U(s) =

1) is applied, the state equation will become

(G+ sC)X(s) = B

Y (s) = LTX(s)
(2.19)

Expanding X(s) using Taylor’s series at s = 0, we obtain

(G+ sC)(x0 + x1s+ x2s
2 + · · ·+ xqs

q + · · · ) = B. (2.20)

We then obtain the state moment computation formula in a recursive form

x0 = G−1B

x1 = −G−1Cx0

· · ·
xi = −G−1Cxi−1 for i > 0,

(2.21)

Notice that G−1 here means we solve Gx = b and G−1 is used for solving for all the

moments. Numerically, we only need to perform one LU decomposition of G = LU

and then use the L and U matrices to solve for all moments sequentially. Typically,

we only need a few orders, say q, of moments for achieving the required accuracy

in terms of transient waveforms for RC or RLC circuits, where q � n and n is the

size of state vector x. As a result, transient analysis using the moment method is

much faster than integration-based numerical analysis as it is independent of time

steps and time intervals.

For the output moments, which actually are the moments of the transfer function:

H(s) = LT (G+ sC)−1B. (2.22)

The moments mi are related to the state moment by

mi = LTxi. (2.23)

As a result, the transfer function moment mi can be directly computed in a recursive

way

x0 = G−1B; m0 = LTx0

x1 = −G−1Cx0; m1 = LTx1

· · ·
xi = −G−1Cxi−1; mi = LTxi for i > 0,

(2.24)

In general, the ith block moment is given by

mi = LT (−G−1C)iG−1B. (2.25)
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2.3 Asymptotic waveform evaluation

Asymptotic waveform evaluation (AWE) is an efficient frequency-domain analysis

approach and was proposed in 1990 by L. Pileggi [91, 92]. It basically combines

the fast recursive moment computation methods presented in Subsection 2.2.1 with

Pade approximation to compute the poles and residues of the order truncated trans-

fer functions. We first present the Pade approximation method.

2.3.1 Pade approximation

The idea of Pade approximation is to approximate a transfer function H(s) by an

order-limited rational function Hq(s), where q is the order.

Specifically, after the moments are generated, a general multi-input multi-output

(MIMO) transfer function H(s) is represented as a Taylor series expansion form or

the block moment form

H(s) = m0 + m1s+ m2s
2 + · · · , (2.26)

where mi is the ith block moment of the circuit, and

mi = LTxi, (2.27)

where xi is the ith order state block moment vector. Once the moment expansion

is available, a Pade approximation is calculated. For a qth order approximation, 2q

moments must be computed.

Without losing generality, we consider a single-input single-output transfer func-

tion. Consider the transfer function at entry (p, q) and let mi = mi,pq for i =

0, 1, 2, · · · , the scalar moment expansion then can be written as

Y (s) = m0 +m1s+m2s
2 + · · ·+m2q−1s

2q−1. (2.28)

Then we can use a qth Pade approximation rational function Hq(s) to match H(s),

H(s) =
P (s)

Q(s)
=
a0 + a1s+ a2s

2 + · · ·+ aq−1s
q−1

1 + b1s+ b2s2 + · · ·+ bqsq
, (2.29)

such that they agree on the first 2q terms in the moment form, i.e.,

H(s) = Hq(s) +O(s2q). (2.30)

To compute the coefficients ai and bi from (2.29), we have

P (s) = Hq(s)Q(s), (2.31)

or

q−1∑

k=0

aks
k = (

2q−1∑

k=0

mks
k)(

q∑

k=0

bks
k). (2.32)

Here b0 = 1. The equation can be solved for different powers of s separately. If we

compare the coefficients of sq on the left-hand side and the right-hand side of (2.32),
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we have

0 = m0bq +m1bq−1 + · · ·+mq−1b1 +mq . (2.33)

Doing this for the coefficients of sq to s2q−1 yields a set of linear equations




m0 m1 · · · mq−1

m1 m2 · · · mq

...
...

. . .
...

mq−1 mq · · · m2q−2







bq
bq−1

...

b1


 = −




mq

mq+1

...

m2q−1


 . (2.34)

Through (2.34), we can solve for all the coefficients bi of Q(s).

To solve for the coefficients ak of numerator Q(s), we solve for the following

equations, which are obtained by comparing the coefficients of sq on the left-hand

side and the right-hand side of (2.32) from s0 to sq−1, which yields




a0

a1

...

aq−1


 =




m0 0 0 · · · 0

m1 m0 0 · · · 0

. . . . . . . . . . . . . . . . . . . . . . . .

mq−1 mq−2 mq−3 · · · m0







1

b1
...

bq−1


 . (2.35)

2.3.2 Partial fraction decomposition and time-domain response

After the Pade approximation, we obtain the order-reduced order transfer function

in (2.29). To compute the transient response waveforms, we need to derive the

partial fraction form from the rational function form.

Partial fraction decomposition of a transfer function H(s) is to represent it in

the following form,

H(s) =
k0

s− p0
+

k1

s− p1
+ · · ·+ kp

s− pq
.

=

q∑

i=0

ki
s− pi

, (2.36)

where pi and ki are the poles and residues of the transfer function.

From this representation of H(s), the time-domain impulse response h(t) can be

computed by the closed form expression

h(t) =

q∑

i=0

kie
pitu(t), (2.37)

where u(t) is the unit step function. Once the impulse response poles and residues

are known, the responses for some ideal signals such as the step and limited ramp

inputs can be expressed easily.

For instance, for unit step input U(s) = 1/s, the output response in the s-domain
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is

Y (s) = H(s)U(s)

= H(s)
1

s

=

q∑

i=0

ki
(s− pi)s

=

q∑

i=0

ki
pi

(
1

s− pi
− 1

s
), (2.38)

and the corresponding time-domain response, y(t), is

y(t) =

[
q∑

i=0

ki
pi

(epit − 1)

]
u(t). (2.39)

2.3.3 Derivation of poles and residues

To derive the partial fraction representation of a rational transfer function H(s),

we need to compute the poles pi and residues ki.

The poles are actually the roots of the denominator polynomials of Q(s) in (2.29)

Q(s) = 1 + b1s+ b2s
2 + · · ·+ bqs

q ,

and can be obtained by many numerical root computation processes [44].

To compute the residues ki, there are two methods. The first method requires

that we know both numerator P (s) and denominator Q(s) (i.e., their coefficients).

While the second method does not need to compute the numerator polynomial

P (s), it can compute the residues directly once the poles are available.

We first present the first method. Notice that for the residues kj in (2.36), we

have

H(s) =
P (s)∏q

i=0 (s− pi)
=

q∑

i=0

ki
s− pi

.

If we multiply factor (s− pj) on both sides, we obtain

P (s)∏q
i=0,i6=j (s− pi)

=

q∑

i=0,i6=j

ki
s− pi

(s− pj) + kj .

To derive kj , we substitute s for pj in the above equation, thus

kj =
P (pj)∏q

i=0,i6=j (pj − pi)
. (2.40)

In the second method for computing residues ki, we first expand each of the



16 Projection-based model order reduction algorithms

partial fraction terms in (2.36):

H(s) =

q∑

i=0

ki
s− pi

=

q∑

i=0

[
−ki
pi

(
1 +

s

pi
+
s2

p2
i

+ ...

)]
. (2.41)

Comparing coefficients of (2.41) with that of H(s) in its moment expansion form

H(s) = m0 +m1s+m2s
2 + · · ·+m2q−1s

2q−1,

we can arrive at

−(k1

p1
+ k2

p2
+ · · ·+ kq

pq
) = m1,

−(k1

p2
1

+ k2

p2
2

+ · · ·+ kq
p2
q
) = m2,

...

−( k1

p2q
1

+ k2

p2q
2

+ · · ·+ kq

p2q
q

) = m2q .

(2.42)

Actually, since the number of unknown ki is q, we only need to select q equations

from (2.42) to solve for ki, i = 1, ..., q.

We summarize the steps involved in AWE using moment matching in the follow-

ing algorithm:

Asymptotic waveform evaluation

1. Compute 2q moments using (2.21), choice of q depends on accuracy require-

ment. In practice, q < 5 is typically used.

2. Obtain the coefficients of denominator polynomials Q(s) and coefficients of

numerator polynomials P (s) (if using the first method to compute residues) in

(2.29) by solving (2.34) and (2.35).

3. Obtain the roots (thus the poles pi, i = 1, ..., q) of the denominator polynomials

Q(s).

4. Find the corresponding residues kq , i = 1, ..., q using (2.40) or (2.42).

5. Compute the time domain responses for given inputs using closed form expres-

sions for ideal input signals or recursive convolution for general input signals.

One important observation from (2.42) is that the moment mi is the power

function of poles mi(p1, p2, ...pq). As a result, the higher order (less dominant) poles,

which have large magnitudes, will soon be lost numerically in the moments and high

order moments will approximate the dominant poles (small poles). Practically, this

reflects the fact that explicit moment methods like AWE cannot reliably obtain

high-order poles and AWE can easily generate unstable positive poles when high-

order moments are computed [91]. Typically, the reliable orders that can be obtained

by AWE are approximately 5-6 based on our experiments. That implies two or three

poles can be reliably computed by AWE.
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To mitigate this problem, many approaches have been proposed in the past. Ex-

amples are frequency scaling, frequency shifting [92] and multiple point expansions

such as complex frequency hopping (CFH) [19]. In this book, we present two recent

developments for improving the numerical stability of direct moment matching in

the sequel.

2.3.4 Multi-node moment matching (MMM)

As mentioned in the previous section, the major issue with direct moment-matching

methods like AWE is that the higher order moments will become less accurate:

higher order moments are power functions of poles as shown in (2.42). Higher

order pole information will soon be lost numerically. One effective way to par-

tially mitigate this problem is by means of the multi-node moment matching tech-

nique (MMM), which can obtain more numerical stable estimation of the system

poles [54].

The main idea of the MMM method is to estimate the poles by using the moment

information from different nodes or from different input stimulus instead of using

a single node with a single stimuli as done in the traditional moment-matching

method [91]. The rational behind this method is that poles from different nodes

and from different input stimulus are the same.

By using MMM, we only need fewer orders of moments to compute the same

number of poles. For instance, if moments from p different nodes with a single input

are used only, we can get the p poles by using just p+ 1 moments. If k inputs are

allowed, then we can get the p poles by just using p/k + 1 moments for each input

with about the same computing cost. Since the pole information is better preserved

numerically in lower-order moments, as shown in (2.42), we can obtain a much

better and numerically stable estimation of the poles.

Specifically, we start with a linear dynamic system with n states:

ẋ = Ax + Bu, (2.43)

where A is the n× n original system and B is the n× 1 position matrix.

Assume that there exists a reduced system, Aq×q , of order q to be determined

that approximates the original circuit by simultaneously matching the moments of

the selected q state variables x. This system is given by

ẋ = Aq×qx + Bqu, (2.44)

where Aq×q is a q × q reduced system and Bq is a q × 1 reduced position matrix.

We select q nodes, which have one-one correspondence with the q variables se-

lected in Aq×q , and their corresponding moments in the original circuit become the

moment vectors m0, m1,m2,...,mq+1. According to (2.43), we have

s[m0 + m1s+ m2s
2 + ...+ mqs

q + ...] =

Aq×q [m0 + m1s+ m2s
2 + ...+ mqs

q + ...] + Bqu.
(2.45)

By comparing the coefficients of equal powers of s in both sides, we have the fol-
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lowing equations:

Bq = −Aq×qm0,

m0 = Aq×qm1,

m1 = Aq×qm2,

· · ·
mq−1 = Aq×qmq.

(2.46)

Excluding the first equation, the equations above can be put into a matrix form as

Aq×q [m1,m2, ...,mq ] = [m0,m1,m2, ...,mq−1]. (2.47)

As a result, we can compute Aq×q as

Aq×q = [m0,m1,m2, ...,mq−1][m1,m2, ...,mq]
−1. (2.48)

Then the eigenvalues of Aq×q , which can be obtained by performing the eigende-

composition on Aq×q , are the reciprocals of q dominant poles of the original system

in (2.43). Notice that only q + 1 moments are required to compute the q dominant

poles when we select q nodes.

If we use the moments from different inputs, then the order of moments used in

(2.47) can be further reduced, as shown in [54].

2.3.5 Projection-based methods for pole computation

Another way of finding poles in a numerically reliable way is by means of projection-

based model order reduction methods, where poles are computed from the eigen-

decomposition of the reduced system.

This method makes sense if we are interested in the fast transient response by

using explicit moment-matching methods instead of model order reduction of the

systems. Explicit circuit moment matching can be transformed to the time do-

main waveforms very easily without simulating the reduced models. Hence, explicit

moment matching is still appealing if poles can be computed reliably.

Krylov subspace projection-based methods will be discussed in detail in the

following sections. Here, we just briefly mention how the methods can be used to

generate the dominant poles of a system.

In the Krylov-subspace projection-based model order reduction process, moment

vectors generated recursively in (2.21) are first orthonormalized during the gener-

ation process and then used to build a projection matrix. The projection matrix

is then used to reduce the original circuit matrices by congruence transformation,

which ensures that the reduced system is passive (thus stable) if original matrix

are formulated properly [63,85]. By using this method, we only require q moments

to find q poles. Such a method guarantees that all the poles computed are sta-

ble (less than zero in their real part) [63, 85] owing to the nature of congruence

transformation and the MNA formulation of the original RLC circuit matrices.

Specifically, we obtain the first q moment vectors through (2.21). Then we form
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the following n× q matrix where each moment vector is a column.

M = [m0,m1, · · · ,mq−1]n×q . (2.49)

where q � n, and n is the number of state variables (nodes) in the original circuit

and also the dimension of the moment vectors. Then we orthonormalize M into an

n× q projection matrix V , such that the columns in V are mutually orthogonal,

i.e., vTi vj = δij , i 6= j. Such an orthogonalization process can be simply carried out

by using the standard Gram–Schmidt method [44]. Actually, the moments can be

orthonormalized during the generation process, as in methods such as the Arnoldi

or Lanczos methods, which are numerically more stable than the standard Gram-

Schmidt method [44]. We will discuss the subspace projection methods in detail in

the following sections.

Once we have obtained the projection matrix V , the original circuit matrix G and

C in (2.17) can be reduced to two q × q order-reduced matrices by the congruence

transformation:

Ĝ = V TGV, Ĉ = V TCV. (2.50)

After this reduction process, the eigenvalues of matrix Ĝ−1Ĉ will be related to

the dominant poles we are looking for as:

pi = − 1

λi
, (2.51)

where pi and λi are the ith pole and eigenvalue. This can be easily obtained by

performing the eigendecomposition of Ĝ−1Ĉ. Once all the poles are computed, we

then compute the residues at any node using aforementioned residue computation

methods.

We want to stress that the major difference of the projection methods used for

pole computations here and the full-blown subspace projection-based model order

reduction methods like PRIMA [85] is that we only need to compute the dominant

poles here instead of the reduced system. Since the dominant poles are shared by

all the transfer functions, we only need one transfer function to compute them. As

a result, we can perform the projection-based model order reduction assuming one

terminal. In this case, we need to make sure that the order of moments will be the

same or larger than the required number of poles. If we use multiple terminals, then

we end up with block moments. But we only need a few orders of block moments

so that the reduced models have larger number of poles than is required. This case

is similar to the multiple-input matching in the aforementioned MMM method.

The bottom line is that the pole-computation reduction process (its CPU cost)

does not depend on the number of terminals of the systems, which is not the case

for full-blown Krylov subspace projection-based model order reduction methods to

be discussed later.

We notice that the Krylov subspace projection-based methods for pole computa-

tion have been used to compute the transient thermal profile using explicit moment

matching in the microprocessor architecture level [74].
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2.4 Projection-based model order reduction methods

In this section, we present projection-based model order reduction techniques, which

are widely used for parasitic interconnect circuit macromodeling and reductions.

We mainly focus on model order reduction approaches based on Krylov subspace

projection methods.

2.4.1 Framework of projection-based model order reduction

We consider a general linear time-invariant state-space model with only one input

and one output (we will extend our discussion to multi-input, multi-output cases

later),

ẋ(t) = Ax(t) + bu(t)

y(t) = lTx(t),
(2.52)

where u is the input variable, y is the output variable, A is an n× n matrix, and

b is an n× 1 matrix. x is an n× 1 vector of state variables. Then the transfer

function from u(t) to y(t) can be given as

H(s) = lT (sI −A)−1b. (2.53)

Typically, the number of state variables, n, is very large so that the simulation and

synthesis of the whole systems are very slow. We want to build a much smaller

system, such that the transient response y(t) to some given input signal u(t) is ap-

proximate to that by the original system. One question we may ask is which parts

of the system can be discarded without changing the transfer function H(s) sig-

nificantly. The concepts of controllability and observability can give good answers:

uncontrollable and unobservable parts of the system can be removed without af-

fecting the transfer function [15].

To this end, we can perform the state transformation x = Tz, where T is the

matrix of eigenvectors of A and we assume that the eigenvalues of A are denoted

λ1, ..., λn and they are simple and unique. Then (2.52) becomes

ż(t) = T−1ATz(t) + T−1bu(t) =




λ1

.

.

λn


 z(t) +




b̄1
.

.

b̄n


u(t),

y(t) = lTTz(t),

(2.54)

Figure 2.3 illustrates the eigen-decomposed system, which consists of n indepen-

dent transfer paths. If b̄i is zero, then the state variable zi is not controllable and can

be removed; Let c̄ = lT , if c̄i is zero, then the state variable zi is unobservable and

can be removed. So the key issue of model order reduction is to remove uncontrol-

lable or unobservable parts or practically weakly controllable or observable parts.

One way to perform the direct state removal is by using a balancing and truncation
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method based on balanced realization instead of the diagonal representation [81],

which will be discussed in detail in Chapter 3.

Figure 2.3 Block diagram of (2.54).

Another way to do the order reduction is by means of projection. Specifically, if

we assume that the first q state variables in (2.54) to be preserved and the remaining

variables are to be removed, we can form a new projection matrix Tp such that Tq
consists of the first q left columns of T ; we have

ż(t) = T−1
q ATqz(t) + T−1

q bu(t)

y(t) = lTTqz(t),
(2.55)

Notice that Ar = T−1
q ATq is a q × q matrix, and br = T−1

q b is a q × 1 matrix.

Thereby, the original state space of dimension n is projected to the space of the

reduced model with dimension q.

In general, for a single-input and single-output system (SISO):

Eẋ(t) = Ax(t) + bu(t)

y(t) = lTx(t),
(2.56)

instead of using biorthogonal matrices Tq and T−1
q , we can use other n× q matrices

V and W for the projection. As a result, we may have more general projection

reduction methods in terms of V and W for a single-input and single-output system,

W TEV ż(t) = W TAV z(t) +W Tbu(t)

y(t) = lTV z(t).
(2.57)

In projection theory, the q × q matrix W TAV can be interpreted as projecting

A onto the subspace L spanned by V , and orthogonal to the subspaceM spanned

by W [102].

The projection operation approximates a solution to a system from a search

subspace L of dimension q, so that q constraints are met at the same time. The
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projection operations are always involved with two spaces. If L = T , the projection

is said to be orthogonal. Otherwise, the projection is oblique.

For a linear dynamic system, the resulting projection operation will lead to

matrix transformation as shown in (2.57). To see this in terms of a general projection

operation, we first project the state variable x into the subspace L represented by

V , i.e., span(V ) = L, we have

x = V z. (2.58)

Since (2.58) is an approximate solution in subspace L, we require that the residues

in (2.52) will be orthogonal to the subspace M = span(W ), which satisfies the

so-called Petrov–Galekin conditions. The residues for (2.52) can be written as (as-

suming the impulse response u(s) = 1)

er = b + (A− sE)x. (2.59)

If we multiply (2.59) by W T and replace x with V z, we have

W Ter = W Tb +W T (A− sE)V z = 0, (2.60)

which is the same state transfer function we have in (2.57).

One question left is how to select the two subspaces and their corresponding

projection matrices V and W . Krylov subspaces are the most useful and popular

ones owing to their moment matching connection with the original system [32].

2.4.2 Krylov subspaces

A subset of a vector space is called a vector subspace or subspace. The subspace

is uniquely defined by a set of vectors V = {v1, v2, ..., vn}. The set of all linear

combinations of these vectors is referred to as the span of V .

span{V } = span{v1, v2, ..., vn}, (2.61)

=

{
x|x =

n∑

i=1

αivi

}
, (2.62)

where αi are real numbers. If vi are linearly independent, then each vector of

span{V } admits a unique expression as a linear combination of vi. The set V is

then called a basis of the subspace span{V }.

Concept of Krylov subspaces

For n× n matrix A and a vector b, the Krylov subspace Kq(A,b) is defined as

Kq(A,b) = span{b, Ab, A2b, ..., Aqb}, (2.63)

where q is a given positive integer.

For an n× q matrix Tq, whose columns form bases for the subspace spanned by
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the Kq(A,b),

colspTq = Kq(A,b), (2.64)

where colsp(G) indicates the column space of G. With this definition, the two

projection matrices V and W determining the reduced order model for (2.56) are

chosen as follows:

colspV = Kq(A
−1E,A−1b) = span{A−1b, ..., (A−1E)q−1A−1b},

colspW = Kq(A
−TET , A−T l) = span{A−T l, ..., (A−TET )q−1A−T l}, (2.65)

where A−T = (A−1)T and V and W are both rank q. In this book, we call V the

output Krylov subspace and W the input Krylov subspace.

With this choice, the reduction method is called a two-side method as both input

and output relations of the systems are involved. If only one of the two matrices

V or W is chosen and the other one is chosen arbitrarily such that W TAV is

non-singular, then the method is called a one-side MOR method.

If we compute the V and W directly based on their definitions in (2.65), we will

find that the numerical calculation of the matrix-vector products involved in the

subspaces turns out to be unstable. This is no surprise as {(A−1E)q−1A−1b} are

the circuit moments, which will lose the small eigen value information numerically,

as the order q becomes large, as shown in the previous section. The reduction

process may lead to unstable poles as a result. Practically, the Krylov spaces can

be obtained by numerical stable processes like Arnoldi and Lanczos algorithms [44],

which are to be discussed in the next subsections.

Moment connection of Krylov subspaces

One important property of the Krylov subspace is that the output responses of

reduced models match that of the original circuits in terms of moments [32]. To see

this, we rewrite the transfer function for the state space equation in (2.56) as

H(s) = lT (sE −A)−1b (2.66)

= lT (sĀ− I)−1b̄,

where Ā = A−1E and b̄ = A−1b. As a result, we can obtain the coefficients of the

Taylor series of (2.66) around s0 = 0,

H(s) = lT (sĀ− I)−1b̄,

= −lT b̄− lT Āb̄s, · · · ,−lT Āib̄si · · ·
= −lTA−1b− lT (A−1E)A−1bs, · · · ,−lT (A−1E)iA−1bsi · · · . (2.67)

In the two side methods, the first two 2q moments of the original and the reduced

model match. In one-side methods, only q moments of the original and the reduced

model match. In the sequel, we first present the moment matching theorem and

then we give a simple proof for s0 = 0 case. A more general proof can be found

in [45].
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Theorem 2.1 (Moment matching connection of one-side Krylov sub-

space). For the two Krylov subspaces colspV = Kq(A
−1E,A−1b) and colspW =

Kq(A
−TET , A−T l) defined in (2.65), For the one-side Krylov subspace method, the

reduced system obtained by projection reduction matches q moments of the transfer

function of the original system defined in (2.66).

The proof can be found at the Section 2.8. If we use both Krylov spaces colspV =

Kq(A
−1E,A−1b) and colspW = Kq(A

−TET , A−T l), then we have the following

result:

Corollary 2.1 (Moment matching connection of two-side Krylov aubspace

methods). If both subspaces V and W are used, the reduced model matches 2q

moments of the transfer function of the original system defined in (2.66).

See Section 2.8 for a simple proof. In the one-side Krylov methods, since we only

use one Krylov subspace, say, V , a good choice for W is V = W . As a result, the

matrix transformation W TAV become V TAV , which is called congruence trans-

formation. It was shown that congruence transformation can preserve the passive

property of the original systems if the state space matrix is formed in a passive

form. We will discuss this in the later subsection. Here we want to present some

result regarding the symmetric systems.

Corollary 2.2 (Moment matching connection for symmetric systems).

For a symmetric system {A,E,b, l} in (2.56) with the same input and output ports

, i.e., A and E are symmetric and b = l, for one-side Krylov subspace methods with

congruence transformation (i.e., V = W ), the reduced model matches 2q moments

of the transfer function of the original system defined in (2.66).

Proof: This corollary can easily be proved by noticing that, in this case, the two

subspaces colspV = Kq(A
−1E,A−1b) and colspW = Kq(A

−TET , A−T l) are the

same because of the symmetric nature of the system. Also, since we make V = W ,

such reduction is equivalent to the two-side method and, thus, 2q moments are

matched, based on Corollary 2.1. QED.

The significance of Corollary 2.1 is that for many practical RC circuits, whose

MNA matrices are symmetric, using the one-side method such as the Arnoldi

method can lead to more accurate results and the reduced models are also pas-

sive. For general RLC circuits, their matrices are not symmetric, but by splitting

the projection matrices, which makes the matrices subblock-level symmetric, the

reduction process can still lead to double accuracy (matching 2q instead of q mo-

ments) as shown in [37] and in Chapter 8 for general structure-preserved model

order reduction methods. Another way is by means of the second order formulation

of RLC circuits, which is also symmetric and can lead to 2q moment matching.

Note that instead of s0 = 0, the expansion can be carried out at another point

s0 6= 0. Then, with slight modification of the Krylov subspaces, the moments can
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still be matched here.

In the following subsections, we show two numerically stable algorithms, the

Arnoldi method and the Lanczos method to find the Krylov subspaces. The Arnoldi

method is an one-side method while Lanczos method is a two-side method.

The fundamental idea is to orthonormalize the basis vectors in the Krylov

subspaces defined in colspV = Kq(A
−1E,A−1b) or colspW = Kq(A

−TET , A−T l).

Such orthogonal vectors contain much less numerical noise compared with the cir-

cuit moments as lower-order moment vectors are subtracted during the orthonor-

malization process.

2.4.3 Arnoldi algorithms

To avoid numerical problems when constructing the Krylov subspace, it is advan-

tageous to build the orthogonal basis for a given subspace. The Arnoldi method is

the classic method to find a set of orthonormal vectors as a basis for a given Krylov

subspace as proposed by W.E. Arnoldi in 1951 [8].

Specifically, given Krylov subspace Kq(A,b), the Arnoldi method using the mod-

ified Gram–Schmidt orthogonalization [36, 102,104] is as follows:

Arnoldi Algorithm (A,b)

1 Compute v1 = b
‖b‖2 —- # normalize b

2 For j = 1, ..., q Do

3 Compute wj = Avj —- # calculate the next vector

4 For i = 1, ..., j Do

5 hij = vTi wj

6 wj = wj − hijvi —- # orthogonalization

7 EndDo

8 If wi = 0, stop, otherwise hj+1,j = ‖wj‖2
9 vj+1 =

wj

hj+1,j
—- # normalization

10 EndDo

Figure 2.4 Arnoldi method based on modified Gram–Schmidt orthonormalization for SISO
systems.

After the Arnoldi process, we obtain a new set of vectors V = {v1,v2, ...,vq}
and new orthogonal projection matrix V

V TV = I, (2.68)

whose columns are the basis for the given Krylov subspace. Furthermore,

V TAV = H, (2.69)

whereH is a q × q matrix, called a Hessenberg matrix , in which hij = 0 for i > j + 1

for all 1 ≤ i, j ≤ q.
The Arnoldi method presented in Figure 2.4 is just for a single-input and single-

output system (SISO). For the multi-input and multi-output case, block Arnoldi
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methods can be applied [8, 14].

2.4.4 Lanczos algorithms

The Lanczos algorithm is a well known two-side Krylov method proposed by

C. Lanczos in 1950 [67].

Specifically, given two Krylov subspacesKq(A,b), Kq(A
T , c), the non-symmetric

Lanczos method [32,102] is as follows:

Lanczos Algorithm (A,b, c)

1 Compute ρ1 = ‖b‖2; η1 = ‖c‖2; v1 = b
ρ 1

; w1 = c
η1

—- # normalize b and c

2 Set v0 = w0 = 0 and τ0 = 0

3 For j = 1, ..., q Do

4 Compute τj = wT
j vj

5 Compute αj =
wT
j Avj
τj

βj =
τj
τj−1

ηj ; γj =
τj
τj−1

ρj

6 Compute v = Avj − vjαj − vj−1βj
7 Compute w = ATwj −wjαj −wj−1γj —- # orthogonalization

8 If v = 0 or w = 0, stop, otherwise ρj+1 = ‖vj‖2 and ηj+1 = ‖w‖2
9 vj+1 = w

ρj+1
and wj+1 = w

ηj+1
—- # normalization

10 EndDo

Figure 2.5 Non-symmetric Lanczos method for SISO systems.

After the Lanczos process, we have two matrices V = {v1,v2, ...,vq} and W =

{w1,w2, ...,wq} and it can be shown that

W TV = I, (2.70)

where columns of W and V are the bases for Krylov subspaces Kq(A,b), Kq(A
T , c),

respectively.

In addition to the two mutually orthogonal projection matrices, we also obtain

two tri-diagonal matrices

Tq =




α1 β2 0 · · · 0

ρ2 α2 β3
. . .

...

0 ρ3
. . .

. . . 0
...

. . .
. . .

. . . βq
0 · · · 0 ρq αq



, (2.71)
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and

T̃q =




α1 γ2 0 · · · 0

η2 α2 γ3
. . .

...

0 η3
. . .

. . . 0
...

. . .
. . .

. . . γq
0 · · · 0 ηq αq



, (2.72)

where

V TAV = Tq, (2.73)

W TATW = T̃q. (2.74)

The Lanczos algorithm given in Figure 2.5 is just for the reduction of single-input

and single-out system. For multi-input and multi-output systems, block Lanczos

methods are needed [14, 33, 38].

2.4.5 RLC circuit formulation for reduction

For a general RLC linear network, we can apply modified nodal analysis to formulate

it into the state space equations:

Gx(t) + Cẋ(t) = Bu(t)

y(t) = LTx(t),
(2.75)

where G and C are the n× n conductive and storage element matrices, B and L are

the n×N input and output positions matrices, and, typically, B = L or B = −L;

N is the number of input or output ports. State variables x can be nodal voltage

or branch currents of the linear circuits. The matrices G and C can be further

expressed as [14, 129]

G =



AgGATg Al Av
ATl 0 0

ATv 0 0


 C =



AcCATc 0 0

0 −L 0

0 0 0


 x =




xn
xl
xv


 , (2.76)

where G, C, and L are the conductance, capacitance, and inductance sub-matrices.

Ag , Ac, Al and Av are the incident matrices for conductive, capacitive, inductive,

and voltage source elements [129].

The matrices AgGATg , AcCATc , and L are symmetric and positive semidefinite.

As a result, G and C are symmetric and positive semidefinite.

We can further rewrite (2.76) into the following condensed form

G =

[
G11 G12

GT12 0

]
C =

[
C11 0

0 −C22

]
x =

[
x1

x2

]
, (2.77)

where

G11 = AgGATg C11 = AcCATc C22 =

[L 0

0 0

]
. (2.78)
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Notice that G11 and C11 are symmetric and positive semidefinite.

If we change the sign of GT12 and the sign of x2, then we have

G =

[
G11 G12

−GT12 0

]
C =

[
C11 0

0 C22

]
x =

[
x1

−x2

]
(2.79)

The resulting G and C become positive semidefinite, although they are no longer

symmetric. This can easily be seen as

xTGx =
[
xT1 xT2

] [ G11 G12

−GT12 0

] [
x1

x2

]

= xT1 G11x1 + xT1 G12x2 − xT2 G
T
12x1

= xT1 G11x1 ≥ 0, (2.80)

where xT1 G11x1 ≥ 0 means that xT1 G11x1 is positive semidefinite. It will be shown in

a later subsection that this property is important for passive model order reduction.

In the case of RC and RL circuits, if the circuits are excited by the current

sources only (the transfer function is an admittance), the G and C and x become

G = AgGATg , C = AcCATc , x = xn, (2.81)

with B = L. As a result, G and C are symmetric and positive semidefinite.

2.4.6 Passivity preservation

In this subsection, we present some important results regarding the passive preser-

vation in the Krylov subspace projection-based model order reduction.

Passivity is an important property of many physical systems. A passive network

does not generate energy. If the reduced order model loses its passivity, it may lead

to unbounded responses in transient simulation, which means that new energy has

been generated in this network. Figure 2.6 shows a transient simulation result of a

non-passive circuit under a sinusoidal excitation.

Brune [12] has proved that the admittance and impedance matrix of an electrical

circuit consisting of an interconnection of a finite number of positive R, positive C,

positive L, and transformers are passive if and only if their rational functions are

positive real. A network with transfer matrix function H(s) is said to be positive

real iff

H(s) is analytic, forRe(s) > 0. (2.82)

H(s) = H(s̄) , for Re(s) > 0, (2.83)

HH(s) = H(s) + H(s)H ≥ 0 , for Re(s) > 0, (2.84)

where HH(s) is called the Hermitian part of matrix H(s), as defined in (2.84).

Mathematically, condition (2.82) means that there are no unstable poles (poles lie

on the right-half-plane (RHP) in the s-domain). Condition (2.83) refers to a system

that has a real response, and condition (2.84) is equivalent to stating that the real
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Figure 2.6 Transient response of a non-passive circuit.

part of H(s) is a positive semidefinite matrix at all frequencies. So it is only a

necessary condition that a positive-real function has no poles in the RHP.

Conditions (2.82) and (2.83) are easily satisfied for the transfer functions of

general RLC circuits when matrices G and C are real. Condition (2.84) is not

satisfied in general. But if the matrices G and C are formulated in the passive

form as shown in (2.79), then the transfer function is positive real and we have the

following results [14, 85]:

Theorem 2.2. For state space representation of an RLC system {G,C,B} in

(2.75) where B = L. If G+GT ≥ 0 and C = CT ≥ 0 and G+ sC is invertible at

least at one point s with Re(s) > 0, then the following matrix transfer function is

positive real

H(s) = BT (G+ sC)−1B. (2.85)

The proof of the theorem can be found in [14]. The key step in the proof is the fact

that the Hermitian of W (s) = G+ sC, i.e., W (s)H = G+GT + 2δC at s = δ + jω

is positive semidefinite. The inverse of the matrix and congruence transformation

also do not change the property of positive semidefinite.

After we perform the model order reduction on both G and C respectively, the

reduced system is still passive. We have the following result [14]:

Theorem 2.3. Let there be a state space representation of an RLC system

{G,C,B} in (2.75) where B = L. Let V be any n× q real reduction matrix. If

G+GT ≥ 0, C = CT ≥ 0 and V is full rank. Let Gq = V TGV , Cq = V TCV , and
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Bq = V TB. Then the matrix transfer function

Hq(s) = BTq (Gq + sCq)
−1Bq (2.86)

is positive real, thus passive.

2.4.7 PRIMA algorithm

In this section, we summarize the projection-based model order reduction by pre-

senting the PRIMA (passive reduced-order interconnect macromodeling algorithm)

algorithm [85], which performs general passive projection-based MOR on multi-

input and multi-output (MIMO) RLC linear dynamic systems.

The PRIMA algorithm starts with the MNA formulation of a linear RLC dy-

namic MIMO system

Gx(t) + Cẋ(t) = Bu(t)

i(t) = BTx(t),
(2.87)

where G and C are n× n conductance and storage element matrices in their passive

form as shown in (2.79), u(t) and i(t) are the input port voltage and the current

source vector at the same ports (to be computed) as outputs are measured at the

inputs, B is the n×N position matrix for input and output ports, and N is the

number of terminals (ports).

The transfer function, which is the admittance matrix, will become

Y (s) = BT (G+ sC)−1B. (2.88)

If we define

A = −G−1C R = G−1B, (2.89)

then the transfer function can be written as

Y (s) = BT (I − sA)−1R. (2.90)

Assume that we have an n× q projection matrix V . Unlike some previous meth-

ods such as Pade via Lanczos (PVL) [32] or Block PVL (MPVL) [33, 38], which

perform the reduction on the I +A and R in (2.89), PRIMA performs the reduc-

tion on G+ sC and B directly. The major benefit of this reduction process is that

G+ sC can be formed into a passive form as shown in Theorem 2.2. After the

reduction by the congruence transformation, the resulting reduced models can be

still passive as shown in Theorem 2.3.

Specifically, the reduced system becomes

V TGV z(t) + V TCV ż(t) = V TBu(t)

i(t) = BTV z(t),
(2.91)

where z is the reduced state vector of size q.

The reduced transfer function becomes

Yq(s) = BTq (Gq + sCq)Bq , (2.92)
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where

Gq = V TGV Cq = V TCV Bq = V TB. (2.93)

PRIMA applies a block Arnoldi algorithm to generate the projection matrix V .

The reduced model matches the original systems in terms of block moments as

defined below,

Y (s) = M0 +M1s+M2s
2 + ... (2.94)

where Mi ∈ RN×N . The block moments can be computed as follows

Mi = BTAiR. (2.95)

Accordingly, we can define a block Krylov subspace for a given matrix A and R =

[r0, r1..., rN ]

Kq(A,R) = span{R,AR, ..., Ak−1R}, (2.96)

where k = q/N . If q/N does not result as in integer, we set k = bq/Nc2.1 and the

corresponding Krylov subspace is defined as

Kq(A,R) = span{R,AR, ..., Ak−1R,Akr1, A
kr2, ..., A

krl}, (2.97)

where ri is the ith column vector of R, and l = q − kN .

With those concepts, given two matrices A and R, the block Arnoldi algorithm

is presented as follows [14]:

Block Arnoldi Algorithm (A,R)

1 Compute QR factorization R = V0X

2 For j = 1, ..., q/N Do

3 Compute V 0
j = AVj−1

4 For i = 1, ..., j Do

5 Compute Hj−i,j−1 = V Tj−iV
(i−1)
j

6 Compute V
(i)
j = V

(i−1)
j − Vj−iHj−i,j−1;

7 EndDo

8 Compute QR factorization V
(j)
j = VjHj,j−1

9 EndDo

Figure 2.7 Block Arnoldi method for MIMO systems.

After the Block Arnoldi process, we have the projection matrix V =

{V0, V1, ...Vk−1}, whose columns of V form bases for the Krylov subspace gener-

ated by A and R, i.e.,

colsp(V ) = Kq(A,R) (2.98)

2.1 The b.c operator is the truncation to the nearest integer towards zero.
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and V TV = I . The algorithm also generates a q × q block upper Hessenberg matrix

Hq =




H00 H01 · · · H0,k−1

H10 H11 · · · H1,k−1

...
. . .

. . .
...

0 · · · Hk−1,k−2 Hk−1,k−2


 , (2.99)

which satifies

V TAV = Hq . (2.100)

2.5 Numerical examples

In this section, we present one numerical example for compact modeling by

projection-based model order reduction. The example is a two-port large lumped

RLC circuit. The values are marked in the Figure 2.8.

R=10
C=3p
L=5n

1

10n

10 5n

3p

100 10n

1p
R=5
C=1p
L=10n

1p 1p

1 10n 1

1p

1

1p

1

2

Figure 2.8 A two-port large lumped RCL circuit.

We perform projection-based model order reduction on the circuit with different

orders (different poles). The results are shown in Figure 2.9 for Y (11) responses

and Figure 2.10 for Y (12) responses. Hence, with more orders or more poles used,

the reduced models will better match the original models.

2.6 Historical notes

In this section, we briefly review model order reduction methods based on Krylov

subspaces from a historical perspective in the computer-aided design community.

Projection-based model order reduction techniques have been intensively stud-

ied in the past two decades [32, 37, 63, 85, 91, 113]. Projection-based methods were

pioneered by asymptotic waveform evaluation (AWE) algorithm [91], where ex-

plicit moment matching was used to compute dominant poles at low frequency.

The Pade via Lanczos (PVL) [32], block PVL (MPVL) [33], symmetric block PVM

(SyMPVL) [38], and Arnoldi transformation [113] methods improved the numeri-

cal stability of AWE, while the split congruence transformation [63] method and
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Figure 2.9 Comparison of the magnitudes of Y (11) for different reduction orders for the
lumped RLC circuit.
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Figure 2.10 Comparison of the magnitudes of Y (12) for different reduction orders for the
lumped RLC circuit.

PRIMA [85] can further produce passive models. However, reduced circuit matrices

by PRIMA are larger than direct pole marching (having more poles than neces-

sary) [1] and PRIMA does not preserve certain important circuit properties such

reciprocity [37]. The latest development by structured projection can preserve reci-

procity [37], but it does not realize the reduced circuit matrices. The extension of

structure-preserving MOR can be found in Chapter 8 of this book.
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2.7 Summary

In this chapter, we presented the basic concepts for the model order reduction of

interconnect circuits based on Krylov subspaces. We started with the concepts of

moments, Elmore delays, and the Pade approximation for moment matching. We

introduced the classic moment matching techniques like AWE, which suffer from

the numerical issues. Then we presented the projection-based reduction framework

and concepts of Krylov subspaces, which lead to more numerical stable model order

reduction methods. Finally, we showed how model order reductions can be applied

to RLC circuits and produce passive models via some numerical stable processes

like Arnoldi and Lanczos methods for both SISO and MIMO systems.

2.8 Appendices

Theorem 2.1 (Moment-matching connection of one-side Krylov sub-

space). For the two Krylov subspaces colspV = Kq(A
−1E,A−1b) and colspW =

Kq(A
−TET , A−T l), defined in (2.65). For the one-side Krylov subspace method, the

reduced system obtained by the projection-based reduction matches q moments of the

transfer function of the original system defined in (2.66).

Proof: We first rewrite the reduced system (2.57) as

Erż(t) = Arz(t) + bru(t)

y(t) = lTr z(t),

where Er = W TEV , Ar = W TAV , br = W Tb, and lTr = lTV . Then the reduced

system transfer function can be written into

Hr(s) = −lTr A
−1
r br − lTr (A−1

r Er)A
−1
r brs, · · · ,−lTr (A−1

r Er)
iA−1

r brs
i · · · .

We first compare the moment 0 of the reduced system mr0 with the original

system by using the Krylov subspace colspV = Kq(A
−1E,A−1b).

mr0 = lTr A
−1
r br

= lTV (W TAV )−1W Tb

= lTV (W TAV )−1(W TAV )r0

= lTV r0 = lTA−1b = m0.

The critical step in the above derivation is to realize that A−1b belongs to the

Krylov subspace Kq(A
−1E,A−1b) and, therefore, we can represent A−1b = V r0

and b = AV r0.

We can also prove mr0 = m0 by using Krylov subspace colspW =
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Kq(A
−TET , A−T l).

mr0 = lTr A
−1
r br

= lTV (W TAV )−1W Tb

= g0
T (W TAV )(W TAV )−1W T r0

= g0
TW Tb = lTA−1b = m0.

In this derivation, we utilize the fact that A−T l belongs to the Krylov subspace

Kq(A
−TET , A−T l) and, therefore, A−T l = Wg0 and lT = g0W

TA.

Then we compare the moment 1 of the reduced system mr1 and that of the

original system, m1. Still we first use Krylov subspace colspV = Kq(A
−1E,A−1b)

and we have

mr1 = lTr (A−1
r Er)A

−1
r br

= lTV
[
(W TAV )−1W TEV

]
(W TAV )−1W Tb

= lTV
[
(W TAV )−1W TEV

]
r0

= lTV (W TAV )−1W TA(A−1E)A−1b

= lTV (W TAV )−1(W TAV )r1

= lTV r1 = lT (A−1E)A−1b = m1.

where V r1 = (A−1E)A−1b as (A−1E)A−1b belongs to Kq(A
−1E,A−1b).

In general, we have (A−1E)iA−1b = V ri, i < q for the Krylov subspace

Kq(A
−1E,A−1b). Then we can prove that

mri = lTc (A−1
r Er)

iA−1
r br

= lTV
[
(W TAV )−1W TEV

]i
(W TAV )−1W Tb

= lTV ri = lT (A−1E)iA−1b = mi.

Similarly, if we use Krylov subspace W = Kq(A
−TET , A−T l), i < q. As a result,

we can have (A−TET )iA−T l = Wgi. We then show that

mri = lTc (A−1
r Er)

iA−1
r br

= lTV
[
(W TAV )−1W TEV

]i
(W TAV )−1W Tb

= gTi W
Tb = lTA−1(EA−1)ib

= lT (A−1E)iA−1b = mi.

QED.

Corollary 2.1 (Moment-matching connection of two-side Krylov subspace

methods). If both subspaces V and W are used, the reduced model matches 2q

moments of the transfer function of the original system defined in (2.66).

Proof: To prove the corollary, we only need to look at the expected highest-order
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moment of the reduced system m2q−1;

mr2q−1 = lTc (A−1
r Er)

2q−1A−1
r br

= lTc (A−1
r Er)

q−1(A−1
r Er)(A

−1
r Er)

q−1A−1
r br

= lTV
[
(W TAV )−1W TEV

]q−1 ×
[
(W TAV )−1W TEV

] [
(W TAV )−1W TEV

]q−1
(W TAV )−1W Tb

= gTq−1(W TAV )
[
(W TAV )−1W TEV

]
rq−1

= gTq−1W
TEV rq−1

= lTA−1(EA−1)q−1E(A−1E)q−1A−1b

= lT (A−1E)q−1A−1E(A−1E)q−1A−1b

= lT (A−1E)2q−1A−1b = m2q−1.

QED.



3 Truncated balanced realization
methods for MOR

3.1 Introduction

Model order reduction methods for linear and non-linear dynamic systems in general

can be classified into two categories [6]:

1. Singular-value-decomposition (SVD) based approaches

2. Krylov-subspace-based approaches.

Krylov-subspace-based methods have been reviewed in Chapter 2. In this chapter,

we focus on the SVD-based reduction methods. Singular value decomposition is

based on the lower rank approximation, which is optimal in the 2-norm sense. The

quantities for deciding how a given system can be approximated by a lower-rank

system are called singular values, which are the square roots of the eigenvalues

of the product of the system matrix and its adjoint. The major advantage of

SVD-based approaches over Krylov subspace methods lies in their ability to ensure

the errors satisfying an a-priori upper bound. Also, SVD-based methods typically

lead to optimal or near optimal reduction results as the errors are controlled in a

global way. However, SVD-based methods suffer the scalability issue as SVD is a

computational intensive process and cannot deal with very large dynamic systems

in general. In contrast, Krylov-subspace-based methods can scale to reduce vary

large systems due to efficient computation methods for moment vectors and their

orthogonal forms.

SVD-based approaches consist of several reduction methods [6]. In this chapter,

we mainly focus on the truncated-balanced-realization (TBR) approach and its vari-

ants, which were first introduced by Moore [81]. In the TBR method, a system is

mapped onto a basis where the states that are difficult to reach are also difficult

to observe. Then, the reduced model is obtained simply by truncating those weak

states.

TBR-based approaches have been applied to reduce linear VLSI systems in the

past [87,89,131]. Also, TBR methods can produce passive models by using positive

real TBR methods [87,89,131]. The latest development by using empirical Gramians

improves the scalability of the TBR methods [89, 90].

Here, we first review the singular value decomposition method in Section 3.2.

Then, we briefly discuss the proper orthogonal decomposition (POD) method, as it

37
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can be viewed as a simple application of SVD on the responses of a dynamic system

in section 3.3. After this we proceed to the TBR-based reduction methods in the

remaining sections.

3.2 The singular value decomposition (SVD)

In this section, we briefly review the singular value decomposition method, as it is

the key reduction step used in this chapter.

For an m× n matrix A, the SVD decomposition of A is

A = Um×mΣV Tn×n, (3.1)

where Um×m and Vn×n are orthogonal matrices, UTm×mUm×m = I and V Tn×nVn×n =

I . Σ = diag(σ1, σ2, . . . , σmin(m,n)), σi is called singular values: σi =
√
λi(ATA) ≥

σi+1 and σ1 ≥ σ2 ≥ · · · ≥ σmin(m,n).

SVD can lead to the best approximation in terms of the 2-norm [44], which is

expressed by the following theorem:

Theorem 3.1 (Schmidt–Mirsky, Eckart–Young). For an SVD decomposition

of a matrix A, if k < r = rank(A) and

Ak =

k∑

i=1

σiuiv
T
i , (3.2)

then

min
rank(B)=k

=‖ A−Ak ‖2= σk+1, (3.3)

where {ui} and {vi} are the left and right singular vectors respectively.

Equation (3.3) reflects the fact that the rank-k approximation matrix Ak is just

σk+1 away from original matrix A in terms of the 2-norm distance. Hence, SVD gives

a very good low-rank approximation to the original system with errors bounded by

the known singular values.

3.3 Proper orthogonal decomposition (POD)

We first start with the proper orthogonal decomposition method as it is a straight-

forward way to apply the SVD method for model order reduction. This method can

be used for both linear and non-linear system reductions.

Consider the dynamic (linear and non-linear) system given by

ẋ(t) = f(x(t), u(t)), (3.4)

y(t) = h(x(t), u(t)), (3.5)
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where u(t) is the input vector the system. For a fixed input u(t), the state trajectory

at certain instances of time (m samples) is measured:

X = [x(t1), x(t2), ..., x(tm)]. (3.6)

the X matrix can be viewed as the snapshots of the state. In general m� n. Next

we perform SVD on X . If the singular values of this matrix fall off rapidly, a low-

order approximation of this system can be computed,

X = UΣV T ≈ UkΣkV
T
k , (3.7)

where Σ and Σk are diagonal matrices with singular values in a decreasing order

along the diagonal and Σk is a k × k diagonal matrix. As a result, we have the

eigendecomposition of the response Gramian as

XX T = UΣΣTUT ≈ UkΣkΣTk U
T
k . (3.8)

Let x(t) ≈ Ukη(t), η(t) ∈ Rk ; then we have the following reduced system in terms

of η(t),

η̇(t) = UkTf(Ukη(t), u(t)), (3.9)

y(t) = h(Ukη(t), u(t)). (3.10)

Thus the approximation of the state x(t) uses a low-dimensional space that is

spanned by the k leading columns of U , which essentially are the dominant eigen

vectors of the response Gramian XX T . This reduction process can be used di-

rectly for both linear and non-linear dynamic systems. But the state trajectory is

dependent on the input signals.

The POD method is more suitable for autonomous systems like oscillators as

we perform the decomposition directly on the state trajectory of the system. For

systems with input and output terminals, it is more desirable to perform the reduc-

tion on the controllability and observability Gramians as they are better ways to

describe the system dynamic behaviors from the input’s and output’s perspectives.

This leads to the truncated balanced realization (TBR) methods, to be discussed

in the following sections.

3.4 Classic truncated balanced realization methods

In this section, we review the classic TBR method for general linear dynamic sys-

tems.
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3.4.1 State-space models

Given a linear system in its state-space form,

dx

dt
= Ax(t) +Bu(t), (3.11)

y(t) = Cx(t) +Du(t), (3.12)

where A ∈ Rn×n, B ∈ Rn×p, C ∈ Rp×n, D ∈ Rp×p, y(t), and u(t) ∈ Rp, model re-

duction algorithms seek to produce a similar system

dx̃

dt
= Ãx̃(t) + B̃u(t), (3.13)

ỹ(t) = C̃x̃(t) + D̃u(t), (3.14)

where Ã ∈ Rq×q , B̃ ∈ Rq×p, C̃ ∈ Rp×q , and D̃ ∈ Rp×p, of order q much smaller than

the original order n, but for which the outputs y(t) and ỹ(t) are approximately equal

for inputs u(t) of interest. Often the transfer functions

H(s) = D + C(sI −A)−1B, (3.15)

H̃(s) = D̃ + C̃(sI − Ã)−1B̃, (3.16)

are used as a metric for approximation: if ‖H(s)− H̃(s)‖ < ε, in some appropriate

norm, for some given allowable error ε and allowed domain of the complex frequency

variable s, the reduced model is accepted as accurate.

3.4.2 Basic idea of balanced truncation

Consider a system as in (3.11) where A is stable or, equivalently, its spectrum is in

the open left half plane.

We consider the output response to a particular input signal, namely, the impulse

u = δ. In this case the output is called the impulse response and is denoted by h(t) =

CeAtB, t ≥ 0. This can be decomposed into an input-to-state map x(t) = eAtB,

and a state-to-output map η(t) = CeAt. Thus the input δ causes the state x(t),

while the initial condition x(0) causes the output y(t) = η(t)x(0). The Gramians

corresponding to x and η are

Wc =
∑

t

x(t)x(t)T =

∫ ∞

0

eAtBBT eA
T tdt, (3.17)

Wo =
∑

t

η(t)T η(t) =

∫ ∞

0

eA
T tCTCeAtdt. (3.18)

where Wc and Wo are called the controllability and observability Gramians respec-

tively.

A linear system in the state space form is called balanced if the solutions of the

two Gramians are equal and diagonal:

Wc = Wo = Σ = diag(σ1, σ2, . . . , σn). (3.19)



3.4 Classic truncated balanced realization methods 41

It turns out that every controllable and observable system can be transformed to

the so-called balanced form by means of a basis change x̃ = Tx. The two Gramians

are transformed by congruence transformation:

W̃c = TWcT
T , (3.20)

W̃o = T−TWoT
−1, (3.21)

W̃cW̃o = TWcWoT
−1. (3.22)

Since any two symmetric matrices can be simultaneously diagonalized by an ap-

propriate congruence transformation, it is possible to find a value for T that makes

the W̃c and W̃o equal and diagonal. Since the product WcWo transforms under

similarity at the same time, the eigenvalues of the product WcWo are invariant.

These eigenvalues, λi(WcWo), are called the Hankel singular values, and contain

useful information about the input-output behavior of the system.

In particular, small eigenvalues of WcWo correspond to internal sub-systems

that have a weak effect on the input-output behavior of the system and are almost

non-observable or non-controllable or both. These are fundamental invariants that

determine how well a model can be approximated by a reduced-order model. They

play the same role for dynamical systems that the singular values play for finite-

dimensional matrices.

The key for the computation of the Hankel singular values is the observation

that the Gramians Wc, Wo are the unique Hermitian positive definite solutions to

the following linear matrix equations, which are known as Lyapunov equations:

AWc +WcA
T +BBT = 0, (3.23)

ATWo +WoA+ CTC = 0. (3.24)

Then, the Hankel singular values of the system are the square roots of the eigen-

values of the product WcWo.

If a system is controllable and observable, the two Gramians (Wc and Wo) are

positive definite and then can be factored as Wc = LcL
T
c and Wo = LoL

T
o respec-

tively by Cholesky factorization, where Lc and Lo are lower triangular matrices.

Let LTo Lc = UΣV T be the SVD of LTo Lc. The balancing transformation matrix can

be obtained as

T = LcV Σ−
1
2 , (3.25)

T−1 = Σ−
1
2UTLTo . (3.26)

Then, under a similarity transformation of the state-space model,

Ã = T−1AT, (3.27)

B̃ = T−1B, (3.28)

C̃ = CT. (3.29)
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We may partition Σ into

Σ =

[
Σ1 0

0 Σ2

]
. (3.30)

Conformally partitioning the transformed matrices as

Ã =

[
Ã11 Ã12

Ã21 Ã22

]
, (3.31)

B̃ =

[
B̃1

B̃2

]
, (3.32)

C̃ =
[
C̃1 C̃2

]
. (3.33)

The reduced-order model is obtained by simple truncation, that is, by taking the

k × k, k ×m, p× k leading blocks of Ã,B̃, C̃ , respectively; the system satisfies kth

order Lyapunov equations with diagonal solution Σ1. This truncation leads to a

balanced reduced-order system (A11, B1, C1, D).

Algorithm 3.1: classic truncated balanced realization(TBR)

1. Solve AWc +WcA
T +BBT = 0 for Wc.

2. Solve ATWo +WoA+ CTC = 0 for Wo.

3. Compute Cholesky factors, Wc = LcL
T
c , Wo = LoL

T
o .

4. Compute SVD of Cholesky factors UΣV T = LTo Lc where Σ is diagonal positive

and U ,V have orthonormal columns.

5. Compute the balancing transformation matrices T = LcV Σ−1/2, T−1 =

Σ−1/2UTLTo .

6. Form the balanced realization transformations as Ã = T−1AT , B̃ = T−1B, C̃ =

CT .

7. Select reduced model order and partition realization Ã, B̃, C̃ conformally.

8. Truncate Ã, B̃, C̃ to form the reduced realization.

3.4.3 Error bounds

One of the attractive aspects of TBR methods is that computable error bounds are

available. If this truncation is such that the resulting Gramians contain the largest

k singular values σ1 through σk, then the H∞ norm of the error system has the

following upper and lower bound [29,43]:

σk ≤ ‖H(s)− H̃q(s)‖∞ ≤ 2

N∑

k=q+1

σk. (3.34)

The H∞ norm of a system Σ is defined as the maximum of the highest peak of

the frequency response, i.e., as the largest singular value of the transfer function

evaluated on the imaginary axis (i.e., of the frequency response): σmax[D + C(jω −
A)−1B]. This result provides rigorous justification for using the reduced-order model

to predict behavior and enact control of the full system. The upper bound for the
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error system given above translates to an upper bound for the energy of the output

error signal.

3.5 Passive-preserving truncated balanced realization methods

3.5.1 Passivity and positive-realness

A passive system cannot produce energy internally. It is desired that reduced models

also be passive. Otherwise, the reduced models may cause non-physical behavior

when used in system simulations, such as by generating energy at high frequencies

that cause erratic or unstable time-domain behavior. For many electrical systems

of interest, passivity is implied by positive-realness of the transfer function. The

matrix H(s) is said to be positive real (PR) if:

H(s) = H(s), (3.35)

H(s) is analytic in {s : Re(s) > 0}, (3.36)

H(s) +H(s)H ≥ 0 {s : Re(s) > 0}. (3.37)

In the above, H denotes complex conjugate, HH denotes Hermitian (complex con-

jugate and transpose), and ≤ in a matrix context denotes semidefiniteness.

3.5.2 Positive-realness constraints

The central tool in relating passivity of state-space models to positive-realness of

the transfer function is the positive-real lemma [4]. Let (A,B,C,D) describe a

state-space model. The positive-real lemma states that the system is passive if and

only if there exists a P (∈ Rn×n) ≥ 0 satisfying the linear matrix inequality

[
ATP + PA PB − CT
BTP − C −(D +DT )

]
≤ 0. (3.38)

Two important methods for generating guaranteed passive models of reduced sys-

tems, positive-real TBR [87] and convex optimization for passivity enforcement

method [22], are both based on this lemma. We will introduce positive-real TBR

(PR-TBR) in this section.

3.5.3 Lur’e equations

We assume D +DT > 0. For RLC models in a modified nodal analysis (MNA)

format, we have A+AT ≤ 0, B = CT , and D = 0. The MNA system can then be

transformed into an equivalent form with D +DT > 0. We will discuss this case in

the following sections.

Using the Schur complement, the solution of the positive-real lemma is equivalent

to the following Lur’e equations. Therefore, the positive-real lemma means that

H(s) is positive real if and only if there exist matrices Xc = XT
c , Jc, Kc such that
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the following Lur’e equations [5] are satisfied

AXc +XcA
T = −KcK

T
c , (3.39)

XcC
T −B = −KcJ

T
c , (3.40)

JcJ
T
c = D +DT , (3.41)

and Xc ≥ 0 (Xc is positive semidefinite), Xc is analogous to the controllability

Gramians. In fact, it is the controllability Gramian for a system with the input-to-

state mapping given by the matrix Kc (Kc is treated as input matrix).

Similarly there is a dual set of Lur’e equations for Xo = XT
o > 0: Jo , Ko are

obtained from above equations by the substitutions A→ AT , B → CT , CT → B.

The dual equations

ATXo +XoA = −KT
o Ko, (3.42)

XoB − CT = −KT
o Jo, (3.43)

JTo Jo = D +DT , (3.44)

have a corresponding observability quantity Xo ≥ 0 for a positive-real H(s). It

can be verified that XcXo transform under similarity just as WcWo, so that their

eigenvalues are invariant, and in fact they behave as the Gramians Wc and Wo.

3.5.4 Algebraic Riccati equations

Combining the three equations gives

AXc +XcA
T + (B −XcC

T )(D +DT )(B −XcC
T )T = 0, (3.45)

which is the so-called algebraic Riccati equation (ARE) [7]. Taking the matrix root

LLT = (D +DT )−1 and defining B0 = BL, C0 = LTC, and A0 = A−B0C0, the

ARE is rewritten as

AT0 Xc +XcA0 +XcB0B
T
0 Xc + CT0 C0 = 0. (3.46)

Also, there is a dual set of ARE that are obtained from above equations by the

substitutions A0 → AT0 , B0 → CT0 , CT0 → B0. The dual equation is

A0Xo +XoA
T
0 +XoB0B

T
0 Xo + CT0 C0 = 0. (3.47)

3.5.5 Passivity-preserving truncated balanced realization

A passivity-preserving reduction procedure is to solve Lur’e equations or algebraic

Riccati equations (AREs) for the quantities Xc,Xo, which may then be used as the

basis of a TBR procedure.

We may find a coordinate system in which X̃c = X̃o = Σ, with Σ again being

diagonal. In this coordinate system, the matrices Ã, B̃, C̃ may be partitioned and

truncated, similar to the standard TBR procedure. Here is the outline of this algo-

rithm [87].
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Algorithm 3.2: passive truncated balanced realization

1. Solve Lur’e equations or AREs for Xc and Xo.

2. Proceed with steps 3 to 8 in Algorithm 3.1, substituting Xc for Wc and Xo for

Wo.

3.6 Hybrid TBR and combined TBR-Krylov subspace methods

A hybrid TBR method was proposed in [87] where the classic TBR method is tried

first. If the reduced models are not passive, then the positive-real TBR is tried. The

rationale for doing this is that TBR approximates are more accurate for a given

order than PR-TBR. Also PR-TBR costs more than TBR in computation. The

hybrid TBR is presented as follows:

Algorithm 3.3: hybrid truncated balanced realization

1. Perform Algorithm 3.2.

2. Using the reduced model matrices Ã, B̃, C̃, solve Lur’e equatons or AREs for

X̃c.

3. If those equations are solvable and X̃c ≥ 0, then terminate and return Ã, B̃, C̃;

otherwise discard the TBR-reduced model and proceed with Algorithm 3.2.

Truncated balanced realization algorithms are important from the theoretical

point of view. For small systems (a few hundred states or so) they are superior

in accuracy to the Krylov subspace methods and other parameter-matching tech-

niques, and also provide computable bounds on the reduction errors. For large sys-

tems, direct application of the techniques used to balance and truncate the systems

is computationally infeasible, since the computations required have O(n3) com-

plexity when performed directly (n being the order of the system to be reduced).

Therefore, the TBR methods are of more interest when combined with iterative

Krylov-subspace procedures.

The idea is to obtain an initial reduced model via some initial reduction or

approximation technique and then further compress it using a TBR method. As a

matter of fact, the initial approximation can be generated by any desired method,

for example rational fitting, or a Krylov-subspace technique. Actually a combined

TBR and Krylov approach was investigated in [60] for interconnect and packing

modeling and nearly optimal reduced models were obtained using such a combined

reduction scheme.

3.7 Empirical TBR and poor man’s TBR

As mentioned already, the TBR method is a computationally expensive reduction

process owing to the cubical time complexity for computing the Gramians. One

strategy to overcome this problem is to use approximate Gramians, which can be
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computed more cheaply. Such a strategy is generally referred to as Empirical TBR

and has been explored in the poor Man’s TBR method for interconnect model order

reduction [89,90]. Poor man’s TBR also can be viewed as a special form of proper

orthogonal decomposition methods applied to linear dynamic systems as shown in

(3.11).

3.7.1 Poor man’s TBR

In this subsection, we briefly review the poor man’s TBR method [90]. The basic

idea of Poor Man’s TBR method is to recognize that the Gramian in the frequency-

domain form can be approximated by using the state responses under impulse

responses in frequency domain.

Specifically, given a linear system in its state-space form

dx

dt
= Ax(t) +Bu(t), (3.48)

y(t) = Cx(t), (3.49)

where A ∈ Rn×n, B ∈ Rn×p, C ∈ Rp×n, y(t), and u(t) ∈ Rp. We further assume

that a stable circuit under discussion has a symmetric state matrix A = AT and

the same input and output terminals, i.e., C = BT . In this case, both Gramians

are equal. As a result, we only need to look at the controllability Gramian, X ,

X =

∫ ∞

0

eAtBBT eA
T tdt. (3.50)

Since the Laplace transform of eAt is (sI −A)−1, the Gramian X in the frequency

domain becomes:

X =

∫ ∞

−∞
(jωI −A)−1BBT (jωI −A)−Hdω, (3.51)

where superscript H denotes the Hermitian transpose. We now consider evaluating

X by applying numerical quadrature to the above equation, given a quadrature

scheme with nodes ωk and weights ωk, and defining

zk = (jωkI −A)−1B. (3.52)

Notice that (3.52) can essentially be viewed as the state response of (3.48) un-

der impulse responses. For general POD methods, we can apply typical inputs to

the system and obtain the responses. An approximation of X̂ to X can then be

computed as

X̂ =
∑

k

wkzkz
H
k , (3.53)

which can be viewed as the response matrices’ Gramian.

Let Z be a matrix whose columns are zk , and W a diagonal matrix with diagonal

entries Wkk =
√
wk. The above equation can be written more compactly as

X̂ = ZW 2ZH = (ZW )(WZH) = (ZW )(ZW )H . (3.54)
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Following the POD method, we perform singular value decomposition of ZW to

perform the model reduction.

ZW = V SU, (3.55)

with SZ real diagonal, V and U unitary matrices. As expected, we have the eigen-

decomposition of the approximate Gramian X̂

X̂ = (ZW )(ZW )T

= (V SU)(V SU)T

= V SUUTSV T

= V S2V T .

(3.56)

Hence, the dominant singular vectors in V are the eigenvectors of X̂. Therefore,

V converges to the eigenspaces of X , and the Hankel singular values are obtained

directly from the entries of S. V can then be used as the projection matrix in a

model order reduction scheme. The poor man’s TBR method is illustrated in the

following:

Algorithm 3.4: PMTBR: poor man’s TBR

1. Do until satisfied:

2. Select a frequency point si.

3. Compute zi = (siI −A)−1B.

4. Form the matrix with columns: Z(i) = [z1, z2, · · · , zi].
5. Construct the SVD of Z(i). If the error is satisfactory, set Z = Z(i),

go to Step 6. Otherwise, go to Step 2.

6. Construct the projection space V from the orthogonalized column span of Z,

dropping columns whose associated singular values fall below a desired toler-

ance.

Because the full Gramians are not computed, as developed here, poor-man’s TBR

does not possess the stability and passivity preserving properties of the full-blown

TBR algorithms [90].

3.8 Computational complexities of TBR methods

In this section, we briefly discuss the time complexities of TBR methods as this is

important to understand the advantages and limitations of various TBR methods.

Specifically, we analyze the time complexities of standard TBR and poor man’s

TBR methods. Similar analysis can be found at [90].

3.8.1 Standard TBR methods

We assume that we start with a linear dynamic system with n states, as in (3.48).

We want to derive the cost of computing a qth order model and q � n. To analyze
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the TBR and its variants, we need to quote the time complexities of the basic

operations involved.

For the SVD operations, the cost is roughly O(nq2) for q � n [44]. Note that

the time complexity of the full-blown SVD on an n×m matrix, where n > m, is

approximately O(nm2) where all the singular values are computed. But, practically,

we can compute the dominant q singular values instead, which can lead to O(nq2)

complexity. The linear matrix solving takes O(nα) (typically, 1 ≤ α ≤ 1.2 for sparse

circuits), and matrix factorizations take O(nβ) (typically, 1.1 ≤ β ≤ 1.5 for sparse

circuits). The formation of transformation matrices is O(q2n) and similarity trans-

formation takes roughly O(nq).

The TBR algorithm implies the computation of the Gramians X and W , and the

eigenvalues of their product, at a cost of O(n3). Since we need to take two Cholesky

decompositions, with O(nβ), the total cost of standard TBR is approximately

O(n3 + 2nβ + nq2 + nq). (3.57)

Clearly, the O(n3) limits the TBR method to reduce large systems.

3.8.2 Poor man’s TBR methods

Assuming that q frequency points are chosen in the quadrature scheme for PMTBR,

an examination of Algorithm 3.4, indicates that it involves one SVD, q linear solu-

tions, and q factorizations, for a total cost of

O(nq2 + qnα + qnβ + nq2 + nq). (3.58)

The last two items are the cost of the generating the transformation matrix and

performing the reductions as mentioned before.

As we can see, the poor man’s TBR is much more scalable. It was shown that

the computing cost of poor man’s TBR is similar to that of the multi-point Krylov

subspace methods [90].

3.9 Practical implementation and numerical issues

In this section, we discuss some practical implementation and numerical issues for

the standard TBR algorithm and its variants.

3.9.1 Model reduction of unstable systems

Directly applying the TBR method mentioned above may encounter some numer-

ical issues. One problem we found in practical implementation of TBR methods

is that the controllability and observability Gramians computed from Lyapunov

equations (3.24) may not be positive definite. As a result, we cannot perform the

Cholesky decomposition in step (3) in Algorithm 3.1 and the algorithm simply

breaks. The typical reason for this problem is the numerical noise in the reduction



3.9 Practical implementation and numerical issues 49

process, which can make a given system unstable even though the original system

is stable and passive.

In this section, we present a method to deal with this problem [10]. The basic

idea is to decompose the system into two parts, the stable part and unstable part,

and then perform the reduction on the stable part only.

Given a system transfer function matrix G(s), which can be rewritten into the

following form:

G(s) = G−(s) +G+(s), (3.59)

such that G− is stable and G+ is unstable. Then any of the absolute or relative

error state-space truncation methods for model reduction can be applied to G− in

order to obtain a reduced-order transfer function G̃−, and the reduced order system

is synthesized by G̃(s) = G̃−(s) +G+(s).

For model order reduction of RLC circuits, which are stable and passive, we

can just simply ignore the unstable part, G+(s), as it is definitely not a dominant

part of the system. But for some control application, those unstable systems may

be created specifically. Hence, we still need to put them back to the final reduced

system.

We now describe how the decomposition can be computed using the matrix sign

function. The matrix sign function of Z is defined as

sign(Z) := S

[−Ik 0

0 In−k

]
S−1. (3.60)

If an eigenvalue λ > 0, then its corresponding eigenvalue in sign(Z) is +1 and if

an eigenvalue λ < 0, then its corresponding eigenvalue in sign(Z) is −1. Note that

sign(Z) is unique and independent of the order of the eigenvalues in the Jordan

decomposition of Z.

Consider the realization (A,B,C,D) of a continuous-time linear time-invariant

system, and let sign(A) denote the sign function of A. We start by computing a

QR factorization of In − sign(A) as

In − sign(A) = QRP,

R =

[
R11 R12

0 0

]
,

(3.61)

where Q ∈ Rn×n is orthogonal, R ∈ Rn×n is upper triangular, with R11 ∈ Rk×k,

and P ∈ Rn×n is a permutation matrix. Note that all the positive eigenvalues of A

will become 2 in In − sign(A), while all the negative eigenvalues of A will become

zero theoretically as shown in the last n− k rows of R. But they may not be exactly

zero numerically. So the zeros in the last n− k rows of R are to be understood as

“zero with respect to a given tolerance threshold.” Then the first k columns of Q

span the stable A-invariant subspace. Thus,

Ã := QTAQ =

[
A11 A12

0 A22

]
, (3.62)
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where Λ(A11) = Λ(A) ∩ C−, and Λ(A22) = Λ(A) ∩ C+, Λ(X) means the eigenvalues

of X . In a second step, we compute a matrix V ∈ Rn×n such that

Â := V −1ÃV =

[
Ik −Y
0 In−k

][
A11 0

0 A22

] [
Ik Y

0 In−k

]
, (3.63)

where Y ∈ Rk×n−k satisfies the Sylvester equation

A11Y − Y A22 +A12 = 0. (3.64)

As Λ(A11) ∩ Λ(A22) = ∅, the equation has a unique solution. Sylvester equations

with strictly stable or unstable coefficient matrices can be solved using the iterative

algorithm [10].

The desired additive decomposition of G(s) = C(sI −A)−1B +D is finally ob-

tained by performing the state-space transformation

(Â, B̂, Ĉ, D̂) : = (V −1QTAQV, V −1QTB,CQV,D)

=

([
A11 0

0 A22

]
,

[
B1

B2

]
,
[
C1 C2

]
, D

)
, (3.65)

where Â, B̂, Ĉ are partitioned conformally so that

G(s) = C(sI −A)−1B +D

= Ĉ(sI − Â)−1B̂ + D̂

= C1(sIk −A11)−1B1 +D + C2(sIn−k −A22)−1B2

= G−(s) +G+(s), (3.66)

where G−(s) is a stable part and G+(s) is a unstable part of transfer function

matrix. Then we can proceed to perform the TBR on the G−(s).

3.9.2 Generalized eigenproblem method for AREs

When solving the ARE equation in (3.45) for linear VLSI interconnect RLC circuits,

the directly coupling part D matrix is typically zero (or singular). As a result, we

cannot solve (3.45) in case D matrix is zero or singular. This section presents

numerical methods to solve AREs for both non-singular and singular D cases.

Solutions of the Lur’e equations and solutions of algebraic Riccati equations are

closely related. We summarize the basic numerically robust computational proce-

dure below [103].

ARE solution for non-singular D +DT

Let F , X , Y be real n× n matrices with X and Y symmetric and positive semidef-

inite. Assume that there exists a symmetric matrix P ∈ Rn×n that satisfies the

Riccati equation

F TP + FP + PXP + Y = 0, (3.67)
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and that all the eigenvalues of F +XP are in C− (i.e., they have (strictly) negative

real parts). Then it follows that such a P is unique and we shall use the notation

Ric(F,X, Y ) to refer to it. P = Ric(F,X, Y ) can be determined by finding the

eigenvectors of the matrix

M :=

[
F X

−Y −F T
]
∈ R2n×2n, (3.68)

which has n eigenvalues in C− and n in C+. Let the eigenvectors corresponding to

the eigenvalues in C− be denoted by w1, · · · , wn, and define W := [w1, · · · , wn] ∈
R2n×n. Partitioning W as W =

[
W1

W2

]
, then it follows that W1 ∈ Rn×n is non-

singular and Ric(F,X, Y ) = W2W
−1
1 . Following is the algorithm for the computa-

tion of P matrix for a positive-real system (A,B,C,D) with non-singular D +DT .

Algorithm 3.5: computation of P with non-singular D +DT

1. Let F = A−BKC, K = (D +DT )−1.

2. Determine P = Ric(F,BKBT , CTKC).

ARE solution for singular D +DT

Now we consider constructing a positive real (PR) solution algorithm for the case

of singular D +DT . In Algorithm 3.6, the system (A,B,C,D) is first transformed

to a system (AI , BI , CI , DI) with non-singular DI +DT
I to which Algorithm 3.5

is applicable. The P matrix of the original system is then computed based upon

those of (AI , BI , CI , DI) [103]. Following is the algorithm for the computation of

P matrix in the positive-real lemma for an positive-real system (A,B,C,D) with

r := rank(D +DT ) < m

Algorithm 3.6: computation of P matrix with singular D +DT

1. Perform the singular value decomposition of D̄ := (D +DT )/2:

D̄ = U

[
Σ 0

0 0

]
UT , (3.69)

and set

R := U

[
Σ−

1
2 0

0 I(m−r)×(m−r)

]
. (3.70)

Then transform D̄ to

D̂ := RT D̄R =

[
Ir×r 0

0 0

]
. (3.71)



52 Truncated balanced realization methods for MOR

2. Partition BR := BR and CR := RTC into

BR =
[
B1 B2

]
, (3.72)

CR =

[
C1

C2

]
, (3.73)

with B1 ∈ Rr×n and C1 ∈ Rr×n. Pick n−m+ r linearly independent vectors

v1, · · · , vn−m+r that span the null space of C2. Set V := [v1, · · · , vn−m+r] and

T := [B2V ]. Note that T is always invertible since C2B2 is invertible. Partition

T−1 into

T−1 =

[
B#

2

V #

]
, (3.74)

B#
2 = (C2B2)−1C2. (3.75)

3. Transform (A,B,C, D̄) to (Â, B̂, Ĉ, D̂) by the positive-real preserving transfor-

mation (T,R):

Â : = T−1AT =

[
Â11 Â12

Â21 Â22

]
, (3.76)

B̂ : = T−1BR =

[
B̂11 I(m−r)×(m−r)
B̂21 0

]
, (3.77)

Ĉ : = CRT =

[
Ĉ11 C12

Ĉ21 0

]
, (3.78)

D̂ : =

[
Îr×r 0

0 0

]
. (3.79)

Go to the next step only if Ĉ21 = C2B2 is symmetric and positive definite;

otherwise the system in question is not positive real.

4. Determine the state-space realization (AI , BI , CI , DI) of the partial inverse of

(Â, B̂, Ĉ, D̂) as follows:

AI : = Â22 ∈ R(n−m+r)×(n−m+r), (3.80)

BI : = [B̂21Â21], (3.81)

CI : =

[
Ĉ12

−Ĉ21Â12

]
, (3.82)

DI : =

[
Ir×r C1B2

−C2B1 −C2AB2

]
. (3.83)

Go to the next step only if DI is positive definite; otherwise the system in

question is not positive real.

5. Use Algorithm 3.5 to find the positive-real matrix, PI , for (AI , BI , CI , DI)

where DI +DT
I is non-singular:
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n σ n σ n σ

1 ∞ 11 0.00074038 21 1.8735× 10−9

2 32.643 12 0.00040137 22 7.025× 10−10

3 6.7536 13 7.6789× 10−5 50 5.2306× 10−19

4 2.0489 14 3.0178× 10−5 100 3.1665× 10−20

5 0.71765 15 1.0206× 10−5 150 3.157× 10−21

6 0.40582 16 2.323× 10−6 200 3.8209× 10−23

7 0.10189 17 8.8947× 10−7 250 2.5916× 10−27

8 0.023015 18 1.1729× 10−7 300 8.5601× 10−36

9 0.009922 19 4.2241× 10−8 400 1.1436× 10−52

10 0.0031625 20 1.1495× 10−8 516 3.2594× 10−89

Table 3.1 The Hankel singular values for a six-port linear interconnect circuit.

PI = Ric(FI , BIKIB
T
I , C

T
I KICI), (3.84)

where KI := (DI +DT
I )−1 and FI := AI −BIKICI .

6. Compute P according to

P := V #TPIV
# +B#

2

T
Ĉ21B

#
2 . (3.85)

If matrixD = 0, then all the submatrices in the above algorithm with r number of

rows or columns are removed from their main matrix, e.g., BR = [B1B2], B1 ∈ Rn×r
becomes BR = B = B2 if r = 0.

3.10 Numerical examples

In this section, we present some numerical results of TBR-based reduction of an

interconnect circuit with six ports from a practical industry chip.

The RLC interconnect circuit has 516 states in which there exist one unstable

state (pole). So its stable part is isolated, balanced. The entries corresponding to

unstable modes are set to ∞.

After balancing the system, we list the Hankel singular values in Table 3.1 in

descending order where n indicates the singular value indices and sigma denotes

the singular value.

From Table 3.1, we can observe that the Hankel singular values of the system

decay extremely rapidly. As a matter of fact, many RLC interconnect circuits have

such a property. Hence, very low rank approximations are possible and accurate

low-order reduced models can be obtained.

After the truncation, the resulting Gramians contain the largest k singular values

σ1 through σk (k = 1, 2, 3, 4, 5, respectively).

The approximation results with different singular values (states) are shown in
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Figure 3.1 Frequency responses of a reduced model and its original system.

Fig. 3.1. From Fig. 3.1, we observe that first the more states we retain, the better

both curves can match. Second, even a reduced model, which retains a small number

of dominant states (six in this case), can be accurate to approximate the original

system with a large number of states (516 in this case).

Next, we use the ten largest states to approximate the original system. The

frequency response of the input impedance for port 1 is shown in Fig. 3.2. We can

see that the two responses are almost the same up to 1016 Hz.

3.11 Summary

In this chapter, we have introduced truncated balanced realization methods for

model order reduction of general linear time-invariant dynamic systems. TBR

method is a the singular-value-decomposition-based approaches. In the TBR meth-

ods, the system is first transformed into an eigenspace of the balanced controllability

and observability Gramian. Then SVD is performed and states with weak controlla-

bility and observability are dropped. We also discussed positive real TBR methods,

which can produce passive models for passive circuits but at the expense of high

computation costs. To avoid the high computation costs associated with solving
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Figure 3.2 Frequency response of the input impedance of a reduced model and its original
system.

Lyapunov equations for classic TBR methods, an empirical TBR method was also

presented, where Gramians are computed by sampling the frequency-domain state

impulse responses. Finally we discuss some numerical issues associated with imple-

mentations of TBR methods and see how those issues are resolved in the solving of

Lyapunov equations and algebraic Riccati equations.



4 Passive balanced truncation of linear
systems in descriptor form

4.1 Introduction

In Chapter 3, we introduced the truncated balanced realization (TBR) method for

compact modeling of interconnect circuits. In this chapter, we introduce a new

passive TBR method, which only requires the solving of generalized Lyapunov

equations and is able to preserve the structure of the reduced models just like

the structure-preserving Krylov subspace method of [37].

In the TBR method, two steps are involved in the reduction process: the balancing

step aligns the states such that states can be controlled and observed equally. The

truncating step then throws away the weak states, which usually leads to much

smaller model. The major advantage of TBR methods is that TBR methods can give

deterministic global bound for the approximate error and can give nearly optimal

models in terms of errors and model sizes [60].

Standard TBR algorithms, which solve the Lyapunov equations (linear matrix

equations) do not necessarily preserve passivity. To ensure passivity, positive-real

TBR (PR-TBR) has to be carried out [88, 131] by solving more difficult Lur’e or

Riccati equations, which can be computationally prohibitive as they are non-linear

(quadratic) matrix equations.

Given a state-space model in descriptor form

E dx
dt = Ax(t) +Bu(t),

y(t) = Cx(t) +Du(t),
(4.1)

where E, A ∈ Rn×n, B ∈ Rn×p, C ∈ Rp×n, D ∈ Rp×p, and y(t), u(t) ∈ Rp. When

E = I , (4.1) is in standard state-space form. Note that the descriptor form is the

natural form of the circuit MNA matrices for interconnect circuits, where E is the

matrix of storage elements, A is the matrix of conductance and B = CT is the input

and output position matrices and D = 0.

The existing passive TBR methods first convert original descriptor systems into

standard state-space equations by mapping E → I , A→ E−1A, and B → E−1B

and then solving two Lur’e or Riccati equations to guarantee the passivity of re-

duced model. However, there are several issues related to PR-TBR: first, it is not

numerically reliable in the sense that given an ill-conditioned E, the mapping can

generate too much numerical error and sometimes even the stability of the sys-

56
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tem cannot be guaranteed in this process. Second, Lur’e and Riccati equations are

quadratic matrix equations and thus usually more expensive than Lyapunov equa-

tions, which are linear matrix equations. Third, the structure property (symmetry,

sparsity) inherent to RLC circuits cannot be preserved after the reduction. Fourth,

in most cases, PR-TBR is not as accurate as standard TBR [88].

In this chapter, we present a novel passivity-preserving TBR method, named

PriTBR, for interconnect modeling. Instead of working on the standard state-space

equations, PriTBR works on space equations in descriptor form directly by solving

generalized Lyapunov equations. Since the circuit matrix structure is preserved in

the state-space equations in the descriptor form, congruence transformation can

be applied to ensure the passivity of reduced models. Compared with existing PR-

TBR, which solves more difficult Lur’e or Riccati equations on standard state-

space equations, the new method is numerically reliable, less expensive, and more

accurate. The new method has the same accuracy as the standard TBR method

for RC circuits using the first-order formulation and can easily be extended to

RLCM circuits to preserve the structure information of RLC circuit matrices using

the second-order formulation. By combining it with structure-preserving Krylov-

subspace based MOR methods, it can generate optimal structure preserved reduced

model from large-scale circuits.

4.2 The passive balanced truncation algorithm: PriTBR

The new approach is motivated by recent balanced truncation work on the linear

systems in descriptor form [119] as shown in (4.1). But the existing method does

not give passive reduction.

In the PriTBR method, we work directly on systems in descriptor form, which

is the natural form of RLC circuits in MNA formulation. Instead of obtaining a

balanced form and truncating, we compute the basis, which spans the dominant

subspace corresponding to the first q largest Hankel singular values. After that, we

orthonormalize it and project the system onto it so that the reduction process can

be viewed as a congruence transformation. The difference between the new method

and the standard TBR method is just like the difference between PRIMA [85] and

Pade approximation via Lanczos (PVL) [32].

4.2.1 Generalized balanced truncation by projection

Given a state-space model in descriptor form in (4.1) with the stable matrix pencil

λE −A, which is usually the case in an RLC circuit, we first assume that E is non-

singular. This restriction can easily be released with some additional steps [119]. If

the system is in descriptor form, the controllable and observable Gramians can be
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computed by solving generalized Lyapunov equations [119].

EPAT +APET = −BBT ,
ETQA+ATQE = −CTC. (4.2)

The matrix PETQE has non-negative eigenvalues, and the square roots of these

eigenvalues σj =
√
λj(PETQE) define the Hankel singular values of the system.

We assume that σj are ordered decreasingly. The system is called balanced if

P = Q = diag(σ1, σ2, . . . , σn) (4.3)

PETQE here is similar to WcWo in the standard TBR method. After solving the

generalized Lyapunov equations, one can compute the similarity transformation

matrix T in (3.26) based on the square-root method [68]. The subsequent steps in

[119] are the same as the TBR method in standard form: to first balance the system

and then truncate it.

However, in this paper, instead of obtaining a balanced form and truncating, we

perform reduction from the viewpoint of projection. As we know in standard TBR,

the similarity transformation matrix T is the eigenmatrix of PETQE

TPETQET−1 = diag(σ1
2, σ2

2, . . . , σn
2) (4.4)

Then, the balancing and truncation can be viewed as a special projection of the

system onto the dominant eigenspace of the matrix PETQE corresponding to the q

largest eigenvalues. Those eigenvalues are more important in terms of input–output

behavior of the system. The dominant subspace is spanned by the first q columns

of matrix T . If we partition T into

T =
[
T1 T2

]
, (4.5)

where T1 ∈ Rn×q, T2 ∈ Rn×(n−q). Then the dominant subspace is spanned by basis

T1. Orthonormalize the basis

X = orth(T1), (4.6)

where X ∈ Rn×q. XTX = I and X spans the same subspace as T1

span(X) = span(T1). (4.7)

After that, we perform the reduction directly by projecting the system onto the

subspace spanned by X

x = Xx̃ (4.8)

where x̃ ∈ Rq is the reduced system variable. The reduced-order system matrices

are

Ã = XTAX, Ẽ = XTEX, B̃ = XTB, C̃ = CX. (4.9)

These types of transformation are known as congruence transformations. In the fol-

lowing, we review congruence transformation and its passivity-preserving property.
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4.2.2 Passive reduction through congruence transformation

For RLC interconnect circuits, we can formulate the original circuit matrix with

MNA formulation into the so-called passive form [85]:

C dx
dt = −Gx(t) +Bu(t),

y(t) = BTx(t),
(4.10)

such that the conductance matrix and the storage element matrix are positive

semidefinite (.i.e., G ≥ 0 and C ≥ 0) and the input and output position matrices

are the same. Notice that such passive form is also the descriptor form in (4.1).

Then the transfer function of the model will be positive real, meaning that the

model is passive.

C̃ = XTCX, G̃ = XTGX, B̃ = XTB. (4.11)

Since congruence transformation preserves the definiteness of the matrix, the re-

duced G̃, C̃ are still positive semidefinite. Then the transfer function of the reduced

model will be positive real, and thus passive. Therefore, PriTBR can preserve the

passivity for general RLC circuits.

For large systems, direct application of balanced truncation is computationally

infeasible. Therefore, the methods are of more interest when combined with iterative

Krylov-subspace procedures like PRIMA. Since an initial reduced model via PRIMA

still has this convenient passive form, PriTBR can always be used as the second

stage of a composite model reduction procedure to generate a passive preserved

reduced model.

4.2.3 Comparison with PR-TBR

Compared with passive PR-TBR method, this process has the following advantages:

First, we do not need to put a descriptor system into a standard form by mapping

E → I , A→ E−1A, B → E−1B. After an initial projection MOR step (assuming

Krylov-subspace method is performed as a first stage), E is usually non-singular [88]

but maybe ill-conditioned. As a result, the result by PR-TBR is no more accurate

from the numerical point of view. Even worse, sometimes, an unstable system can

be generated after the mapping, so that the Lur’e equations do not have positive

semidefinite solutions.

Second, the Lur’e equation is a quadratic matrix equation, which is more ex-

pensive than linear matrix equations like the Lyapunov equation. The generalized

Lyapunov equation is still a linear matrix equation; when E is non-singular, it costs

almost the same as the Lyapunov equation [119].

Third, PriTBR has the same accuracy as standard TBR but PR-TBR is usually

not so accurate as standard TBR [88].

Fourth, as shown in the next section, PriTBR can be generalized to preserve

structure and reciprocity.

However, like PRIMA, it cannot be used on systems of non-RLC circuits because
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both of them rely on congruence transformations to preserve passivity.

4.2.4 PriTBR reduction algorithm

In this section, we present the complete PriTBR reduction flow. On top of PriTBR,

we also present the combined PriTBR and PRIMA flow.

Algorithm 4.1: projection-based passive TBR (PriTBR)

1. Solve EPAT +APET = −BBT for P .

2. Solve ETQA+ATQE = −CTC for Q.

3. Compute Cholesky factors P = LpL
T
p , Q = LQL

T
Q.

4. Compute SVD of LTpE
TLQ:

LTpE
TLQ = [U1, U2]

[
Σ1 0

0 Σ2

]
[V1, V2]T . (4.12)

5. Compute the dominant basis T = LpU1Σ
−1/2
1 .

6. Orthonormalize T : X = orth(T ).

7. Compute the reduced system with Ẽ = XTEX ; Ã = XTAX ; B̃ = XTB; C̃ =

CX .

The basic algorithm is a generalization of the square-root method used in stan-

dard balanced truncation [68].

The new method can also be combined with a projection-based MOR method

like PRIMA to deal with large scale circuits. This is similar to the method in [60].

Algorithm 4.2: combined PRIMA and PriTBR model order reduction

1. Perform PRIMA to obtain a small-size passive-preserved initial reduced model

from a large-size original model.

2. Perform PriTBR to obtain an optimal passive-preserved final reduced model

from the initial model.

4.3 Structure-preserved balanced truncation

While PR-TBR generates provably passive reduced-order models, it does not pre-

serve other structures, such as reciprocity (symmetry) or the block structures of

the circuit matrices, inherent to RLC circuits. However, the PriTBR in the previ-

ous section can easily be extended such that both passivity and structure can be

preserved in a balanced truncation process.

4.3.1 Structure-preserved balanced truncation

Similar to the SPRIM [37], we assume that only current sources are applied and

the transfer function is an impedance matrix function.

Z(s) = BT (G+ sC)−1B. (4.13)
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In the modified nodal formulation (MNA) of an RLC circuit, G, C, B have the

block structure

G =

[
G1 GT2
−G2 0

]
, C =

[
C1 0

0 C2

]
, B =

[
B1

0

]
. (4.14)

Let V be the matrix T1 used in PriTBR. Let

V =

[
V1

V2

]
(4.15)

be the partitioning of V corresponding to the block sizes of G and C. We then split

the projection matrix V and orthonormalize each block respectively as

Ṽ =

[
orth(V1) 0

0 orth(V2)

]
. (4.16)

Notice that

span(V ) ⊆ span(Ṽ ). (4.17)

We, therefore, can project onto Ṽ , which spans at least the same dominant subspace

as V . As shown in experiments, it has the good properties of the standard balanced

truncation and matches the original model well globally.

At first glance, SP-PriTBR is not optimal in model size compared with PriTBR

because, given the same error bound, the SP-PriTBR model would be twice as large

as the corresponding PriTBR model. However, the SP-PriTBR model can always

be represented in the second-order form. In this sense, the SP-PriTBR model (when

written in second-order form) has the same dimension as PriTBR model given the

same error bound,

G̃1 = V T1 G1V1, G̃2 = V T2 G2V1, C̃1 = V T1 C1V1,

C̃2 = V T2 C2V2, B̃1 = V T1 B1
(4.18)

and

G̃ =

[
G̃1 G̃2

T

−G̃2 0

]
, C̃ =

[
C̃1 0

0 C̃2

]
, B̃ =

[
B̃1

0

]
. (4.19)

The reduced model Z̃n in first-order form,

Z̃(s) = B̃T (G̃+ sC̃)−1B̃, (4.20)

and in second-order form,

Z̃(s) = B̃T1 (sC̃1 + G̃1 +
1

s
G̃T2 C̃

−1
2 G̃2)−1B̃1, (4.21)

and

C̃1 � 0, G̃1 � 0, G̃T2 C̃
−1
2 G̃2 � 0, (4.22)

and thus Z̃(s) is passive and also symmetric. This means that the reduced model

preserves reciprocity and can be more easily synthesized as an actual circuit.
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4.3.2 Structure-preserving PriTBR algorithm

Algorithm 4.3: structure-preserved PriTBR (SP-PriTBR)

1. Perform Algorithm 4.2 (step 1 – step 5) for V = T1.

2. Partition V corresponding to the block sizes of G and C,

V =

[
V1

V2

]
. (4.23)

3. Set

Ṽ =

[
orth(V1) 0

0 orth(V2)

]
. (4.24)

4. Obtain the reduced model by projection:

G̃ = Ṽ TGṼ , C̃ = Ṽ TCṼ , B̃ = Ṽ TB. (4.25)

The SP-PriTBR algorithm can also work together with the structure-preserving

projection-based method like SPRIM to produce a structure-preserved compact

model from large scale circuits as shown in the following algorithm:

Algorithm 4.4: combined SPRIM and SP-PriTBR model order reduc-

tion

1. Perform SPRIM to obtain a small-size structure-preserved initial reduced model

from a large-size original model.

2. Perform SP-PriTBR to get an optimal structure-preserved final reduced model

from the first step.

4.4 Numerical examples

In this section, we show examples that illustrate the effectiveness of proposed

PriTBR methods and compare them with existing relevant approaches.

4.4.1 The accuracy of PriTBR

First, we demonstrate empirically that PriTBR has the same accuracy as standard

balanced truncation for RC circuits. Compared with PRIMA, both of them are

optimal in the sense that given a reduced order, they are more accurate. Here,

the original model is a 515-order RC circuit stimulated by a current source. In

Figure 4.1, given the same reduced order ten, both PriTBR and standard balanced

truncation match equally well with the original curve and far better than PRIMA

of the same reduced order.
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Figure 4.1 Frequency responses of TBR, PriTBR, and PRIMA reduced models and the
original circuit.

4.4.2 The guaranteed passivity of PriTBR

The second example is an RLC transmission line (order 904) with voltage source

input. The initial reduction is done by PRIMA and then followed by a TBR and

PriTBR, respectively. The final reduced order is 12.

In Figure 4.2, the Nyquist plot of the driving-point impedance is shown. This

Nyquist plot contains both the magnitude and phase information about the network

impedance. It also provides a graphical test of port passivity. Indeed, it is well known

that the Nyquist plots of positive-real transfer functions lie entirely in the right half

of the complex plane.

At first glance, it seems that the reduced models are both passive. But when

zooming in, we find that, for PriTBR, the entire Nyquist plot lies in the right half

of the complex plane. However, for standard balanced truncation, the Nyquist plot

extends to the left half of the complex plane, which means that passivity is not

preserved in the reduced model.

4.4.3 The numerical stability and accuracy of reduced model by PriTBR

We use an RC circuit of 517 order with a voltage source input to demonstrate the

advantage of PriTBR. We do a initial reduction by PRIMA and obtain a reduced

model of 75 order, which matches the original curve very well.

First, if we want to use PR-TBR for the second stage, we need map E → I ,

A→ E−1A, B → E−1B to put a descriptor system into a standard form. We find

that after the mapping, the standard form is no more stable and thus no positive

semidefinite solution is available for the following Lur’e equations. Figure 4.3 is the

pole-zero map of the system around the origin before and after mapping. We can
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Figure 4.2 Nyquist plots of the TBR reduced model and the PriTBR reduced model.

see after mapping a positive pole is generated.

Then, we employ PriTBR as the second reduction stage and get a final reduced

model of 15 order, which is still indistinguishable with the original curve. However,

if we use PRIMA to get a reduced model of 15 directly, we find that the difference

is very obvious.

4.4.4 Comparison of SPRIM and SP-PriTBR

We use an RLC circuit of 302 order with current source input to compare SPRIM

and SP-PriTBR with the same reduced order ten. The structure inherent to RLC

circuit is preserved in both of them. We find that SP-PriTBR inherits the optimal

property of standard balanced truncation and matches the original curve better

than SPRIM in a wide frequency band.

4.5 Summary

In this chapter, we presented a novel passive projection-based balanced truncation

model reduction method, named PriTBR. The new method combines the TBR

method with a projection framework to produce passive models for the first time.
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It enjoys the good error bounds from the TBR method and passive-reduction bene-

fit from congruence transformation. Compared with existing passive TBR, the new

technique is numerically reliable, more accurate and less expensive. In addition to

passivity-preservation, we also showed that PriTBR can be extended to preserve

structure information such as reciprocity and block structure. It can be applied as

a second stage of model order reduction to work with Krylov subspace methods

to generate a nearly optimal reduced model from a large-scale interconnect circuit

while passivity, structure, and reciprocity can be preserved at the same time. Exper-

imental results demonstrated the effectiveness of the new method and its advantage

over existing passive TBR and projection-based MOR methods.
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5 Passive hierarchical model order
reduction

In this chapter, we focus on passive wideband modeling of RLCM circuits. We

propose a new passive wideband reduction and realization framework for general

passive high-order RLCM circuits. Our method starts with large RLCM circuits,

which are extracted by existing geometry extraction tools like FastCap [83] and Fas-

tHenry [59] under some relaxation conditions of the full-wave Maxwell equations

(like electro-quasi-static for FastCap or magneto-quasi-static for FastHenry) instead

of measured or simulated data. It is our ultimate goal that we can obtain the com-

pact models directly from complex interconnect geometry without measurement or

full-wave simulations. The method presented in this chapter is called hierarchical

model order reduction, HMOR, which is based on the general frequency-domain hi-

erarchical model reduction algorithm [121,122,124] and an improved VPEC (vector

potential equivalent circuit) [134] model for self and mutual inductance, which can

be easily sparsified and is hierarchical-reduction friendly.

The HMOR method achieves passive wideband modeling of RLC circuits via

multi-point expension and the convex programming based passivity enforcement

method. In this section, we will show that the frequency-domain hierarchical re-

duction is equivalent to implicit moment-matching around s = 0, and that the exist-

ing hierarchical reduction method by one-point expansion [121,124] is numerically

stable for general tree-structured circuits. We also show that HMOR preserves reci-

procity of passive circuit matrices. We present a hierarchical multi-point reduction

scheme to obtain accurate order-reduced admittance matrices of general passive cir-

cuits. An explicit waveform matching algorithm is applied for searching dominant

poles and residues from different expansion points based on the unique hierarchical

reduction framework.

To enforce passivity, the state-space-based convex programming optimization

technique [21] is applied to the model order reduced admittance matrix, which is to

be presented in Chapter 10. To realize the passivity-enforced admittance, we use a

general, reciprocity-preserving, passivity-preserving, multi-port network realization

method based on a relaxed one-port network synthesis technique using Foster’s

canonical form in an error-free manner, which is to be represented in Chapter 11.

The resulting modeling algorithm can take in general RLCM SPICE netlists and

generate SPICE netlists of passive multi-port models for any linear passive network

with easily controlled model accuracy and complexity.

67
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5.1 Overview of hierarchical MOR algorithm

In this section, we first briefly review hierarchical subcircuit reduction and the one-

point frequency-domain hierarchical model order reduction method [122] before we

present the multi-point hierarchical model order reduction method, HMOR. Then

we give the flow of the hierarchical model order reduction and realization method.

5.1.1 Review of hierarchical subcircuit reduction

      subcircuit

(I)

(B)

The rest of the circuit

(R)

Four-boundary-node

Figure 5.1 A hierarchical circuit. Reprinted with permission from [126] (c) 2000 IEEE.

Consider a subcircuit with some internal structures and terminals, as illustrated

in Figure 5.1. The circuit unknowns — the node-voltage variables and branch-

current variables — can be partitioned into three disjoint groups xI , xB , and xR,

where the superscripts I, B, R stand for, respectively, internal variables, bound-

ary variables and the remaining variables. Internal variables are those local to the

subcircuit; boundary variables are those related to both the subcircuit and the rest

of the circuit. Note that boundary variables include those variables required as

the circuit inputs and outputs. With this, the system-equation set Ax = b, can be

rewritten in the following form:


AII AIB 0

ABI ABB ABR

0 ARB ARR





xI

xB

xR


 =



bI

bB

bR


 . (5.1)

The matrix, AII , is the internal matrix associated with the internal variable vector

xI . Assume that the row indices for AII are from 1 to m, the row indices for ABB

are from m+ 1 to m+ l, and the row indices for ARR are from m+ l + 1 to n,

where m and l are the sizes of the submatrices AII and ABB respectively.

Subcircuit suppression (also called Schur decomposition) is used to eliminate
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all the variables in xI , and to transform (5.1) into the following reduced set of

equations:
[
ABB∗ ABR

ARB ARR

][
xB

xR

]
=

[
bB∗

bR

]
, (5.2)

where

ABB∗ = ABB −ABI (AII)−1AIB , (5.3)

= ABB − 1

det(AII )
ABI [∆II

u,v]
TAIB , (5.4)

where [∆u,v ]T is called the adjoint matrix of A, ∆u,v is the first-order cofactor,

Schur decomposition of det(A) with respect to au,v, and is defined as ∆u,v =

(−1)(u+v)det(Aau,v ), and matrix Aau,v is the (n− 1)× (n− 1) matrix obtained

from matrix A by deleting row u and column v. ABB∗ is also called the Schur

complement [40]. We also have

bB∗ = bB −ABI (AII)−1bI , (5.5)

= bB − 1

det(AII)
ABI [∆II

u,v]
T bI . (5.6)

Subcircuit suppression can be performed for all the subcircuits by visiting the

circuit hierarchy in a bottom-up fashion. Since the number of internal variables is

m, and the number of boundary variables is l, (5.4) and (5.6) can be written in the

following expanded forms:

aBB∗u,v (s) = aBBu,v (s)− 1

det(AII (s))

m∑

k1,k2=1

aBIu,k1
(s)∆II

k2 ,k1
(s)aIBk2,v(s), (5.7)

where u, v = m+ 1, ...,m+ l and

bB∗u (s) = bBu (s)− 1

det(AII (s))

m∑

k1,k2=1

aBIu,k1
(s)∆II

k2,k1
(s)bIk2

(s), (5.8)

where u = m+ 1, ...,m+ l. From (5.7) and (5.8), we can observe that admittance

aBB∗u,v and input stimuli bB∗u at boundary nodes will become rational functions of s

once the subcircuit is suppressed. The term

(aBIu,k1
(s)∆II

k2 ,k1
(s)aIBk2,v(s))/det(AII ) (5.9)

is called the composite admittances as they are the admittances generated during

subcircuit reduction.

To obtain the rational functions for aBB∗u,v (s) and bB∗u (s), we need to compute the

rational function for a determinant whose elements may again be rational functions

of s. This task can be achieved using determinant decision diagrams (DDDs), which

were originally proposed for symbolic analysis of large analog circuits [97,110,126]

and will be discussed in Section 5.2. We will show how the DDD graphs can be

modified to compute the rational function for a determinant in later sections.
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An important issue is that if the symbolic expressions are kept (s-expressions

are special symbolic expressions), the final expressions of the generated rational

admittances are not free from cancellation. There are two cancellation types. The

first one is common-factor cancellation from common factors between the numerator

and denominator of the resulting rational admittances in aBB∗u,v (s) and bB∗u (s). The

second one is term cancellation from canceling terms (the sum of those symbolic

terms equals to zero).

Such symbolic cancellation problems have been observed and discussed in [96,97]

in the context of Y -∆ transformation. The cancellation of common factors may

lead to exponential growth of the magnitude of coefficients in the numerators and

denominators. As we can see in the later sections of this chapter, cancellation-

free rational admittances are related directly to the exact admittance expressions

computed from the flattened circuit matrix and are also very important to the new

de-cancellation method.

Fundamentally, all the cancellations are caused by subcircuit reductions as shown

in [122]. The detailed explanation of the conditions for common-factor cancellations

and term cancellations can be found in [97, 122].

Therefore, how to remove those common factors (de-cancellation) in the rational

functions of aBB∗u,v (s) and bB∗u (s) in general becomes a key issue for the subcircuit re-

duction process. An efficient algorithm has been proposed for de-cancellation during

the generalized Y -∆ transformation [97, 122]. We will review how cancellation-free

rational functions can be obtained by efficient DDD graph operations during the

general hierarchical circuit reduction process.

5.2 DDD-based hierarchical decomposition

The idea of DDD-based hierarchical decomposition [126] is to represent all the

determinants and cofactors in (5.7) and (5.8), as well as those determinants and

cofactors in the final transfer functions of the desired circuit characteristics. Owing

to the compactness of DDD graphs, DDD-based hierarchical circuit decomposition

was shown to be superior to the previous methods [51, 117].

5.2.1 Determinant decision diagram

In this subsection, we provide a brief overview of the notion of determinant decision

diagrams [97, 110].

Determinant decision diagrams [110] are compact and canonical graph-based

representations of determinants. The concept is best illustrated using a simple RC

filter circuit like the one shown in Figure 5.2.

Its system equations can be written as
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]
=

[
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0

]
.

We view each entry in the circuit matrix as one distinct symbol, and rewrite its

system determinant in the left-hand side of Figure 5.3. Then its DDD representation

is shown in the right-hand side. Please refer to [110] for the formal definition of a

DDD graph.
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0 edge
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Figure 5.3 A matrix determinant and its DDD.

A DDD is a signed, rooted, directed acyclic graph with two terminal vertices,

namely the 0-terminal vertex and the 1-terminal vertex. Each non-terminal DDD

vertex is labeled by a symbol in the determinant, denoted by ai (A to G in Fig-

ure 5.3), and a positive or negative sign, denoted by s(ai). It originates two outgo-

ing edges, called 1-edge and 0-edge. Each vertex ai represents a symbolic expression

D(ai) defined recursively as follows: D(ai) = ai s(ai) Dai +Dai , where Dai and

Dai represent, respectively, the symbolic expressions of the vertices pointed by the

1-edge and 0-edge of ai. The 1-terminal vertex represents expression 1, whereas

the 0-terminal vertex represents expression 0. For example, vertex E in Figure 5.3

represents expression E, and vertex F represents expression −EF , and vertex D

represents expression DG− FE. We can also say that a DDD vertex D represents

an expression defined the DDD subgraph rooted at D.
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bBu

AII

A[1, ...,m, u|1, ...,m, v]

u

bIv

A[1, ...,m, u|1, ...,m] + bI
u

AII

aBBu,v

Figure 5.4 Illustration of Theorem 5.1. Reprinted with permission from [122] (c) 2005
IEEE.

A 1-path in a DDD corresponds a product term in the original DDD, which

is defined as a path from the root vertex (A in our example) to the 1-terminal

including all symbolic symbols and signs of the vertices that originate all the 1-

edges along the 1-path. In our example, there exist three 1-paths representing three

product terms: ADG, −AFE and −CBG. The root vertex represents the sum of

these product terms. The size of a DDD is the number of DDD vertices, denoted

by |DDD|. Note that the size of a DDD depends on the size of circuits in a very

complicated way. |DDD| is a linear function of the circuit size for ladder circuits

and it may grow superlinearly in general with the sizes of circuits [110].

5.2.2 DDD representation for hierarchical subcircuit decomposition

First we introduce the following theorem: [124]

Theorem 5.1. (5.7) can be written in the following form:

aBB∗u,v =
det(A[1, ...,m, u|1, ...,m, v])

det(AII )
, (5.10)

where u, v = m+ 1, ...,m+ l and (5.8) can be written in the following form:

bB∗u =
det(A[1, ...,m, u|1, ...,m] + bI)

det(AII)
, (5.11)

where, A[1, ...,m, u|1, ...,m, v] is the submatrix that consists of matrix AII ,

which actually is A[1, ...,m|1, ...,m], plus row u and column v of matrix A;

A[1, ...,m, u|1, ...,m] + bI is the submatrix that consists of matrix AII plus row u

of matrix A and the right hand side column bI . The A[1, ...,m, u|1, ...,m, v], and

A[1, ...,m, u|1, ...,m] + bI are illustrated in Figure 5.4.

With Theorem 5.1, we only need to compute the rational function for the numer-

ator, which is a determinant (as det(AII) shared by all the newly created matrix

elements for each subcircuit) for each boundary-variable related element in the re-

duced circuit matrix instead of representing each individual first-order cofactor of
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det(AII) explicitly [126]. This leads to the efficient DDD-based hierarchical decom-

position method. Such a determinant-only DDD representation for all the involved

matrix elements is more compact than the previous method [126], as first-order

cofactors are not explicitly represented. Therefore, more sharing of common terms

becomes possible among those cofactors and elements in row u, columns v and

bI . More importantly, such DDD-only representation of new admittances is more

amenable to removing cancellation during a subcircuit reduction process as shown

in the next section [122].

5.2.3 Y-expanded DDDs

For our problem, some elements (in admittance forms) of a circuit matrix will

become a rational function of s during the hierarchical subcircuit reduction process.

As a result, the construction of the rational function for such a determinant will be

different from the method used for s-expanded DDDs [111]. To efficiently compute

the rational function for a determinant and handle cancellations, a new DDD graph,

called a Y-parameter expanded DDD (YDDD), is first introduced. Y-expanded

DDDs are also DDD graph where each DDD node represents a device admittance

or a composite admittance, as shown in Figure 5.5.

PSfrag replacements
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Figure 5.5 A determinant and its YDDD. Reprinted with permission from [122] (c) 2005
IEEE.

Note that some circuit parameter admittances are functions of the complex fre-

quency variable s. This is different from the s-expanded DDD graphs where s is

explicitly extracted and represented [111]. The main purpose of the introduction of

YDDDs is that we can easily handle both term cancellation and common-factor can-

cellation as cancellation patterns can be easily detected by examining those device

admittances or composite admittances. Like s-expanded DDDs [111], the YDDDs

can be constructed from a complex DDD in linear time in the size of the original

complex DDDs. The time complexity for constructing a complex DDD depends

on the circuit topology. Given the best vertex ordering, if the underlying circuit is

a ladder or tree circuit, |DDD| is a linear function of the size of the circuit. For

general circuits, the size of a DDD graph may grow exponentially in the worse case.
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But like BDDs, with proper vertex ordering, the DDD representations are very

compact for many real circuits [110, 111]. In Figure 5.2.3, we present a version of

the algorithm called YDDDConst().

YDDDConst(D)

1 if ( D = 0 or D = 1)
2 return NULL
3 L0 = YDDDConst(D.0)
4 L1 = YDDDConst(D.1)
5 Presult = NULL
6 for i = 1 to m do
7 Ptmp = YDDDMultiply(L1,D.xi)
8 Presult = YDDDUnion(Ptmp, Presult)
9 return YDDDUnion(Presult, L0)

Figure 5.6 Y-expanded DDD construction. Reprinted with permission from [122] (c) 2005
IEEE.

Function YDDDConst() takes a complex DDD rooted at D and returns

the resulting YDDD tree. D.1 and D.0 denote, respectively, the vertices pointed

to by the 1-edge and 0-edge of vertex D. m is the number of devices admit-

tance or composite admittances connected to a node, each of which is denoted

by D.xi. YDDDUnion(P1, P2) computes the union of two YDDDs, P1 and P2.

YDDDMultiply(P, v) computes the product of YDDD P and YDDD vertex v.

It was shown that YDDD representation is more compact than the sequence

of expressions [51, 126], whose complexity essentially represents the complexity of

symbolic node-by-node Gaussian elimination process. Hence time complexity of

the general hierarchical reduction algorithm is better than the Y -∆ reduction al-

gorithm [96], which is based on Gaussian elimination. Another advantage of the

general reduction algorithm over the existing Y -∆ transformation algorithm is that

we need to remember a smaller number of common factors, which are the deter-

minants of the reduced subcircuit matrices. If we reduce one node at a time, each

node becomes a subcircuit, we end up with more common factors to deal with. Also

there are more independent subcircuit hierarchies as each subcircuit is the smallest

(consists of one node). As a result, we have to remember all the common factors of

the reduced circuits (nodes) that are connected to nodes yet to be reduced, which

in turn leads to more memory usage compared to the general reduction method.

Our experimental results confirm those observations.

With YDDD, we can compute the s-polynomial of a determinant in a

concellation-free manner. But in the context of hierarchical decomposition, we need

to compute the rational admittance functions in a hierarchical and cancellation-free

way with limited orders of s. The detail of this algorithm can be found at [97,122].

For large RLC interconnect circuits, truncations have to be carried out to keep

limited orders of s in each rational admittance. The resulting admittances or trans-

fer functions may not be stable. A convex programming based method will be car-

ried out to enforce the passivity of the reduced models [21], which will be discussed
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in Chapter 10.

5.2.4 Overview of passive hierarchical model order reduction (HMOR) method

In this subsection, we give the overview of the general frequency-domain hierarchical

model order reduction and realization flow. We show how the symbolic hierarchical

subcircuit decomposition and rational function computations can be used to per-

form the hierarchical model order reduction. The whole reduction flow algorithm

consists of several important steps.

The key step for HMOR is hierarchical circuit reduction and model order reduc-

tion. The basic idea is to reduce subcircuits in a hierarchical and cancellation-free

way. The new admittances coming from subcircuit suppressions shown in (5.10) and

(5.11) are kept as rational functions of s in the exact or order-reduced form (with

fixed order of s). Such a reduction can be repeated until we reach the top-level

circuit, which is typically small enough to be solved exactly and symbolically (s is

still the only symbol). The reduction process is repeated for multiple frequency (ex-

panded at multiple frequency points) for wideband modeling. The resulting circuit

unknown variables are rational functions of s, which can be further optimized to

enforce passivity and be realized for easy use with SPICE-like circuit simulators.

The whole hierarchical model order reduction algorithm is described below:

The general hierarchical network modeling algorithm

1. Build the complex DDDs for each subcircuit matrix and all the required co-

factors and determinants for each newly created admittances in a bottom up

way.

2. If the present circuit has subcircuits, perform the reduction on each subcircuit

first.

3. Derive the YDDDs from complex DDDs for each new composite admittance

shown in (5.10) and (5.11).

4. Construct the cancellation-free rational admittances for each YDDD.

5. Repeat step 1 to step 4 for multiple frequency points based on the given error

bound.

6. Select the dominant poles from different frequency regions to form the final set

of poles, which cover all the frequency range.

7. Apply convex programming passivity enforcement and optimization to deter-

mine all the residues of each rational admittance in the reduced admittance

matrix (Chapter 10).

8. Realize the passivity-enforced order reduced admittance matrix using a general

network synthesis technique (Chapter 11).

The general hierarchical reduction algorithm is also illustrated in Figure 5.7.

In the following sections, we first present some theortical results, which show

that the one-point hierarchical model order reduction is equivalent to the implicit

moment-matching around s = 0 and hierarchical model order reduction preserves

the reciprotical property of a circuit. Then we present the multi-point hierarchical
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model order reduction scheme for wideband modeling.

frequency points under given error.

If current circuit has subcircuits, perform
hierarchical reduction on all the subcircuits

in top−down fashion recursively.

determinants for all the subcircuits.

Build the YDDDs from each CDDD for 
each new composite admittance.

Build CDDDs for cofactors and system 

Build the cancellation−free rational admittancs
for each YDDD in a cancellation−free way.

Use a general network realization method to 
realize the reduced admittance matrix into
a spice−compatible circuit.

passivity of the reduced models and determine
Use a convex programming method to enforce

the residues of rational admittances.

Select the dominant poles from a different  
frequency range to form the final set of poles.

Hierarchical network reduction

Repeat the first four steps for multiple

Figure 5.7 The general hierarchical model order algorithm flow.

5.3 Hierarchical reduction versus moment-matching

In this section, we first discuss how the frequency-domain hierarchical reduction is

related to the implicit moment-matching. Then we discuss the numerical stability

and reciprocity-preserving property of the hierarchical reduction process.

5.3.1 moment-matching connection

Consider a linear system with n state variables in vector x, the system is given by

sx = Ax+ b, (5.12)

where A is an n× n system matrix, b is the input vector to the circuit. Then we can

obtain x = (Is−A)−1b. Let us consider single-input single-output systems, where

we have only one input bj and we are interested in state response at node i. In this

case we have

xi(s) = Hij(s)bj =
∆ij

det(Is−A)
bj , (5.13)
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where ∆ij is the first-order cofactor of matrix M = (Is−A) with respect to the

element at the row i and column j and Hij(s) is the transfer function. So the exact

solution of any state variable or its transfer function in frequency-domain can be

represented by a rational function of s.

Hierarchical reduction, basically, is to reduce the n× n matrix M into a very

smaller m×m matrix M ′ based on block Gaussian elimination, such that xi can be

trivially solved symbolically by using (5.13). During this reduction process, all the

rational functions involved are truncated up to a fixed maximum order and the final

solution will be a rational function with the same order for its numerator and its

denominator. We then have the following theoretical result for the computed state

variable x′i(s) from the hierarchical reduction process in the frequency-domain.

Theorem 5.2. The state variable x′i(s) computed by the frequency-domain hier-

archical reduction with q as the maximum order for all the rational functions will

match the first q moments of the exact solution xi(s) expanded by Taylor series at

s = 0.

Proof: We know that the exact solution of xi(s) is a rational function as shown

in (5.13). Because of the truncation, the solution computed by the hierarchical

reduction process will be given by

x′i(s) =
a0 + a1s+ ...+ aqs

q

b0 + b1s+ ...+ bqsq
, i = 1, ..., q. (5.14)

It was proved in [123] that a cancellation-free rational expression from the hier-

archical reduction process is the exact expression obtained from the flat circuit

matrix. If we do not perform any truncation, x′i(s) will be the exact solution, xi(s),

which is obtained from the flat circuit matrix by (5.13) when all cancellations are

removed numerically during the hierarchical reduction process (assuming that no

numerical error is introduced). With truncation, all the coefficients a0, ..., aq and

b0, ..., bq are still exactly the same as that in xi(s). If we compute the moments of

x′i(s) = m0 +m1s+ ..., the first q moments can be uniquely determined by the 2q

coefficients a0, ..., aq and b0, ..., bq:

mi =
ai −

∑i
k+l=i,k≤i,l≤i,k 6=0 bkml

b
. (5.15)

If b0 is not zero, b is simply b0, otherwise b will be the first non-zero coefficient bt

and the first q moments become the coefficients of s−t(t > 0) to that of s−t+q. So

the theorem is proved. Hence the transfer function H ′ij(s) will also match the exact

one up to the first q moments. QED.

For a general multi-input and multi-output system, each element in the reduced

m×m admittance matrix M ′(s) becomes a rational function [124]:

aBB∗u,v =
det(M [1, ...,m, u|1, ...,m, v])

det(M II)
, (5.16)
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where, M [1, ...,m, u|1, ...,m, v] is a matrix that consists of matrix M II . It is

M [1, ...,m|1, ...,m], plus row u and column v of matrix M . Then we have the fol-

lowing result:

Corollary 5.1. Each rational admittance function a′BB∗u,v (s) in the reduced m×m
matrix, M ′(s), by the hierarchical reduction process, will match the first q moments

of the exact rational function aBB∗u,v (s) expanded by Taylor series at s = 0.

5.3.2 Numerical stability of the hierarchical reduction

The hierarchical reduction process is essentially equivalent to implicit moment-

matching at s = 0. As a result, the frequency response far away from s = 0 will

become less accurate owing to the truncation of high order terms. Another source of

numerical error comes from the numerical de-cancellation process, where polynomial

division is required for removing the common factors (cancellation) in the newly

generated rational function, which will, in turn, introduce error from numerical

term cancellation (the sum of two symbolic terms should have been zero, but is not

zero owing to numerical error). Such numerical noise will cause the higher-order

terms to be less accurate even if we try to keep them. In Figure 5.8, we show the

responses from the 3-way, 2-level partitioned µA741 circuit [126] under different

maximum reduction orders of rational functions. As we can see, increasing the

rational function order does not increase the accuracy of the response after the order

reaches eight. This is the typical numerical stability problem with the moment-
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Figure 5.8 Frequency responses of µA741 circuit under different reduction orders.
Reprinted with permission from [94] (c) 2006 IEEE.

matching method [91]. However, unlike explicit moment-matching methods, the
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hierarchical reduction is numerically stable for tree-structured circuits. We then

show the following results:

Theorem 5.3. For tree-structured circuits, the hierarchical reduction process can

be performed such that there is no common-factor cancellation in the generated

rational functions.

Proof: For tree structured circuits, we can always partition the circuit in such a way

that each subcircuit only has one node shared with its parent circuit. As a result,

there is only one composite admittance aBI
u,k1

∆II
k2,k1

aIB
k2,v

/det(MII ) in (5.7) generated in

its parent circuit for each subcircuit. According to the common-factor cancellation

condition [121], at least four composite elements from the same subcircuit reduction

are required for the existence of common-factor cancellation. So no common-factor

cancellation will occur under such partitioning. QED.

The significance of Theorem 5.3 is that the hierarchical reduction process be-

comes numerically stable for an arbitrary order for tree circuits. The only cancel-

lation left is the term cancellation, where the sum of two symbolic terms is zero,

which will not introduce any noticeable numerical error in the reduction process.

Figure 5.9 shows the voltage gain response (real part) of an RC tree with about

100 nodes (also 100 capacitors) under different reduction orders. As can be seen,

the reduced voltage gain will match the exact one well when the kept orders reach

about 60.
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Figure 5.9 Frequency responses of an RC tree circuit under different reduction orders.
Reprinted with permission from [94] (c) 2006 IEEE.

The fact that no common-factor de-cancellation (polynomial division) is re-

quired was also exploited in the direct truncation of the transfer-function method
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(DTT) [56], where only polynomial addition is required to compute the truncated

transfer functions for tree-structured RLC circuits. The DTT reduction process can

be viewed as a special case of our method. But for general non-tree structured cir-

cuits, polynomial division is required in node-elimination-based reduction methods

owing to common-factor cancellation, and polynomial division owing to truncation

will not be numerically stable for very high frequency ranges far away from DC, as

shown before.

To mitigate this problem, we propose using multi-point expansion to obtain

accurate rational functions or reduced admittance matrices for modeling a general

multi-input and multi-output linear system, as will be shown in Section 5.5.

5.4 Preservation of reciprocity

A reciprocal network is one in which the power losses are the same between any

two ports regardless of the direction of propagation [127]. Mathematically, this

is equivalent to the requirement that the circuit admittance matrix is symmetric

(or scattering parameter S21 = S12, S13 = S31, etc). A network is known to be

reciprocal if it is passive and contains only isotropic materials. Reciprocity is an

important network property. For the hierarchical reduction, we have the following

result:

Theorem 5.4. The hierarchical reduction method preserves the reciprocity of a

passive circuit matrix.

Proof: The proof can be found by using (5.10) again. We first study a circuit with

circuit matrix M . The circuit has one subcircuit with circuit matrix M II . Assume

that the original circuit matrix is symmetric (its subcircuit is also symmetric, i.e.,

both M and M II are symmetric) owing to reciprocity.

After reduction, the reduced circuit matrix becomes an m×m matrix where

each matrix element at row u and column v appears in (5.10). Then we look at the

element at row v and column u, which is

aBB∗v,u =
det(M [1, ...,m, v|1, ...,m, u])

det(M II)
, (5.17)

Notice that matrix M is symmetric, so row u in (5.10) and column u in (5.17) are

the same. This is true for column v in (5.10) and row v in (5.17). As a result we

have

M [1, ...,m, v|1, ...,m, u] = M [1, ...,m, u|1, ...,m, v]T , (5.18)

det(M [1, ...,m, v|1, ...,m, u]) = det(M [1, ...,m, u|1, ...,m, v]T ). (5.19)

Hence, aBB∗u,v = aBB∗v,u and reciprocity is preserved in the reduced circuit matrix when

a subcircuit is reduced. In the hierarchical reduction, we reduce one subcircuit at
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a time and the reduced circuit matrix is still symmetric after reduction. So the

reduced circuit matrix is still symmetric after all the subcircuits are reduced. QED.

5.5 Multi-point expansion hierarchical reduction

The multi-point expansion scheme by real or complex frequency shifting has been

exploited before in projection based reduction approaches for improving the mod-

eling accuracy [19, 53]. The basic idea for such a strategy is that dominant poles

close to an expansion point is more accurately captured than the poles that are

far away from the expansion point in the moment-matching-based approximation

framework. Therefore, instead of expanding at only one point, we can expand at

multiple points along the real or complex axis to capture all the dominant points

in the given frequency range accurately.

In this chapter, we extend this concept to the hierarchical reduction algorithm.

Specifically, at each expansion point, the driving point function or each rational

admittance function in a reduced admittance matrix can be written into the partial

fraction form

f(s) =

n∑

i

ki/(s− pi). (5.20)

By intelligently selecting poles and their correspond residues from different expan-

sions and combining them into one rational function, we can obtain a more accurate

rational function for a very high frequency range. In this chapter, we propose an

explicit waveform matching scheme based on hierarchical reduction framework to

find dominant poles and their residues for both SISO (single-input single-output)

and MIMO (multi-input multi-output) systems. It is shown experimentally to be

superior to the existing pole searching algorithm.

5.5.1 Multi-point expansion in hierarchical reduction

To expand the circuit at an arbitrary location in the complex s-plane, say sk =

αk + ωkj, we can simply substitute s in (5.13) by s+ sk. Then (5.13) becomes

xi(s) = Hij(s)bj =
∆ij(s+ sk)

det(I(s+ sk)−A)
bj . (5.21)

As shown in [19], poles that dominate the transient response in interconnect cir-

cuits are near the imaginary axis with large residues. Hence, we expand along the

imaginary axis for RF passive and interconnect circuits. Since only capacitors and

inductors are associated with the complex frequency variable s, expansion at a real

point α or a complex point ωij is essentially equivalent to analyzing a new circuit

where each capacitor C has a new resistor (with real value αiC or complex value

ωiCj) connected in parallel with it and each inductor L has a new resistor (with



82 Passive hierarchical model order reduction

real value αiL or complex value ωiLj) connected in series with it [92].

In this chapter, we show that the multi-point expansion can be made very ef-

ficiently in the hierarchical reduction framework. The rational functions are con-

structed in a bottom-up fashion in a Y-parameter determinant decision diagram

(YDDD) in the hierarchical reduction algorithm [121]. When a capacitor C or an

inductor L (its YDDD node) is visited, we build a simple polynomial 0 + Cs or

0 + Ls to multiply or add to existing polynomials seen at that DDD node. In the

presence of a non-zero expansion point, αi or ωij, we can simply build a new poly-

nomial αiC + Cs or ωiCj + Cs for the capacitor and αiL+ Ls or ωiLj + Ls for

the inductor respectively. So we do not need to rebuild the circuit matrix or the

YDDD graphs used for reduction at s = 0. Instead, we only need to rebuild the ra-

tional functions by visiting every YDDD node once, which has the time complexity

linear with the YDDD graph size, a typical time complexity for DDD-graph-based

methods [110].

5.5.2 Explicit waveform-matching algorithm

One critical issue in multi-point expansion is to determine, at each expansion point,

which poles are accurate and should be included in the final rational function. In the

complex frequency hopping method [19], a binary search strategy was used where

poles (common poles) seen by two expansion points and poles with distance to the

expansion points shorter than the common poles are selected. Such a common-pole

matching algorithm, however, is very sensitive to the numerical distance criteria

for judging if two poles are actually a same pole. For accurately detecting common

poles, a small distance is desirable, but this will lead to more expansion points;

and even worse is that the same pole may be treated as different poles seen by

two different expansion points. Also, this method may fail to detect some dominant

poles as the circle for searching accurate poles might be too small, as shown in our

experimental results.

In this chapter, we propose a new reliable pol-searching algorithm, which is

based on explicit frequency waveform matching. The new algorithm is based on the

observation that a complex pole pi and its residue ki in the partial fraction form,

ki/(s− pi), has the largest impact at frequency fi when the imaginary part of the

pole equals 2πfi. Figure 5.10 shows a typical response of ki/(s− pi), where ki =

2.78× 1012 + 2.34× 1010j and pi = −4.93× 108 + 2.58× 1010j. The peaks of both

real (absolute) value and magnitude are around 4.11× 109, which is equal to 2.58×
1010/(2π). The reason for this is that both real and imaginary parts of ki/(s− pi)
reach a peak when their denominator (pr)2 + (ω − pi)2 reaches a minimum at ω =

pi, where s = ωj and pi = pr + pij. A complex pole with a negative imaginary part

typically will not have significant impact on the upper half complex plane.

The idea of frequency-waveform matching is explicitly to match the approximate

frequency waveform with that of exact ones. Specifically, at an expansion point, fi,

we perform the hierarchical reduction and then determine an accurate maximum

frequency range [fi, fi+1] such that the error between responses (magnitude) of the
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Figure 5.10 Responses of a typical ki/(s− pi). Reprinted with permission from [94] (c)
2006 IEEE.

reduced rational function and that of the exact one are bounded by a pre-specified

error bound. The error is computed as follows:

err =
|dB20(Ve)− dB20(Va)|

|dB20(Ve)|
(5.22)

where dB20(x) = 20 ∗ log10(|x|) and |x| is the magnitude of a complex number x;

Ve is the exact response and Va is the approximate response. If |dB20(Ve)| = 0, then

we use |dB20(Va)| as the denominator in (5.22), if it is not zero. If |dB20(Va)| = 0,

we have err = 0.

Then fi+1 will be the next expansion point. All the poles whose imaginary parts

fall within the range [2πfi, 2πfi+1] will be selected because their contribution in

this frequency range is the largest. The new algorithm does not have the duplicate

pole issue as accurate poles can only be located at one place. The accuracy of the

found poles is assured by explicit waveform matching. Experimental results show

that it tends to use less expansion points than the common-pole matching method,

and less CPU time.

5.5.3 Multi-point expansion for MIMO system reduction

For a multi-input multi-output system, by using the modified nodal analysis, the

reduced circuit matrix M ′(s) = [yij(s)]m×m will become an m×m admittance ma-

trix. Each admittance yij is a complex rational function with real or complex (if

expansion points are on the imaginary axis) coefficients. In this case, we explicitly

watch for the error between each approximate rational admittance and the exact

value of the admittance at each frequency. The exact value of each admittance can

be computed by visiting the DDD graph representing the admittance. Since there
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is a lot of sharing among those admittances, the costs of evaluating all the admit-

tances are similar to evaluating one admittance, considering that every DDD node

just needs to be visited once at each frequency point [126].

5.6 Numerical examples

In this section, we present some numerical examples by using the HMOR methods

and compare it with several other methods.

5.6.1 One-port macro-model for spiral inductor

We first construct a detailed PEEC model for a three-turn spiral inductor with

its substrate. We assume copper (ρ = 1.7× 10−8Ω ·m) for the metal and the low-

k dielectric (ε = 2.0). The substrate is modeled as a lossy ground plane (heavily

doped) with ρ = 1.0× 10−5Ω ·m. The conductor is volume discretized according to

the skin depth, and longitudinally segmented by one 10th of the wave-length. The

substrate is also discretized as in [79]. The capacitance is extracted by FastCap [83]

and only adjacent capacitive coupling is considered, since capacitive coupling is

short-range. The partial inductance is extracted by FastHenry at 50GHz [59]. The

inductive coupling between any pair of segments (including segments in the same

line) is considered. Then we generate the distributed PEEC model by π-type of

RLC-topology to connect each segment, and it results in a SPICE netlist with 232

passive RLCM elements. The substrate parasitic contribution (Eddy current loss) is

lumped into the above conductor segment. Note that for more accurate extraction

at ultra-high frequencies, we need a full-wave PEEC model description [61]. For

mutual inductance, a vector potential equivalent model (VPEC) is used [134], which

is more hierarchical-reduction friendly as no coupling inductor branch currents are

involved and circuit partition can be done easily.

5.6.2 Comparison with common-pole matching method in frequency domain

For the spiral inductor, the driving point impedance is obtained by the multi-point

hierarchical reduction process. We use both the common-pole matching algorithm in

the complex frequency-hopping method and the new waveform-matching algorithm

to search for dominant poles along the imaginary axis.

For a fair comparison, we make sure that the resulting rational functions will

have similar accuracy. For a common-pole matching algorithm, if two poles are

located within 1% of their magnitude, they are regarded as the same pole. For

the waveform-matching algorithm, the error bound between the approximate one

and the exact one is set to 0.1%. As a result, the common-pole approach takes

26 expansions with 37.1 seconds, waveform marching method use 15 expansion

with 22.57 seconds. The responses obtained using both methods versus the exact

response up to 100GHz are shown in Figure 5.11. The responses from both methods
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match the exact ones very well all the way to 100 GHz. Our experience shows that

the CPU time of the common-pole method is highly dependent on the common-pole

detection criteria. For instance, if we set the criteria for common-pole detection to

0.5%, then 65 expansions are carried out. Also as more expansions are carried out,

the chance that a single pole is seen by two consecutive expansion points becomes

larger, but it may be treated as different poles, owing to a small distance criteria,

which in turn leads to a significant distortion of the frequency response.
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Figure 5.11 Frequency responses of the three-turn spiral inductor and its reduced model
by using waveform matching and the common-pole method. Reprinted with permission
from [94] (c) 2006 IEEE.

5.6.3 Time-domain simulation of an LC oscillator

We further demonstrate the accuracy and efficiency of the inductor macro-model in

the time-domain harmonic simulation. Note that the synthesized one-port macro-

model can be used to efficiently predict the critical performance parameters of spiral

inductor, such as the ωT , Q factor, and even the resonance starting-condition for

an oscillator [99].

We use the Colpitts LC oscillator as an example, as shown in Figure 5.12 (b),

where the active circuit behaves like a negative resistor to make the oscillator work,

as shown in Figure 5.12 (a).

In this experiment, the synthesized one-port model is from a 25-order rational

function with 24 poles and results in a macro-model with 40 RLC elements. As

shown in Figure 5.13, the waveform in the steady state of the synthesized and

original models match very well while we observe a 10× (5.17s as against 0.52s)

runtime speed-up by using the reduced model.



86 Passive hierarchical model order reduction

Passive
resonator

Active
circuit

I

(a) (b)

PSfrag replacements

Rp = −Ra

M1

C1

C2

M1

Vb

V dd

Gnd

s

W:L

←Spiral inductor

Figure 5.12 Colpitts LC oscillator with spiral inductors. Reprinted with permission
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Figure 5.13 Time-domain comparison between original and synthesized models for a Col-
pitts LC oscillator with a three-turn spiral inductor. Reprinted with permission from [94]
(c) 2006 IEEE.

5.6.4 Multi-port macro-model of coupled transmission line

We then use a two-bit coupled transmission line as the example for multi-port reduc-

tion and synthesis. The original PEEC model contains 42 resistors, 63 capacitors,

40 self-inductors, and 760 mutual inductors, where we consider inductive coupling

between any two segments including those in the same line. Still, for mutual induc-

tance, a vector potential equivalent model (VPEC) is used.

The matching frequency is up to 31 GHz and we find 24 dominant poles in
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Figure 5.14 Frequency responses of Y11 of a two-bit transmission line. Reprinted with
permission from [94] (c) 2006 IEEE.

this range. There are 150 RLC elements in the synthesized circuit compared with

364 devices in the original circuit; this represents a 58.79% reduction rate. The

frequency responses for Y11(s) and Y12(s) are shown in Figure 5.14 and Figure 5.15,

respectively. If we only match to 14 Ghz, 12 poles are required and we can achieve

a 78.5% reduction rate instead. The time-domain step responses from the original

circuit, the 14 GHz synthesized circuit, and the 31 GHz synthesized circuit are

shown in Figure 5.16. The difference among these three circuits is fairly small.

In Figure 5.17, we further compare the frequency responses of the 24th-order

macro-model by hierarchical model order reduction (HMOR), the 24th-order macro-

model by PRIMA, and time-constant-based reduction (with similar reduction ra-

tios) with the original circuit. The frequency response of port one is observed at

the input port of the first bit, and that of port two is at the far end of the first bit.

Owing to the preserved reciprocity, the reduced mode is easily realized by Foster’s

synthesis, and the model size is half of the SPICE-compatible circuit by PRIMA

(via recursive convolution for each Yij). Moreover, as shown in Figure 5.17, the

accuracy of the 24th-order model by HMOR can match up to 30 GHz but the same

order model by PRIMA can only match up to 20 GHz. Note that under the similar

reduction ratio with HMOR, the time-constant-based reduction can only match up

to 5 GHz.
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Figure 5.15 Frequency responses of Y12 of a two-bit transmission line. Reprinted with
permission from [94] (c) 2006 IEEE.

1 2 3 4 5 6 7 8 9 10 11

Circuits No. of No. of Simulation time (s) Model size (kb)

elements poles HMORtime constPRIMAOriginalHMORtime constPRIMAOriginal

circuit1 84 10 0.15 0.12 0.50 0.51 0.85 0.86 3.51 3.52

circuit2 258 10 0.15 0.15 0.92 5.31 0.85 0.86 3.51 11.23

circuit3 905 25 0.32 0.43 2.25 19.51 1.68 1.70 19.8 41.1

circuit4 5255 30 0.52 0.89 3.13 661.46 1.92 2.23 28.2 243.6

circuit5 20505 30 0.52 1.08 5.98 1356.66 1.92 2.53 28.2 957.9

Table 5.1 Simulation efficiency comparison between original and synthesized model

(part I). Reprinted with permission from [94] (c) 2006 IEEE.

5.6.5 Scalability comparison with existing methods

Table 5.6.5 gives the reduction CPU time comparison for two methods; HMOR

denotes the CPU times of hierarchical reduction. We notice that the HMOR is slow

than the PRIMA. But the difference become less for large circuits. Theoretically,

PRIMA and the one-point hierarchical model reduction have the same time com-

plexity, that is the time of complexity of one Gaussian elimination. In PRIMA, we

have to solve the circuit matrix at least once using Gaussian elimination or LU

decomposition to solve for all the Krylov space base vectors (or moments). In the

HMOR method, if we reduce one node at a time, it becomes a Gaussian elimination

process. All the polynomial operations with fixed order have fixed computing costs.
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Figure 5.16 Transient responses of a two-bit transmission line. Reprinted with permission
from [94] (c) 2006 IEEE.
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Figure 5.17 Frequency responses of a two-bit transmission line at two ports. Reprinted
with permission from [94] (c) 2006 IEEE.

The efficiency difference is mainly owing to expensive recursive operations used

in graph operations, which can be further improved, and multi-point matching.

However the multi-point matching makes our method closed loop and this gives us

good control on the model accuracy. For PRIMA, the model accuracy cannot be
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Circuits No. of elements No. of poles Delay error (%)

HMOR time const. PRIMA

circuit1 84 10 −0.16% −0.86% −0.15%

circuit2 258 10 −0.24% −1.12% −0.22%

circuit3 905 25 −0.41% −4.43% −0.37%

circuit4 5255 30 −0.62% −6.83% −0.58%

circuit5 20505 30 −1.04% −12.91% −0.83%

Table 5.2 Simulation efficiency comparison between original and synthesized model

(part-II). Reprinted with permission from [94] (c) 2006 IEEE.

Circuits No. of elements PRIMA (s) HMOR (s)

circuit1 84 0.042 0.6

circuit2 258 0.077 11.7

circuit3 905 0.16 17.8

circuit4 5255 1.73 44.4

circuit5 20505 32.37 96.8

Table 5.3 Comparison of reduction CPU times. Reprinted with permission from [94]

(c) 2006 IEEE.

determined without several trials using different reduction orders.

We finally present a scalability comparison in Tables 5.1 and 5.2 by time-domain

transient simulation for the following aspects: (i) runtime of simulation; (ii) real-

ization efficiency (realized model size); and (iii) accuracy in terms of delay. Several

different sized RLCM circuits are used. We compare our method (HMOR) with the

time-constant-based circuit-reduction [3] (time const.) and projection-based reduc-

tion PRIMA implemented at [64] (PRIMA). The same number of poles is used for

the reduction when we compare our HMOR with PRIMA. The reduced model by

time-constant reduction is obtained with a similar model size as HMOR.

First, we find that the realized RLCM circuit model size is up to 10 times smaller

on average than the SPICE compatible circuit from PRIMA. Therefore, a similar

simulation speed-up (8×) is observed when we run both circuits in SPICE3. When

we further compare the simulation time of our reduced models with the PEEC

circuits, a significant speed-up (up to 2712× for circuit5) is obtained. Furthermore,

the waveform accuracy in terms of delay is given in columns 4–6 in Table 5.2. The

reduced models are very accurate with the worst case delay error being −1.04%

even with 478× (957.9kb versus 1.92kb) reduction ratio in terms of model size.

But for the same reduction ratio as our reduction, we find that the time-constant-

based reduction introduces large errors (up to 12.91%) because too many nodes are

eliminated and the reduction criteria cannot be satisfied.

Note that the sparsification in the VPEC model can dramatically reduce the

number of mutual inductive couplings, but can also maintain the accuracy [134]. As
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a result, we use this technique during our reduction for larger circuits. For example,

in the case of circuit5 (the largest one) in Table 5.1 and 5.2, we obtain a 97.5%

sparsification from 19900 to 498 mutual inductors. Because of this sparsification,

the reduction time reduces by 10× (365.4s versus 47.8s).

5.7 Summary

In this chpater, we presented a new hierarchical multi-point reduction algorithm for

wideband modeling of high-performance RF passive and linear(ized) analog circuits.

On the theoretical side, we showed that the frequency-domain hierarchical reduction

is equivalent to the implicit moment-matching around s = 0 and showed that the

hierarchical one-point reduction is numerically stable for general tree-structured

circuits. We also showed that the hierarchical reduction preserves the reciprocity of

passive circuit matrices.

We presented a hierarchical multi-point reduction scheme for high-fidelity, wide-

band modeling of general passive and active linear circuits. A novel explicit wave-

form matching algorithm is presented for searching dominant poles and their

residues from different expansion points; this is shown to be more efficient than

the existing pole-search algorithm. The passivity of reduced models is enforced

by state-space-based optimization method. We also presented a general multi-port

network realization framework to generate SPICE-compatible circuits as the macro

models of the reduced circuit admittance matrices. The resulting modeling algo-

rithm can generate the multi-port passive SPICE-compatible model for any linear

passive networks with easily controlled model accuracy and complexity. Experimen-

tal results on a number of passive RF and interconnect circuits have shown that

the HMOR modeling technique generates more compact models given the same ac-

curacy requirements than existing approaches, such as PRIMA and time-constant

methods.

5.8 Historical notes on node-elimination-based reduction methods

As VLSI technology advances with increased operating frequency and decreased

feature size, parasitics from on-chip interconnects and off-chip packaging will de-

tune the performance of high-speed circuits in terms of slew rate, phase margin

and bandwidth [2]. Reduction of design complexity especially for those extracted

high-order RLCM network is important for efficient VLSI design verification.

Compact modeling of passive RLC interconnect networks has been a research

intensive area in the past decade owing to increasing signal integrity effects and

interconnect-dominant delay in current system-on-a-chip (SoC) design [72]. Exist-

ing approaches can be classified into two categories. The first category is based on

subspace projection [32, 37, 63, 85, 91, 113]. The projection-based method was pio-

neered by asymptotic waveform evaluation (AWE) algorithm [91], where explicit



92 Passive hierarchical model order reduction

moment-matching was used to compute dominant poles at low frequency. The Pade

via Lanczos (PVL) [32], Arnoldi transformation [113] methods improved the numer-

ical stability of AWE; congruence transformation method [63] and PRIMA [85] can

further produce passive models. However, reduced circuit matrices by PRIMA are

larger than direct pole marching (having more poles than necessary) [1] and PRIMA

does not preserve certain important circuit properties, such as reciprocity [37]. The

latest development by structured projection can preserve reciprocity [37], but it

does not realize the reduced circuit matrices. An efficient reduction algorithm that

is based on matching a few order moments and on realization is proposed in [62].

In general, no systematic approach has been proposed for realizing order-reduced

circuit matrices.

Another quite different approach to circuit complexity reduction is by means of

local node elimination and realization [3, 27, 98, 107, 108]. The major advantage of

these methods over projection-based methods is that the reduction can be done in a

local manner and no overall solution of the entire circuit is required so that reduced

models can be easily realized using RLCM elements. This idea was first explored

by selective node elimination for RC circuits [27, 107], where time-constant anal-

ysis is used to select nodes for elimination. Node reduction for magnetic coupling

interconnect (RLCM) circuits has recently become an active research area. Gen-

eralized Y -∆ transformation [98], RLCK circuit crunching [3], and branch merg-

ing [108] have been developed, based on nodal analysis (NA), where inductance

becomes susceptance in the admittance matrix. Since mutual inductance is coupled

via branch currents, to perform nodal reduction, an equivalent six-susceptance NA

model is introduced in [98] to reduce two coupling current variables and template

matching via geometrical programming is used to realize the model order reduced

admittances, but its accuracy depends heavily on the selection of templates and

only 1-port realization has been reported. Meanwhile, RLCK circuit crunching and

branch merging methods are first-order approximation based on the nodal time-

constant analysis. The drawbacks for this first-order approximation are: (1) error is

controlled in a local manner and will be accumulated, hence it is difficult to control

the global error due to reduction; (2) not too many nodes can be reduced if the

elimination condition is not satisfied.

Another way to model and characterize complex interconnect structures in high

frequency (in RF or even microwave ranges) is by means of rational approxima-

tion based on direct measurements or rigorous full-wave electromagnetic simula-

tion [1, 21, 22, 46, 49, 82, 105]. Many of those methods have been used in RF and

microwave circuit modeling, as they are very flexible and can be applied to differ-

ent interconnect structures and wideband modeling.



6 Terminal reduction of linear dynamic
circuits

Complexity reduction and compact modeling of interconnect networks have been

an intensive research area in the past decade, owing to increasing signal integrity

effects and rising electro and magnetic couplings modeled by parasitic capacitors

and inductors. Most previous research works mainly focus on the reduction of in-

ternal circuitry by various reduction techniques. The most popular one is based on

subspace projection [32,37,85,91,113]. The projection-based method was pioneered

by asymptotic waveform evaluation (AWE) algorithm [91], where explicit moment

matching was used to compute dominant poles at low frequency. Later on, more

numerical stable techniques were proposed [32,37,85,113] by using implicit moment

matching and congruence transformation.

However, nearly all existing model order reduction techniques are restricted to

suppress the internal nodes of a circuit. Terminal reduction, however, is less in-

vestigated for compact modeling of interconnect circuits. Terminal reduction is to

reduce the number of terminals of a given circuit under the assumption that some

terminals are similar in terms of performance metrics like timing or delays. Such

reduction will lead to some accuracy loss. But terminal reduction can lead to more

compact models after traditional model order reduction has been applied to the

terminal-reduced circuit, as shown in Figure 6.1.

For instance, if we use subspace projection methods like PRIMA [85] for the

model order reduction, a smaller terminal count will lead to smaller reduced models,

given the same order of block moment requirement for both circuits. The reason

is that for every block moment order increase, PRIMA will generate m new poles

in the reduced models where m is the number of terminals. Hence, fewer terminals

will directly lead to fewer poles used in the reduced models.

For terminal reduction, another question one may have is whether there are

many similar terminals in many practical interconnect circuits? One important ob-

servation is that many terminals in practical interconnect circuits are close to each

other structurally or are extracted by using mathematic discretization by volume

or surface meshing in methods such as finite difference and finite element scheme.

As a result, their electrical characteristics are also similar in a well-designed VLSI

system. For instance, clock sinks in clock networks, substrate plane, and critical

interconnects in the memory circuits like word or bit lines are among those inter-

connects. Recent studies [31,34] show that there exists a large degree of correlation
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H(s) H*(s)

Model  order reduction (MOR)

H(s) H’(s)

MOR after terminal reduction

Terminal reduction leads to more compact models

Figure 6.1 Terminal reduction versus traditional model order reduction.

between the various input and output terminals. A terminal reduction method

named, SVDMOR was proposed [31,34]. The method, which is based on a low-rank

approximation, was performed on the input and output position matrices before the

model-order-reduction process. However, the low-rank approximation in the exist-

ing methods is only based on the DC or a specific order of moments of responses.

Hence, the port-reduced systems may not correlate well with the original systems

in terms of timing or delay.

In this chapter, we present a novel terminal reduction method called TermMerg.

The new terminal reduction method is based on the observation that if we allow

some delay tolerance or variations, which actually cannot be avoided in today’s

VLSI chip manufacture and working environments, some of the terminals with sim-

ilar timing responses can actually be suppressed or merged into one representative

terminal during the reduction without affecting their modeling functionality. In con-

trast to the existing terminal reduction methods, the new approach uses high order

moments as timing and delay metrics. Specifically, given some delay tolerances

or variations, TermMerg employs a singular value decomposition (SVD) method

to determine the number of clusters based on the low-rank approximation. Then

the K-means clustering algorithm is used to group the moments of the terminals

into different clusters. After the clustering, we pick one terminal that could best

represent other terminals for each cluster. The new method can work with any

passive model order reduction and ensure the passive models. In contrast, we show

that SVDMOR does not generate passive models in general. Passivity enforcement

in SVDMOR will significantly hamper the terminal reduction qualities. We also

present an improved version of the SVDMOR method, called ESVDMOR, which

improves the computation efficiency of SVDMOR as well as accuracy for the similar

reduced model sizes when the used moment matrix does not give a good terminal



6.1 Review of the SVDMOR method 95

correlation.

6.1 Review of the SVDMOR method

In this section, we briefly review the SVDMOR method for terminal reduction,

which was proposed recently for reducing the terminals of interconnect circuits [31,

34].

For a linear RLC interconnect network with p input and q output terminals, we

can apply modified nodal analysis to formulate it into the state space equation form

Gx(t) + Cẋ(t) = Bu(t)

y(t) = Lx(t),
(6.1)

where G ∈ Rn×n and C ∈ Rn×n are the conductive and storage element matrices.

L ∈ Rq×n and B ∈ Rn×p are the output and input position matrices. y(t) ∈ Rq,
u(t) ∈ Rp. State variables x(t) ∈ Rn can be nodal voltages or branch currents of

the linear circuit.

The circuit transfer function is

H(s) = L(G+ Cs)−1B. (6.2)

Then the ith block moment of the system is defined as

mi = L(−G−1C)iG−1B, (6.3)

which is a q × p matrix function.

The block moment mi can be directly computed in a recursive way

x0 = G−1B; m0 = Lx0

x1 = −G−1Cx0; m1 = Lx1

· · ·
xi = −G−1Cxi−1; mi = Lxi for i > 0,

(6.4)

The SVDMOR method exploits the fact that many terminals are not independent

in terms of their timing information, which can be reflected in their frequency

domain moments. As a result, we can perform the singular value decomposition

(SVD) on a block moment of specific order. For instance, if we perform the SVD

on the 0th order block moment (DC response) m0, we have

m0 = LG−1B = UΣV T , (6.5)

where U and V are orthogonal matrices and Σ is a diagonal matrix with singular

values in the diagonal in a decreasing order. If there are k dominant singular values,

we can use a k-rank matrix (a k × k full rank matrix) to approximate the original

m0 based on the SVD theory as

m0 = UΣV T ≈ UkΣkV
T
k . (6.6)
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Notice that Uk is q × k matrix and V Tk is a k × p matrix and Σk is a k × k matrix.

After this, we can have the following expressions

B = BbV
T
k , (6.7)

LT = LcU
T
k , (6.8)

where Bb ∈ Rn×k and Lc ∈ Rn×k are obtained using the Moore–Penrose pseudoin-

verse of Vk.

Bb = BVk(V Tk Vk)−1, (6.9)

Lc = LTUk(UTk Uk)−1. (6.10)

The circuit transfer function now becomes

H(s) = UkL
T
c (G+ Cs)−1BbV

T
k . (6.11)

Notice that the transfer function Hr(s),

Hr(s) = LTc (G+ Cs)−1Bb, (6.12)

which is inside (6.11), is a k × k matrix transfer function, which actually is the

terminal-reduced transfer function of (6.2) and can be reduced by traditional Krylov

subspace-based model order reduction methods. If the reduced transfer function of

(6.12) is Ĥr(s), then the final order reduced transfer function is

Ĥ(s) = UkĤr(s)V
T
k . (6.13)

The SVDMOR method has several limitations. First, when the input and output

terminals are quite different (especially in terms of numbers), SVDMOR does not

work very well as SVDMOR performs the terminal reduction on both input and

output responses at the same time. As a result, it can only approximate well for one

type of terminals which have smaller terminal counts (as the rank of mi typically

is determined by the smaller dimensions of its rows or columns). We will compare

SVDMOR with the improved SVDMOR, called ESVDMOR in Section 6.3.

The second problem with SVDMOR is that it is difficult to enforce the passivity

during the combined terminal and model order reduction, and passivity terminal

reduction of SVDMOR leads to less effect terminal reduction. We will discuss the

passivity issues in Subsection 6.6.4.

6.2 Input and output moment matrices

Our task is to find the terminals with similar delay or timing behaviors such that

they can be viewed as one terminal if some delay uncertainty is allowed. We focus

on the timing metric of terminals and look at their timing responses from step or

impulse inputs, but the new methods can be applied to other metrics of interest.

Ideally, the delay or timing information should be represented by waveforms in

the time domain. However, this does not give us the best representation for the
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terminal merging method. Because all the waveforms have to be computed first,

it is also difficult to compare two transient waveforms in general. Instead, we use

terminal response moments in the frequency domain to represent their time-domain

response information.

The terminal merging algorithm is based on the observation that if two termi-

nals have similar timing or delay, then they should have similar moments (vectors)

numerically. Remember that the moments computed in (6.17) represent the im-

pulse responses of outputs from inputs. It is well known that the 1th moment m1

represents the first-order delay approximation, or the Elmore delay, of the corre-

sponding output with respect to a specific input. Higher-order moments represent

more detailed timing and delay information. Hence, the moment vector is an ideal

expression of timing information for the terminal merging algorithm.

Since we need to merge both input and output terminals, we need to present the

timing information for both input and output terminal. As a result, we have two

moment matrices, the input moment matrix MI and the output moment matrix

MO.

For a 1× 1 system, the system’s transfer function H(s) could be expanded into

a Taylor series around s = 0. The coefficient of si in the series expansion is the ith

moment of the transfer function:

H(s) = m0 +m1s+m2s
2 +m3s

3 + . . . (6.14)

For a general linear (linearized) time-invariant network with p input and q output

terminals, we can describe it as follows.

ẋ = Ax +Bu,

y = Cx,
(6.15)

where x is an n-dimensional state vector, u is a p-dimensional input vector, and y

is a q-dimensional output vector. The transfer function by Laplace transformation

is

H(s) = C(sI −A)−1B. (6.16)

If we expand the above equation in a Taylor’s series at s = 0, we get the moments

at various terminals:

m0 = −CA−1B,

m1 = −CA−2B,
...

mr−1 = −CA−rB.
...

(6.17)
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Each moment mi is a q × p matrix,

mi =




mi
1,1 m

i
1,2 . . . m

i
1,p,

mi
2,1 m

i
2,2 . . . m

i
2,p,

...
...

...
...,

mi
q,1 m

i
q,2 . . . m

i
q,p,


 , (6.18)

where each column j in mi represents the moment vector of all output terminals

from the input terminal j and each row k in mi represents the moment vector at the

output terminal k from all input terminals. Then a moment matrix can be written

as

M =
[
m0 m1 . . . mr−1 . . .

]
. (6.19)

To perform terminal reduction for both inputs and outputs, different moment

matrices are constructed. For the output terminal reduction, we define the output

moment matrix MO as:

MO =




mT
0

mT
1

...

mT
r−1


 , (6.20)

where each column j represents a moment series of output node j from all all inputs’

stimuli. Notice that in this way, the output terminals’ responses are with respect

to all the inputs to make sure they are similar under all the inputs.

Similarly, for input terminal reduction, the input moment matrix MI is defined

as:

MI =




m0

m1

...

mr−1


 , (6.21)

where each column k represents a moment series at all the outputs’ nodes from an

input node k.

To determine the best order of moments, r, we use the following rule: the number

of moments from all the inputs should be equal to or larger than the number of

terminals to be merged. The reason is that in the worst case where no terminals

can be merged, we should be able to distinguish all the terminals using the moment

information. This will become more clear in the following section. As a result, we

have

rp ≥ q for MO, (6.22)

p ≤ rq for MI . (6.23)
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When p = q, then any r will satisfy (6.22) and (6.23). Hence, we can simply

select r to be 2 or 3. If we have very large input and output terminals, then we

cannot apply SVD to do the terminal reduction directly (this is also true for [31]) as

SVD has about O(n3) complexity, where n is the size of the matrix [44]. However,

we can do the terminal reduction in a hierarchical way: we can partition the circuit

into k subcircuits such that the terminal in each subcircuit is small enough for

SVD, as shown in [34]. More discussions on other special cases will be presented in

Subsection 6.6.3.

Moments can be efficiently computed by recursively solving the given circuits us-

ing a traditional SPICE-like simulation technique [91]. After we obtain the moment

matrix, as shown in (6.20) or (6.21), we proceed to find the optimum number of

clusters using singular value decomposition method to be shown in the next section.

6.3 The extended-SVDMOR (ESVDMOR) method

In this section, we present an extended terminal and model order reduction al-

gorithm, ESVDMOR, which improves the SVDMOR method. The basic idea of

the new method is to perform the SVD low-rank approximation for the input and

output terminals separately and use higher-order moment information during the

SVD approximation to find true terminal independency and ensure the accuracy of

reduced models.

6.3.1 The ESVDMOR terminal reduction algorithm

The main idea of the new terminal reduction method is to perform the SVD ap-

proximation on the input and output moment response separately with the use of

high-order moment information. We basically follow the terminal reduction frame-

work of the SVDMOR method [34] but with different moment matrices. But we

improve the efficiency of SVDMOR by saving one computation step, as shown later.

The major problem for the SVDMOR method is that both input and output

responses are considered at the same time during SVD because of the use of the

specific order of block moments mi. So we cannot accommodate higher order mo-

ment information. To mitigate this problem, we create new moment matrices for

input and output terminals separately. In this way, we can use higher order moments

during the SVD process for input and output responses.

Next, we perform singular value decomposition to both input moment response

matrix MI and output moment response matrix MO.

MI = UIΣIV
T
I ≈ UIkiΣkiV

T
Iki
, (6.24)

MO = UOΣOV
T
O ≈ UOkoΣkoV

T
Oko

, (6.25)

where Σki is a ki × ki diagonal matrix and ki is the number of significant singular
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values for matrix MI ; V
T
Iki

is a ki × p matrix. Similarly, Σko is a ko × ko diagonal

matrix and ko is the number of significant singular values for matrix MO; V TOko is

a ko × q matrix.

Then we can perform the low-rank approximation for the input and output

position matrix B and C respectively.

B = BrV
T
Iki
, (6.26)

L = VOkoLr, (6.27)

where Br ∈ Rn×ki and Lr ∈ Rko×n are obtained by computing the Moore–Penrose

pseudo-inverses of VIki and VOko respectively.

Br = BVIki (V
T
Iki
VIki )

−1, (6.28)

Lr = (V TOkoVOko )−1V TOkoL. (6.29)

Notice that both VIki and UOko are orthonormal matrices, i.e. V TIki
VIki = I and

UTOkoUOko = I . Therefore, (6.28) and (6.29) can be further simplified as

Br = BVIki , (6.30)

Lr = V TOkoL. (6.31)

Therefore, we save one computation step compared with the SVDMOR method [34].

As a result, the circuit transfer function now becomes

H(s) = VOkoLr(G+ Cs)−1BrV
T
Iki
. (6.32)

Consequently we get a terminal reduced subsystem with transfer function Hr(s).

Hr(s) = Lr(G+ Cs)−1Br. (6.33)

For this subsystem, the standard model order reduction techniques [32,37,85,91,113]

can now be applied.

Consider both terminal and model order reductions; we can obtain the order

reduced transfer function Ĥr(s),

Ĥr(s) = L̂r(Ĝ+ Ĉs)−1B̂r, (6.34)

where

Ĝ = V TGV ; Ĉ = V TCV ;

B̂r = V TBVIki ; L̂r = V TOkoLV,
(6.35)

where V is the projection matrix for reducing system of (6.33).

The final reduced transfer function becomes

Ĥ(s) = VOko L̂(Ĝ+ Ĉs)−1B̂V TIki
. (6.36)
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6.3.2 ESVDMOR algorithm flow

In this subsection, we give the whole combined terminal and model order reduction

flow of the ESVDMOR method.

Algorithm 6.1: Extended SVDMOR: ESVDMOR

1. Compute the block moments mi up to the (r − 1)th order using (6.4).

2. Construct the input and the output moment response matrices defined in (6.21)

and (6.20) respectively.

3. Perform the SVD-based low-rank approximation on the position matrices B

and L in (6.1) using (6.30) and (6.31).

4. Perform the normal Krylov-subspace-based MOR on the terminal reduced sys-

tem (6.33) and perform the transformations using (6.35).

5. Compute the final reduced system Ĥ(s) using (6.36).

6.3.3 Numerical examples for ESVDMOR method

In this subsection, we compare the SVDMOR and ESVDMOR method on one RC

example. We only consider the DC moment for the SVDMOR method.

The example RC circuit, net27, has 14 inputs and 118 outputs with model order

of 182. Because there are more outputs than inputs, the number of independent

input terminals can be determined by using only the DC moment as MI . However,

higher-order moment information is needed to find the number of independent

output terminals. Here we use first nine order block moments to construct the

output moment matrix MO, which considers the worst case that all the output

terminals are independent to each other.

The singular values for m0, which is used by SVDMOR, MI , MO are shown in

Table 6.1. From the table we can see that we only need one input and one output

terminal after terminal reduction by using the SVDMOR method. By using MI and

MO in the ESVDMOR method, we find that there are more than one dominant

singular value of MO. We choose one input and five outputs to make the reduced

model more accurate.

Table 6.1 Singular values of DC moment, input moment matrix and output moment

matrix of the circuit net27.

Index m0 MI MO

1 5.1587 5.1587 19.828

2 3.9883× 10−14 3.9883× 10−14 4.4677

3 1.6681× 10−14 1.6681× 10−14 1.6517

4 – – 0.3045

5 – – 0.0348

6 – – 2.4611× 10−3

7 – – 1.6134× 10−4
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To compare the accuracy between the SVDMOR and ESVDMOR methods in a

fair way, we make sure that the reduced models for both algorithms have the same

number of poles. If we use the same order of block moments, then more terminals

will lead to more poles using the Krylov-subspace MOR methods.

For circuit net27, six poles are used to approximate the original model for both

SVDMOR and ESVDMOR methods. The results are shown in Figure 6.2, which

shows the frequency responses corresponding to the second input and the tenth

output.
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Figure 6.2 Frequency responses from SVDMOR and ESVDMOR for net27 circuit.

From these frequency response results, we can see that the ESVDMOR model

could match the original model up to 5 GHz. In contrast, SVDMOR reduced model

can only match frequencies up to 500 MHz. This clearly shows the advantage of

the ESVDMOR method over the SVDMOR method when the input and output

terminals have different dependency (different ranks in their moment responses

matrices).

One may argue that ESVDMOR is more accurate since it uses more terminals.

Actually, if we use five inputs and five outputs in SVDMOR method, the results

are still not good comparing with our ESVDMOR method under the six poles. The

results are shown in Figure 6.3, where SVDMOR model 2 refers to the SVDMOR

results with five input and five output terminals. So simply increasing the number

of terminals in SVDMOR does not help to improve the model accuracy.

6.4 Determination of cluster number by SVD

In this section, we present the new TermMerg method and present an algorithm to

find the best number of independent clusters by using singular value decomposition

on the input and output moment matrices discussed in the previous section.

If two terminals have similar timing responses, it means that their moments have
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Figure 6.3 Frequency response from SVDMOR and ESVDMOR with different terminals
for net27 circuit.

very similar values. If we have a number of terminals with similar timing behaviors,

their moment matrix, where each moment series is a column or a row, will be a

low-rank matrix. Singular value decomposition is very efficient to deal with rank-

deficient matrices and it can reveal a great deal about the ranks and structure of

a matrix, which motivates us to find the optimal number of clusters based on the

moment matrices.

For an m× n matrix A, the SVD decomposition of A is

A = Um×mΣV Tn×n, (6.37)

where Um×m and Vn×n are orthogonal matrices, UTm×mUm×m = I and V Tn×nVn×n =

I , Σ = diag(σ1, σ2, . . . , σmin(m,n)), σi are called singular values and σ1 ≥ σ2 ≥ · · · ≥
σmin(m,n).

Before we proceed to present the cluster number determination method, we re-

view an important result from the SVD decomposition [44].

For an SVD decomposition of a matrix A, if k < r = rank(A) and

Ak =

k∑

i=1

σiuiv
T
i , (6.38)

then

min
rank(B)=k

‖ A−B ‖2=‖ A−Ak ‖2= σk+1, (6.39)

where {ui} and {vi} are the left and right singular vectors respectively. Equa-

tion (6.39) reflects the fact that the rank-k approximation matrix Ak , is just σk+1

away from original matrix A in terms of norm-2 distance.

In summary, for a matrix, A, SVD can do two things. The first thing is that

SVD can tell us how many row or column are independent (the true rank of A) in a

numerical way. Second, SVD can give a good low-rank approximation to the original
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matrix A ≈ Ak =
∑k

i=1 σiuiv
T
i . But it is difficult to find the direct relationship

between those left and right singular vectors ui and vi with the columns of the

matrix A as those vectors are dominant (independent) columns of the original

matrix in a different coordinate. But the rank information is still valid for the

columns in the original matrix A.

In our problem, we only use the true (low) rank information provided by the

SVD instead of the singular vectors. Specifically, we look at the singular values and

select the sufficient small singular value σk+1 to select the correct rank information.

In the moment matrix, each column represents the moment response for an input or

an output terminal. If two terminals have the same response, they should have the

same column numerically and thus they are dependent. Hence, the selected rank

number k can essentially be viewed as the number of clusters we expect as SVD

essentially reveals the true rank of a matrix in a numerical way. Since the rank of

matrix A also reflects the number of independent columns in the given matrix A, so

it is natural for us to use k as the cluster number. Hence, the true rank information

by SVD is a good guide for a later K-means-based clustering method to find the

independent terminal set.

We notice that a similar approach was applied to efficient clustering of video

images to generate a compact representation of a video sequence to enable fast

access to video contents [69]. The method performs the SVD on a transformed

matrix, which corresponds the one-to-one with the original matrix for all its column

vectors and then performs the K-mean clustering on the transformed matrix to

speed up the clustering process. But the clustering essentially is still performed on

the columns of the original matrix.

We set a threshold ζ to denote the small singular value σk+1. Typically ζ is set

to 10−3 in our experiments, which means we regard σk+1 as the sufficient small

singular value only if σk+1 ≤ ζ.
In the new method, we select the approximation order not only based on the

absolute value of the sufficient small singular value, but also on the relative ratio

between two adjacent singular values. If the relative ratio between two adjacent sin-

gular values is close to 1, that means there is no big difference if the approximation

order is increased by one. In this condition, we will keep increasing the approxima-

tion order until the ratio becomes small enough. Thus we first define a threshold

ε. Then we compare two adjacent singular values σk+1 and σk. If σk+1/σk ≤ ε and

σk+1 ≤ ζ, then k is our choice. Typically ε is set to 10−3 in the experiments.

6.5 K-means clustering algorithm

After we determine the number of clusters for the output (or input) terminals, say

k, we proceed to group the output (or input) terminals into the k clusters.

In the new approach, we apply a so-called K-means algorithm to determine each

cluster [26]. K-means is the widely used clustering algorithm for partitioning (or
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clustering) N data points into k disjoint subset Sj containing Nj data points to

minimize the sum-of-squares criterion:

J =
k∑

j=1

∑

i∈Sj
|xi − ϕj |2, (6.40)

where xi is a vector representing the ith data point, and ϕj is a vector, representing

the geometric centroid of the data points in Sj . It has wide applications in data

mining and data analysis.

However, the K-means clustering algorithm is very sensitive to the initial choice

of cluster centers and the number of clusters [26]. Only the appropriate number of

clusters produces the best approximation result. Fortunately, in this method, the

cluster number k can be first obtained from SVD decomposition on the moment

matrix as mentioned above.

For a general moment matrix M (M = MO, or M = MI for different terminal

reductions), it has l terminals to be merged. Let M = [c1, c2, . . . , cl].

The clustering algorithm is shown in Figure 6.4 which is based on the K-means

clustering scheme.

K-MeansCluster

Construct Cluster(k)

1 select k seed vectors out of c1, c2, . . . , cl as k cen-

troids

2 put the rest of the unselected vectors into the

nearest cluster Sj
3 compute ϕj for each cluster Sj
4 do re-cluster all ci into k clusters according to ϕj
of each cluster

5 recompute ϕj for each cluster Sj
6 until no change in ϕj
7 return S1, S2, . . . , Sk and ϕ1, ϕ2, . . . , ϕk

Select Rep Vector(S1, S2, . . . , Sk)

1 for i ∈ Sj , compute ‖di‖2 = ‖ci − ϕj‖2
2 find Rj = ci so that min{‖di‖2}
3 return R

4 end

Figure 6.4 K-means clustering algorithm. Reprinted with permission from [75] (c) 2005
IEEE.

There are two steps (algorithms) in the clustering method. The first step, Con-

struct Cluster(k), clusters the given l vectors into k clusters (l > k). The sec-

ond step Select Rep Vector(S1, S2, . . . , Sk)) takes the output of the clustering

algorithm as the input and finds the representative vector for each cluster. The
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representative vectors Rj will be kept during the terminal reduction. All the other

unselected vectors will be suppressed.

The basic idea of Construct Cluster() is to dynamically find the k clusters

so that all the vectors in a cluster have the closest distance to its geometric centroid

vector ϕj of cluster Sj . Construct Cluster() uses an iterative algorithm that

minimizes the sum of distances from each vector to its cluster centroid vector ϕj ,

over all clusters. This algorithm moves vectors among clusters until the sum cannot

be decreased any more.

The second algorithm Select Rep Vector() finds the representative vector

for each given cluster Sj . This has been achieved by calculating the distance between

the centroid and each vector belonging to this cluster to find the terminal with the

closest distance to the centroid.

Since we use the representative terminal to represent all the other terminals in a

cluster, the transfer functions of the reduced one (thus their zero) will be different

from their original ones. But we ascertain that their expanded moment form will be

as close as possible among terminals in a cluster (as we work on the moment matrix).

Hence we expect the zeros of the two transfer functions (for the representative one

and the reduced one) will be similar.

6.6 TermMerg algorithm

In this section, we first present the whole terminal reduction flow of the TermMerg

algorithm. Then we give the compact modeling flow, which combines the terminal

reduction with traditional model order reduction. Finally we discuss some practical

considerations of the algorithm.

6.6.1 TermMerg algorithm flow

In this subsection, we present the flow of the TermMerg method.

Algorithm 6.2: TermMerg

1. Construct the input and the output moment matrices.

2. Perform the SVD on the input and/or the output moment matrices to find the

best cluster numbers.

3. Invoke K-MeansCluster to find the all the representative terminals for each

cluster.

After the terminal reduction, the input position matrixB and the output position

matrix C in (6.15) will be modified to include only the representative terminals.

We can define terminal selection matrices for this operation on B and C.
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6.6.2 Modeling flow based on combined terminal and model order reduction

After the terminal reduction, we will apply the traditional model order reduction

technique on the terminal-reduced circuit, as shown in Figure 6.5. The new terminal

reduction can work with any existing model order reduction techniques, such as

projection-based methods [85], TBR-ased methods [87],or hierarchical reduction

methods [121].

H(s) H(s)

H’(s)

H’(s)

Model  order reduction

Interface circuits

Figure 6.5 The reduction flow of combined terminal and model order reductions.

To use the terminal and order reduced models, we may need to build simple

interface circuits to connect the original terminals to the representative terminals.

For output terminals, we may just physically connect the representative termi-

nals to all the reduced terminals they represent (no interface circuitry is required).

For input terminals, to avoid adverse coupling among different sources with low

impedance, we may use controlled sources (for instance, urrent-controlled current

sources (CCCS)) to connect several input sources together. For input sources with

high impedance, we can just physically connect them together (again, no inter-

face circuitry is required). To use the terminal and order reduced models, we may

need to build simple interface circuits to connect the original terminals to the rep-

resentative terminals. For output terminals, we may just physically connect the

representative terminals to all the fan-out nodes that the reduced terminals con-

nect before (i.e., no interface circuitry is required). Figure 6.6 illustrates a simple

interface circuit for the input and output terminals. The admittance for each CCCS

is the corresponding input admittance of the represented input terminal, which can

be passively realized using Foster’s realization method [93].
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Figure 6.6 Simple interface circuit.

6.6.3 Practical implementation and consideration

We have mentioned that we determine the order of moments r based on the fact

that the number of moments in the moment series from all the inputs should be

equal to or larger than the number of terminals to be merged, as shown in (6.22)

and (6.23). In this way, we can obtain the complete information of the moment

matrix after singular value decomposition. However, if we have many outputs and

a few inputs, we end up with large r. In other words, we have to use very high

order moments. But high order moments are actually not very informative as they

contain mainly the dominant pole information numerically [91]. This is also the

case for interconnect circuits with many inputs and a few outputs. On the other

hand, a large number of outputs or inputs does not imply that the circuit has more

independent outputs and inputs, or clusters. Practically, the final cluster number

may still be very small compared with the number of outputs and inputs. In this

case, we do not need many high order moment information to distinguish those

terminals. This motivates the following schemes to solve this problem.

We pre-define an effective cluster number qe, which is smaller than the number

of terminals q to be merged but is typically larger than the resulting number of

clusters. For example, we may define qe = dq/ie, i = 2, 3, . . . depending on circuits,

where the function dxe means rounding the x to the nearest larger integer. Then the

order of moments r would be equal to or larger than qe/p. If the cluster’s number

is equal to qe after SVD method at some threshold, that means the pre-defined

number of clusters is too small to find the optimal cluster number at this threshold.

We then either increase the threshold value (at cost of more approximation errors)

or increase the pre-defined clusters’ number qe to re-cluster the terminals. If we

already have had some prior-knowledge about the circuit terminals, it will be very

helpful to choose the effective cluster number qe.

Another way is to use a hierarchical terminal reduction scheme, which is suitable

for a large number of resulting clusters. Specifically, we first partition the merging

terminals into a number of groups so that their corresponding moment matrix M
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will not need to use the higher moments. After this we perform SVD on each group

and find several representative terminals from each group using K-means clustering

method. After this we perform SVD on all the representative terminals to find

the best global cluster number. Then we perform the K-means-based clustering

algorithm on the top of those selected representative terminals to find the global

representative terminals. We may have several hierarchical levels when the number

of terminals to be merged is large.

Another issue is that there may exist DC paths from the inputs to the outputs.

In this case, (6.16) will be written as

H(s) = C(sI −A)−1B +D,

and the zeroth moment will become m0 = −CA−1B +D. If the zeroth moments for

those DC-coupled terminals are quite different, they will probably not be clustered

together. So the method can still be applied.

6.6.4 Passivity analysis

Passivity is an important issue for compact modeling. First we show that the pro-

posed TermMerg terminal reduction algorithm can always guarantee the passivity

of reduced models when the model order reduction is passive, regardless of the input

and output position matrices B and L. We have the following result:

Proposition 6.1. The TermMerg method can always lead to passive models for

any RLCK circuits.

The proof is obvious. For any given RLCK circuit with sets of input and output

terminals, after the TermMerg reduction, we have a new set of input and output

terminals. To make the terminal-reduced system passive, one can use two reduction

approaches. One is by means of the projection-based method. In this case, one

first makes all the remaining terminals bidirectional ones (they are both inputs

and outputs at the same time). As a result, we have the same terminal reduced

input and output position matrices. In this case, the projection-based method can

generate the passive model for this circuit.

The second method is by means of passive truncated balanced realization (TBR),

which can make passive reduction of RLCK circuits with different B and LT directly

but at higher computation costs [88].

As we can see, as long as the model order reduction is a passive process, the

combined terminal and model order reduction process is passive for the new method.

However, this is not the case for SVDMOR as SVDMOR is strongly coupled with

the model order reduction process. We analyze two cases. First we have B 6= LT .

In this case, Br and LTr are not identical and Vk and Vk are not identical either. As

a result, the projection-based MOR method cannot produce passive models. This

is also true for passive TBR method as Vk and Vk are not identical.

One may think that one can make all the terminals as bidirectional ones by mak-
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ing B and LT equal. But we show below that such a simple strategy for enforcing

passivity may significantly reduce the terminal reduction qualities.

Table 6.2 lists the singular value results after the SVD on the 0th and 1st mo-

ment matrices for circuit net1026 with both input and output terminals treated as

bidirectional ones.

Table 6.2 Singular values of the DC admittance moment, 1st order admittance

moment matrices of the circuit net1026 when all the terminals are treated as

bidirectional.

Index m0 m1

1 0.58970 0.42268

2 0.55093 0.33515

3 0.50215 0.30440

4 0.41875 0.28897

5 0.31229 0.25942

6 0.064575 0.24131
...

...
...

258 0.0023181 0.0099492

259 0.0013246 0.0099117

260 0.00059548 0.0098789

261 0.0001499 0.0098567

262 2.9535× 10−17 0.0096795

From Table 6.2, we can see that the singular values decay very slowly and the

terminals cannot be reduced very much. Actually the numerical rank of the moment

matrix mi (given by Matlab rank command) is 261 for m0 and 262 for m1, which

is the full rank of the moment matrix. This is true for other test cases. As a result,

we can observe that SVDMOR is not efficient for reducing bidirectional terminals.

One obvious reason is that many output terminals now become input terminals.

So the responses excited by those terminals have to be considered for all the other

terminals, which make the reduction more difficult or almost impossible.

In the second case, we consider B = LT . To ensure passivity, we require that Br
are LTr are the same and Vk and Vk are identical as well owing to the requirements

of the congruence transformation. As a result, the moments mi must be symmetric.

It can be proved that when the inputs to the original models consist only of current

sources or voltage sources for RLCK circuits, mi is symmetric. If both current and

voltage sources are present, mi will not be symmetric and terminal reduction by

SVDMOR will not ensure the passivity. But as we have already shown, B = LT will

lead to a reduction of bidirectional terminals, which cannot be reduced effectively

by SVDMOR.

In short, we observe that SVDMOR in general not lead to passivity terminal
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reduction. When it does produce passive terminal reduction, it does not work well

(or does not work at all). In contrast, TermMerg can always ensure passive terminal

reduction by using a passive model order reduction method.

6.7 Numerical examples

The new method has been implemented in MATLAB. We tested the terminal merg-

ing algorithm on a number of real interconnect circuits from industry.

The first interconnect circuit net1026 is a one-bit line circuit from a SRAM

circuit in 180 nm technology. This network contains 525 resistors, 772 capacitors, 6

drivers, and 256 receivers. We perform the K-means-based TermMerg algorithm to

reduce both receiver (output) terminals and driver (input) terminals. Since there

are many outputs (256 receivers) compared with a few inputs (6 drivers), in this

case, we set the order of moments in the input moment matrix to 1 and the order

of the moments in the output moment matrix is computed as 256/6 = 42. But in

this case we set the effective cluster number qe = 30. The output moment order is

r = qe/6 = 5.

By using singular value decomposition, the optimal number of clusters is found

to be 5 if we define the threshold ε = 10−3. The dominant singular values for the

MI , MO are listed in Table 6.3.

6.7.1 Comparison with the SVDMOR method

One problem with the SVDMOR method is that only a specific moment is used

to determine the correlations of both input and output terminals. The specific

moment, like the DC moment, can give a good estimation of terminal correlations

on the low frequencies, but they may not be accurate at the high frequencies. This

is specially true for circuits having small numbers of inputs and large numbers of

outputs or vice versa.

Figure 6.7 shows the SVDMOR reduction results for the interconnect circuit,

net1026, in frequency domain. We perform first the terminal reduction and then

Krylov-subspace-based MOR. We keep up to the 2nd order of block moments in

the MOR for both the SVDMOR and TermMerg methods. SVDMOR based on

m0 reduces the terminals to only one input and one output based on the singular

values, as shown in Table 6.3. For TermMerg, we have one input and five outputs

after terminal reduction.

From Figure 6.7 we can see that the result from SVDMOR does not match well

with the original circuit at high frequencies while the proposed method has a better

matching at the same high frequencies.

Accuracy loss at high frequency after terminal reduction reflects the fact that

the only specific order of moments (DC moments) are used during the SVD-based

terminal reduction and DC moments will lead to less accurate terminal relationship

at the high frequency ranges. This problem can easily be seen when the numbers of
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Figure 6.7 Frequency impedance responses from the SVDMOR method for net1026 circuit.

Table 6.3 Singular values of DC admittance moment, input moment matrix and

output moment matrix of the circuit net1026.

] m0 MI MO

1 5789.5 5789.5 46355

2 1.4364× 10−12 1.4364× 10−12 666.95

3 3.7177× 10−13 3.7177× 10−13 22.558

4 – – 0.32084

5 – – 0.00266

6 – – 1.4549× 10−5

7 – – 5.6469× 10−8

input and output terminals are quite different as in case of net1026. For this circuit,

we can compare 256 (DC) response at 256 output terminals for each input terminal,

so we have a better picture for determining their correlations even using the DC

moments. While for each output port, we can only compare the responses from six

inputs, the terminal relationship will not be accurate with just DC moments. Once

we use high-order moments, we obtain better correlations of the output terminals

and, thus, the reduced model is more accurate at the high frequencies, as shown in

Table 6.3 and Figure 6.7.

6.7.2 Clustering results

The final clustering results from TermMerg are shown in Table 6.4. The first

column is the number of the cluster series. The second column is the representative

terminal of each cluster. All the terminals in each cluster are placed in the third

column.
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Table 6.4 Output clustering results for the one-bit lines circuit net1026. Reprinted

with permission from [75] (c) 2005 IEEE.

Cluster Index Representive terminal Clustered terminals

1 Rcv206 Rcv151, Rcv152, . . . , Rcv256

2 Rcv58 Rcv39, Rcv40, . . . , Rcv77

3 Rcv19 Rcv1, Rcv2, . . . , Rcv38

4 Rcv98 Rcv78, Rcv79, . . . , Rcv119

5 Rcv144 Rcv120, Rcv121, . . . , Rcv150

Figure 6.8 plots the distribution of terminals (x-axis) with respect to the cluster

index number (y-axis).
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Figure 6.8 Output terminal distribution for each cluster for net1026 circuit. Reprinted
with permission from [75] (c) 2005 IEEE.

Then we go back to the time domain to validate the effectiveness of the method.

We add a voltage source to a driver input to view the step responses at other

receivers. Figure 6.9 shows the responses of five representative terminals. If we

compare the 50% delay time, the delay time difference among them is approximately

10–20 ps, which is quite different. The enlarged local waveforms in Figure 6.9 are

shown in Figure 6.10.

If we plot more responses for all the suppressed terminals in one cluster, for

instance receiver97 and receiver99, whose representative terminal is receiver98, we

cannot tell the difference in responses between these reduced terminals and their

representative terminal, receiver98, for the delay time, as shown in Figure 6.11.

Detailed analysis shows that the delay time differences among these terminals are

only about 1–2 ps, which is clearly shown in Figure 6.12. In other words, if we allow
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Figure 6.9 Step responses of representative output terminals. Reprinted with permission
from [75] (c) 2005 IEEE.
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Figure 6.10 Comparison of 50% delay time among representative output terminals.
Reprinted with permission from [75] (c) 2005 IEEE.

1–2 ps delay variations, those terminals can be viewed as the same terminal.

At this point, we can say that it is reasonable to use the response at receiver98 to

represent the responses at the suppressed terminals in its cluster, such as receiver97

and receiver99. Considering the process variations and other environmental varia-

tions, it is possible that we can combine them into one terminal. Also we can

improve the accuracy of this method by relaxing the threshold ε to generate more

clusters.

For the input terminal merging, we need to cluster the six input (six drivers)
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Figure 6.11 Step responses of representative output terminals and two suppressed outputs.
Reprinted with permission from [75] (c) 2005 IEEE.
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Figure 6.12 Comparison of 50% delay time among representative output terminals and
two suppressed outputs. Reprinted with permission from [75] (c) 2005 IEEE.

terminals. By using the same threshold level ε = 10−3, the cluster number is 5.

Only the terminals at driver3 and driver4 could be merged together.

The second example, net27, is a clock-tree circuit, also in 180 nm technology. It

contains 167 resistors, 654 capacitors, 14 drivers, and 118 receivers. For the output

reduction, we set the effective cluster number qe = 118/2 = 59. Then we only need

r = qe/14 ≈ 4 orders of moments to format the output matrix MO. After the SVD

step, as shown in Table 6.1, it is obvious to select the cluster number as k = 5 at

the given ε = 1× 10−2.

We also present its distribution of terminals for different clusters in Figure 6.13

when we select the cluster number k = 5. The representative terminals are re-

ceiver98, receiver18, receiver110, receive36, and receiver84 corresponding to clusters
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1–5.

Notice that the receiver numbers were not assigned based on closeness between

terminals for net27. But for circuit net1026, it seems that receivers are numbered

based on the closeness between them.
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Figure 6.13 Output terminal distribution for each cluster for net27 circuit. Reprinted with
permission from [75] (c) 2005 IEEE.

The third example, net38, is a clock-tree circuit also. It includes 98 resistors, 342

capacitors, 18 drivers, and 48 receivers. We use r = (48/18) ≈ 3 moments to format

the output matrix MO as well as input matrix MI .

After the SVD, the input moment matrix MI has the following singular val-

ues: Σ = diag(1.03× 105, 42.88, 7.35, 2.05, 0.83, 0.17, 3.74× 10−5, . . . ). If we set the

threshold ε = 1× 10−3, the cluster number is 16, which is almost equal to the num-

ber of inputs. However we notice that there is a big magnitude drop between two

singular values 0.17 and 3.74× 10−5. If we relax the threshold to ε = 3× 10−3,

the number of clusters is six. The distribution of terminals for different clusters is

presented in Figure 6.14.

For the output terminal reduction, the number of clusters will be 48 if the thresh-

old is set to ε = 3× 10−3, which is the number of the output terminals. That means

we are not able to cluster the output terminals at this threshold level. After we relax

the threshold to ε = 6× 10−2, we can get the cluster number that is 13. We show

the output assignment results in Figure 6.15.

6.8 Summary

In this chapter, we presented a novel method, named TermMerg, to efficiently re-

duce the terminal number of general linear interconnect circuits considering delay
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Figure 6.14 Input terminal distribution for each cluster for circuit net38.
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Figure 6.15 Output terminal distribution for each cluster for circuit net38.

uncertainty. Terminal reduction can lead to more compact order-reduced models.

The new method is based on the high-order moment responses of terminals in fre-

quency domain as the metrics for the timing or delay. We first applied a singular

value decomposition method to determine the best number of clusters based on

the low-rank approximation. After this, the K-means-based clustering algorithm

was used to cluster the moments of the terminals into the different clusters. An

improved SVDMOR, ESVDMOR, has been introduced, which improves the SVD-

MOR in terms of efficiency and accuracy. Experimental results on a number of real

industry interconnect circuits demonstrated the effectiveness of the new method.



7 Vector-potential equivalent circuit
for inductance modeling

As VLSI technology advances with decreasing feature size as well as increasing

operating frequency, inductive effects of on-chip interconnects become increasingly

significant in terms of delay variations, degradation of signal integrity, and aggra-

vation of signal crosstalk [72, 116]. Since inductance is defined with respect to the

closed current loop, the loop-inductance extraction needs to specify simultaneously

both the signal-net current and its returned current. To avoid the difficulty of de-

termining the path of the returned current, the partial element equivalent circuit

(PEEC) model [101] can be used, where each conductor forms a virtual loop with

infinity and the partial inductance is extracted.

To model inductive interconnects accurately in the high frequency region, RLCM

(M here stands for mutual inductance) networks under the PEEC formulation are

generated from discretized conductors by volume decomposition according to the

skin-depth and longitudinal segmentation according to the wavelength at the max-

imum operating frequency. The extraction based on this approach [59, 83, 84] has

high accuracy but typically results in a huge RLCM network with densely cou-

pled partial inductance matrix L. A dense inductively coupled network sacrifices

the sparsity of the circuit matrix and slows down the circuit simulation or makes

the simulation infeasible. Because the primary complexity is a result of the dense

inductive coupling, efficient yet accurate inductance sparsification becomes a need

for extraction and simulation of inductive interconnects in the high-speed circuit

design.

Because the partial inductance matrix in the PEEC model is not diagonally

dominant, simply truncating off-diagonal elements leads to negative eigenvalues

and the truncated matrix loses passivity [52]. There are several inductance spar-

sification methods proposed with the guaranteed passivity. The return-limited in-

ductance model [109] assumes that the current for a signal wire returns from its

nearest power and ground (P/G) wires. This model loses accuracy when the P/G

grid is sparsely distributed. The shift-truncation model [65] calculates a sparse in-

ductance matrix by assuming that the current returns from a shell with shell radius

r0. But it is difficult to determine the shell radius to obtain the desired accuracy.

Because the inverse of the inductance matrix, called the K-element (susceptance)

matrix is strictly diagonally dominant, off-diagonal elements can be truncated with-

out affecting the passivity [9, 25]. Because K is a new circuit element not included

118
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ai ith filament
Ak kth component of vector potential A
Aki kth component of averaged A at ai
Bkij kth component of the flux from ai to aj
Bki0 kth component of the flux from ai to vector potential ground
Iki kth component of electrical branch current at ai
Îki kth component of magnetic branch current at ai
R̂kij kth component of coupling effective resistance between ai and aj

R̂ki0 kth component of ground effective resistance of ai
V ki kth component of electrical branch voltage at ai
V̂ ki kth component of magnetic branch voltage at ai

Table 7.1 Table of notations. Reprinted with permission from [135] (c) 2005 IEEE.

in conventional circuit simulators such as SPICE, new circuit analysis tools con-

sidering K have been developed [17, 58]. Alternatively, the double-inversion-based

approaches have been proposed in [9,140]. Using the control volume to extract adja-

cently coupled effective resistances to model inductive effects, the vector-potential

equivalent circuit (VPEC) model was recently introduced [86]. Its sparsified and

SPICE-compatible circuit model is obtained based on a locality assumption that

the coupling under the VPEC model exists only between adjacent wire filaments.

This chapter presents a cost-efficient and probably passive inductance model:

the vector-potential equivalent circuit (VPEC). Because the extraction in [86] re-

quires to optimize the size of the control volume for each filament during integra-

tion, it becomes impractical for large-sized interconnects. Moreover, it need locality

assumption that may lead to an inaccurate extraction [134]. In contrast, we rigor-

ously derive an accurate VPEC model considering the coupling between any pair

of filaments by inverting the partial inductance matrix. We further prove that the

resulting circuit matrix for the full VPEC model is passive and strictly diagonal

dominant. The diagonal dominance enables truncating small-valued off-diagonal el-

ements to obtain a sparsified VPEC model named the truncated-VPEC (tVPEC)

model with guaranteed passivity.

7.1 Vector-potential equivalent circuit

As in FastHenry [59] with the magneto-quasi-static assumption, a conductor can

be divided into a number of rectilinear filaments. The current density is constant

over the cross-section of the filament. In this chapter, we use superscripts x, y, and

z to denote spatial components of a vector variable. Let A be the vector poten-

tial, determined by the distribution of the current density J . Then Jk and Ak are

the components in the k-direction (k = x, y, z). We further use the subscript i for

variables associated with filament ai (i ∈ N), and every filament ai has a length l

by adequate discretizations in the k-direction. Table 7.1 summarizes the notations

used in this chapter.

To model the inductive effect, we start with differential Maxwell equations in
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terms of A [57]:

∇2Ak = −µJk (7.1)

∂Ak

∂t
= −Ek, (7.2)

where the vector potential A and the current density J are in the z-direction, E

is the electrical field, and µ is the permeability constant. Note that the resistive

voltage drop by (−∇kφ) is not included in (7.2) since we are interested in the

inductive voltage drop here. Given the distribution of the current density Jk, the

vector potential Ak is determined by

Ak =
µ

4π

∫
Jk

|r− r′i|
dτ(r′i).

To construct the system equation in the form of the integral equation, we apply

the volume and the line integration to (7.1) and (7.2) respectively. For filament ai,

(7.1) is integrated within the volume τi of filament ai, using Gauss’ law :

∫

S

a · dS =

∫

τ

∇ · adτ,

we can obtain

−µ
∫

τi

Jkdτ =

∫

Si

∇Ak · dS

= Bki0 +
∑

j 6=i
Bkij . (7.3)

Note that the surface integral
∫
Si

dS · ∇Ak is actually the flux of the gradient of

the kth component of the vector potential caused by the filament current of ai in

τi. It consists of the following parts [86]: (i) the flux to infinity (vector potential

ground) Bki0

Bki0 =

∫

Si0

∇Ak · dS, (7.4)

and (ii) the flux to all other filaments aj (j ∈ N, j 6= i) Bkij

Bkij =

∫

Sij

∇Ak · dS. (7.5)

However, explicitly determining the value of Bkij is difficult because it is hard to

partition the flux between filament ai, all other filaments aj , and the vector potential

ground.
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Figure 7.1 (a) Electronic current-controlled vector-potential current source; (b) The Kir-
choff current law for vector potential circuit. An invoking vector potential current source
is employed at ai, and the responding vector potential at aj is Akj , determined by the full
effective resistance network. Reprinted with permission from [135] (c) 2005 IEEE.

Moreover, integrating (7.2) along the projected length in k-direction of filament

ai leads to:
∫

li

∂Ak

∂t
dl = −

∫

li

Ek · dl . (7.6)

Based on (7.3) and (7.6), we can further construct the circuit-level system equa-

tion in the matrix form. By defining the filament vector potential [86] as the average

volume integral of Ak within τi (surrounded by the surface Si):

Aki =
1

τi

∫

τi

Ak(r)dτ(r). (7.7)

We can define an effective coupling resistance

R̂kij = −µ
(Aki −Akj )

Bkij
(7.8)

to model (i.e., replace) the mutual inductive coupling between ai and aj . In addition,

there also exists an effective ground resistance to model the self inductive effect:

R̂ki0 = −µA
k
i

.
Bki0 (7.9)

Because the filament current is invariant along the k-direction, the volume integral

of the current density inside the volume τi is reduced to lIki , where Iki is the electrical

current at the cross-section of ai. Therefore (7.3) becomes the Kirchoff current law

(KCL) under the full VPEC model:

Aki

R̂ki0
+
∑

j 6=i

(Aki −Akj )

R̂kij
= lIki , (7.10)
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where a vector potential current source Îki can be defined:

Îki = lIki , (7.11)

which is controlled by the electrical current Iki . An equivalent circuit to illustrate

the VPEC KCL equation (7.10) is shown in Figure 7.1. Clearly, we can see the

physical meaning of the effective resistance: given a unit current change at the ith

filament, the vector potential observed at jth filament is exactly R̂kij when all other

filaments are connected to the vector potential ground.

Similarly for (7.6), we have the following inductive nodal voltage equation:

l
∂Aki
∂t

= Vi
k, (7.12)

which describes the relation between the vector potential and its corresponding elec-

trical voltage drop caused by the inductive effect. As a result, a voltage-controlled

vector potential voltage source V̂ ki is:

V̂ ki = V ki /l . (7.13)

To extract the vector-potential equivalent circuit, the integration-based approach

in [86] needs to determine the localized flux Bkij (j ∈ ni), where ni is the set of

filaments adjacent to ai. The explicit calculation of Bkij is hard, and only considering

the localized flux, as in [86], loses the accuracy. The integration-based VPEC model

in [86] needs to use a control volume for each filament, but no method was presented

in [86] to find an accurate control volume. To avoid calculating Bkij explicitly and use

the locality assumption, this chapter derives a full VPEC model and then present an

inversion-based extraction below. The detailed derivation of the full VPEC model

is presented in [135], where we obtain following two KCL and KVL equations:

Aki

R̂ki0
+

∑

j 6=i,i,j∈N

(Aki −Akj )

R̂kij
= Îki , (7.14)

∂Aki
∂t

= V̂ ki , (7.15)

where the vector potential current and voltage are related to the electrical branch

current and voltage by

Îki = lIki , V̂ ki = V ki /l . (7.16)

Clearly, we can see the physical meaning of the effective resistance by (7.14): given a

unit current change at the ith filament, the vector potential observed at jth filament

is exactly R̂kij when all other filaments are connected to the vector potential ground.
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Figure 7.2 Vector potential equivalent circuit model for three filaments. Reprinted with
permission from [135] (c) 2005 IEEE.

Furthermore, (7.15) describes the relation between the vector potential and its

corresponding electrical voltage drop caused by the inductive effect.

We present a SPICE-compatible VPEC model for three filaments in Figure 7.2.

The model consists of two blocks: the electrical circuit (PEEC resistance and capac-

itance) and the magnetic circuit (VPEC effective resistance and unit inductance).

They are connected by the controlled sources. It includes the following components:

1. The resistance Ri and capacitance Ci in the electrical circuit are the same as

those in the PEEC model;

2. A dummy voltage source to sense current Iki in the electrical circuit controls

Îki in the magnetic circuit;

3. A voltage-controlled current source is used to relate V̂ ki and Îki with gain g = 1

in the magnetic circuit;

4. A voltage source V ki in the electrical circuit is controlled by V̂ ki in the magnetic

circuit;

5. Effective resistances including ground R̂ki0 and coupling R̂kij are used to repre-

sent the strength of inductances in the magnetic circuit;

6. A unit inductance Li in the magnetic circuit is to: (i) take into account time

derivative of Aki ; and (ii) preserve the magnetic energy from electrical circuit.

Although the number of magnetic circuit blocks increases with more filaments,

sparsified VPEC models will be introduced in Subsection 7.3.2 to greatly reduce

coupling resistances in magnetic circuit blocks with preserved passivity. Moreover,

because the VPEC model largely reduces reactive elements (i.e., inductance) and

its effective resistance is less densely stamped in the MNA (modified nodal analysis)

matrix compared with the partial inductance under the PEEC model, the full VPEC

model reduces the simulation time compared with the PEEC model.
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Note that the summation in KCL (7.14) for the full VPEC model is carried out

over each pair of filaments. In contrast, this summation in [86] is carried out only

for adjacent filaments. The author of [86] obtained the localized model by modeling

the flux Bkij as a current flow through R̂kij . It is based on the analogy with the

conducting current flow at a surface S (Ohm’s law):

I = −σ
∫

S

∇φ · dS (7.17)

Equation (7.17) means that the conducting current I(x, y, z) is locally related to

the flux of the electrical field E(x, y, z) (−∇φ) on the surface S. Equation (7.17)

is correct because electrons only locally transport in the conductor. However, for

the magnetic coupling problem, the flux Bkij is caused by the magnetic field that is

not localized. Therefore, we still need non-local resistances to model the long-range

effect of inductance accurately. Hence, the KCL equation (7.14) in our method is

related not only to the localized R̂kij (j ∈ ni), but also to all other R̂kij (j 6= i, j ∈ N).

The experimental results in Subsection 7.3.1 will show that compared with the

PEEC model, the full VPEC model considering all filaments is more accurate than

the localized VPEC model from [86].

7.2 VPEC via PEEC inversion

Because of the difficulty of determining Bkij explicitly, there is no efficient calculation

method for effective resistances in [86]. In this part, we will derive the circuit-level

system equation based on the VPEC effective resistance matrix Ĝ, and then present

an efficient method to calculate effective resistances from the inversion of the partial

inductance matrix.

We take the time derivative at both sides of (7.14) and then use (7.15) to replace

the time derivative of the vector potential. Consequently, we obtain:

(
1

R̂ki0
+
∑

j 6=i

1

R̂kij
)V ki +

∑

j 6=i
(− 1

R̂kij
)V kj = l2 ∂I

k
i

∂t
. (7.18)

We define the circuit matrix Ĝ of VPEC model,

Ĝkij = − 1

R̂kij
, Ĝkii = (

1

R̂ki0
+
∑

j 6=i

1

R̂kij
). (7.19)

Then, the system equations can be rewritten as:
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ĜkiiV
k
i +

∑

j 6=i
ĜkijV

k
j = l2 ∂I

k
i

∂t
. (7.20)

Compared with the system equation based on inductance matrix Lk and its

inverse Sk = (Lk)−1:

Lkii
∂Iki
∂t

+
∑

j 6=i
Lkij

∂Ikj
∂t

= V ki ,

SkiiV
k
i +

∑

j 6=i
SkijV

k
j =

∂Iki
∂t

, (7.21)

we find that Ĝk and Sk only differ by a geometrical factor l 2:

Ĝk = l2Sk. (7.22)

Therefore, starting with the L matrix under the PEEC model, we first obtain the

inverse of L, and then have the following extraction formula for R̂ under the VPEC

model:

R̂kij = − 1

l2Skij
, R̂ki0 =

1

l2Skii +
∑

j 6=i l2Skij
. (7.23)

Because the major computation effort is the inversion of the L matrix, we call

this method an inversion-based VPEC model, which leverages the existing PEEC

extractor. In contrast, the localized VPEC model is integration based and it needs

to calculate explicitly the local flux Bkij (j ∈ ni) from scratch, where its accuracy is

sensitive to the size of the control volume during the integration [86]. Therefore, it

is highly accurate only for a small number of filaments and needs to optimize the

size of the control volume for each filament when the system has a large number of

filaments. Clearly, it becomes impractical for the full-chip extraction.

7.2.1 Magnetic energy in the VPEC model

Generally, the magnetic energy is given by the following space integral [57]:

um =
1

2

∫

τ

A · Jdτ

=
∑

k=x,y,z

ukm. (7.24)

For the full VPEC model, (7.24) can be rewritten by:
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ukm =
1

2

∫

τ

AkJkdτ

=
1

2

∑

i

Aki · l · Iki

=
1

2

∑

i

Aki Î
k
i .

(7.25)

Furthermore, when we rewrite the KCL equation (7.10) in terms of Ĝ matrix,

∑

j

GkijA
k
i = Îki , (7.26)

we have the following relation for the magnetic energy under the full VPEC model:

ukm =
1

2

∑

i,j

GkijA
k
iA

k
j . (7.27)

Below we prove that the Ĝ matrix is positive definite.

7.2.2 Property of Ĝ matrix

Theorem 7.1. Circuit matrix Ĝk (k = x, y, z) in the VPEC model is positive def-

inite.

Because Ĝ only differs from the K matrix by a positive geometric constant,

the proof of the matrix property (passivity and strict diagonal dominance) for

K is equivalent for Ĝ. The existing proofs in [16, 25] are based on the analogy:

[L] = µε[C−1], which holds when [C][L] = constant. However, this relation does

not hold in general, as shown in [55]. Below, we present a direct proof for the

VPEC model.

Proof : According to (7.27), because the energy ukm (k = x, y, z) is positive, it

automatically results in a positive definite matrix Ĝk [128].

Therefore, the corresponding VPEC model is passive. However, to further guar-

antee a passive model after truncating small-valued off-diagonal elements from the

original positive definite matrix, we will prove that the matrix Ĝ is strictly diagonal

dominant [128], i.e., Ĝkii >
∑
j |Ĝkij |.

Lemma 7.1. All the effective resistances R̂ki0 and R̂kij (k = x, y, z) in the VPEC

model are positive.

Proof : We present the proof based on the KCL equation (7.10). Since effective

resistances are only determined by the geometry of the filaments, it will not depend
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on the applied external sources. Without loss of generality, we assume that an

impulse current Iki is applied at filament ai along the z direction, and all other

filaments aj are connected to the vector potential ground. Note that for filament

ai, its average vector potential Aki is in the same direction as Iki ; for any other

grounded filament aj , its average vector potential Akj is zero, but its induced current

−Ikj is in the opposite direction to Iki according to Lenz’s law. Hence for filament

aj , (7.10) becomes

(Akj −Aki )

R̂kij
=
−Aki
R̂kij

= −lIkj ,

where the induced current Ikj is determined by the coupling flux between ai and

aj . Equation (7.28) can be further rewritten by:

R̂kij =
Aki
lIkj

> 0. (7.28)

The positiveness of the ground resistance R̂ki0 can be easily proved in a similar

fashion. With this Lemma, we can further prove the following Theorem:

Theorem 7.2. Circuit matrix Ĝk (k = x, y, z) in the VPEC model is strictly di-

agonally dominant.

Proof : According to (7.19) we have

∑

j 6=i
|Ĝkij | =

∑

j 6=i

1

R̂kij
(7.29)

and

∑

j 6=i
|Ĝkij | <

1

R̂ki0
+

N∑

j 6=i

1

R̂kij
= Ĝkii,

or

Ĝkii >
∑

j 6=i
|Ĝkij |. (7.30)

I.e., the circuit matrix Ĝ is strictly diagonally dominant. Note that truncating small

off-diagonal entries from a strictly diagonally dominant matrix still leads to a posi-

tive definite matrix, i.e., a passive circuit model [128]. Based on Theorem 7.2, such

a truncation-based sparsification still leads to passive circuit models. Intuitively,

truncating small off-diagonal entries in the Ĝ matrix (equivalent to truncating
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larger off-diagonal entries in R̂ matrix) results in ignoring larger resistors in the

equivalent resistance network. Because the larger resistors are less sensitive to and

also contribute less to the current change, the resulting sparsified model can still

have a good waveform accuracy, as presented in Subsection 7.3.2. Moreover, our

proof assumes that wires can be decomposed into short wires with a similar length.

Therefore, in our experiments, we always segment wires according to one-tenth of

maximum operating frequency when the wire lengths are different.

7.3 Numerical examples

7.3.1 Simulation of aligned parallel bus

We consider a five-bit bus, with one-segment per line. Each bus line is 1000µm long,

1µm wide and 1µm thick. The space between lines is 2µm. With the extracted

RLCM parameters under the PEEC model, we further construct the full VPEC

model (with coupling R̂ij between all bits) from this method, and the localized

VPEC model (with coupling R̂ij between adjacent bits) from [86]. We measured

responses at the far end of all five bits, and compared waveforms of the second bit in

Figure 7.3 (a)–(b), for both the time-domain and the frequency-domain simulations,

where a 1-V step voltage with 10 ps rising time is used for the time-domain transient

simulation, and a 1-V AC voltage for frequency-domain (1 Hz ∼ 10 GHz) simulation.

Clearly, the full VPEC model and the PEEC model produce identical waveforms

in both frequency-domain and time-domain simulations, but the localized VPEC

model introduces a non-negligible error and is not accurate compared with the

PEEC model, where the time-domain response shows 15% waveform difference and

the frequency-domain response shows a large deviation beyond 5 GHz.

7.3.2 Truncated-VPEC model

We further present the truncated-VPEC (tVPEC) model. After the full inversion of

L, we obtain a strictly diagonally dominant matrix Ĝ. As explained in Section 7.2,

its small-valued off-diagonal elements can be truncated without loss of passivity.

We present two truncating approaches below: geometrical (gtVPEC) and numerical

(ntVPEC) truncation. The first one is applicable to the aligned parallel bus, and

the second is applicable to conductors of any shapes.

Geometrical truncation

For the aligned parallel bus, we can define a truncating window (NW , NL) for each

wire segment, where NW and NL are the numbers of coupled segments in directions

of wire width and length, respectively. The coupling along the wire length is the

forward coupling, and the one along the wire width is the aligned coupling. Because

of the symmetry introduced by aligning and paralleling, each wire segment will have

the same-sized truncating window. As a result, the tVPEC model only contains R̂ij
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Figure 7.3 For five-bit bus, (a) a 1-V step voltage with 10 ps rising time and (b) a 1-V ac
voltage are applied to the first bit and all other bits are quiet. The responses of the PEEC
model, full VPEC model, and localized VPEC model are measured at the far end of the
second bit. Reprinted with permission from [135] (c) 2005 IEEE.

within the truncating window for each wire segment, and is called gtVPEC in

Table 7.2.

We consider a 32-bit bus with eight-segments per line and four differently sized

truncating windows: (32, 8), (32, 2), (16, 2), and (8, 2), and summarize the experi-

ment settings and results in Table 7.2. Clearly, there is a smooth trade-off between

runtime and accuracy for different truncating window sizes, where the average volt-

age differences and associated with standard deviations are calculated for the entire

time steps in SPICE simulation. We first compare results of different truncating win-

dows. The truncating window (8, 2) achieves the highest speed-up of 30× and the

largest difference of about 0.2 mV on average, less than 2% of the noise peak, and

the truncating window (32, 2) has the highest accuracy with 0.06 mV on average

but a reduced speed-up of 10×. Furthermore, the small difference between windows

(32, 8) and (32, 2) implies that the forward couplings between non-adjacent seg-

ments are negligible. However, an NW larger than NL (as shown in Table 7.2) is

needed to achieve a high accuracy. This implies that the aligned coupling is stronger

than the forward coupling and, considering only the adjacent aligned coupling may

lead to a large error.
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Models and Number of Run time (s) Average voltage Standard
window sizings elements and speed-up difference (V) deviation (V)
Full PEEC 32896 2535.48 (1×) 0 0
Full VPEC(32, 8) 32896 772.89 (3×) 1.00×10−5 6.26e-4
gtVPEC(32, 2) 11392 311.22 (8×) 5.97×10−5 1.84×10−3

gtVPEC(16, 2) 3488 152.57 (16×) −1.23× 10−4 4.56×10−3

gtVPEC(8, 2) 2240 85.14 (32×) −2.17× 10−4 8.91×10−3

Table 7.2 Settings and results of geometrical tVPEC models. Reprinted with per-

mission from [135] (c) 2005 IEEE.
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Figure 7.4 For 128-bit bus by numerical truncation, a 1-V step voltage with 10 ps rising
time is applied to the first bit, and all other bits are quiet. The responses of the PEEC
model, the full VPEC model, and the tVPEC model are measured at the far end of the
second bit. Reprinted with permission from [135] (c) 2005 IEEE.

Numerical truncation

For the numerical truncation, we define the coupling strength as the ratio of an

off-diagonal element to its correspondent diagonal element at each row of Ĝ. We

then truncate those off-diagonal elements with coupling strength smaller than a

specified threshold.

Figure 7.4 plots the simulation results under the numerical sparsification for the

non-aligned parallel bus with 128 bits and one segment per line. The sparse factor is

the ratio between the numbers of circuit elements in the truncated and full VPEC

models. The waveform difference is small in terms of the noise peak for sparse

factors up to 30.5%. Table 7.3 summarizes the truncation setting and simulation

result, where values in parentheses of column 1 are truncating thresholds, and the

runtime includes both SPICE simulation and matrix inversion in the case of VPEC

models. One can see from the table that up to 30× speed-up is achieved when the

average waveform differences is up to 0.377 mV, less than 1% of the noise peak.
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Models and Number of Runt time (s) Average voltage Standard
truncation thresholds elements and speed-up difference (V) deviation (V)
Full PEEC 8256 281.02 (1×) 0 0
Full VPEC(0.0) 8256 36.40 (7×) −1.64× 10−6 3.41×10−4

ntVPEC(5×10−5) 7482 30.89 (9×) 4.64×10−6 4.97×10−4

ntVPEC(1×10−4) 5392 19.55 (14×) 1.29×10−5 1.37×10−3

ntVPEC(5×10−4) 2517 8.35 (28×) 3.77×10−4 5.20×10−3

Table 7.3 Settings and results of numerical tVPEC models. Reprinted with permis-

sion from [135] (c) 2005 IEEE.

A larger speed-up factor can be expected, as a higher waveform difference can be

tolerated in practice. We also compare the full VPEC model and the PEEC model.

The full VPEC simulation is 7× faster and has a negligible waveform difference.

7.4 Inductance models in hierarchical reduction

In this section, we discuss the VPEC (vector potential equivalent circuit) used in hi-

erarchical reduction. As a continued discussion, we further compare the inductance

formulation by the VPEC model and by the nodal susceptance methods [9,17,98].

We will show that the inductance model by nodal susceptance is not physically

equivalent to inductance as unwanted DC paths are created at low frequency.

7.4.1 Inductance formulation by nodal analysis

For an RLCM circuit, when we assume that only independent current sources exist

at external ports, the circuit matrix in the frequency domain starting with MNA

formulation can be written as

Gx+ sCx = Bi(s), v(s) = BTx, (7.31)

where x, v, and i are the state variables, output voltage and input current vectors,

and G, C, and B are the state and the input and output matrices, respectively.

Equation (7.31) can be further written as:
[
G ATl
−Al 0

] [
vn
il

]
+ s

[
C 0

0 L

] [
vn
il

]
=

[
Aiin(s)

0

]
, (7.32)

where G and C are the admittance matrices for resistors and capacitors, L is the

inductance matrix, which includes the mutual inductance; vn is a vector of node

voltage; il is a branch current vector of inductors; Al is the adjacency matrix for

all inductors; and Ai is the adjacency matrix for all port current sources.

Circuit reduction means applying the Gaussian elimination for state variables like

node voltage vn and branch current il. If we first reduce the branch current vector

il, we actually result in the state equation only with the nodal voltage variables

[G+ sC +
1

s
Γ][vn] = [Aiin(s)], (7.33)
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Figure 7.5 Example of a coupled two-bit RLCM circuit under the PEEC model. Reprinted
with permission from [135] (c) 2005 IEEE.

where Γ = AlSA
T
l = AlL

−1ATl is the nodal susceptance [9, 17, 98]. This is exactly

the nodal analysis formulation with Γ representing the inductance. The circuit-

reduction by further eliminating the nodal voltage-variable vn is exactly the Y -∆

transformation in [98].

The nodal susceptance in (7.33) actually creates DC paths at low-frequency

range. We illustrate this with a two-bit interconnect example shown in Figure 7.5.

The nodal voltage equation of susceptance at four nodes (A,B,C,D) becomes

(S11/s)VA − (S11/s)VB + (S21/s)VC − (S21/s)VD = I1

−(S11/s)VA + (S11/s)VB − (S12/s)VC + (S12/s)VD = −I1
(S12/s)VA − (S12/s)VB + (S22/s)VC − (S22/s)VD = I2

−(S12/s)VA + (S12/s)VB − (S22/s)VC + (S22/s)VD = −I2. (7.34)

As shown in Figure 7.6, this is mathematically equivalent to stamping the six sus-

ceptance elements into the admittance matrix [98] when s 6= 0. However, when the

susceptance element Sij/s approaches infinite (thus 0 impedance or short circuit)

when s = 0, there exist four unwanted DC-paths between nodes (A,B,C,D), which

did not exist before. As a result, it leads to the wrong dc values and inaccurate low-

frequency simulation results, even for the two-bit bus example shown in Figure

7.5.

We compute the exact driving-point impedance responses using inductance under

MNA and the nodal susceptance under NA, respectively, using the symbolic analysis

tool [110]. As shown in Figure 7.7, NA formulation (by using the nodal susceptance

for inductance) gives the exact response as SPICE does in the high-frequency range,

but the response is not correct in the low-frequency range. When s approaches

zero, the actual driving-point impedance in Figure 7.5 should be dominated by

three capacitors with a total capacitance value 43 fF. However, for Figure 7.6 at
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Figure 7.6 Example of a coupled two-bit RLCM circuit under the nodal susceptance model.
Reprinted with permission from [135] (c) 2005 IEEE.

DC, the driving-point impedance becomes a resistor with a total resistance value

234 Ω(ohms) (or 49 Ω(dB)) owing to the unwanted DC paths.
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Frequency responses of SPICE and 6−inductor model

PEEC in SPICE
Susceptance under NA
VPEC in SPICE 

Figure 7.7 Frequency responses of PEEC model in SPICE, susceptance under NA and
VPEC models for the two-bit bus. Reprinted with permission from [135] (c) 2005 IEEE.

There are two reasons for such a discrepancy:r The nodal admittance Γ/s is indefinite at DC.r More importantly, the Γ matrix itself is singular. This is due to the fact that the

number of nodal-voltage variables nv is usually much larger than the number of

inductive branch-current variables ni. There are originally only ni independent

variables for L, but the dimension of Γ becomes nv, which is much larger than
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Figure 7.8 Stamp of the second-order admittance in the NA matrix, where (a), (b) and
(c) represent for G, Γ, C and B. G (rank=4) and Γ (rank=4) are both singular for 6 × 6
matrices. Reprinted with permission from [135] (c) 2005 IEEE.

ni. Therefore, Γ is singular and has a low rank.

Figure 7.8 shows the stamping of Γ for the example of two wires in Figure

7.6. As a result, the NA formulation of inductance, which is based on L−1, is no

longer equivalent to the original circuit matrix. Hence circuit reduction starting

with nodal-susceptance formulation cannot give the correct low-frequency response

in general, and is not suitable for generating wideband macro-models of the inter-

connects.

7.4.2 Inductance formulation by VPEC model

From the above discussion, we know that inductance formulation by nodal suscep-

tance leads to an inaccurate low-frequency response. It is not suitable for generating

reduced interconnect models for wideband applications. However, directly handling

mutual inductance in a dense MNA formulation, as in [3], will be computation-

ally expensive. As shown in [134], the sparsified VPEC model actually not only

achieves the runtime speedup, but also has high accuracy compared with the orig-

inal full model. Therefore, we use the VPEC model to represent inductance in our

circuit-reduction flow, as it enables passive pre-sparsification [86, 134].

The significant difference between VPEC and nodal-susceptance models for mu-

tual inductance is that VPEC is a physically equivalent model, and it can exactly

represent the original system [134]. As shown in Figure 7.9, this model consists of an
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Figure 7.9 Example of a coupled two-bit RLCM circuit under the VPEC model. Reprinted
with permission from [135] (c) 2005 IEEE.

electrical circuit (PEEC resistance and capacitance) and magnetic circuit (VPEC

effective resistance and controlled source). It includes the following components: (1)

the wire resistance and the capacitance are the same as in the PEEC model; (2)

a dummy voltage source (sensing electrical current Ii) to control Îi; (3) a voltage-

controlled current source to relate V̂i and Îi with gain g = 1; (4) an electrical voltage

source Vi controlled by V̂i; (5) effective resistors including ground R̂i0 and coupling

R̂ij to consider the strength of inductances; and (6) a unit inductance Li to: (i)

take into account the time derivative of Ai; and (ii) preserve the magnetic energy

from the electronic circuit.

Clearly, this SPICE compatible implementation does not introduce unwanted

DC paths when s = 0 as by the nodal-susceptance. Moreover, Figure 7.7 shows the

response of the VPEC model for the 2-bit circuit, which is identical to SPICE for the

entire frequency range. Detailed analysis also shows that the impedance function

of the 2-bit circuit modeled by the VPEC model is the same as the impedance

function by PEEC model.

As shown in [134], although the VPEC model introduces more circuit elements,

it has a faster runtime because this model dramatically reduces the number of

reactive elements (i.e., inductors), and leads to fewer numerical derivatives and

integrals and makes the simulation converge faster. To further improve the sparsified

VPEC model extraction without full inversion, as in [134], we extend a windowing

technique [9]. It reduces the computation complexity to (O(Nb3)), where b is the

size of the window (i.e., the size of the submatrix). Note that although the VPEC

model enables efficient inductance simulation, the order of the circuit matrix is still

high. Moreover, its SPICE compatible model still contains controlled sources, and

cannot be handled by the existing realizable circuit-reduction approaches [3, 98].
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7.5 Summary

The primary content of this chapter is to derive the inversion-based full VPEC

model for multiple inductive interconnects and illustrate how to build sparsified

VPEC for SPICE simulation with guaranteed passivity.

Using a vector potential, we developed the VPEC model to model the inverse-

inductance elements. The resulting VPEC circuit is passive and has a strictly di-

agonally dominant matrix. This enables truncation-based sparsification methods

with guaranteed passivity. We have presented the truncation-based method and

have achieved orders of magnitude speedup in circuit simulation with small errors

compared to the PEEC model. We have also shown that the matrix Ĝ can be used

to justify the K-element or susceptance based simulation [9,16,25,58,141] from first

principles. Note that SPICE can directly simulate the VPEC model but not the K-

element based model. In addition, we also showed that the direct circuit stamping

of the K elements by NA leads to singular matrices. In contrast, the VPEC model

can be accurately stamped in SPICE.



8 Structure-preserving model order
reduction

8.1 Introduction

The integrated circuit industry has continuously enjoyed enormous success owing

to its ever increasing large-scale integration. With the advent of system-on-a-chip

(SOC) technology [30,133], it requires heterogeneous integration to support different

modules within one single silicon chip such as logic, memory, analog, RF/microwave,

FPGA, and MEMS sensor. Such a heterogeneous integration leads to highly non-

uniform current distribution across one layer or between any pair of layers. As a

result, it is beneficial to design a structured multi-layer and multi-scale power and

ground (P/G) grid [11] that is globally irregular and locally regular [115] according

to the current density. This results in a heterogeneously structured P/G circuit

model in which each subblock can have a different time constant. In addition, the

typical extracted P/G grid circuits usually have millions of nodes and large numbers

of ports. To ensure power integrity, specialized simulators for structured P/G grids

are required to efficiently and accurately analyze the voltage bounce or drop using

macro-models.

In [139], internal sources are first eliminated to obtain a macro-model with only

external ports. The entire P/G gird is partitioned at and connected by those ex-

ternal ports. Because elimination results in a dense macro-model, [139] applies

an additional sparsification procedure that is error-prone and inefficient. In addi-

tion, [18,95] proposed localized simulation and design methods based on the locality

of the current distribution in most P/G grids with C4-bumps. The P/G grid is di-

vided into several subblocks, where the current sources in each block only affect the

voltage fluctuation in that block. Nevertheless, all these methods [18,95,139] do not

consider the heterogeneous structure of P/G grids resulting from the non-uniform

current density. It results in a flat time-domain transient simulation that all blocks

use the same time-step. It would improve the efficiency if each partitioned block

has a different time constant and, hence, can be simulated at a different time-step,

as in the waveform relaxation method [132].

An alternative approach for obtaining a macro-model is to use moment match-

ing [91] by projection-based model order reduction (MOR) [32, 63, 85, 113], where

PRIMA [85] is the method widely used to efficiently generate an order-reduced

macro-model with preserved passivity. The reduced model of PRIMA [85] by a

137
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projection matrix with order q can match n = bq/npc block moments (where np
is the port number). PRIMA can be implemented in a fashion of iterative path-

tracing to efficiently solve tree structured P/G grids [120]. However, it is too ineffi-

cient to be directly applied to mesh structured P/G grids. The difficulty in appling

MOR to analyze P/G grids stems mainly from the following reasons. The cost of

Arnoldi orthonormalization is high for large circuits, and moment matching using

the block Krylov subspace is less accurate with an increased number of ports. In

addition, the reduced macro-model is dense, which slows down simulation when

the port number is large [34]. To reduce orthonormalization cost for large circuits,

HiPRIME [71] applies a partitioned PRIMA to reduce the entire circuit in a divide-

and-conquer fashion. After gluing the reduced state matrices, HiPRIME performs

an additional projection to further reduced the entire system. However, all these

approaches [71,85] use a flat projection that leads to a loss in the structure informa-

tion of the state matrices. For example, the original state matrices may be sparse,

but they become dense after flat projection. The resulting macro-model, therefore

is too dense to be efficiently factorized in the time-domain or frequency-domain

simulation. To leverage the subblock structure in G and C matrices during macro-

model construction, we introduce a structured model order reduction method in this

chapter.

8.2 Chapter overview

In Section 8.3, we first review the moment-matching theorems. Instead of matching

block moments of the transfer function, we directly match moments of output with

an excitation current vector. As a result, the first q moments or q dominant poles of

output can be matched using a projection matrix with order q, which is independent

of port number. In contrast, the number of matched block moments by PRIMA

decreases as the port number increases.

In Section 8.4, we first review a recent 2× 2 structure-preserving model order re-

duction: SPRIM [37]. We further introduce a generalized block structure-preserving

model order reduction (BSMOR). Unlike SPRIM, it further partitions the flat pro-

jection matrix obtained from PRIMA into m blocks according to the provided block

representation of state matrices. We show that this reduction preserves the block

structure. As a result, the macro-model obtained by BSMOR is intrinsically sparse,

and does not need the LP-sparsification used in [139]. Moreover, we show that the

reduced macro-model can exactly match q dominant and additional (m− 1)q ap-

proximated poles. However, these two methods do not consider the heterogeneous

substructure of state matrices. The reduced model is not compact or optimum, as

discussed in Section 8.5 later on. In addition, as in [85], it orthonormalizes the entire

state matrices to obtain the projection matrix. As a result, it is inefficient for large

sized circuits.

In Section 8.5, we propose a triangularization-based structure-preserving model

order reduction (TBS) method.
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r We first represent the original system by interconnected basic blocks. The basic

blocks are obtained from the current density of locally regular structures in

P/G grids. We reduce each basic block independently with order q, determine

its first q dominant poles, and obtain its corresponding projection matrix.r We then carry out dominant-pole-based clustering to obtain m clusters of basic

blocks, where m is decided by the nature of the structured network. Each

cluster is called a compact block with a unique pole distribution and a projection

matrix. Because clustering reduces the redundant block information, the block-

based form in our method is more compact than that in BSMOR.r We further triangulate the system into a triangular system with m compact

blocks in the diagonal. The poles of the resulting triangular system are de-

termined only by m diagonal blocks. A block-diagonal-structured projection

matrix is constructed by stacking projection matrices for individual diagonal

blocks in the triangular system. The reduced triangular system can be proved

to match mq poles of the original one. This is the primary contribution of this

method. Because PRIMA or HiPRIME can only match q poles using the same

number of moments, the reduced system by TBS is more accurate, or TBS has

a higher reduction efficiency under the same error bound. Moreover, the mq

poles are exactly matched in TBS but not in BSMOR.

In addition, as discussed in Section 8.6, the obtained macro-model by BSMOR

and TBS also enables a two-level analysis similar to [47] to solve each reduced block

independently with different time steps. It reduces the transient simulation time in

both frequency and time domains. In contrast, the reduced model by PRIMA and

HiPRIME is dense and cannot be analyzed in a fashion of two-level analysis. We

present the experiments in Section 8.7.

8.3 Background

8.3.1 Grimme’s moment-matching theorem

Using modified nodal analysis (MNA), the system equation of a P/G grid in the

frequency domain is

(G + sC)x(s) = Bu(s), y(s) = BTx(s) (8.1)

where x(s) is the state variable vector, G and C (∈ RN×N) are state matrices for

conductance and capacitance with size N , and B and L (∈ RN×np) are input and

output port-incident matrices with np ports.

Eliminating x(s) in (8.1) gives

H(s) = LT (G + sC)−1B, (8.2)

H(s) is a multiple-input multiple-output (MIMO) transfer function. PRIMA [85]

finds a projection matrix V (∈ RN×n). It has dimension q and its columns span
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n-block (n = dq/npe) Krylov subspace K(A,R, n), i.e,

K(A,R, n) = span(V ) = {R,AR, ...,An−1R}, (8.3)

where two moment-generating matrices are

A = (G + s0C)−1C, R = (G + s0C)−1B,

and s0 is the expansion point that ensures that G + s0C is non-singular. The re-

duced transfer function is

Ĥ(s) = L̂T (Ĝ + sĈ)−1B̂, (8.4)

where

Ĝ = V TGV, Ĉ = V TCV, B̂ = V TB, L̂ = V TL.

Note that Ĝ and Ĉ ∈ Rq×q , and B̂ and L̂ ∈ Rq×np . As proved in [45], Ĥ(s) preserves

the block moments of H(s), i.e.,

Theorem 8.1. If K(A,R, n) ⊆ span(V ), then the first n expanded block moments

at s0 are identical for Ĥ(s) and H(s).

8.3.2 Moment matching of output response

According to Theorem 8.1, if there is only one port, i.e., we have a (single-input

single-output) SISO system, the reduced model can match q moments. When the

port number np is large, which is typical for P/G grids, the order of matched block

moment n is reduced and the reduced transfer function Ĥ(s) is less accurate. In

this case, it is better to define an excitation current vector J = Bu(s) to directly

match the moment of output x(s) = (G + sC)−1J with the input vector J. As a

result, the matched moments of the output with input J are q, which is independent

of the port number np. This is because a MIMO system with right-hand-side Bu

can be transformed into superposed SISO systems with the input J. The following

Theorem has been proved.

Theorem 8.2. Assume a MIMO system with a unit-impulse current source u,

and define the excitation current vector J = Bu, where u ∈ Rp and J ∈ RN . When

the q columns of projection matrix V are obtained, the reduced response at the

output x̂(s) = (Ĝ + sĈ)−1Ĵ (Ĵ = V TJ) matches the first q moments of the original

x(s) = (G + sC)−1J.

Note that the following two systems have the same output x(s)

(G + sC)x(s) = Bu(s), (G + sC)x(s) = J(s). (8.5)
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In addition, J can be decomposed into several excitation components

J =

p∑

i=1

Ji = [J1 0 ... 0]T + ...+ [0 ... Jp 0]T ,

Clearly for each Ji, it is equivalent to excite a SISO system with input Ji. Therefore,

x̂i(s) matches the first q moments of xi(s). With superposition, it is easy to verify

that
∑p

i=1 x̂i(s) matches the first q moments of
∑p

i=1 xi(s). In contrast, PRIMA [85]

matches the block moment of transfer function with input matrix B.

Moreover, we have

Corollary 8.1. With the input J, the first q dominant poles of x(s) are matched

by x̂(s).

Using excitation current vector J as input, the first q moments are identical for

x(s) and x̂(s). So are the first q dominant poles.

Because the typical P/G grids contain large numbers of ports, in this chapter the

MOR is performed to match the moment of output x(s) with the input J = Bu,

similar to [71,130]. This theorem can easily be extended to inputs with non-impulse

current sources by using a generalized excitation current source with an augmented

Arnoldi orthonormalization [112].

8.4 Block-structure-preserving model reduction

8.4.1 SPRIM method

The SPRIM method [37] observes a 2× 2 block structure of the MNA matrix

G =

[
G AT

−A 0

]
,C =

[
C 0

0 L

]
, (8.6)

where G (∈ Rn1×n1), C (∈ Rn1×n1), L (∈ Rn2×n2) are the conductance, capacitance

and inductance matrices, respectively, and A (∈ Rn2×n1) is the adjacent matrix

indicating the branch current flow at the inductor. Note that n1 + n2 = N .

It constructs a structured projection matrix Ṽ accordingly by partitioning the

flat V obtained from the q-th PRIMA iteration

V =

[
V1

V2

]
→ Ṽ =

[
V1 0

0 V2

]
. (8.7)

where V1 is ∈ Rn1×qnp , V2 is ∈ Rn2×qnp , and Ṽ is ∈ RN×2qnp . As a result, the

number of columns in Ṽ is twice that in V . Accordingly, the new reduced state

matrices are

G̃ =

[
G̃ ÃT

−Ã 0

]
, C̃ =

[
C̃ 0

0 L̃,

]
, (8.8)
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where

G̃ = V1
TGV1 Ã = V2

TAV1 C̃ = V1
TCV1 L̃ = V2

TLV2.

Similarly, the size of G̃, C̃ (∈ R2qnp×2qnp), and B̃ (∈ R2qnp×np) is twice than that of

Ĝ, Ĉ, and B̂ reduced by using V . Therefore, the reduced model with state matrices

has G̃ and C̃ approximately twice as much poles as those of the reduced model with

state matrices Ĝ and Ĉ. An improved accuracy over PRIMA is observed [37].

Since the reduced model is written in the first order form in (8.8), the model

reduced by SPRIM is twice as large as that produced by PRIMA. But the reduced

model produced by SPRIM preserves the structure of the original model and can

be further reduced into the second-order form using Schur’s decomposition [44] to

element branch-current variable:

ỸNA = G̃+ sC̃ +
1

s
ÃT L̃−1Ã,

where ỸNA is the reduced state matrix in NA form, which has the same size of the

reduced matrix by using V . But the difference is that each element in G̃NA becomes

a second-order rational function of s instead of first-order of s.

Hence, SPRIM algorithm essentially consists of two reduction steps: the first

step is the structure-preserving projection-based reduction and the second step is

block elimination. As a result, SPRIM can match more poles than PRIMA, and

they result in the same size of the reduced model.

8.4.2 Block structured projection

Nevertheless, SPRIM does not consider the possible subblock structure inside the

G and C matrices. For the structured system, the original P/G grids can be par-

titioned into m0 basic blocks, where a dense grid with a small pitch is used for a

region with high current density, and a sparse grid with a large pitch is used for

a region with low current density [115]. Because of the heterogeneous structure of

grids, each basic block can have different RC values, Gii and Cii, which are inter-

connected by the coupling blocks Gij and Cij (i 6= j), respectively. As a result, the

conductance matrix G can be written in a block representation

G =




G1,1 G1,2 . . . G1,m0

G2,1 G2,2 . . . G2,m0

...
...

. . .
...

Gm0,1 Gm0,2 . . . Gm0,m0


 , (8.9)

where each block has the size nk (
∑m0

k=1 nk = N). A similar block structure is

assumed for the C matrix and J becomes

J =
[
J1 J2 . . . Jm0

]T
x =

[
x1 x2 . . . xm0

]T
, (8.10)

where each block contains user-specified npk ports (np =
∑m0

k=1 npk).
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Accordingly, we further partition the qth order projection matrix V obtained

from PRIMA according to the m0 blocks in (8.9)

V =




V1

V2

...

Vm0




→ Ṽ =




V1 0 . . . 0

0 V2 . . . 0
...

...
. . .

...

0 0 . . . Vm0


 , (8.11)

where each Vi is ∈ Rni×q, and V is ∈ RN×q, but Ṽ is ∈ RN×mq. We call this

reduction a block structure-preserving model order reduction (BSMOR). Note that

VTV = I , i.e., each column of Ṽ is still linearly independent and the total column-

rank is increased by a factor of the block number m.

The order-reduced state matrices are obtained by projecting Ṽ :

G̃ = Ṽ TGṼ , C̃ = Ṽ TCṼ , J̃ = Ṽ TJ. (8.12)

Elementwise, we have

G̃i,j = Vi
TGi,jVj C̃i,j = Vi

TCi,jVj J̃i = Vi
TJi (8.13)

where G̃i,j represents the blocks at i block row and j block column in the reduced

matrix G̃. So do C̃i,j and J̃i. Note that such a m×m block projection preserves the

structure and sparsity of the original G, C matrices. For example, when projected

by Ṽ , the reduced G̃ matrix is

G̃ =




V1
TG1,1V1 V1

TG1,2V2 . . . V1
TG1,m0Vm0

V2
TG2,1V1 V2

TG2,2V2 . . . V2
TG2,mVm0

...
...

. . .
...

V Tm0
Gm0,1V1 Vm0

TGm0,2V2 . . . Vm0

TGm,mVm0


 . (8.14)

One important observation is that if the original G is sparse, the resulted G̃ is

sparse as well. In contrast, when projected by flat V using PRIMA or HiPRIME,

the resulted Ĝ is

Ĝ =

m∑

i=1

m∑

j=1

Vi
TGi,jVj , (8.15)

which is dense in general. Similar sparsity holds for C and J.

Because the column rank of V is m0 times larger than V , the reduced model

with state matrices G̃ and C̃ can approximate an additional m0 − 1 poles than the
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reduced model with state matrices Ĝ and Ĉ. However, the additional m0 − 1 poles

by V are not exactly matched. This projection has following limitations:

1. The system poles are determined not only by the diagonal blocks, but also

determined by those off-diagonal blocks.

2. The initially provided m0 basic blocks are not optimal for pole matching be-

cause they could have pole overlap with each other.

3. The construct of V needs to obtain V by reducing the entire state matrices. Its

orthonormalization cost is expensive.

As discussed in Section 8.5, these problems can be solved using a triangularization-

based block structure-preserving model order reduction.

8.5 TBS method

8.5.1 Compact block formulation

We first present a dominant-pole based clustering to generate a compact block

representation of those basic blocks.

Two-level organization of basic block

We first decompose G and C in (8.9) by a two level representation

G + sC = Y0(s) + Y1(s). (8.16)

The diagonal part Y0(s) is G0 + sC0, where

G0 = diag[G11, ...,Gm0m0 ], C0 = diag[C11, ...,Cm0m0 ].

Note that each block matrix Gii or Cii is symmetric positive definite (s.p.d), i.e.,

each basic block is passive. The off-diagonal part (Y1)ij is composed by the coupling

block: Gij + sCij (i 6= j). Its entries are usually smaller than those in basic blocks

in the diagonal. Accordingly, the moment generation matrices for each basic block

are

(A0)i = (Gii + s0Cii)
−1Cii, (R0)i = (Gii + s0Cii)

−1Ji.

As will be discussed, the two-level decomposition enables a structure-preserving

model order reduction that constructs its projection matrix only from those diag-

onal blocks. In addition, the reduced macro-model can be efficiently analyzed in a

two-level fashion.

Clustering

To obtain a more compact block representation we propose a bottom-up clustering

algorithm based on the dominant poles. The system timing response for each ba-

sic block can be approximately determined by its q dominant poles, i.e., the first
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q most dominant eigenvalues or poles (λ1 ≤ ... ≤ λq). Poles are calculated from

the eigendecomposition of the order-reduced moment matrix Ã = G̃−1C̃ (∈ Rq×q).
Note that when the excitation current vector is used for moment-matching the out-

put, the size q of the reduced model with the desired accuracy can be much smaller

than the size of the original model. As a result, the cost of eigendecomposition of

reduced model is not high.

Precisely, for m0 basic blocks, we calculate the first q dominant poles for each

basic block by reducing it independently and finding its projection matrix Vi ac-

cordingly

span(Vi) = K((A0)i, (R0)i, q) i = 1, ...,m0. (8.17)

According to Theorem 8.2, using Vi, the reduced x̂i matches the first q moments of

xi with input Ji. x̂i hence also matches the first q dominant poles of xi according

to Corollary 8.1.

Assume block i has (Gii,Cii,Ji). Its q-dominant pole set is

Λi = eigen[(Ã0)i] = {λ1 ≤ ... ≤ λq}.

After merging block i with another block j and their interconnection (Gij ,Cij), its

q-dominant-pole set becomes

Λ′i = eigen[(Ã0)′i] = {λ′1 ≤ ... ≤ λ′q},

where (A0)′i is the new moment generation matrix for the merged block.

Moreover, we can define the pole distance. If Λi and Λj are two dominant-pole

sets, λm ∈ Λi and λn ∈ Λj , then the pole distance d(Λi,Λj) is

d(λm,Λj) = min{|λm − λn| : λn ∈ Λj}
d(Λi,Λj) = max{d(λm,Λj) : λm ∈ Λi}.

The two basic blocks have a similar pole distribution and are clustered if

d(Λ′i,Λi) < ε,

where ε is a small value specified by the user. More basic blocks can be merged

into this cluster if they have a similar pole distribution to the cluster. On the

other hand, a basic block itself is a cluster if it does not share a similar pole

distribution with other blocks. The clustering obtains m clusters of basic blocks,

where m is decided by the structure of P/G grids and ε. We call the clustera

a compact block in this chapter. Accordingly, we can obtain a set of projection

matrices: V = [V1(n1×q), . . . , Vm(nm×q)], one for each compact block. The overall

procedure is outlined in Algorithm 8.1.

This interconnected compact block representation reduces the complexity of the

original basic block representation as fewer blocks are needed to represent the orig-

inal system. Moreover, the set of the first q-dominant poles of each clustered block

has a minimum overlap. Note that because the original structured power grid shows

a heterogeneous structure, each region can have various RC values, and the clus-
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tering algorithm will not converge to one entire circuit. This has been verified

experimentally.

Algorithm 8.1 Dominant-pole clustering

I = 0;

/* M : unclustered blocks in m0 */

for every i in M do

input: (G
(0)
0 )ii, (C

(0
0 )ii, (B

(0)
0 )i;

find: V
(0)
i and (Ã

(0
0 )ii by PRIMA;

/* Eigendecomposition of order reduced A */

form: Λ
(0)
i = eigen[(Ã

(0)
0 )ii];

for every j in M do

while (d(Λ
(I)
i ,Λ

(I+1)
i ) < ε) do

cluster: Merge block i and block j;

update: Delete block i and block j in M ;

find: V
(I+1)
i and (Ã

(I+1)
0 )ii by PRIMA;

form: Λ
(I+1)
i = eigen[(Ã

(I+1)
0 )ii];

calculate: d(Λ
(I)
i ,Λ

(I+1)
i );

end while

I + +;

end for

end for

output: {V (I+1)
1 (n1×q), . . . , V

(I+1)
m (nm×q)};

8.5.2 TBS model order reduction

Although clustering results in m blocks, each has the unique pole distribution;

the poles of the entire grids are not only determined by those diagonal blocks. In

this section, we discuss how to form the upper triangular system (G, C) that is

equivalent to the original system (G,C), and show that the system poles of (G, C)
are determined only by its diagonal blocks [44]. With an additional block-structured

projection, the reduced blocks can match more poles than the flat projection.

Triangularization

The triangularization is based on the introduction of a replica block of (G,C), and

moving those lower triangular blocks of (Gij ,Cij) (i < j) to the upper triangular

parts at (Gi,m+j , Ci,m+j). The resulting triangular system has an upper triangular
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state matrix G

G =




G11 G12 . . . G1m 0 0 . . . 0

0 G22 . . . G2m G21 0 . . . 0
...

...
. . .

...
...

...
. . .

...

0 0 . . . Gmm Gm1 Gm2 . . . 0

0 G



, (8.18)

and C has a similar structure to G. The port matrix B and state variable x are

J =
[
J1 J2 . . . Jm J

]T
, x =

[
x1 x2 . . . xm x

]T
.

where J and x are defined in (8.9) and (8.10).

The resulting triangular system equation is

(G + sC)x(s) = J (8.19)

It is easy to verify that the solution x(s) from (8.19) is the same as x(s) from (8.1).

Below, we prove that the new triangular system is passive.

Theorem 8.3. The upper block triangular system (G, C) is passive.

Proof: The eigenvalues of the triangular system are given by the product of

determinants of diagonal blocks

|G| =
m+1∏

i=1

|(G0)i| = |(G0)1|...|(G0)m||G|

Because each block (G0)i (1 ≤ i ≤ m) and G are positive definite, G is positive

definite as well. The same procedure can be used to prove that C is positive definite.

Therefore, G + GT and C + CT are both s.p.d, and hence the triangular system is

passive.

Note that directly solving (8.19) involves a similar cost of solving (8.1) as the

replica block at the lower-right corner needs to be factorized first. As shown below,

its benefits can be appreciated after a structure-preserving model order reduction,

where the state variable of each reduced block can be solved independently with q

matched poles.

mq-pole matching

After clustering in Section 3.2, we can also obtain a set of projection matrices:

{V1, ..., Vm, Vm+1}, where Vi (1 ≤ i ≤ m) is constructed for each block. Without

using orthonormalization for the replica block, Vm+1 is obtained by

Vm+1 = [V1, ..., Vm] (∈ RN×q). (8.20)

Furthermore, instead of constructing a flat projection matrix

V = [V1, ..., Vm, Vm+1], (∈ R2N×q), (8.21)
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we reconstruct a block-diagonal structured projection matrix V :

V = diag[V1(n1×q), ..., Vm(nm×q), Vm+1(N×q)], (8.22)

with V ∈ R2N×(m+1)q,
∑m

i=1 ni = N. Using V to project G, C and B matrices

respectively, we can obtain the order-reduced state matrices

G̃ = VTGV , C̃ = VTCV , J̃ = VTJ ,

In particular, the diagonal blocks in reduced G̃ and C̃ are called reduced blocks.

The reduced G̃ matrix preserves the upper block triangular structure

G̃ =

[
G̃A G̃B
0 G̃D

]
, (8.23)

where

G̃A =




VT11G11V VTG12V11 . . . VT11G1mVmm
0 VT22G22VT22 . . . VT22G2mVmm
...

...
. . .

...

0 0 . . . VTmmGmmVTmm




G̃B =




0 0 . . . 0

VT11G12V22 0 . . . 0
...

...
. . .

...

VTmmGm1V11 VTmmGm2VT22 . . . 0




G̃D = VTm+1,m+1GVm+1,m+1. (8.24)

Since BSMOR does not use triangularization, its system poles are not determined

by those diagonal blocks. Therefore, its reduced macro-model does not exactly have

mq poles matching (See Figure 8.1). In contrast, TBS can exactly match mq poles

as discussed below.

Theorem 8.4. For the state matrices G and C in the upper triangular block form,

if there is no overlap between eigenvalues of the reduced blocks (G̃ii, C̃ii) (∈ Rq×q),
i.e.,

|(G̃00)1 + s(C̃00)1| ∪ ... ∪ |(G̃00)m + s(C̃00)m| = null, (8.25)

the reduced system (G̃ + sC̃) exactly matches mq poles of the original system (G +

sC).

Proof: Because the original G and C are in the upper triangular form, and the

projection by V preserves the structure, the reduced G̃ and C̃ are in the upper

triangular block form as well. For an upper-triangular-block system G̃ + sC̃, its

poles (eigenvalues) are the roots of its determinant |G̃ + sC̃|, which are determined
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only by the diagonal blocks

|G̃ + sC̃| =
m∏

i=1

|G̃ii + sC̃ii|.

Note that eigenvalues of |G̃ + sC̃| represent the reciprocal poles of the reduced model

[85]. For the reduced block G̃ii + sC̃ii with input Ji, its output x̃i matches q

moments and the first q domain poles of the output xi for block Gii + sCii in the

triangular system. Since the entire system consists of m compact blocks, each with

unique pole distribution, the reduced model by TBS can match mq poles. Note that

the redundant poles obtained from the replica block are not counted here. With

more matched poles, TBS is more accurate than HiPRIME and BSMOR. This will

be shown in Section 8.7.

Algorithm 8.2 Two-level analysis

1. Solve bottom level individually

m+ 1: reduced blocks

for every i in m+ 1 do

(1.1) input: b̃i, (Ỹ0)i, (Ỹ1)i;

(1.2) factor: LU/Cholesky factor (Ỹ0)i;

(Ỹ1)
(0)
i = b̃i;

for every j in q do

(1.3) solve: back-substitution (Ỹ0)iP
(j)
i = (Ỹ1)

(j)
i ;

end for

end for

2. Solve top level

(2.1) input: P, P (0);

(2.2) factor: LU/Cholesky factor I + P ;

(2.3) solve: back-substitution (I + P )Q = P (0);

3. Update bottom level individually

(3.1) output: x = P (0) − PQ.

8.6 Two-level analysis

Because of the structure preserving, the reduced triangular system by BSMOR

and TBS can be further analyzed efficiently by a two-level analysis similar to [47].

Note that a direct backward substitution-based analysis can be applied to the TBS-

reduced model, as it is a triangular system. Because the two-level analysis enables

the parallelized solution and can be extended to the hierarchical analysis, it is used

in this chapter to obtain the solution in both frequency and time domains. As a

result, the state variable of each reduced block can be solved independently with

matched q poles.
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Figure 8.1 Pole matching comparison: mq poles matched by TBS and BSMOR, and q
poles matched by HiPRIME. Reprinted with permission from [138] (c) 2006 ACM.

Consider the system equation for the reduced model

Ỹx = b̃. (8.26)

In the frequency domain at a frequency point s, (8.26) becomes

Ỹ = G̃ + sC̃ = Ỹ0(s) + Ỹ1(s), b̃ = J̃ (s),

and in the time domain at a time instant t with time step h, (8.26) becomes

Ỹ = G̃ +
1

h
C̃ = Ỹ0(h) + Ỹ1(h), b̃ =

1

h
C̃x(t − h) + J̃ (t).

Note that the time step h can be different for each reduced block according to its

dominant pole (λ1).

The state vector x can be solved for each block in a fashion of two-level analysis

similar to [47].

x = P (0) − PQ, (8.27)

where

P (0) = (Ỹ0)−1b̃, P = (Ỹ0)−1Ỹ1, Q = (I + P )−1P (0). (8.28)

To avoid explicit inversion, LU or Cholesky factorization needs to be applied to Ỹ0

and I + (Ỹ0)−1Ỹ1. As Ỹ0 shows the block diagonal form, each reduced block matrix

is first solved independently with LU or Cholesky factorization and substitution at
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Figure 8.2 Non-zero (nz) pattern of conductance matrices: (a) original system, (b) trian-
gular system, (c) reduced system by TBS. (a)–(c) have different dimensions, but (b)–(c)
have the same triangular structure and the same diagonal block structure. Reprinted with
permission from [138] (c) 2006 ACM.

the bottom level. The results from each reduced block are then used to solve the

coupling block at the top level, and the final xk of each reduced block is updated.

The overall procedure is outlined in Algorithm 8.2.

8.7 Numerical examples

We implemented the BSMOR and TBS on a Linux workstation (P4 2.66GHz, 1Gb

RAM). The RC mesh structures of the P/G grid are generated from realistic appli-

cations. In this section, we first verify that TBS preserves the triangular structure

(sparsity) and matches mq poles, and then compare its accuracy and runtime with

HiPRIME [71] and [139]. The excitation current sources (unit impulse) are explic-

itly considered in all MOR based methods to avoid block moment matching. The

clustered block structure obtained from TBS is used as the partition for HiPRIME

and [139], and the same block number is used for BSMOR but each block has the

same size. The back-Euler method is used for time-domain simulation, and two-level

analysis is applied for TBS, BSMOR, and [139]. In addition, TBS also considers the

different time steps for different reduced blocks. In the comparison of the macro-

model building and simulation time, all reduced models have similar accuracy. In

the comparison of the waveform error, all MOR methods use the same number

of matched moments, and macro-models for TBS and [139] have similar sizes and

sparsification ratios.
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Figure 8.3 Comparison of time-domain responses between HiPRIME, BSMOR, [139], TBS
and the original. TBS is identical to the original. Reprinted with permission from [138]
(c) 2006 ACM.

8.7.1 A non-uniform structured RC mesh

To model the power delivery network for four layers in a 3D IC design, we use a

non-uniform RC mesh (size 1M) with 32 equally sized basic blocks (each layer has

eight blocks) and 32 unit-impulse current sources located at centers of basic blocks.

Each basic block has a different magnitude of RC values. The number of connections

between any pair of basic blocks is also different. HiPRIME, BSMOR and TBS all

use q = 8 moments to generate the reduced model. The clustering algorithm found

four clusters with 4, 4, 8, 16 basic blocks, respectively. As a result, TBS constructs

a block structured projection using four blocks with the aforementioned sizes. In

contrast, BSMOR constructs a block structured projection using four blocks with

equal size.

Figure 8.2 shows the non-zero pattern of the conductance matrix before triangu-

larization in Figure 8.2 (a), after triangularization in Figure 8.2 (b), and after the

TBS reduction (m = 4, q = 8) in Figure 8.2 (c). Figure 8.2 (b) and (c) have similar

non-zero patternw; this verifies that TBS preserves the triangular structure. Owing

to the intrinsic sparsity by TBS, the reduced model has a 40.1% sparsification ratio.

In contrast, HiPRIME generates a fully dense state matrix after the reduction and

the sparsity in the reduced model by [139] is obtained by an additional LP-based

sparsification.

To compare pole matching, we choose one observation port that is not at the

source node. The relative errors are calculated as the magnitude difference of poles

between the reduced and original models. As shown in Figure 8.1, HiPRIME can

only approximate eight poles of the original model, but TBS and BSMOR can

approximate 32 poles owing to increased column rank in the projection matrix.
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Figure 8.4 Comparison of frequency-domain responses between HiPRIME, BSMOR, TBS,
and the original. TBS is identical to the original. Reprinted with permission from [138]
(c) 2006 ACM.

Moreover, for poles matched by both TBS and BSMOR, TBS is about six times

more accurate in average. This is because the system poles of a triangular matrix

are determined by its diagonal blocks. With a structure-preserving model order

reduction, the reduced triangular system by TBS can exactly match mq poles of

the original system. In contrast, the reduction in BSMOR does not have the trian-

gular structure, and hence its approximated mq poles are less accurate than those

obtained by TBS.

Figure 8.3 compares the time-domain response at one port for HiPRIME,

BSMOR, [139], TBS and the original under a unit-impulse input. The time-domain

waveform error is counted as the relative deviation at peak voltage. The reduced

model by TBS is visually identical to the original model, but HiPRIME shows up

to 36% error due to much fewer matched poles, and [139] shows up to 64% error

due to the sparsfication. As mentioned before, the projection matrix constructed

by BSMOR uses four uniform blocks, each are the same size. As a result, it is not

optimum to match poles and results in up to 23% error. Figure 8.4 further shows

the frequency-domain response under an impulse input. Using the same number of

moments, we observe that the reduced model by TBS is identical to the original

up to 50 GHz, but the one by BSMOR or HiPRIME shows non-negligible deviation

beyond 10 GHz.

8.7.2 Scalability study

We first study the runtime scalability of the reduced macro-model by HiPRIME,

BSMOR, the method from [139] and TBS. The runtime here includes both the

macro-model building time and macro-model simulation time (time-domain). All
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Figure 8.5 Comparison of runtime under similar accuracy. (a) macro-model building time
(log scale) comparison; (b) macro-model time-domain simulation time (log scale) compar-
ison. Reprinted with permission from [138] (c) 2006 ACM.

reduced state matrices are constructed with similar accuracy.

Figure 8.5(a) compares the macro-model building time. As [139] needs additional

LP-based sparsification, it is inefficient for large sized P/G grids. For example, for

a RC-mesh with size of 7.68 M, the method in [139] needs 4 hours, 42 minutes and

38 seconds to build a reduced macro-model with size 1 K and sparsity 30%, but

TBS only spends 2 minutes and 8 seconds (133× speedup) to build the similar

sized macro-model. Moreover, TBS also has 54× speedup over BSMOR (1 hours,45

minutes and 30 seconds) because orthonormalization is applied to each block in-

dependently in TBS. HiPRIME orthnormalizes each block independently, but its

building time is still larger than TBS. This is because a higher order (4×) is re-

quired to generate a reduced model with similar accuracy as TBS. Figure 8.5(b)

further compares the simulation time, where we also increase the port number when

increasing the circuit size. Because HiPRIME still uses flat projection, it results in

a dense macro-model that loses the structure information and cannot be analyzed

hierarchically. Therefore, it becomes inefficient used for time-domain simulation. As

a result, its simulation time is much larger than the other macro-models. On the

other hand, BSMOR, [139] and TBS enable the two-level analysis to handle larger

circuits with sizes up to 7.68 M and 1200 ports in similar runtimes. For a circuit

with size (76.8 K)2 and 120 ports, TBS achieves 109× runtime speedup compared

with HiPRIME.

In Table 8.1, we further study the accuracy scalability of reduced macro-model

by HiPRIME, BSMOR, [139] and TBS. All reduced models by MOR use the same

number of moments. The standard deviation of waveform differences between the

reduced and the original model is used as the measure of error. We use a higher
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node port order TBS HiPRIME BSMOR [139]

(N) (np) (q) (m=4) (m=4)

768 12 8 5.0310−7 9.0910−6 4.8710−6 5.5410−6

7.68K 80 40 1.8410−6 2.3110−5 7.9310−6 1.2110−5

76.8K 120 60 3.0210−5 6.8210−4 1.9110−4 1.3110−2

768K 200 100 1.2710−4 9.6710−3 4.2310−3 6.0110−2

7.68M 1200 200 3.0110−3 9.9710−2 5.1010−2 0.11

Table 8.1 Time-domain waveform error of reduced models by HiPRIME, BSMOR,

and TBS under the same order (number of matched moments). Reprinted with

permission from [138] (c) 2006 ACM.
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Figure 8.6 A P/G voltage bounce map without decoupling capacitor allocations. Reprinted
with permission from [138] (c) 2006 ACM.

order reduced model (by 4×) as the base if the waveform of the original model is

unavailable. We find that the accuracy of [139] degrades when a large sparsity ratio

is needed, where LP optimization cannot preserve accuracy. On the other hand,

using moment matching based projection with preserved sparsity, TBS generates

a macro-model with higher accuracy. For example, it has a 38× higher accuracy

than [139] when reducing a 7.68 M circuit to a 1 K macro-model with 32% sparsity.

For the same circuit, TBS is 17× more accurate than BSMOR owing to the exact

mq-pole matching, and is also 33× more accurate than HiPRIME owing to more

matched poles.
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Figure 8.7 A P/G voltage bounce map with decoupling capacitors allocated at the centers
of four blocks. Reprinted with permission from [138] (c) 2006 ACM.

8.7.3 Noise map for structured P/G grids

With the use of the TBS model, we can efficiently predict the locations of hotspots

for large sized P/G grids, and hence, obtain the guidance to place decoupling ca-

pacitors. We apply TBS to generate a noise map of voltage bounce at a large

non-uniform P/G grid (size 100 M) with 256 basic blocks of one 2D SOC design.

We assume 1280 injection inputs injected uniformly in the basic blocks. The TBS

method with (m = 4, n = 64) is used to generate a reduced model with size 2562

that is decomposed into four reduced blocks. We now present the time-domain noise

map at four time instants under unit-impulse sources generated from the macro-

model by TBS. The original model cannot finish the simulation in time domain

due to the lack of memory. Figure 8.6 shows the P/G voltage bounce map at t=10

unit time. (unit time is time step h) under unit-impulse sources. Because of the

charging and discharging through the interconnection between blocks the locations

of hot-spots drift across the die with the maximum bounce around 45 mV. Based

on this observation, we allocate four decoupling capacitors (100 pf) at the center

of four blocks. As clearly shown in Figure 8.7, most hot-spots disappeared and the

maximum voltage bounce was reduced to 12 mV.
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8.8 Summary

In this chapter, an accurate and efficient block structure-preserving model order

reduction method is introduced for large structured systems in the time-domain.

By further partitioning the projection matrix into more blocks, the resulting macro-

model preserves the structures such as sparsity. In contrast, the traditional model

order reduction [32,34,63,71,85,113,120] all generate a dense reduced macro-model

with no preserved structure. This reduction is called the BSMOR method.

Moreover, with an additional triangularization procedure, the original system is

passively transformed into a form with an upper triangular block structure, where

system poles are determined only by m diagonal blocks; m is decided by the nature

of the structured network. With an efficient dominant-pole-based clustering and a

block-structured projection, the reduced triangular system can match mq poles of

original system. This reduction is called the TBS method.

Experiments show that the waveform error is reduced 33× compared with the flat

projection method like PRIMA and HiPRIME, and 17× compared with BSMOR

using user-specified partition. Moreover, with a two-level organization reduction

and analysis in TBS can be performed for each block independently. Therefore, it

reduces both macro-model building and simulation time. TBS is up to 54× faster at

building macro-models than BSMOR, and up to 109× faster in simulating macro-

models in the time domain than HiPRIME. In addition, as TBS preserves sparsity,

it is up to 133× faster at building macro-models than [139].



9 Block structure-preserving reduction
for RLCK circuits

9.1 Introduction

In the chapter, we introduce another structure-preserving model order reduction

method, which extends the SPRIM method [37] to more general block forms while

the 2q moment-matching property is still preserved. The SPRIM method partitions

the state matrix in the MNA (modified nodal analysis) form into natural 2× 2

block matrices, i.e., conductance, capacitance, inductance, and adjacent matrices.

Accordingly, the projection matrix is partitioned. As a result, SPRIM matches twice

the moments of the models by using the projection matrix given by PRIMA. The

reduced models also preserve the structural properties of the original models like

symmetry (reciprocity). This idea has been extended to deal with more partitions

by block structure-preserving model order reduction (BSMOR) [136], as shown in

Chapter 8 to further exploit the regularity of the many parasitic networks. It was

shown that by introducing more partitions, more poles are matched and this leads

to more accurate order-reduced models [138].

However, the BSMOR method simply introduce more partitions or blocks; it does

not truly preserve the circuit structures for general RLCK circuits for different input

sources (voltages or currents). The reduced model does not match the 2q moments

of the original models, as SPRIM does.

In this chapter, we first show theoretically that structure-preserving model order

reduction can be applied to RLCK admittance networks, which are driven by volt-

age sources and requires partitioning of the original MNA circuit matrix into 2× 2

block matrices. We further show that for a hybrid MNA circuit matrix where both

current and voltage sources are present, 2q moment matching cannot be achieved.

Then we proposed a general block structure-preserving reduced order modeling of

interconnects (BSPRIM), which generalizes the SPRIM method [37] by considering

more partitions. We study the matrix partitioning for both impedance matrices and

admittance matrices separately and show that the reduced models will still match

the 2q moments of the original circuits and that the circuit structures such as sym-

metry, sparsity can be preserved. Experiments show that with more partitions, the

reduced models become more accurate.

158
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9.2 Block structure-preserving model reduction

In this section, we review the structure-preserving projection-based MOR method

SPRIM and the important results of the SPRIM method.

9.2.1 Preliminary

Consider a modified nodal formulation (MNA) of the RLCK circuit equation in the

frequency domain:

Gx(s) + sCx(s) = Bip(s)
vp(s) = BTx(s) (9.1)

where x(s) is the state variable vector, G and C (∈ RN×N) are state matrices and

B (∈ RN×np) is

B = [BT1 0]T , (9.2)

a port incident matrix. We assume that we now have only current sources indicated

by ip(s). Eliminating x(s) in (9.1) gives

vp(s) = H(s)ip(s)

H(s) = BT (G + sC)−1B, (9.3)

where H(s) is a multiple-input multiple-output (MIMO) impedance transfer func-

tion. PRIMA finds a projection matrix V (∈ RN×qnp) such that its columns span

the qth block Krylov subspace K(A,R, q), i.e.,

spanV = K(A,R, q), (9.4)

where A = (G + s0C)−1C, R = (G + s0C)−1B, and s0 is the expansion point that

ensures G + s0C is non-singular. The resulting reduced transfer function is

H̄(s) = B̄T (Ḡ + sC̄)−1B̄, (9.5)

where

Ḡ = V TGV, C̄ = V TCV, B̄ = V TB, (9.6)

which has the identical expanded first qth moments of the original transfer function

H(s). It is called the Grimme’s projection theorem [45]. Note that Ḡ, C̄ are ∈
Rqnp×qnp , and B̄ is ∈ Rqnp×np .

The PRIMA-like MOR method cannot preserve the structure of the original

models. This is reflected in the fact that if the impedance transfer function H(s)

is symmetric, the reduced transfer function H̄(s) is no longer symmetric. Also the

reduced matrices Ḡ, C̄ become dense or full matrices.
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9.2.2 The SPRIM Method

In [37], a structure-preserving reduced model order reduction technique, SPRIM,

was proposed. The primary observation is that the impedance transfer function of

RLCK circuit H(s) is symmetric. By using a split projection matrix, the structure

information relevant to the passive and symmetric properties of the original circuit

matrices are still preserved. As a result, the reduced transfer function H̃(s) is still

symmetric.

This structure preserving MOR was made possible by the observation that in-

stead of using the Krylov subspace K(A,R, q) for the projection matrix Ṽ , one can

use any projection matrix such that the space spanned by the column in Ṽ contains

the qth block Krylov subspace, i.e.,

K(A,R, q) ⊆ Ṽ . (9.7)

The SPRIM method starts with the 2× 2 structured MNA circuit matrices in the

following form:

G =

[
G AT

−A 0

]
, C =

[
C 0

0 L

]
, B =

[
B1

0

]
, (9.8)

where G (∈ Rn1×n1), C (∈ Rn1×n1), L (∈ Rn2×n2) are conductance, capacitance

and inductance matrices, and A (∈ Rn2×n1) is the adjacent matrix indicating the

branch current flow at the inductor. Note that n1 + n2 = N .

Therefore, a structured projection vector Ṽ is constructed by partitioning the

projection vector V obtained from the qth PRIMA iteration,

V =

[
V1

V2

]
→ Ṽ =

[
V1 0

0 V2

]
. (9.9)

where V1 is ∈ Rn1×qnp , V2 is ∈ Rn2×qnp , and hence Ṽ is ∈ RN×2qnp . As a result,

the number of columns in Ṽ is twice that in V . Accordingly the new reduced state

matrices are

G̃ =

[
G̃ ÃT

−Ã 0

]
, C̃ =

[
C̃ 0

0 L̃

]
, (9.10)

where G̃ = V1
TGV1, Ã = V2

TAV1, C̃ = V1
TCV1 and L̃ = V2

TLV2. Similarly, the

size of G̃, C̃ (∈ R2qnp×2qnp), and B̃ (∈ R2qnp×np) is twice as that of Ĝ, Ĉ, and B̂
reduced by using V .

In addition to the preservation of the structure of MNA matrix, an important

benefit of SPRIM is that the reduced models will match 2q block moments given

qth block Krylov subspace K(A,R, q). The 2q matching property of SPRIM is

mainly a result of the fact that both the original impedance and reduced impedance

transfer functions are symmetric when structure is preserved. When symmetric

transfer functions are reduced, 2q moments are matched due to the use of two

Krylov subspaces.
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However, the SPRIM method [37] only gives the structure-preserving MOR on

the impedance matrices with current input sources. We show in the following section

that admittance circuit matrices, which is driven only by voltage sources can also

be reduced in a structure-preserving way.

9.3 Structure preservation for admittance transfer-function matrices

In this section, we show that for admittance transfer functions, by properly parti-

tioning the circuit matrices and splitting the projection matrix, we can still preserve

the structure of the admittance circuit matrices and achieve the 2q moment match-

ing result.

9.3.1 Circuit structure partitioning

For an RCL circuit with voltage sources, the resulting MNA equation is written as

Gx+ C dx

dt
= But(t) (9.11)

where

G =



ETg GEg E

T
l ETv

−El 0 0

−Ev 0 0


 , C =



ETc CEc 0 0

0 L 0

0 0 0


 , B =




0

0

ETv


 ,

where Ex is the incident (adjacency) submatrix for corresponding type of branches

in the circuit and ut(t) is the vector of input voltage sources. The transfer admit-

tance function becomes

Y (s) = BT (G + sC)−1B. (9.12)

As a result, we can still partition the circuit matrices into a 2× 2 form as follows:

G =

[
G1 GT2
−G2 0

]
, C =

[
C1 0

0 C2

]
, B =

[
0

B2

]
,

where G1 and C1, G2 and C2 are defined as

G1 = ETg GEg , G2 =

[−El
−Ev

]
,

C1 = ETc CEc, C2 =

[
L 0

0 0

]
,

B2 =

[
0

ETv

]
.

(9.13)

Meanwhile, subblock matrices G1, C1, C2 are positive semidefinite, i.e., they satisfy

G1 � 0, C1 � 0, C2 � 0. (9.14)
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Notice that by comparing (9.8) and (9.13) one finds that the major difference

between impedance and admittance is that the position matrices B are different.

It turns out that this difference will not change the 2q moment-matching property

in the structure-preserving reduction as shown in the proof of Theorem 9.1 in

Section 9.7.

After getting V from qth PRIMA, we obtain Ṽ by partitioning V conformly

according to the size of G, C and B,

V =

[
V1

V2

]
→ Ṽ =

[
V1 0

0 V2

]
. (9.15)

Here the rows of V1, V2 equal the rows of G1, G2, respectively. The new reduced

matrix can be obtained by

G̃ = Ṽ TGṼ=

[
G̃1 G̃T2
−G̃2 0

]
, C̃ = Ṽ T CṼ =

[
C̃1 0

0 C̃2

]
, B̃ = Ṽ TB =

[
0

B̃2

]
.

The corresponding transfer function is

Ỹ (s) = B̃T (G̃ + sC̃)−1B̃. (9.16)

It can be proved that the reduced admittance matrix Ỹ (s) is still symmetric. The

reciprocity property is still preserved.

9.3.2 Re-orthonormalization of split projection matrix

For the projection matrix V ∈ RN×q in (9.15), its rank should be q (assuming

N > q). After the two-way splitting operation in (9.15), the rank of Ṽ may however

not be 2q and it is typically less than 2q. The reason is that after splitting operations,

some columns become linear dependent. This is also reflected in the fact that the

columns in Ṽ is no longer orthogonal to each other, i.e.,

Ṽ T Ṽ 6= I.

To mitigate this problem, we re-orthonormalize each subblock in Ṽ and obtain the

new split projection matrix T̃

T̃ =

[
orth(V1) 0

0 orth(V2)

]
, (9.17)

where, orth(X) means making the orthonormal basis for matrix X . As a result, we

may end up with fewer columns in T̃ than in Ṽ , which leads to smaller sizes of the

reduced models. Also, T̃ become orthogonal again

T̃ T T̃ = I (9.18)

Note also that the re-orthonormalization process does not change the subspace

of Ṽ and the moment-matching property applied to Ṽ is also valid for T̃ . But

experimental results show that the re-orthonormalization can always lead to the

same or more accurate reduced models.
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9.3.3 Structure-preserving properties

The proposed 2× 2 structure-preserving MOR method for admittance transfer

function matrices has the similar properties as the SPRIM for RCL circuits contain-

ing current sources. As a result, the reduced transfer function Ỹ (s) is still symmetric

and the reciprocal property is preserved.

The moment-matching property can be stated as follows:

Theorem 9.1. Choose s0 ∈ <. Let n = m1 +m2 + ...+mq and let Ṽ be the matrix

used in the proposed algorithm. Therefore, the first 2q moments in the expansions

of Y (s) in (9.12) and the projected model Ỹn(s) in (9.16) about s0 are identical:

Y (s) = Ỹn(s) + o((s− s0)2q). (9.19)

The proof sketch of the theorem is given in Section 9.7. The 2q moment-matching

property, however, does not exist for all the RLCK circuits. For an RLCK circuit

in MNA formulation, if it is driven by both current and voltage sources, the input

position matrix B becomes

B = [BT1 BT2 ]T , (9.20)

The resulting transfer function is a hybrid function matrix, which is no longer

symmetric, neither are the reduced models. Therefore, we have the following result,

Corollary 9.1. For an RLCK circuit, which is driven by both current and voltage

sources, the reduced transfer function by using split projection matrix in (9.15) only

matches the first q moments of the original transfer function.

Regarding the passivity, it can be easily proved that the reduced admittance

transfer function in (9.16) is positive real and thus passive.

9.4 General block structure-preserving MOR method

Structure-preserving MOR methods like SPRIM are essentially based on a 2× 2

partitioning of the state matrices. To be more general than the structure-preserving

algorithm for both the impedance form and the admittance form, we can make more

partitions based on the algorithm mentioned before in order to get a relatively lower

order model than the original order. In this section, we will introduce this general

block structure-preserving model-order-reduction method, called BSPRIM, for both

impedance and admittance transfer functions.

We show that by increasing the partition number or block number, we can match

more poles using the same Krylov subspace, which leads to a more accurate reduced

model as confirmed by our experimental results. BSPRIM can still match the 2q

moments of the original transfer impedance or admittance transfer functions, which
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is in contrast to recent work [136]. The BSPRIM leads to localized model order re-

duction for subcircuits and can preserve the sparsity of the original circuit matrices.

9.4.1 Block structure-preserving MOR for impedance function matrices

For impedance transfer function matrices, to partition the original circuits into

m blocks (node disjoint partitions), we need to partition the MNA circuit into

m+ 1 blocks for G, C, and B respectively to preserve the structure relevant to the

symmetric and moment matching properties, as shown below:

G =

[
G1 GT2
−G2 0

]
(9.21)

where G1, G2 are given as

G1 =




G1,1(n1×n) . . . G1,m−1(n1×n) G1,m(n1×n)

G2,1(n2×n) . . . G2,m−1(n2×n) G2,m(n2×n)

...
. . .

...
...

Gm,1(nm×n) . . . Gm,m(nm×n) Gm,m(nm×n)




G2 = [Gm+1,1(nm+1×n), Gm+1,2(nm+1×n), ..., Gm+1,m(nm+1×n)]

(9.22)

and each block has the size nk (
∑m+1

k=1 nk = N). Then, the C matrix becomes

C =

[
C1 0

0 C2

]
(9.23)

C1 =




C1,1(n1×n) 0 . . . 0

0 C2,2(n2×n) . . . 0
...

...
. . .

...

0 0 . . . Cm,m(nm×n)




C2 = Cm,m(nm×n).

(9.24)

The position matrices B are now partitioned conformly

B = [B1, 0] (9.25)

B1 = [B1(n1×n), B2(n2×n), . . . Bm(nm×n)]
T . (9.26)

Therefore, the reduced state matrices can be obtained as mentioned in Section

9.2.

Ĝn = V̂ TGV̂ , Ĉn = V̂ TCV̂ , B̂n = V̂ TB. (9.27)

To put it in more detail, every block in Ĝ, Ĉ and B̂ can be expressed as

Ĝi,j = Vi
TGi,jVj , Ĉi,j = Vi

T Ci,jVj , B̂i = Vi
TBi. (9.28)

Notice that for m-way partitioning of the original circuit, we have (m+ 1)-way

partitioning of the circuit matrices.
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The projection matrix V̂ , according to the partition of G and C, can be obtained

by (m+ 1)-way splitting of the projection matrix V obtained from the PRIMA.

V =




V1(n1×n)

V2(n2×n)

...

Vm+1(nm+1×n)




→ V̂ =




V1(n1×n) 0 . . . 0

0 V2(n2×n) . . . 0
...

...
. . . 0

0 0 . . . Vm+1(nm+1×n)


 . (9.29)

With the reduced circuit matrix, we have the reduced-order model with the

transfer function:

Ẑn(s) = B̂T (Ĝ + sĈ)−1B̂ (9.30)

As a result, we have the following theorem regarding the BSPRIM method:

Theorem 9.2. Choose s0 ∈ <. Let n = m1 +m2 + ...+mq and let V̂n be the ma-

trix used in the BSPRIM algorithm from (9.29). Therefore, the first 2q moments

in the expansions of the original impedance transfer function Z and the reduced

impedance transfer function Ẑn (9.30) about s0 are identical:

Z(s) = Ẑn(s) + o((s− s0)2q). (9.31)

The proof sketch of this theorem is in Section 9.7. Like SPRIM, BSPRIM also

preserves the passivity of the reduced models. This is reflected in the fact that both

Ĝ and Ĉ are still positive definite after structure-preserving MOR. We then have

the following result regarding the passivity:

Theorem 9.3. The order-reduced impedance model Z(s) in (9.31), reduced by

BSPRIM, is passive.

9.4.2 Localized moment-matching concept

Although by increasing the partition number, the reduced model still matches 2q

block moments, the reduced models actually match more poles with more partition

numbers, which lead to more accurate models as confirmed by our experimental

results and some earlier work [136].

The more poles matched can be explained by the concept of localized moment

matching. We observe that the partitioned projection matrix V̂ leads to localized

projection as shown by (9.28). In other words, the block projection matrix V̂i is

used only for matrix blocks Gi,x and Gx,i, (x = 1, ...m+ 1). Each structured block

projection matrix V̂i will lead to the localized model-order reduction for block i,
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which is represented by Gx,i and Gi,x matrix blocks (x = 1, ...m). For each block,

the maximum order is much smaller than the total order of the whole circuit.

As we reduce the block size (thus increasing the partition number), the matched

moments (order) will get close to the maximum order of each block. Conceivably,

if V̂ reaches the same size of G and C with a sufficient partition number, all the

poles of the original systems will be captured since the corresponding congruence

transformation becomes similarity transformation (as V̂ T V̂ = I), which preserves

all the system poles.

In summary, by introducing larger partitioning number and thus more parti-

tioned Krylov subspaces, one can obtain order-reduced models with more accuracy

for each structure block by using the same Krylov subspace base vectors, or obtain

the same order-reduced model (with the same accuracy) using the smaller Krylov

subspace. Therefore, BSPRIM provides much more flexibilities and trade-offs be-

tween efficiency and model accuracy for reducing linear dynamic system than the

traditional projection-based reduction methods such as PRIMA.

9.4.3 Block structure-preserving MOR for admittance-function matrices

In this case, we have m+ 1 partitioning of the circuit matrices for m-way circuit

node partitioning based on the result in Section 9.3:

G =

[
G1 GT2
−G2 0

]
, C =

[
C1 0

0 C2

]
,B =

[
0

B2

]
, (9.32)

where G1 and C1 have the m-way partitioned block structure as shown in (9.22)

and (9.24), respectively.

Accordingly, we split the projection matrix V obtained from PRIMA into m+ 1

partitions to preserve the structure of G, C and B. When splitting V obtained from

PRIMA, the number of rows of Vm+1 should equal the row number of G2, i.e.,

V =




V1

...

Vm
Vm+1


→ V̂ =




V1 0 . . . 0

0
. . . . . . 0

... 0 Vm 0

0 0 0 Vm+1



. (9.33)

The corresponding Ĝ, Ĉ and B̂ are obtained as follows and the structure is pre-

served.

Ĝn = V̂ TGV̂ , Ĉn = V̂ TCV̂ , B̂n = V̂ TB. (9.34)

Ĝi,j = Vi
TGi,jVj , Ĉi,j = Vi

T Ci,jVj , B̂i = Vi
TBi. (9.35)

It also has the following moment matching properties:

Theorem 9.4. Choose s0 ∈ <. Let n = m1 +m2 + ...+mq and let V̂ be the matrix

used in our proposed algorithm. Therefore, the first 2q moments in the expansion
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of Y (9.12) and the projected model Ŷn (9.16) about s0 are identical:

Y (s) = Ŷn(s) + o((s− s0)2q). (9.36)

The proof is similar to Theorem 9.2. Similarly, the admittance-transfer function

model Y (s) in (9.36), reduced by BSPRIM, is also passive.

9.5 Numerical examples

In this section, we present a number of RLC circuits to illustrate effectiveness of the

proposed BSPRIM method to reduce circuit matrices formulated in both impedance

and admittance forms. We compare the proposed method with PRIMA and SPRIM

for different circuits and show the higher accuracy of the BSPRIM method over the

two methods.

9.5.1 Comparison results for circuits in impedance forms

We choose a RCL interconnect circuit with current sources. Figure 9.1 shows

the higher accuracy of BSPRIM over SPRIM and PRIMA. The reduced order of

PRIMA is n = 15 and the number of blocks used in BSPRIM is 4(m = 3). From
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Figure 9.1 Comparison between SPRIM, PRIMA, and BSPRIM for impedance form.

Figure 9.1, we can see that SPRIM is better than PRIMA, while the 4× 4 block

BSPRIM has higher accuracy than SPRIM.

Figure 9.2 shows the non-zero patterns (sparsity) of G̃ and C̃ after reduction.

While after PRIMA, the matrix G,C are almost fully dense.
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Figure 9.2 Sparsity preservation of BSPRIM.

9.5.2 Comparison results for circuits in admittance forms

In the following, we will show the experiment results of the BSPRIM algorithm for

admittance form. The circuit we use consists of resistors, capacitors, inductances

and voltage sources. Figure 9.3 shows the accuracy comparison of the proposed

algorithm with PRIMA. The reduced order of PRIMA is n = 15. As a result, the

reduced matrix for the proposed algorithm is 2× n = 30. From Figure 9.3, the
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Figure 9.3 Comparison between PRIMA and structure-preserving algorithm (BSPRIM)
for admittance form.

property of higher accuracy of BSPRIM for admittance form clearly can be seen.

To study the effects of re-orthonormalization process, we choose a third RLC

interconnect circuit, which is driven by voltage sources; the transfer function is

admittance. Figure 9.4 shows the higher accuracy of BSPRIM over the algorithms

mentioned in Section 9.3 and PRIMA. For this circuit, we have a 15× 15 partition-

ing of the original circuit. The reduced order of PRIMA is n = 15 and the num-
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ber of blocks equals 15 (m = 14). From Figure 9.4, we can see that the BSPRIM

method with re-orthonormalization is much more accurate than BSPRIM without

re-orthonormalization. Also, after the re-orthonormalization, the dimension of the

reduced-order model is reduced from 225 to 221. We have a smaller reduced model

while achieving better accuracy at the same time.
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Figure 9.4 Comparison between PRIMA and BSPRIM with and without re-
orthonormalization for admittance form.

9.6 Summary

In this chapter, we presented a generalized block structure-preserving reduced or-

der interconnect macromodeling method (BSPRIM). Theoretically we show how

SPRIM-like structure-preserving MOR method can be extended to deal with ad-

mittance RLC circuit matrices with 2q moment matching and preservation of sym-

metry. We also show that 2q moment matching cannot be achieved when the RLC

circuits are driven by both current and voltage sources. We also improve SPRIM by

introducing a re-orthonormalization process on the partitioned projection matrix.

The new BSPRIM method can deal with more circuit partitions, which can still

match the 2q moments and preserve circuit structure properties like symmetry, as

SPRIM does. Experimental results showed that the BSPRIM outperforms SPRIM

in terms of accuracy with more partitions.
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9.7 Appendix

Proof of Theory 9.1: Our proof basically follows the proof in [37], if we expand

in s0, we need to show that the moment from the exact admittance function Y (s)

and the reduced one Ỹ (s) match the 2q moment. That is

BTAjR(s− s0)j = B̃T ÃjR̃(s− s0)j , j = 0, ..., 2q − 1. (9.37)

where A = (G + s0C)−1C, R = (G + s0C)−1B, Ã = (G̃ + s0C̃)−1C̃, and R̃ = (G̃ +

s0C̃)−1B̃.

As a result, one needs to prove:

BTAj1 Ṽ = B̃T Ãj1 , j1 = 0, 1, ..., q. (9.38)

and the following equation, which is the basic moment-matching theorem [45]:

Aj2R = Ṽ Ãj2R̃, j2 = 0, 1, ..., q − 1. (9.39)

By combining (9.38) and (9.39), one can have (9.37). Hence, we mainly need to

prove (9.38). Toward this line, we set

J = J −1 =

[
I1 0

0 −I2,

]
(9.40)

where I1, I2 are identity matrices of the size of the diagonal blocks of C. We have

the following relations:

GT = J−1GJ , C = J−1CJ , B = −JB. (9.41)

From these relations, we obtain:

(AT )j1 = J−1(C(G + s0C)−1)j1J . (9.42)

Since the matrix G̃, C̃ and B̃ have the same structure as G, C and B, the reduced-

order matrices still have

G̃T = J̃−1G̃J̃ , C̃ = J̃−1C̃J̃ , B̃ = −J̃ B̃,
(ÃT )j1 = J̃−1(C̃(G̃ + s0C̃)−1)j1 J̃ . (9.43)

Combining (9.41), (9.42), and (9.39), we have

(AT )j1B = −J −1CAj1−1R
= −J −1CṼ Ãj1−1(G̃ + s0C̃)−1B̃. (9.44)

Transposing (9.44) and multiplying the right-hand side by Ṽ , we can obtain (9.38).

BTAj1 Ṽ = B̃T Ãj1−1J̃ (C̃(G̃ + s0C̃)−1)T J̃
= B̃T Ãj1 . (9.45)

QED.
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Proof of Theory 9.2: The difference here from the proof of Theorem 9.1 is that

Jg = J−1
g =




I1 0 . . . 0

0
. . . . . . 0

...
... Im 0

0 . . . 0 −Im+1



. (9.46)

Here, I1,I2,...,Im are identity matrices with the same size of V1,V2,...,Vm. While

Im+1 is also an identity matrix with the same row as Vm+1. Then, we have

GT = J−1
g GJg , C = J−1

g CJg , B = JgB,
(AT )j1 = J−1

g (C(G + s0C)−1)j1Jg .
Because of the structure-preserving property of BSPRIM, we can also get the same

property of Ĝ, Ĉ, and B̂ as in (9.47).

ĜT = Ĵ −1
g ĜĴg , Ĉ = Ĵ −1

g ĈĴg , B̂ = −ĴgB̂.
(ÂT )j1 = Ĵ −1

g (Ĉ(Ĝ + s0Ĉ)−1)j1 Ĵg .
The following step is similar as the the proof of Theory 9.1. After we obtain

(AT )j1B = J −1
g CṼ Ãj1−1(G̃ + s0C̃)−1B̃, (9.47)

transposing and multipling the result from the right-hand side by V̂ , we will obtain

BTAj1 V̂ = B̂T Âj1−1Ĵg(Ĉ(Ĝ + s0Ĉ)−1)T Ĵg
= B̂T Âj1 . (9.48)

QED.



10 Model optimization and passivity
enforcement

In this chapter, we present some general compact model optimization and passivity

enforcement algorithms. Model optimization can be viewed as a fitting-based model

generation process, where we fit a parameterized model against the simulated or

measured data of original circuits. Model optimization methods can be applied

to more general modeling applications like modeling RF and microwave circuits

where it is difficult to obtain the models directly from the structures of the circuits.

Instead, engineers typically model those circuits by fitting full-wave simulation or

measured data. One critical issue in such applications is the preservation of some

important circuit properties like passivity and reciprocity.

In this chapter, we introduce some efficient model optimization and passivity

enforcement methods, as well as some reciprocity-preserving modeling methods

developed in recent years.

10.1 Passivity enforcement

In this section, we present the state-space based passivity enforcement method,

which is based on the method used in [21], but we will show how this method can

be used in the hierarchical model order reduction framework to enforce passivity of

the model order reduced admittance matrix Ỹ(s).

Passivity is an important property of many physical systems. Brune [12] has

proved that the admittance and impedance matrices of an electrical circuit con-

sisting of an interconnection of a finite number of positive R, positive C, positive

L, and transformers are passive if and only if its rational function are positive real

(PR). It can be proved that the following statements are equivalent:

A network with admittance matrix function Y(s) is said to be positive real if

and only if [5]

(1) Y(s) is analytic, for Re(s) > 0,

(2) Y(s) = Y(s̄) , for Re(s) > 0,

(3) Y(s) + Y(s)H ≥ 0 , for Re(s) > 0.

Practically, condition (3) is difficult to check as it requires the checking of fre-

quency responses from DC to infinite. Fortunately, there is a better way to check

172
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the positive-realness. It can be proved that the following statements are equivalent:

(a) A transfer function matrix Y(s) is positive real.

(b) Let (A B C D) be a minimal controllable state space representation of Y(s)

and ∃K,

K = KT , K ≥ 0, (10.1)

such that the linear matrix inequality (LMI),

[
ATK +KA KB − CT
BTK − C −D −DT

]
≥ 0, (10.2)

holds.

Constraint (10.2) actually comes from the Kalman Yakubovich Popov (KYP)

lemma, which establishes important relations between state space and frequency

domain objects. The KYP lemma was introduced in control theory and later used

in the network synthesis [5].

If we include the term proportional to s in the transfer function, which means that

we need to know what happens in infinite frequency, we can write the admittance

matrix in terms of (A,B,C,D) as

Y(s) = sY∞ +D + C(sI −A)−1B, (10.3)

where I denotes the identity matrix with the same dimension as A. To keep the

transfer function positive real, Y ∞ must satisfy

Y∞ = (Y∞)T , Y∞ ≥ 0. (10.4)

Therefore, we can transform the problem of checking whether the admittance

matrix Y(s) is positive real into the problem of checking whether its corresponding

state space model in terms of (A B C D) is positive semi-definite. More important

is that we can use the PR criterion in terms of the state-space form to enforce the

passivity of the reduced circuit matrices, as shown in the next section.

10.1.1 State-space model representation of Ỹ(s)

After the multi-point hierarchical model reduction, an n-port order reduced admit-

tance matrix is generated as shown in (10.5), where each Ỹp,q is a rational function

of s. The reduction process can capture the entire dominant complex poles, which

means that there are no poles in the RHP (right-hand plane) of the complex plane.

Ỹ(s) =




Ỹ1,1 · · · Ỹ1,n

...
. . .

...

Ỹn,1 · · · Ỹn,n


 . (10.5)

The first step we take is to transform the admittance matrix Ỹ(s) into its state-

space representation. We assume that all rational functions in the matrix share the
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common poles of the system. If there are private poles appearing on the leading

diagonal element, we can separate them and their residues from the whole rational

function after partial fraction decomposition and realize them separately.

Given a multivariable n-port network, each rational function Ỹp,q is considered

as a single-input and single-output (SISO) subsystem and mapped to its state-space

representation in the controllable canonical form, which corresponds to (Aq,q , Bq,q ,

Cp,q , Dp,q) in the matrix of (A,B,C,D) respectively. Now we can write its state-

space representation as (10.6):

A =



A1,1 · · · 0

...
. . .

...

0 · · · An,n


 , B =



B1,1 · · · 0

...
. . .

...

0 · · · Bn,n


 ,

C =



C1,1 · · · C1,n

...
. . .

...

Cn,1 · · · Cn,n


 , D =



D1,1 · · · D1,n

...
. . .

...

Dn,1 · · · Dn,n


 .

(10.6)

Also this mapping process could be viewed as n set single-input and multiple-

output (SIMO) subsystems. If we choose the mth port as the input port, the mth

column admittance rational function can be mapped into (Am,m Bm,m C:,m D:,m).

10.1.2 Passivity-enforcement optimization

In this subsection, we briefly mention how passivity enforcement is done using a

convex optimization process on the state-space representation of the admittance

matrix.

Assume that we have obtained the admittance matrix of a model order reduced

system Ỹ(s) with a set of N sampling points. Let Ỹp,q(s) denote the (p, q) entry

of the transfer function Ỹ(s). Let Ŷp,q(sk) be the exact value of the admittance

at the entry (p, q) at the kth frequency point, which can be obtained by the exact

hierarchical symbolic analysis [126].

The optimization problem is to determine C, D, Y ∞ such that a cost function

is minimized with constraints on the error (Ŷp,q − Ỹp,q). Here the constraints are

on the weighted least square error, taken over N frequencies

N∑

k=1

wk,p,q‖Ŷp,q(sk)− Ỹp,q(sk)‖22 ≤ tp,q . (10.7)

The whole optimization problem can be reformulated as the following convex
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programming problem:

minimize: t(K,C,D, Y ∞),

subject to: (10.1), (10.2), (10.4)

t ≥ 0,

∀1 ≤ p, q ≤ m, (10.7),

∀1 ≤ p, q ≤ m, tp,q ≤ t, t ≥ 0.

(10.8)

where m is the port number of the network. Both the objective function and the

constraints are convex functions of variables t, tp,q, K, C, D, and Y∞.

It is shown in [21] that the optimization problem in (10.7) subject to constraints

in (10.2) can be transformed into a convex programming problem, which can be

solved efficiently by some existing convex programming programs.

For simplicity, you can assume that wp,q,k = 1 for all values of k, p and q. In this

chapter we choose wp,q,k = 1/‖Ỹp,q(sk)‖ to normalize the relative error. Since N

may be large, (10.7) will lead to a very large number of constraints. Thus a more

compact form is desired.

For a matrix M , let Mp denote the pth row of M and Mq denote the qth column

of M . We can write the transfer function for entry (p, q) as follows:

Yp,q(sk) = sY∞p,q +Dp,q + Cp(skI −A)−1Bq . (10.9)

Let

J(sk) = wp,q,k [BTq (skI −AT )−1 eTq seTq ],

L(sk) = wp,q,kỸp,q(sk),

(10.10)

and define

Fp,q =

[
Re{J(s)}
Im{J(s)}

]
, (10.11)

Gp,q =

[
Re{L(s)}
Im{L(s)}

]
, (10.12)

and

X =
[
C D Y∞

]
. (10.13)

we now have

N∑

k=1

wp,q,k‖Yp,q(sk)− Ỹp,q(sk)‖22 = ‖Fp,qXT
p −Gp,q‖. (10.14)

We can perform QR decomposition to the matrix Fp,q ,

Fp,q = Qp,qRp,q , (10.15)

where R is an upper triangular matrix and Q is an orthogonal matrix satisfying
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QTQ = I . We can write

‖Fp,qXT
p −Gp,q‖2 = (Fp,qX

T
p −Gp,q)T (Fp,qX

T
p −Gp,q). (10.16)

Let

Ep,q = (Rp,qX
T
p −QTp,qGp,q) (10.17)

and

δ2
p,q = GTp,q(I −Qp,qQTp,q)Gp,q ; (10.18)

we can rewrite (10.16) as

‖Fp,qXT
p −Gp,q‖2 = ETp,qEp,q + δ2

p,q. (10.19)

The least-square constraint (10.14) becomes

ETp,qEp,q + δ2
p,q ≤ tp,q . (10.20)

Sometimes we need to introduce additional constraints on C, D, and Y ∞. The

most common ways are probably to fix D or Y ∞ to a special value, such as zero.

The fixed value must ensure that the system meets the positive-real condition.

We notice that passivity enforcement was done by the compensation-based ap-

proach proposed in [1]. But this method does not ensure the accurate matching

because the compensated part may have significant impacts on the frequency range

in which we are interested.

10.2 Model optimization for active circuits

10.2.1 Introduction

Model order reduction for passive interconnect circuits has been intensively studied

in the past owing to increasing complexity of parasitic layouts of digital circuits.

Many efficient algorithms have been proposed to reduce the interconnects modeled

as RC/RCL/RLCK circuits, such as Krylov-subspace projection-based methods [32,

63, 85, 91, 113] and local node-reduction-based methods [3, 27, 98, 107,108,121].

For linear or linearized active circuits like filters, opamps etc., which dominate

many analog, mixed-signal and radio-frequency (RF) circuits, fewer studies have

been done to reduce those active circuits and realize the reduced circuit matrices

using compact models [41]. On the other hand, the simulation of analog, mixed-

signal, and RF circuits is a very time-consuming process. For instance, RF circuit

simulation is an extremely time-consuming process because of very long simulation

time to accommodate both the fastest and the slowest tones in the input signals [80].

As more analog RF components are manufactured on-chip using the latest digital

VLSI technologies [70], parasitics, which are associated with many digital circuits,

are must be considered in the integrated analog, RF circuits. This leads to increasing

sizes of analog RF circuits and makes RF simulation a more challenging task. As
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a result, reduction and compact modeling of circuits with both passive and active

circuits are important for fast mixed-signal and RF circuit design and verification.

Active circuits are different from passive circuits in several respects. First many

active circuits are non-linear in nature. But they often exhibit linearity when input

signals are small so that the operational points do not change significantly. Such

linearized circuits are good enough for predicting many useful characteristics of the

analog and RF circuits, such as gain, noise figures, bandwidth, or noise margin for

early stage verification. Second, active circuits may generate energy, which means

they are not passive. Hence, no passive reduction and passive enforcements are

required. But the phase responses of many active circuits, such as opamps, are im-

portant as they determine the stability of the circuits caused by internal or external

feedback loops [77]. But existing model order reduction approaches only match the

magnitude (or real and imaginary) part of the circuit responses. Explicit matching

of phase response is desired in analog circuit modeling in addition to the magni-

tude matching in the frequency domain. Third, active circuits typically don’t have

the reciprocity property 10.1. Mathematically, a reciprocal network has a symmetric

matrix, which has been exploited by many existing reduction approaches for RLCK

circuits by iterative approaches. But this is not the case for general active circuits,

which will make those methods less efficient. Also, the reduction process should

not change the reciprocity property of the circuit during the reduction process. But

this is not the case for most projection based reduction algorithms like PRIMA [91],

except for the recent work [37] and the structure-preserving methods in Chapters 8

and 9. Also, how to realize general non-reciprocal (non-symmetric) order-reduced

circuit matrix remains a less studied problem.

10.2.2 The new modeling method

In this section, we present a general reduction and macro-modeling technique of

the linear or linearized active circuits. The new reduction process is based on the

hierarchical multi-point reduction algorithm shown in Chapter 5, which allows re-

duction and realization of both passive and active circuits up to very wide frequency

ranges [93]. The new method applies a constrained linear least-square-based opti-

mization method to match both magnitude and phase responses of the admittance

in the reduced matrix after the hierarchical reduction for modeling active circuits.

After the model generation, we can apply a general multi-port network realization

process to realize any multi-port non-symmetric circuit matrices for macromodeling

of non-reciprocal active circuits based on the relaxed one-port Foster’s canonical

form network synthesis technique, which is shown in Chapter 11. The resulting

modeling algorithm can generate high-fidelity multi-port macromodels of any linear

active network with easily controlled model accuracy and complexity, up to the

given frequency range.

10.1 A reciprocal network is one in which the power losses are the same between any two ports regardless
of the direction of propagation [127].
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10.3 Optimization for magnitude and phase responses

Existing model order reduction tools typically match the admittance responses in

terms of magnitudes (or real and imaginary parts). But for active circuits, phase re-

sponses are also important as they are related to the stability of the active circuits

as many active circuits have internal feedback. Figure 10.1 shows the optimized

admittance response of Y12(s) of the reduced two-port admittance matrix of the

µA725 opamp circuit without considering matching phases. As can be seen, the

phase part discrepancy is quite large at the low frequency range: even the magni-

tudes are matched perfectly. This reduced 2× 2 circuit model will give incorrect

phase responses, which may result in unstable or oscillating response of the whole

system in time domain under some input stimulus in the given frequency range. As

a result, we have to explicitly match the phase response during the optimization

process shown below.
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Figure 10.1 Admittance Y21 response of the µA725 opamp without considering phase.
Reprinted with permission from [73] (c) 2005 IEEE.
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10.3.1 Constrained least-square-based optimization

After the multi-point hierarchical model reduction, an n-port order reduced admit-

tance matrix of the original circuit is generated, as shown in (10.21),

Ŷ(s) =



Ŷ1,1(s) · · · Ŷ1,n(s)

...
. . .

...

Ŷn,1(s) · · · Ŷn,n(s)


 , (10.21)

where, each of the rational admittances, Ŷij , can be represented in the partial

fraction form, as shown in (10.23). The hierarchical multi-point reduction process

typically finds all the dominant poles in the given frequency ranges for each admit-

tance, but their residues may not be accurate owing to multi-point expansions. As a

result, we need to adjust the residues so that admittance responses match well with

the exact ones in both magnitude and phase. This can be done by the constrained

least square optimization process.

Assume that we have obtained the admittance matrix of an order-reduced system

Ŷ(s) with a set of T frequency sampling points. Let Ỹp,q(sk) be the exact value of

the admittance at the entry (p, q) at the kth frequency point, which can be obtained

by the exact hierarchical symbolic analysis [126].

Let us first consider the magnitude only. The optimization problem is to de-

termine the residues of poles such that the following least-square cost function is

minimized:

min(

T∑

k=1

‖Ŷp,q(sk)− Ỹp,q(sk)‖22). (10.22)

To format the optimization problem, we need to rewrite each rational function

at the entry (p, q) of the admittance matrix in the following partial fraction form:

Ŷ (s) = sŶ∞ + Ŷ0 +
M∑

m=1

rrm
s− prm

+
N∑

n=1

(
rcn

s− pcn
+

rc∗n
s− pc∗n

), (10.23)

where we have N -pair conjugate poles pcn and M real poles prm.

For a given frequency point sk, we define

Ak = [ar1(sk) · · · arM (sk) ac1(sk) · · · ac2N (sk) 1 sk ], (10.24)

and

x = [xr1 · · · xrM xc1 · · · xc2N Y0 Y∞ ]T . (10.25)

For each pole lying on the real axis of s plane, we have

arm(sk) =
1

sk − prm
, (10.26)

and xrm is the residue corresponding to pole prm. In the case of complex poles, we
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have

acn =
1

sk − pcn
+

1

sk − pc∗n
, acn+1 =

j

sk − pcn
− j

sk − pc∗n
, (10.27)

and consequently xcn and xcn+1 are the real and imaginary parts of the conjugate

residues of the complex poles, respectively.

For T frequency points, we define

Alin =

[
Re(A)

Im(A)

]
, Ylin =

[
Re(Ỹ )

Im(Ỹ )

]
. (10.28)

We then can rewrite (10.22) as

min(‖Alinx− Ylin‖22). (10.29)

In this way, all the variables (the real and imaginary parts of residues) are real

variables and the optimization is done in the real number domain.

Now we consider the phase constraints. Phase is essentially the ratio of the

real and imaginary parts of a complex number. Normally, it will be automatically

matched if magnitude is matched when both real and imaginary parts are not small.

But this is not the case when both of them are very small numbers. There are two

aspects of the ratio: one is the sign of the ratio and the other is the value of the

ratio. We first consider the sign constraint. Let us define

YD = diag(Ylin), (10.30)

where diag(Ylin) means generating a diagonal matrix from a vector Ylin and

Dlin = YDAlin; (10.31)

then the phase sign constraint becomes

Dlinx ≥ 0, (10.32)

Then we consider the ratio value constrain, which requires that the ratio between

real and imaginary parts of the optimized one is the same as the exact one. Let’s

define

YI = diag

([
Im(Ỹ )

Re(Ỹ )

])
, (10.33)

and

Clin = IlinYIAlin, (10.34)

where

Ilin =




1 · · · 0 −1 · · · 0
...

. . .
...

...
. . .

...

0 · · · 1 0 · · · −1


 , (10.35)
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then the phase value constraint becomes

Clinx = 0. (10.36)

Finally, we have the following constrained linear least-square optimization prob-

lem:

min(‖Alinx− Ylin‖22) subject to Dlinx ≥ 0

Clinx = 0
. (10.37)

The resulting problem is solved by MATLAB’s least square tool package in work.

10.4 Numerical examples

In this section, we present some numerical results on two examples by using the

discussed optimization and passivity enforcement methods. We use SeDuMi [118]

and SeDuMi Interface to solve the convex programming problem for passivity en-

forcement. The numerical examples of passive modeling can be found in Chapter 5.

We only present the results for active circuit modeling in this section.

The first example is a folded cascode CMOS OPAMP [42]. Its small-signal model

contains 122 resistors, capacitors, and voltage control current sources. We perform

the multi-point hierarchical model order reduction up to 2 MHz, which extract four

dominant common poles for the admittance matrix. We match the frequency up to

2 MHz during the optimization. The synthesized circuit includes 40 RLC, 2 VCVS

and 2 CCCS controlled devices, which represents a 63.93% reduction ratio (63.93%

circuit elements have been suppressed) for this case.

The resulting waveforms in frequency domain and comparison with the original

waveforms are shown in Figure 10.2 for Y12(s). As one can see, the synthesized

circuit matches the original circuit perfectly up to 2 MHz in all aspects of the

frequency responses.

Using this CMOS opamp, we design two low-pass active filters. The first filter

example is a tenth-order active Sallen–Key topology low-pass filter, shown in Fig-

ure 10.3. After the reduction and realization, there are 88 RLC elements, 2 VCVS

and 2 CCCS dependent sources in the synthesized circuit compared with 636 devices

in the original circuit, which represents an 85.53% reduction rate. The resulting

waveforms in the frequency domain and comparison with the original waveforms

are shown in Figure 10.4 for Y21(s). If the phase is not explicitly considered in the

optimization process, the results are shown in Figure 10.5 for Y21(s). It can be seen

that the phase part has noticeable discrepancy compared with exact response.

The filter’s transfer function response is shown in Figure 10.6. Fig 10.7 shows

the simulation in the time domain with different excitations. For the left figure,

the input signal is a sinusoidal signal with 1 KHz frequency. The outputs of the

synthesized ones are almost the same of the original circuit and the synthesized

circuit. For the right figure, the excitation is also a sinusoidal function with 1 MHz

frequency. The outputs are still very close.
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Figure 10.2 Frequency response of Y12 of opamp model. Reprinted with permission
from [73] (c) 2005 IEEE.
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Figure 10.3 Active Sallen–Key topology low-pass filter. Reprinted with permission
from [73] (c) 2005 IEEE.

The second filter is shown in Figure 10.8. This filter is a fifth-order elliptic filter

using the FDNP (frequency-dependent negative resistor) technique. It contains 507

passive and active elements. The matching frequency is up to 1 MHz and we find

eight dominant poles in this range. There are 56 RLC elements, 2 VCVS and 2

CCCS dependent sources in the synthesized circuit, which gives an 88.17% reduction

rate.

The frequency responses of the original and synthesized circuits are shown in

Figure 10.9. From this figure, we notice that the realized circuit’s response is al-

most the same as the original system from DC to 1,MHz, but there are noticeable

differences around 100 MHz. This is expected as we only match the frequency up

to 1 MHz.

As a result, the original circuit can be replaced by the synthesized model if the
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Figure 10.4 Frequency response of Y21 of the Sallen–Key topology low-pass filter.
Reprinted with permission from [73] (c) 2005 IEEE.
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Figure 10.5 Frequency response of Y21 of the Sallen–Key topology low-pass filter without
considering phase. Reprinted with permission from [73] (c) 2005 IEEE.
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Figure 10.6 Frequency response of the transfer function of the Sallen–Key topology low-
pass filter. Reprinted with permission from [73] (c) 2005 IEEE.
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Figure 10.7 Transient response of the Sallen–Key topology low-pass filter with different
excitations. Reprinted with permission from [73] (c) 2005 IEEE.

filter works in the frequency range from DC to 1 MHz (at least) or 100 MHz (at

most). Over this frequency, the realized circuit will not match the original circuit

well. The resulting transient waveforms are also shown in Figure 10.10. We add the

same signal to the input of the original filter and the synthesized circuit to view the

output waveforms. The left figure is the result from a 1Khz sinusoidal excitation.

The outputs are almost same between these two filters. The right figure shows the

result from a 2 MHz sinusoidal signal. The time-domain simulation is still accurate

at this frequency.
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Figure 10.8 Active low-pass FDNR filter. Reprinted with permission from [73] (c) 2005
IEEE.

100 102 104 106 108 1010
−180

−160

−140

−120

−100

−80

−60

−40

−20

0

Frequency

V
ol

ta
ge

 (D
B

)

Original circuit
Synthesized ROM

Figure 10.9 Frequency response of the transfer function of the low-pass FDNR filter.
Reprinted with permission from [73] (c) 2005 IEEE.

10.5 Summary

In this chapter, we presented model optimization and passivity enforcement tech-

niques for general passive and active circuit modeling. We first presented the convex

programming or semi-definite programming based model optimization and passiv-

ity enforcement algorithm. The algorithm formulates the optimization problem into

a convex programming problem with semi-definite constraints to ensure the pas-

sivity of the optimized models. This method is very general and can be applied

to any fitting-based modeling process. But it suffers the scalability issue owing to

expensive computation in the semi-definite programming and to the fast growing

of constraints with the increasing number of terminals and poles. We then pre-
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Figure 10.10 Transient response of the FDNR filter with different excitations. Reprinted
with permission from [73] (c) 2005 IEEE.

sented a modeling technique for active linear analog circuits based on constrained

least-square optimization. The new method explicitly considers the phase and mag-

nitude responses of the circuits and ensures those important characteristics are well

matched with that of the original circuits for active circuit modeling.
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Circuit realization deals with the issue of interfacing the reduced models with a

general circuit simulation like SPICE. After the model order reduction, we will

typically end up with an admittance or impedance transfer matrix H(s) = BT (G+

sC)−1B in the frequency domain, which can typically be rewritten as an N ×N
matrix,

HN×N(s) =



h11(s) · · · h1n(s)

...
. . .

...

hN1(s) · · · hNN (s)


 , (11.1)

where N is the number of ports. Each of hij can be a rational polynomial or in the

partial fraction form with poles pi and corresponding residues ki.

There are two general ways to incorporate frequency-domain data like HN×N (s)

into a circuit simulator. The first method is to realize the frequency-domain data

into a circuit with simple RLCM elements. The second method is by means of time-

domain recursive convolution [14,106]. Recursive convolution requires modification

of the existing simulators and a new interface for getting the frequency domain

data into the simulators. While realized circuits can easily be incorporated into the

existing circuit simulators and are more portable among different simulators.

In this chapter, we focus on the circuit realization methods for the sake of cir-

cuit simulations. Our goal is different from the traditional circuit synthesis meth-

ods [127], where the synthesis is targeted at the physical realization of some network

functions for implementing circuits, such as filters and matching networks. Instead,

in our problem, we only need to build a models that can be used with circuit

simulators. Such relaxed requirements can lead to significant simplification in the

synthesis processes, as shown in this section.

11.1 Review of existing circuit-realization methods

Circuit realization for circuit simulation has been studied before [14, 35, 39, 98] in

the computer-aided design community.

General one-port and multiple-port network realization techniques were used

in the past for solving admittance synthesis problems. For example, Cauer-form-

based synthesis was applied earlier by Freund and Feldmann for RC/LC synthe-
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sis by matching matrix elements of the state-matrix after the interconnect model

order reduction [35, 39]. However, the matrix matching is not efficient, involving

O(N2) operations, and the RC/LC template is not sufficient for general RLCM

system realization. PRIME [82] is a circuit modeling and realization tool for high

speed interconnect and transmission lines. It is based on Foster’s form to realize

all the admittance and impedance network functions. But it requires every com-

plex pole pair to be physically realizable (every RCL element is positive), which

cannot be satisfied in general and may lead to significant errors when unrealizable

pole pairs are discarded or their residues are changed. In [97,98], a template fitting

approach based on convex programming was proposed. The template is borrowed

from Brune’s synthesis method. But this approach is expensive when high-order

models are involved and it can only be applied to the one-port synthesis problem.

Also the realization is an approximate process and errors will be introduced. All

existing realization methods require that all the RLCM elements are physically

realizable (with positive values). Therefore, the realized models are always passive.

In the following, we first present Brune’s synthesis method, which can realize

any one-port passive (positive-real or PR) network function with realizable RLCM

elements. Brune’s method is a traditional network realization method, which is com-

putationally expensive and less suitable for our modeling purpose. But this method

contain many fundamental concepts for physical network realization algorithms and

it is instrumental for the reader to review those methods before we introduce a new

approach to the model-oriented realization method. A comprehensive treatment of

physical network realization can be found in [127].

We then present a more efficient relaxed one-port and multi-port admittance

realization method based on a generalized Foster’s form, which can use unrealizable

(negative-valued) RLCM elements but still preserve the passivity. The new method

is an exact realization method without introduction of any error and also overcomes

the over-constrained synthesis conditions of the PRIME method.

11.1.1 One-port realization framework by RLCM elements

In this section, we first review the conditions for positive real functions and then

represent the general realization framework for one-port network by using RLCM

elements.

Positive real function revisited

The RLCM immittances function Z(s) of a one-port network is positive real (pas-

sive) only if [127]:

1. Z(s) is a real rational function of s,

2. ReZ(jω) ≥ 0 for all real ω,

3. All poles of Z(s) are in the closed LPH; all jω-axis poles are simple, with

positive real residues.
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It is shown in [127] that these conditions are also sufficient for a one-port network

to be physically realizable. By using the traditional one-port network realization

technique, the positive-real property will guarantee that all the RLC elements are

positive (thus physically realizable).

General one-port network realization steps

The basic idea of physical one-port network realization is to break the impedance

or admittance network into smaller realizable networks, which can be implemented

by simple L, C, and R elements connected in series or parallel.

There are two techniques used in the synthesis of one-port networks: (1) pole

removal and (2) constant removal. The first operation realizes a series reactance

branch when used on an impedance function Z(s) and a shunt susceptance branch

when performed on an admittance function Y (s). The second operation realizes a

series resistor from a Z(s) and a shunt conductance from a Y (s) function.

Notice that for the pole-removal operations, we require that all the poles are

in the jω-axis. The reason is that poles or pole pairs in the jω-axis can easily be

realized by LC elements in series or in parallel.

For instance, a network function whose impedance and admittance forms are as

follows:

Z(s) = s+
1

s
+ Z1(s) =

s2 + 1

s
+ Z1(s). (11.2)

Y (s) =
s

s2 + 1
+ Y1(s). (11.3)

Note that Z(s) has at least two poles, s = 0 and s =∞. So it can be realized by a

series branch with LC in series, as shown in Figure 11.1(a). Similarly, Y (s) has at

least two poles at s = −j and s = j, which can be realized by a shunt LC branch

in series, as shown in Figure 11.1(b).

(a) (b)
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Figure 11.1 Realization of Z(s) in (11.2) and Y (s) in (11.3).

Similarly a network whose impedance is the admittance in (11.3) is shown below:

Z(s) =
s

s2 + 1
+ Z1(s). (11.4)

Y (s) = s+
1

s
=
s2 + 1

s
+ Y1(s). (11.5)
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Now Z(s) has at least two poles, at s = −j and s = j, which can be realized by

a series LC branch in parallel, as shown in Figure 11.2(a). Similarly, Y (s) has at

least two poles, s = 0 and s =∞. Hence, it can be realized by a shunt branch LC

with in parallel, as shown in Figure 11.2(b).

(a) (b)

PSfrag replacements
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L = 1
C = 1

C = 1 Z1(s) Y (s) Y1(s)

Figure 11.2 Realization of Z(s) in (11.4) and Y (s) in (11.5).

In the following, we use the example to illustrate the synthesis process [127].

Consider a positive-real impedance function

Z(s) =
2s3 + 4s2 + 2s+ 3

s3 + 3s2 + 4s+ 1
. (11.6)

Since the degrees of the numerator and the denominator are the same, there is

no pole or zero at s =∞. For s = 0, Z(0) = 3. Hence there is no pole or zero at

s = 0 either. We notice that s2 + 1 is the common factor in the numerator. Hence

Y (s) = 1/Z(s) has poles at j and −j. These poles can be removed by the partial-

fraction expansion:

Y (s) =
k1s

s2 + 1
+ Y1(s),

where

k1 =

[
s2 + 1

s
Y (s)

]

s=j

= 1,

and

Y1(s) =
s+ 1

3s+ 3
=

s

6s+ 9
+

1

3
.

So Y1(s) can be realized by a shunt resistor with a RC branch. The realized circuit

for Z(s) in (11.6) is shown in Figure 11.3.
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Figure 11.3 Realization of Z(s) in (11.6).
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We summarize the one-port network realization process for non-minimum func-

tions as follows [127]:

1. Check Z(s) for jω-axis poles. If there are any, remove them, thereby realizing

a series reactance branch of the circuit.

2. Check remainder Z1(s) for jω-axis zeros. If there are any, remove the corre-

sponding poles from Y1(s) = 1/Z1(s). Repeat steps 1 and 2 until there are no

jω-axis poles and zeros in the remainder Z(s) or Y (s).

3. Find the minimum value which the real part of the remainder Z(s) or Y (s)

assuming along the jω axis. Remove this value as a series resistor (or shunt

conductance). Return step 1.

It was shown in [127] for a positive-real function, the synthesis process will

always generate positive R, L, and C values to ensure the physical realizable of the

synthesized circuits.

For practical interconnect and network functions extracted or obtained from full-

wave simulation or measurement, most of the poles of network functions are not on

the jω-axis as shown in [20]. As a result, the realization process will not work for

those network functions. In the sequel, we introduce Brune’s method, which can

realize any positive-real function.

11.1.2 One-port realization by Brune’s method

The driving point synthesis for RLCM circuits was studied earlier by Brune in his

significant paper [12], where he pointed out positive-real impedance Z(s) can be

realized by a passive multiple-stage ladder network. To understand Brune’s method,

we first introduce the concept of the minimum function.

A minimum function is a function that cannot be synthesized by pole and con-

stant removal as mentioned in the previous subsection. The real part of this function

will reach 0 at a finite value ω1 along the jω-axis, as shown in Figure 11.4 and in-

dicated by Z1(ω) in dotted line.

PSfrag replacements

ω

ReZ(jω)

ReZ(jω)

ReZ1(jω)

ω1

Rmin

Figure 11.4 Real-part responses of Z(s) and the remainder Z1(s) = Z(s)−Rmin.
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Practically, a given network function, Z(s), may be a constant away from the

minimum function as shown in Figure 11.4. After we remove the constant, which will

be realized by a series resistor, the remainder function Z1(s) becomes a minimum

function.

The idea of Brune’s method is to create a pole in the remainder function ex-

plicitly. To do this, we notice that the real part of Z(ω) is zero at jω1. So we

have

Z1(jω1) = jX1. (11.7)

We try to extract a series element Zs(s) such that the remainder Z2(s) is zero

at jω1,

Zs(jω1) = Z1(jω1)− Z2(jω1) = jX1. (11.8)

Assume that X1 < 0 and the conclusion is also applied to X1 = 0 and X1 > 0.

So to realize Zs(s), we can use a capacitor C1, such that C1 = 1/(ω1|X1|) > 0.

However, for the remainder Z2(s)

Z2(s) = Z1(s)− 1/(sC1),

will then become non-positive-real as it has a pole at s = 0 with negative residue

−1/C1. Note that Z1(s) does not have pole in jω axis.

Hence, instead of using a positive capacitor, we use negative inductor directly

to realize Zs(s) and we show that we can transform the negative inductor L1 into

physical realization transformers later. So we have

Z2(s) = Z1(s)− sL1 = Z1(s) + s|L1|, (11.9)

which is the sum of the two positive-real functions and thus positive real itself. Since

it has a zero at s1 = jω1 and a pole at s =∞, we can now perform the normal pole

removal as discussed above. First, we remove the poles at jω1 (also at −jω1) for

Y2(s) = 1/Z2(s)

Y2(s) =
k1s

s2 + ω2
1

+ Y3(s), (11.10)

where

k1 =

[
s2 + ω2

1

s
Ys(s)

]

s=jω1

. (11.11)

As a result, we have a shunt RL branch with L2 = 1/k1 and C2 = k/ω2
1. Then we

have

Y3(s) = Y2(s)− s/L2

s2 + ω2
1

, (11.12)

which is positive real as it comes from (11.10).

Note that Z2(s) has a pole at s =∞, which means that Y3(s) has a zero at

s =∞. Hence Z3(s) has a pole at s =∞. This pole can be removed by extracting
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a positive inductor L3, and the remainder becomes

Zrem = Z3(s)− sL3, (11.13)

which is positive real too. It can be shown that L3 can be computed as [127]

L3 =
−L1L2

L1 + L2
=

|L1|L2

−|L1|+ L2
. (11.14)

The Brune’s realization cycle and the realized circuit are illustrated in Figure 11.5

Z(s)

C

L2

Rmin

Brune's
Cycle

Rt

L1 L3

Figure 11.5 Brune’s driving point synthesis by multiple-stage RLCM ladders (Brune’s
cycle).

Note that these synthesis steps stay at the mathematical concept level. Next, we

present a practical algorithm to implement these synthesis steps [137]. The outline

of the algorithm is illustrated in Figure 11.6

One-Port Brune Synthesis(Z0(s), L)

While (i ≤ L and Zf is positive real) {
Do jω-axis pole/zero check/remove {
Z1(s) = Check/remove jω-axis pole (Z0(s));

Z2(s) = Check/remove jω-axis zero (Z1(s));

}
B(s) = Check/remove jω-axis minimum resistance (Z2(s));

Brune’s RLCM ladder synthesis (B(s));

Z0(s) = Zf (s) = Remainder impedance;

i+ +;

}
Calculate termination resistor Rt by Zf (s);

Figure 11.6 Brune’s multiple level ladder macromodel synthesis.

We will then briefly illustrate this procedure by studying an example with the

following driving point impedance:

Z(s) =
8s2 + s+ 4

24s3 + 11s2 + 20s+ 1
.

To obtain a minimum function, it is first necessary to remove all possible

poles and zeros of Z(s) from jω-axis to obtain a remainder for further minimum

impedance removing. According to Brune’s synthesis rule discussed above, (i) re-

moving a zero results in a series resonant LC element in parallel with the remainder
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L1(-1h) L3(2h)

L2(2h)

C2(2f)

R3(4ohm) C1(3f) Lp(1h)
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R3(4ohm)Ls(4h)

k=1

(b)(a)

Figure 11.7 Example of Brune’s synthesis with passivity-preserved transformation: the
non-passive T circuit is transformed to a passive coupled-inductor circuit.

impedance; and (ii) removing a pole results in a parallel resonant LC element in

series with the remainder impedance. All these operations preserve the positive-real

property. In this example, there is a zero for s→∞. After removing this zero we

add C1 = Y (s)
s |s→∞ = 3F according to rule (i). We then obtain a remainder Z1(s)

for further minimum resistance removing. This minimum impedance is obtained by

numerically solving the root ω1 of

d(ReZ1(s))

dω
= 0. (11.15)

In this case, we find ω1 = 0.5 and its corresponding minimum resistance: R =

ReZ1(s) = 0.0. Hence we have a minimum function: B(s) = Z1(s)−R = Z1(s).

According to Brune’s synthesis rule (iii), by removing this resistance R, the B(s)

function becomes pure imaginary impedance at jω1: Z1(s)|s=0.5j = −0.5j, and it

can be synthesized by a negative inductance L1 = ImZ1(s)/ω1 = −1H . Although

we see a negative inductance here, we show in the following that by transforming

the resultant non-passive T circuit into a pair of coupled inductors, we can still

preserve the passivity. A general proof of this property can be found in [127].

Now the remainder becomes:

Z2(s) = B(s) − sLs =
8s3 + 16s2 + 2s+ 4

8s2 + 8s+ 1
,

and it has a zero at jω1 = 0.5. Hence by further removing this zero of Z2(s), we can

synthesize a series L2 = 2H and C2 = 2F . Finally, we obtain a remainder Zf (s) that

cannot be further reduced: Z3(s) = 2s+ 4. Hence we can realize it by a inductance

L3 = 2H and a termination resistance Rt = 4Ω as shown in Figure 11.7 (a). We

further apply the passive transformation as shown in Figure 11.7 (b), and obtain

passive parameters of a pair of coupled inductors: Lp = L1 + L2 = 1H , Ls = L2 +

L3 = 4H , and M = L2 = 2H . Note that the coupling between Lp and Ls is perfect

( M√
LpLs

= 1).

Because we have an order-reduced driving point impedance function, it enables

us to practically synthesize a low-order driving point impedance macromodel. As

shown in Figure 11.6, we control the synthesized Brune’s ladder stage by a specified
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number L, where we terminate the procedure and add a termination resistor Rt:

Rt = Zf (s)|s→0, (11.16)

where Zf (s) is the remaining impedance in the final synthesis step, and this ter-

mination resistor Rt takes accounts of the remaining DC impedance. We note that

usually after several stage extractions, the extracted macromodel can capture the

original system response well in a wide frequency range up to 10 GHz.

Generally, if a minimum function is expressed as the ratio of two nth-degree

polynomials without common factor, it decreases two degrees during every synthesis

step with an increased one stage order of a RLCM ladder. Usually, by increasing

the ladder stage, we increase the model order and capture more poles. For example,

this procedure captures two poles whenever we synthesize one more stage of the

ladder.

Brune’s synthesis needs realization of an equivalent coupled inductor to enforce

passivity. Bott–Duffin’s method [13], on the other hand, avoids the use of mutual

coupled inductors. But a stiff price is paid in the extra number of RLC components

and, hence, is not suitable for simple RLCM macromodel realization.

Note that for general transfer function realization, two-port network realization is

required, as transfer functions are not positive real in general and one-port network

realization cannot be applied directly [127]. In the following section, we present a

general one-port and multi-port network synthesis method for admittance network

realization.

11.2 General multi-port network realization

In this section, we introduce a new one-port and multi-port network synthesis ap-

proach. The new approach is motivated by the fact that the realized RLC circuits

do not need to be physically implemented, as our goal is behavioral modeling. As a

result, we allow the non-physical (negative) values of RLC elements. Such a relax-

ation can significantly simplify the realization process and render the process free of

errors. On the other hand, passivity is enforced at the admittance and impedance

matrix level (the mathematical level). Hence, the realized circuits are still passive,

which was validated in [94].

11.2.1 General relaxed one-port network realization

We start with one-port network realization. The approach is based on one-port

network realization using Foster’s form, which can directly synthesize the one-port

admittance function [127].

To synthesize the one-port circuit from the driving-point admittance rational
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function Y (s), we first rewrite it in Foster’s canonical form [127]:

Y (s) = sY∞ + Y0 +

M∑

m=1

am
s− pm

+

N∑

n=1

(
an

s− pn
+

a∗n
s− p∗n

), (11.17)

where we expand the rational function into the partial fraction form with N con-

jugate poles pn and M real poles pm.
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Figure 11.8 One-port Foster admittance realization. Reprinted with permission from [94]
(c) 2006 IEEE.

The admittance function in the Foster’s canonical form can then be synthesized

by an equivalent circuit in Figure 11.8 with the following relations to determine R,

L, C, G elements:

Gs = Y0, Cs = Y∞;

Rm m = 1
am
, Lm m = − pm

am
;

Ln n = 1
2Re{an} , Ln nCn n|pn|2 = Rn nGn n + 1,

Gn n
Cn n

= −Re{anp∗n}
Re{an} ,

Rn n
Ln n

=
Re{anp∗n}

Re{an} − 2Re{pn}. (11.18)

Some existing works, like PRIME [82], require every complex pole pair to be

physically realizable (every RCL element is positive), which is over-constrained and

may lead to significant errors when unrealizable pole pairs are discarded or their

residues are changed. In this approach, we relax those constraints by allowing some

negative RLC elements.

Note that, in general, the synthesis may produce negative-valued circuit ele-

ments. These negative circuit elements will not affect the stability and passivity

of the realized circuit when the original circuit matrix or rational function is pas-

sive [35, 39, 127] as the passivity is guaranteed at the mathematical level of the

models and the realization is error-free and reversible.

11.2.2 Multiple-port network realization

For the passive multi-port order-reduced admittance matrix, we propose a gen-

eral complete-graph structure (in case of full admittance matrix) to realize the

admittance matrix based on one-port realization. Note that such a structure does

not apply to the impedance matrices. Hence, our approach can only be applied to
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multi-port admittance matrix realization. But this does not indicate the restric-

tions as most RLC circuits can be written into admittance forms by using modified

nodal analysis approach. In the following, we first illustrate how a 2-port network is

realized and then we extend this concept for the general n-port network realization.

Given a 2× 2 passive admittance matrix, which is obtained by the hierarchical

model order reduction method,

Y2×2(s) =

[
y11(s) y12(s)

y21(s) y22(s)

]
, (11.19)

it can be realized exactly, using the Π-structure template shown in Figure 11.9,

where each branch admittance will be realized by the one-port Foster’s expansion

method shown in Figure 11.8. Based on this template, such a realization can be

easily extended to the multi-port case.

PSfrag replacements
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Figure 11.9 General two-port realization Π model. Reprinted with permission from [94]
(c) 2006 IEEE.

YN×N (s) =



y11(s) · · · y1n(s)

...
. . .

...

yN1(s) · · · yNN(s)


 . (11.20)

Generally, for a reduced N -port network with a full N ×N admittance matrix

as shown in (11.20), the realized network will be a complete graph where each

branch represents an admittance that is realized by the one-port realization method.

For instance, Figure 11.10 shows a realization of a synthesized six-port network.

The branch admittance of the mth port branch (the branch between the port and

ground) is the sum of all themth row admittances, and the admittance of the branch

between the port and any other port is the negative value of the corresponding

admittance.

Notice that the new realized circuits automatically preserve the reciprocity of

the original circuit matrix as it requires the admittance to be symmetric.

11.3 Multi-port non-reciprocal circuit realization

In this section, we discuss methods to realize non-symmetric circuit matrices, which

are often the case for active circuits due to the presence of controlled sources.
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Figure 11.10 Six-port realization based on Π-structure. Reprinted with permission
from [94] (c) 2006 IEEE.

In this section, we show how to realize a general non-symmetric (non-reciprocal)

n× n admittance matrix into a macro-model in the form of RLC and controlled

elements, which can be accepted by general SPICE-like simulators in both frequency

and time-domain simulation.

Our approach is still based on the relaxed one-port realization approach. For

one-port network, the realization process is the same as shown in Section 11.2. The

difference lies in the multiple-port realization, as shown below.

To realize a general n× n non-reciprocal admittance matrix, we propose a gen-

eral complete-graph structure (for the full admittance matrix) to realize the admit-

tance matrix based on the one-port realization. In the following, we first illustrate

how a 2-port network is realized and then we extend this algorithm for the general

n-port network realization.

Given a 2× 2 non-symmetric admittance matrix as shown in (11.21),

Y2×2(s) =

[
y11(s) y12(s)

y21(s) y22(s)

]
, (11.21)

where y12(s) 6= y21(s), the admittance matrix can be realized exactly by using

the circuit template shown in Figure 11.11, where each branch admittance will be

realized by the one-port Foster’s expansion method shown in Figure 11.8.

Notice that the non-symmetric admittance is realized using two voltage-

controlled voltage sources (VCVS), EV1 and EV2, and two current controlled cur-

rent sources (CCCS), FI12 and FI21. Both VCVS and CCCS have unit transfer

gain. For instance, to realize y12(s), which represents the transconductor that leads
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Figure 11.11 General two-port non-reciprocal active realization. Reprinted with permis-
sion from [73] (c) 2005 IEEE.

to the current injected into node 1 due to voltage at node 2, the VCVS EV2 first

transforms the voltage at node 2 (V2) into the node 3 (V2 = V3). Then V3 drives the

admittance y12 to generate the current I12, which then drives a CCCS FI12 to in-

ject the same amount of current into node 1. Realization of y21(s) can be explained

in a similar way.

For a general n× n non-symmetric admittance matrix, we can realize each pair

of ports using the aforementioned two-port realization method until all the pairs

of ports are realized. The resulting circuit will have a complete graph structure

(for the full admittance matrix). But the non-symmetric property will be preserved

during the realization process.

11.4 Numerical examples

In this section, we present two examples. The first example is a one-port passive

network and its network function Y1−port(s) in the partial fraction form with four

system poles is given below:

Y1−port(s) =
3.4160× 107 + 1.1311× 106i

(s+ 5.0661× 108 − 1.3497× 1010i)

+
3.4160× 107 − 1.1311× 106i

(s+ 5.0661× 108 + 1.3497× 1010i)

+
2.1699× 108 + 6.9784× 106i

(s+ 1.9829× 109 − 7.905× 1010i)

+
2.1699× 108 − 6.9784× 106i

(s+ 1.9829× 109 + 7.905× 1010i)
.

(11.22)

The frequency-domain responses of this circuit and the realized circuit are shown

in (11.12). The two responses are the same.

Secondly, we present the realization results for a two-port passive network

Y2−port(s) in partial fraction form with six system poles, as shown below:

Y2−port(s) =

[
Y11(s) Y12(s)

Y12(s) Y22(s)

]
, (11.23)
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Figure 11.12 Comparison between the transfer function Y1−port(s) and its circuit realiza-
tion.

where

Y11(s) =
−1.5280× 107 − 1.4916× 108i

(s+ 5.9850× 1010 − 2.2440× 1010i)
+

−1.5280× 107 + 1.4916× 108i

(s+ 5.9850× 1010 + 2.2440× 1010i)
+

2.3594× 107 + 1.7770× 107i

(s+ 7.8192× 109 − 3.9525× 1010i)
+

2.3594× 107 − 1.7770× 107i

(s+ 7.8192× 109 + 3.9525× 1010i)
+

−1.2283× 107 − 2.3393× 107i

(s+ 9.8407× 109 − 8.2723× 109i)
+

−1.2283× 107 + 2.3393× 107i

(s+ 9.8407× 109 + 8.2723× 109i)
,
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Y12(s) =
−7.3490× 107 − 1.3550× 108i

(s+ 5.9850× 1010 − 2.2440× 1010i)
+

−7.3490× 107 + 1.3550× 108i

(s+ 5.9850× 1010 + 2.2440× 1010i)
+

3.8682× 107 + 1.1596× 107i

(s+ 7.8192× 109 − 3.9525× 1010i)
+

3.8682× 107 − 1.1596× 107i

(s+ 7.8192× 109 + 3.9525× 1010i)
+

−5.9312× 106 + 2.2050× 107i

(s+ 9.8407× 109 − 8.2723× 109i)
+

−5.9312× 106 − 2.2050× 107i

(s+ 9.8407× 109 + 8.2723× 109i)
,

(11.24)

Y21(s) =
−7.3490× 107 − 1.3550× 108i

(s+ 5.9850× 1010 − 2.2440× 1010i)
+

−7.3490× 107 + 1.3550× 108i

(s+ 5.9850× 1010 + 2.2440× 1010i)
+

3.8682× 107 + 1.1596× 107i

(s+ 7.8192× 109 − 3.9525× 1010i)
+

3.8682× 107 − 1.1596× 107i

(s+ 7.8192× 109 + 3.9525× 1010i)
+

−5.9312× 106 + 2.2050× 107i

(s+ 9.8407× 109 − 8.2723× 109i)
+

−5.9312× 106 − 2.2050× 107i

(s+ 9.8407× 109 + 8.2723× 109i)
,

Y22(s) =
−6.5196× 108 − 5.9276× 108i

(s+ 5.9850× 1010 − 2.2440× 1010i)
+

−6.5196× 108 + 5.9276× 108i

(s+ 5.9850× 1010 + 2.2440× 1010i)
+

5.5074× 107 − 8.9274× 106i

(s+ 7.8192× 109 − 3.9525× 1010i)
+

5.5074× 107 − 8.9274× 106i

(s+ 7.8192× 109 + 3.9525× 1010i)
+

8.2948× 106 − 1.5720× 107i

(s+ 9.8407× 109 − 8.2723× 109i)
+

8.2948× 106 + 1.5720× 107i

(s+ 9.8407× 109 + 8.2723× 109i)
.
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The frequency responses for Y12(s) and Y22(s) are shown in the Figure 11.13 and

Figure 11.14. Again, the realized circuit has the exact responses of the original

circuit.
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Figure 11.13 Comparison between the transfer function Y12(s) and its circuit realization.
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Figure 11.14 Comparison between the transfer function Y22(s) and its circuit realization.
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11.5 Summary

In this chapter, we have presented two network realization approaches for gener-

ating SPICE-compatible circuit netlist from the reduced admittance or impedance

matrices. The first method, Brune’s method, is based on the classic network syn-

thesis technique, which guarantees that the realized circuits are physically imple-

mented. But we showed that such physical implementation is not necessary from

the circuit simulation’s perspective. Based on this observation, we presented a more

simple yet efficient multi-port network realization approach, which is based on the

relaxed one-port Foster network synthesis method. Our new approach allows for

non-physical RLC elements, the passivity, however, is ensured at the admittance

or impedance matrix level, thus, the realized circuits are still passive. We also ex-

tended this method to realize non-symmetric circuit matrices, which typically come

from active linear or linearized circuits.



12 Reduction for multi-terminal
interconnect circuits

In this chapter, we study the model order reductions on interconnect circuits with

many terminals or ports. We show that projection-based model order reduction

techniques are not very efficient for those circuits. We then present an efficient re-

duction method which combines projection-based MOR with a frequency domain

fitting method to produce reduced models for interconnect circuits with large ter-

minals.

12.1 Introduction

Krylov subspace projection methods have been widely used for model order reduc-

tion, owing to their efficiency and simplicity for implementation [32,37,85,91,113].

Chapter 2 has a detailed review of those methods.

One problem with the existing projection-based model order reduction tech-

niques is that they are not efficient at reducing circuits with many ports. This

is reflected in several aspects of the existing Krylov subspace algorithms like

PRIMA [85]. First, the time complexity of PRIMA is proportional to the num-

ber of ports of the circuits as moments excited by every port need to be computed

and matrix-valued transfer functions are generated. Second, the poles of the reduced

models increase linearly with the number of ports, and this makes the reduced mod-

els much larger than necessary. The fundamental reason is that all the Krylov-based

projection methods are working directly on the moments, which contain the infor-

mation of both poles and residues for the corresponding transfer function. To deal

with more ports, we have more transfer functions and thus more poles and residues

to compute. However, poles among different transfer functions are the same for the

same circuits as poles are characteristics of a system. But projection-based meth-

ods cannot take advantage of this as they operate directly on moments. As more

residues are computed for more transfer functions, more poles also generated. How-

ever, generating more poles does not always help to improve the accuracy of the

reduced models, as more block moments are not always matched as the number of

poles increases. As a result, projection-based methods lead to larger reduced models

than necessary when the number of ports is larger.

One way to resolve this problem is by means of port reductions. Recent work by

204
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Feldmann et al. [31] exploited the port dependence to reduce the number of ports

under some error metric constraints. This work, however, is limited to circuits

with main similar ports and it cannot be applied to general linear circuits with

many independent ports. Another approach, which is also amenable for circuits

with multiple ports, is the hierarchical model order reduction method [93,121]. But

hierarchical model order reduction is also numerically unstable, except for reducing

tree circuits [121]. The improved version can produce more accurate models at the

expense of multi-frequency point expansions [93].

In this chapter, we present an efficient model order reduction method that over-

comes the difficulty associated with subspace projection-based MOR methods for

reducing circuits with many ports. The basic idea of the new method is to compute

separately the poles and residues of the transfer functions in the reduced admittance

matrices. This can be achieved, first, by applying traditional subspace projection

methods to compute the poles and then using hierarchical symbolic analysis for

computing frequency responses of admittances to determine the residues of trans-

fer functions. Since traditional projection-based MOR is used only for computing

the poles, we only need to compute the poles necessary for the accuracy require-

ments. Finally to ensure the passivity of the reduced model, a convex programming

based optimization is applied. The numerical results show that the new method

can lead to much smaller reduced-model sizes for a given frequency range or much

higher accuracy given the same model sizes than subspace projection based methods

although at a higher computation cost.

12.2 Problems of subspace projection-based MOR methods

In this section, we briefly review the Krylov subspace based projection methods

and point out their weakness for reducing circuits with multiple ports. Detailed

discussions of Krylov subspace methods can be found in Chapter 2.

We look at the most representative Krylov subspace method, PRIMA [85]. With-

out loss of generality, a linear m-port electrical circuit can be expressed as

Cẋn = −Gxn +Bum
im = LTxn,

(12.1)

where x is the vector of state variables and n is the number of state variables,

m is the number of independent sources specified as ports, C, G are matrices for

conductance and storage elements, and B and L indicate input and output ports;

typically B = L for interconnect circuits and both of them are n×N matrices; N

is the number of terminals (as input and output ports).

Define A = −G−1C, A ∈ <n×n and R = G−1B, R = [r0r1...rm] ∈ <n×m. The

y-parameter matrix after Laplace transformation is Y (s) = LT (G+ sC)−1B =

LT (In − sA)−1R where In is the n× n identity matrix. The block moments of
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Y (s) are defined as the coefficients of the Taylor expansion of Y (s) around s = 0:

Y (s) = M0 +M1s+M2s
2 + ..., (12.2)

where Mi ∈ <N×N and can be computed as Mi = LTAiR.

The idea of model order reduction is to find a compact system much smaller

than the original system. The Krylov subspace-based method accomplishes this

by projecting the original system onto a special subspace, which expands the same

space as the block moments of the original system. Specifically, the Krylov subspace

is defined as

Kr(A,R, q) = colsp[R,AR,A2R, ..., Ak−1R,

Akr0, A
kr1, ..., A

krl] (12.3)

k = bq/mc, l = q − km. (12.4)

For simplicity of expression, we assume that q = m× k in the following. In reality

any k can be chosen. Then, PRIMA tries to find orthogonal matrix X ∈ <n×q such

that colsp(X) = Kr(A,R, q). With

C̃ = XTCX G̃ = XTGX

B̃ = XTB L̃ = XTL,

the reduced system of size q is found as

C̃ ˙̃xn = −G̃x̃n + B̃um, (12.5)

im = L̃Txn. (12.6)

The reduced systems have q poles, which are the dominant poles of the original

systems. Notice that the order of block moments k is related to the q by k = bq/mc.
To match the first block moment (k = 1), we need at least m moments. For every

one order of block moment increase, we need to add m additional poles. This is a

highly inefficient reduction process.

We use the following practical industry interconnect circuits to further illustrate

this problem. The circuit has 3 ports and 219 nodes. Figure 12.1 shows the frequency

response of one of the nine transfer functions. With three block moments, PRIMA

matches the exact response up to 3 GHz fairly well. However, to generate the Krylov

subspace in (12.4), we need nine columns, which indicates that the reduced system

size is nice, i.e., it has nine poles. But with the method to be presented in this

chapter, we can actually obtain a reduced system of the same size that matches

the original system response up to 100 GHz and still preserves passivity as PRIMA

does. As the number of ports grows, generating a certain number of block moments

becomes more and more expensive and the reduced system becomes much larger.

However, in real industrial interconnect circuits, subcircuits can easily have ten

to a hundred ports, and substrates can even be modeled with hundreds of ports.

For this type of circuit, the Krylov subspace projection method will be extremely

inefficient.
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Figure 12.1 Frequency response of the three-input circuit. Reprinted with permission
from [76] (c) 2006 IEEE.

12.2.1 Transfer functions and dominant poles

In this section, we show that all the admittance rational elements in the reduced

models of a multi-input and multi-output (MIMO) system share the same set

of dominant poles. This is also true for other types of circuit formulation (like

impedance etc).

Let us define matrix Y (s) = G+ sC and assume L = B. The transfer function

(admittance form) of the state space equation in (12.1) is

YN×N (s) = BT (G+ sC)−1B (12.7)

=
BT [∆u,v ]TR

det(Y (s))
(12.8)

=




y11(s) y12(s) ... y1N (s)

y21(s) y22(s) ... y2N (s)
...

...
. . .

...

yN1(s) yN2 · · · yNN (s)


 , (12.9)

where yij(s) is the admittance rational transfer function between ports i and j and

can be written as

yij =
bij,1 + bij,2s+ ...+ bij,ms

m

a1 + a2s+ a3s2 + ...+ ansn
, (12.10)

where

a1 + a2s+ a3s
2 + ...+ ans

n = det(Y (s)), (12.11)

and [∆u,v ]T is the adjoint matrix of Y (s). The dominator polynomial is common to

all the yij . As a result, all the admittance elements yij share the same set of poles,



208 Reduction for multi-terminal interconnect circuits

which are the reciprocals of the eigenvalues of Y (s).

During the reduction process, we can only obtain the approximate admittance

elements ȳij , which match the original admittance yij in terms of moments up to

the order of 2q via explicit or implicit moment-matching methods, as mentioned

in Chapter 2. Therefore, according to (2.34), if we have 2q moments, which are

identical to the moments of original yij , then the computed denominator polynomial

with order of q (via (2.34)),

ā1 + ā2s+ ā3s
2 + ...+ āqs

q+1 (12.12)

will be the same as the truncated denominator polynomial of (12.11), i.e.,

ai = āi, for i = 1, ..., q (12.13)

This is true for all the denominators of ȳij , which should be the same. As a result,

ȳij share the same set of the dominant poles after the reduction by the moment

matching processes.

This observation motivates us to compute the poles and residues of all yij sepa-

rately to reduce the model sizes and improve the reduction process efficiency. This

technique is especially useful when we have large terminal count, thus large number

of yij . Also, we apply Krylov subspace methods to compute the poles, which are

numerically stable for computing sufficient numbers of poles. Next, we present the

new reduction algorithm.

12.3 Model order reduction for multiple-terminal circuits: MTermMOR

In this section, we present an efficient model-reduction algorithm, which is suitable

for circuits with multiple ports.

The key idea of the new method is to compute the poles and residues of the

rational admittances (transfer functions) separately. In this way, we can avoid the

generation of unnecessary poles as in the traditional subspace projection methods.

The new method consists of three steps to produce compact passive models for

passive interconnect circuits.

Algorithm: MTermMOR (multi-terminal model order reduction)

1. Compute the dominant poles using a subspace projection-based method.

2. Compute the frequency responses of all the rational admittances for the desired

frequency ranges by symbolic hierarchical analysis.

3. Apply the convex programming based method to find the residues of each ratio-

nal admittance and ensure the passivity of the reduced admittance matrix.

Since the poles and residues are computed separately, we can only generate

dominant poles; this impacts on the interested frequency range. As a result, only a

few poles are typically required. Next, we will give each reduction step in detail.
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12.3.1 Computation of system poles by subspace-projection methods

In this section, we show how to efficiently and reliably compute the dominant poles

in rational admittance elements in (12.9). Instead of using an explicit moment

matching method like AWE [91], which suffers numerical issues for computing high

order moments, we use Krylov subspace methods, reviewed in Section 12.2, which

perform the implicit moment matching, and are numerically stable for computing

high order moments, and thus a sufficient number of poles for the reduction process.

Since we are only interested in the poles of the circuits, we do not need to perform

full-blown model order reduction. Instead, we can only perform MOR on SISO

systems or on MIMO systems with very low orders. As a result, the computation

costs are no longer associated with the number of ports. This is because all the

rational admittance elements among different ports share the same set of poles

as shown in Subsection 12.2.1 and we only need to compute only the rational

admittances ȳij in (12.9).

Therefore, we have two ways to compute the dominant poles in the subspace

projection framework. The simplest way is to compute the moments from just one

input (any one port) until the sufficient number of moments are obtained. In other

words, we transform the pole computation problem into model order reduction

problem on an SISO system. The second method obtains the moments from different

inputs. If we use the moments from all m ports, we obtain the block moments as

used in PRIMA. But we may only need a few orders of block moments as the

poles generated will be km, where k is the order of block moments for the accuracy

requirement. This idea is similar to the multiple-moment-matching method, where

moments from different poles are used to compute the poles via the explicit moment

matching method [54].

After the q moments are generated either from one input or multiple inputs,

the projection method X is generated and the reduced system is obtained by the

congruence transformation as shown in (12.5) and (12.6). The dominant q poles

can be found by eigen-decomposition of the matrix G̃−1C̃ , whose eigenvalues are

reciprocals of the dominant poles:

pi = − 1

λi
, (12.14)

where pi and λi are the ith pole and eigenvalue.

Moreover, by applying the pole selection rule in [93], we actually prune out a

great portion of poles that have little impact in the frequency range of interest.

Specifically, in contrast to many analog circuits, where most poles are carefully

designed to lie on the real axis, the poles of interconnect circuits are usually complex

poles. As shown in [19], poles that dominate the transient response in interconnect

circuits are those near the imaginary axis with large residues, and as observed

in [93], the frequency range on which a pole has a major impact is closely related to

its imaginary part: the pole has peak responses at frequency identical to the value

of its imaginary part divided by 2π. With these observations we can eliminate poles

that have little impact on the frequency range of our interest. Indeed as shown in
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Figure 12.2, we can use only four of the nine poles in a example circuit and still

match the exact response very well. The model system size is reduced from 219 to 4

but with very good accuracy as it matches with the original system up to 100 GHz.

This example shows that there exists great potential to further reduce the model

sizes from subspace projection-based methods while maintaining the same or better

accuracy.
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Figure 12.2 Frequency response of the three-input circuit with different approximation.
Reprinted with permission from [76] (c) 2006 IEEE.

12.3.2 Symbolic hierarchical analysis for admittance response

Once the poles are computed, we need to compute the residues of each rational

admittance function. For this propose, we need to know the frequency response

of each rational admittance function in the reduced admittance matrix Yk×k(s).

This can be computed efficiently by using symbolic hierarchical analysis [126]. In

the following, we briefly review the hierarchical symbolic analysis first. Then we

compare it with SPICE for frequency domain admittance response computation.

For a given circuit formulated in the modified nodal analysis (MNA) as MX = b,

it can also be rewritten in the following form (Schur’s decomposition):



M II M IB 0

MBI MBB MBR

0 MRB MRR





xI

xB

xR


 =



bI

bB

bR


 . (12.15)

The matrix, M II , is the internal matrix associated with the internal variable vector

xI .

The aim of hierarchical reduction is to eliminate all the variables in xI , and



12.3 Model order reduction for multiple-terminal circuits: MTermMOR 211

transform (12.15) into the following reduced set of equations:

[
MBB∗ MBR

MRB MRR

] [
xB

xR

]
=

[
bB∗

bR

]
, (12.16)

where MBB∗ = MBB −MBI (MII)−1MIB and bB∗ = bB −MBI (MII )−1bI . Suppose

that the number of internal variables is t, and the number of boundary variables

is m. Then each matrix element in MBB∗ and bB∗ can be written in the following

expanded forms:

aBB∗u,v = aBBu,v −
1

det(M II)

m∑

k1,k2=1

aBIu,k1
∆II
k2,k1

aIBk2,v, (12.17)

where u, v = 1, ...,m and

bB∗u = bBu −
1

det(M II)

m∑

k1,k2=1

aBIu,k1
∆II
k2,k1

bIk2
, (12.18)

where u = 1, ...,m and ∆u,v is the first-order cofactor of det(M) with respect to

au,v .

The aim of symbolic hierarchical analysis is to represent all the determinants like

det(M II) and first-order cofactors like ∆II
k2,k1

aIBk2,v
and ∆II

k2,k1
bIk2

symbolically using

the determinant decision diagram (DDD) based method. It was shown in [126] that

this is as efficient as the direct solution methods like LU-decomposition methods

and can be scalable to large circuits.

For our problem, we need to compute all the rational admittances in the reduced

admittance matrix. For a system with m ports, we have m2 admittance functions

to compute. It turns out that there are huge advantages in using the symbolic

hierarchical method over LU-based numerical methods. The reason is that the cost

of computing all the rational admittances is almost similar to the cost of computing

just one rational admittance because of the symbolic sharing among all the rational

admittances.

We use the clock net with 219 nodes to illustrate this. Figure 12.3 shows the

computation costs of the symbolic hierarchical method versus SPICE on this circuit

for different numbers of ports. Notice that each entry in the admittance matrix is

essentially a transfer function. For example, when computing the frequency response

of the (1, 2) entry, we need to apply a voltage source at port 1 and observe the

current at port 2. A lot of information can be reused in our hierarchical symbolic

analysis engine, but SPICE cannot take advantage of this and we need to change

the input and output information for each admittance matrix entry. As a result the

simulation time of SPICE increases linearly with the number of ports, as shown

in Figure 12.3. But for the hierarchical analysis the computational cost increase is

much smaller and the difference will become more significant, as more ports are

used.
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Figure 12.3 Comparison of computation cost for admittance. Reprinted with permission
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12.4 Numerical examples

The new method has been implemented using C++ and MATLAB. We tested the

algorithm on two real industry interconnect circuits from industry. The convex pro-

gramming problem is solved using a standard optimization package, SeDuMi [118]

in our passivity enforcement implementation. SeDuMi is powerful software package

add-on for MATLAB, which allows one to solve optimization problems with linear,

quadratic, and semi-definite constraints.

We use PRIMA as the Krylov subspace projection method for pole computa-

tion implemented in MATLAB. The frequency responses are computed using the

symbolic hierarchical analysis tool [124, 126]. Then the convex programming tool,

SeDuMi, takes in the poles and frequency response information and perform the

optimization to produce the final reduced models in frequency-domain. The first

interconnect circuit clktree50, is a clock-tree circuit in 180 nm technology. This net-

work contains 210 nodes and 9 terminals.

In Figure 12.4, the PRIMA model’s response is accurate at the frequencies up

to 15 GHz. However the MTermMOR model’s response matches the original circuit

up to 50 GHz. Moreover, the MTermMOR model only contains five dominant poles

compared with 90 poles in PRIMA model.

The similar results are obtained from another example sram1026, which is one

bit line circuit from a SRAM circuit also in 160nm technology. This circuit includes

516 nodes and 11 terminals. The experimental results are shown in Figure 12.5.

PRIMA’s model using 44 poles is accurate up to 2 Ghz, while the MTermMOR

model matches the original circuit’s response up to 10 Ghz with just four poles.

Both examples clearly demonstrate the advantage of the new method.

Although the new method is very effective for generating compact models, its
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Figure 12.4 Frequency response comparison among the original circuit, PRIMA model,
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and MTermMOR model of the circuit sram1026. Reprinted with permission from [76] (c)
2006 IEEE.

capacity is limited by the convex programming step used. The current comput-

ing configurations (500 MB memory) allow optimization for circuits with about 15

ports in the MATLAB computing environment. With more memory, we expect

that circuits with more ports can be handled. Also, the improved version of convex

programming [21], which exploits the structures of the circuits, will also help to

improve the efficiency of the convex programming algorithm, and we will look at
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those methods in the future.

12.5 Summary

In this chapter, we presented a new reduced modeling technique to reduce cir-

cuits with many ports. The new method overcomes the difficulty associated with

subspace projection-based MOR methods for reducing circuits with many ports.

Our contribution is new reduction flow, which computes the poles and residues of

each transfer function separately in the reduced admittance matrices. The resulting

reduction algorithm uses a much smaller number of poles to achieve the same accu-

racy than do subspace projection-based methods. To ensure the passivity, convex-

programming-based optimization is used. The new method is a closed-loop method

as it can produce models matching the desired frequency range precisely. The new

method can lead to much smaller reduced models for a given frequency ranges or

much higher accuracy given the same model sizes than subspace projection-based

methods. Experimental results demonstrated the advantage of the new method over

the subspace projection-based methods.



13 Passive modeling by signal waveform
shaping

In this chapter, we exploit a new way of passive modeling interconnect circuits

by so-called signal waveform shaping. Traditional passive modeling methods try to

ensure that the reduced models are strictly passive using passive-preserving model

order reduction methods or passivity enforcement optimization methods, as shown

in Chapter 2 and Chapter 10. In this chapter, we show that passivity can also be

achieved by slightly altering (shaping) the waveforms passing through the reduced

models.

13.1 Introduction

Many model order reduction (MOR) techniques have been proposed in the past. The

most efficient and successful one is based on subspace projection [32,37,85,91,113],

which was pioneered by asymptotic waveform evaluation (AWE) algorithm [91]

where explicit moment matching was used to compute dominant poles at low fre-

quencies. After AWE, more numerical stable techniques were proposed [32, 37, 85,

113] by using implicit moment matching and congruence transform to produce

passive models. A detailed review of Krylov subspace methods can be found in

Chapter 2.

Another important development in linear MOR is the introduction of truncated

balanced realization (TBR) methods, where the weak uncontrollable and unobserv-

able state variables are truncated to achieve the reduced models [81, 87, 89, 131].

The TBR methods can produce nearly optimal models but they are more computa-

tionally expensive than projection-based methods. Also, TBR can produce passive

models in its latest developments [87, 89, 131], which can be approximately viewed

as generalized projection-based reduction methods [89]. The TBR methods are re-

viewed in Chapter 3.

Although projection-based MOR methods are very successful, their applications

are mainly limited to RLC circuits. Many high-speed circuits, like RF surface acous-

tic wave (SAW) filters, spiral inductors, and high-speed transmission lines, are still

modeled by using measured data (like scattering parameters) on account of many

high frequency effects and the frequency dependency of circuit parameters. Another

issue with projection-based MOR methods is that they become very inefficient for

215
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reducing circuits with many terminals in terms of both computational costs and

reduced model sizes [60]. The main reason for the lost efficiency lies in the fact that

with more terminals, more transfer functions must be computed and more poles

will be used for each increased order of block moments, which is not necessary as

poles are system information and should not depend on the terminals.

For generating general-purpose compact models from many measured and sim-

ulated data, fitting methods based on a least-square rational approximation in the

frequency domain are still widely used [50]. One critical issue in such a modeling

process is to preserve the passivity of the original system in the reduced models.

Existing approaches, such as PRIME [82], enforce the passivity by physically re-

alizing each pole and residue (or conjugate pole pair) term in the fractional form

using Foster’s synthesis method. If a pole/residue term cannot be realized, it is

discarded. As a result, PRIME may lead to very large errors. The latest approach

to this general passivity-enforcement problem is based on the convex programming

(CP) approach using the state-space representation of the system [21]. The pas-

sivity is enforced using semi-definite constraints during a semi-definite (convex)

optimization. But the CP-based method suffers very high computational costs and

can optimize circuits with less than about 20 poles and 20 terminals in a typical

computation setting (on the latest Intel Pentium-4 CPU with 1 GB memory).

In this chapter, we present a new passivity enforcement approach for general-

purpose modeling of passive linear circuits. The new method is based on the ob-

servation that most interconnect circuits, such as clock trees, substrate, packing,

RF passives, and transmission lines, are lossy and their frequency responses be-

have like a band-pass or low-pass filter in general. As a result, the models for those

passive systems need not be passive for all frequencies, as required by traditional

passivity-enforcement methods. Practically, they only need to be passive for a lim-

ited bandwidth, in which most of the signal energy is concentrated.

Instead of making the reduced models passive for all frequencies, the new method

works on the signals going into the reduced models to enforce the passivity. The

idea is to shape the waveforms of the signals slightly, such that the resulting spectra

are band limited to the frequency range in which the reduced system is passive. As

a result, the reduced models only need to be band-limited passive, which we call

conditionally passive in this chapter, and can be achieved much more easily than

traditional passivity for a reduced system. We present two approaches to band limit

(shape) the waveforms. The first method is based on frequency-domain fast Fourier

transform (FFT) and inverse FFT to shape the waveforms explicitly. The second

method is based on insertion of passive low-pass filters (LPF) into the reduced

models to shape the waveforms implicitly. For the second method, we analyze the

delay and distortion effects introduced by using low-pass filters and present methods

to mitigate the delay effects. Experimental results on several interconnect circuits

demonstrate the effectiveness of the new methods.
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13.2 Passivity and positive-realness

In this section, we review the standard passivity definition for a network function.

Passivity is an important property of many physical systems. A passive network

does not generate energy. If the reduced model loses its passivity, it may lead to

unbounded responses in transient simulation, which means that new energy has

been generated in this network.

Figure 13.1 shows a transient simulation result of a non-passive circuit under a

sinusoidal excitation.
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Figure 13.1 Transient response of a non-passive circuit.

Brune [12] has proved that the admittance and impedance matrix of an electrical

circuit consisting of an interconnection of a finite number of positive R, positive

C, positive L, and transformers are passive if and only if their rational functions

are positive real. A network with admittance matrix function Y(s) is said to be

positive real iff

(1) Y(s) is analytic, for Re(s) > 0

(2) Y(s) = Y(s̄) , for Re(s) > 0

(3) Y(s) + Y(s)H ≥ 0 , for Re(s) > 0.

Condition (1) means that there are no unstable poles (poles lying on the right-

half-plane (RHP) in the s-domain). Condition (2) refers to a system that has real

response. And condition (3) is equivalent to the real part of Y(s) having a positive

semi-definite matrix at all frequencies. In other words, the real parts of all the

eigenvalues of H(s) must be equal to or larger than zero. But condition (3) is

difficult to satisfy, as it requires the checking of frequency responses from DC to

infinity.
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13.3 Conditional passivity and positive-realness

In this section, we analyze the relationship of a system’s transient responses and

its input signals in terms of passivity. We show that a non-passive system can still

behave like a passive system when its input signals are band limited. Such systems

can be defined as conditionally passive and their network functions are conditionally

positive real.

In the previous section, we saw that for a passive system, its admittance matrix

Y (s) needs to be positive real (Re{Y (s)}) is positive definite) for all frequencies.

However, when Y (s) is not positive real for some frequency ranges, will the system

always exhibit non-passive behavior in the time domain, as shown in Figure 13.1?

Actually the answer depends on the spectrum (energy) of the input signal. If the

input signal is band-limited to the frequency range where the reduced model is

positive real, then the system will still behave passively as the original system.

This can be illustrated by the following example. Figure 13.2 shows the frequency

responses of a RLC circuit and its reduced model. The two circuits match well

below 15 Ghz. Above 60 Ghz, the real part of the transfer function of the reduced

model becomes negative as shown in Figure 13.2(a), which means that the system

is no longer passive. When a sinusoidal input signal of 10 Ghz is applied to both

systems, we get the exact responses in the time domain, as shown in Figure 13.3.

However, if we apply a sinusoidal signal of 60 Ghz, the time-domain responses of

the original system and the reduced system will be dramatically different, as shown

in Figure 13.4. The response of the reduced system actually explodes.
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Figure 13.2 Frequency responses of a reduced model and its original RC circuit.

We note that many ideal input signals such as the Dirac delta function δ(t), unit

step function u(t) = 1, t ≥ 0, u(t) = 0, t < 0, and unit ramp function f(t) = t, t ≥
0, f(t) = 0, t < 0, have an infinite spectrum of frequencies. For example, for the

Dirac delta function, L(δ(t)) = 1, where L(X) means taking the Laplace transform

of function X . So δ(t) has a constant spectrum for all frequencies and it can easily

make any non-passive system exhibit the non-passive behavior, as shown in [63].



13.3 Conditional passivity and positive-realness 219

0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1

x 10−9

−5

0

5
x 10−3

Time (s)
(a)

C
ur

re
nt

 (A
)

Output waveform of the original model

0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1

x 10−9

−5

0

5
x 10−3

Time(s)
(b)

C
ur

re
nt

 (A
)

Output waveform of the reduced model

Figure 13.3 Transient responses of a reduced model and its original RC circuit for a 10 GHz
input.

The Laplace transform of a unit step function and a unit ramp function are 1/s

and 1/s2, respectively. When those signals are applied to a non-passive system,

non-passive behavior can easily be observed as shown in [85].

However, such ideal signals do not exist in the real world. Most of the active

transistors, passive interconnects, RF passive components, and transmission lines

exhibit limited bandwidth due to unavoidable capacitive and other loss, which im-

plies that signals generated by and propagated through those systems will bear

limited bandwidth. This situation will become worse as we move to the sub-100 nm

technologies. Hence for realistic signals, we can build a reduced system that is only

passive for the given frequency range and the resulting system will still be passive

as far as the simulation is concerned. For this purpose, we introduce conditional

passivity and conditional positive-realness.

A network with admittance matrix function Y(s) is said to be conditionally
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Figure 13.4 Transient responses of a reduced model and its original RC circuit for a 60 Ghz
input.

positive real iff

(1) Y(s) is analytic, for Re(s) > 0

(2) Y(s) = Y(s̄) , for Re(s) > 0

(3) Y(s) + Y(s)H ≥ 0 , for Re(s) > 0

0 ≤ Im(s) ≤ 2πfmax

In other words, Y(s) will be positive real for the given frequency range [0, fmax].

The main benefit of a reduced system being conditionally passive is that condi-

tional passivity can be much easier to achieve than strict passivity. Many existing

frequency-domain rational fitting methods [50,78] can be used to do this with much

more scalable computational costs than the convex programming method [21]. On

the other hand, we put more constraints on the signals driving the conditionally

passive systems: we need to make sure that the signal spectrum is band limited such

that its bandwidth is within the positive real bandwidth of the reduced system. In

the following section, we present two methods to achieve this requirement.
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13.4 Passivity enforcement by waveform shaping

In this section, we discuss two methods to band limit a signal by slightly shaping its

waveform. Note that based on the Fourier transform, if a signal is finite in the time

domain, its spectrum extends to infinite frequency, and if its bandwidth is finite, its

duration is infinite in the time domain. For a practical non-periodic time-limited

signal such as a switching current in the signal line from transistor switching, one

can never band limit such a signal from a strictly mathematical point of view.

But practically we can make the out-of-band frequency energy sufficiently small

compared with the in-band frequency energy such that the out-of-band energy will

not stimulate the non-passive behavior of the system.

13.4.1 FFT and IFFT based waveform shaping

The first method is based on the fast Fourier transform (FFT) and inverse fast

Fourier transform (IFFT). The idea is to first transform the original transient signal

into the frequency domain. Since in the FFT (or the discrete Fourier transform,

DFT), we treat the non-periodic signal as a periodic signal, the resulting signal’s

spectrum becomes discrete. Then we truncate those frequencies beyond fmax, which

is given by designers. After this, we perform the inverse FFT on the truncated

spectrum to get the time-domain waveform of the shaped signal (we only take the

waveform in one period). The whole process is illustrated in Figure 13.5 and the

algorithm is outlined in Figure 13.6.

F max

Original waveform

Shaped waveform Shaped spectrum

Original spectrum

Spectrum truncation

Inverse Fast Fourier transform

Fast Fourier transform

Figure 13.5 Algorithm flow of FFT-IFFT-based waveform shaping.

Figure 13.7(a) and (b) show a ramp signal and its spectrum. The shaped wave-

form with the cut-off frequency fmax = 10 Ghz and the corresponding truncated

spectrum are shown in Figure 13.7(c) and 13.7(d). The shaped waveform with

the cut-off frequency fmax = 2 Ghz and the corresponding truncated spectrum are
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FFT IFFT WaveformShaping

Sample input data with Fs;

Fast Fourier transform

X0(k) =
∑N

j=1 x0(j)w
(j−1)(k−1)
N ;

Spectrum truncation

If fk < fmax or fk > Fs − fmax,

X1(k) = X0(k);

If fmax < fk < Fs − fmax,

X1(k) = 0;

Inverse fast Fourier transform

x1(j) = (1/N)
∑N
k=1 X1(k)w

−(j−1)(k−1)
N ;

return vector: x1 of length N ;

Figure 13.6 Algorithm of FFT-IFFT-based waveform shaping.

shown in Figure 13.7(e) and (f). In general, the spectrum truncation does not signif-

icantly change the waveform characteristics such as delay and slew. As we truncate

high-frequency components, the shaped waveform shows some undershoots and

overshoots in Figure 13.7(e). Those small undershoots and overshoots do not affect

the delay and timing of the shaped waveform, when it propagates through the re-

duced model. If we truncate the spectrum at a higher frequency such as 10 GHz,

we find that the resulting waveform is almost the same as the original one, which

is shown in Figure 13.7(c). This demonstrates that if the cut-off frequency is high

enough, the distortion caused by truncating can be tolerated.

The drawback of the explicit waveform shaping method using FFT and IFFT is

that it takes extra computational costs to process the signals. The computational

cost is O(nlog2(n)), where n is the number of sampling points.

13.4.2 Low-pass-filter based waveform shaping

The second method is based on implicit waveform shaping by adding passive low-

pass filters between the input signal and the reduced system, as shown in Fig-

ure 13.8. In this way, we guarantee that the signals through the reduced system are

band limited.

Notice that if we have a few input terminals (as for many interconnect circuits

like clock trees or clock meshes), adding a few filters at those terminals will not

increase the sizes of the reduced models significantly.

Since the filter can be passively realized by a LC ladder, it can be combined with

the reduced model to function as a passive model. Therefore, we can conveniently

use this new model in current simulation software such as SPICE.

However, we need to look at several issues associated with this method before

we use it. First, the low-pass filter may also distort the input signals, as different

frequency components may be delayed differently. Second, the introduction of a
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Figure 13.7 Ramp signal shaped at different frequencies.

low-pass filter will introduce delay. In the following, we discuss methods to mitigate

those two problems.

Mitigation of distortion problems

The phase function and the resulting group delay function of a filter have profound

time-domain ramifications as they have a direct effect on the waveform shape of

the output signals. As a result, we choose the Bessel filter family for its good time-

domain property. A Bessel filter has a linear phase characteristic over the passband

of the filter, which implies a constant time delay over the pass-band of the filter (see

Figure 13.9) so that the phase distortion in the filtering process can be avoided.
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Passive low−pass filters Conditional passive model

Figure 13.8 Low-pass-filter-based waveform shaping.

From Figure 13.9(a), we can see a constant time delay from DC to the normalized

frequency one when the order (n) of the filter is higher than three. In addition, its

step response exhibits negligible overshoot and ringing.
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Figure 13.9 Group-delay characteristic and magnitude response for different order Bessel
filters (normalized frequency).

However, a gradual roll-off (longer decay range) is the price we have to pay for

a good time domain property. Fortunately, we can compromise it by increasing

the order of the filter (see Figure 13.9(b)) at the cost of larger reduced models.

Another way is to increase the passive frequency range so that the filter has sufficient

reduction of spectrum (again at the cost of larger reduced models).
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Mitigation of delay problems

Another issue we have to take into consideration is the time delay caused by the

filter. Three factors can influence the time delay: the prototype, the order, and the

cut-off frequency of a filter. Among them, the cut-off frequency is the dominant

factor because the delay is inversely proportional to the cut-off frequency of a filter.

Actual delay =
Normalized delay

Actual corner frequency (fc)
. (13.1)

For example, for the eighth order Bessel filter, the normalized delay is 2.703 s.

If the cut-off frequency is as high as 20 GHz, the actual delay could be as small as

0.135 ns.

Hence, if the cut-off frequency is sufficiently high, the group delay caused by the

filter can be made sufficiently small compared with the delay of the original circuit

so that such a delay can be ignored.

13.5 Numerical examples

In this section, we present some experimental results on two interconnect circuits

from industry designs (from Cadence Design Systems Inc.). Conditional passivity

is achieved by using the minimum-square fitting method on the required transfer

functions with poles computed from projection-based methods, such as PRIMA.

This fitting method can make the reduced models accurate to the given maximum

frequency and ensure the passivity of the models in the given frequency range.

The first example is a RC circuit with 210 nodes and 3 terminals. In this ex-

periment, we used a steep square waveform as the input signal, as shown in Fig-

ure 13.10(a). We applied this signal to the original model, the reduced model, and

the LPF (low-pass filter) based reduced model. The output waveforms of these three

models are shown in Figure 13.10(b),(c),(d), respectively.

The reduced model is conditionally passive: the passivity of the model can only

be preserved at the frequency range from DC to 15 GHz. Since a steep square

waveform contains high-frequency components beyond this range, we can observe

the erratic time-domain behavior caused by energy generated at high frequencies,

as shown in Figure 13.10(c).

However, by eliminating those high-frequency components by LPF, the output

waveform of the LPF-based reduced model (Figure 13.10(d)) matches the output

waveform of the original model (Figure 13.10(b)) with little discrepancy. Therefore,

the LPF-based reduced model can function as a passive model at all frequencies.

In addition, we compare the qualities of a Bessel-LPF-based reduced model and

an ellipse-LPF-based reduced model in Figure 13.11. Figure 13.11(a) and (b) show

the transient responses from the original circuit due to the square input waveform.

Figure 13.11(c) and (d) show the transient responses from the Bessel-LPF-based

reduced model while Figure 13.11(e) and (f) are the transient responses from the
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ellipse based reduced models using the same filter order. The results clearly show

that the Bessel-LPF-based reduced model is superior to the ellipse-LPF-based based

models. As shown in (Figure 13.11(d),(f)), the Bessel-LPF-based reduced model

can effectively avoid overshoots and ringing. This result further demonstrates the

rationale of the choice for a Bessel LPF over other types of LPF.

The second example is a RC circuit (168 nodes) with 132 terminals (14 drivers

and 118 receivers). This circuit does not have to be reduced much owing to a

large number of terminals compared with the number of nodes. But it serves as

an example that the convex programming method fails to optimize because of the

large terminal count. Still, we use the fitting method to perform the reduction in

the frequency domain and make the reduced models accurate to 50 Ghz. We use

a steep square waveform, as shown in Figure 13.12(a) as the input. We apply this

signal to the original model, the reduced model, and the LPF-based reduced model.

The output waveforms of these three models are shown in Figure 13.12(b),(c),(d),

respectively.

By eliminating high-frequency components by LPF, the results are similar: out-

put waveforms from the LPF-based reduced model (Figure 13.12(d)) match the

original model (Figure 13.12(b)) well. But the simple reduced models lead to er-

ratic time-domain behavior owing to their non-passivity at high frequencies, as

shown in Figure 13.12(c).

The experimental results also show that the output of the LPF-based reduced

model exhibits less ringing than the output of the original model. This is because

the ringing is caused by high frequency components of the input signal and many

of those components are eliminated by LPF in the reduced model. If the ringing

is of interest, we can observe more of is by increasing the frequency range of the

reduced models.

13.6 Summary

In this chapter, we presented a new passivity enforcement scheme for the passive

modeling of general linear time-invariant systems. Instead of making the model

passive for all frequencies as traditional methods did, the new method works on the

signal waveforms, assuming that the circuit models are only passive for a limited

frequency band (called conditionally passive). Such relaxation makes the circuit

passive modeling work much easier using fitting-based methods for a reduced sys-

tem, especially for systems with many terminals or requiring wideband accuracy

using measured data. By shaping the signal waveforms such that the resulting sig-

nal’s spectra are band limited, the resulting systems will still be passive from the

simulation’s perspective.

We presented the waveform shaping method using frequency truncation by means

of FFT/IFFT and low-pass-filter-based approaches for transient waveform shaping

processes. We analyzed the delay and distortion effects caused by using low-pass

filters and the new methods to mitigate the distortion and delay effects. Numer-
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Figure 13.10 Comparison of responses of different models in time domain for the first
example.

ical results on several interconnect circuits demonstrated the effectiveness of the

method.
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Figure 13.11 Comparison in time domain between reduced models based on Bessel filters
and ellipse filters.
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