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Preface

Robotics is a highly interdisciplinary research topic, that requires integration of
methods for mechanics, control engineering, signal processing, planning, graph-
ics, human-computer interaction, real-time systems, applied mathematics, and
software engineering to enable construction of fully operational systems. The
diversity of topics needed to design, implement, and deploy such systems implies
that it is almost impossible for individual teams to provide the needed critical
mass for such endeavors. To facilitate interaction and progress on sensor-based
intelligent robotics inter-disciplinary workshops are necessary through which in-
depth discussion can be used for cross dissemination between different disciplines.

The Dagstuhl foundation has organized a number of workshops on Model-
ing and Integration of Sensor Based Intelligent Robot Systems. The Dagstuhl
seminars take place over a full week in a beautiful setting in the Saarland in
Germany. The setting provides an ideal environment for in-depth presentations
and rich interaction between the participants.

This volume contains papers presented during the fourth workshop held Oc-
tober 15–20, 2000. All papers were submitted by workshop attendees, and were
reviewed by at least one reviewer. We wish to thank all of the reviewers for their
invaluable help in making this a high-quality selection of papers. We gratefully
acknowledge the support of the Schloss Dagstuhl Foundation and the staff at
Springer-Verlag. Without their support the production of this volume would not
have been possible.

February 2002 G.D. Hager
H.I. Christensen

H. Bunke
R. Klein
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Geometry and Part Feeding
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3 Department of Industrial Engineering and Operations Research,
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Abstract. Many automated manufacturing processes require parts to
be oriented prior to assembly. A part feeder takes in a stream of identical
parts in arbitrary orientations and outputs them in uniform orientation.
We consider part feeders that do not use sensing information to accom-
plish the task of orienting a part; these feeders include vibratory bowls,
parallel jaw grippers, and conveyor belts and tilted plates with so-called
fences. The input of the problem of sensorless manipulation is a descrip-
tion of the part shape and the output is a sequence of actions that moves
the part from its unknown initial pose into a unique final pose. For each
part feeder we consider, we determine classes of orientable parts, give al-
gorithms for synthesizing sequences of actions, and derive upper bounds
on the length of these sequences.

1 Introduction

Manipulation tasks such as part feeding generally take place in structured fac-
tory environments; parts typically arrive at a more-or-less regular rate along for
example a conveyer belt. The structure of the environment removes the need for
intricate sensing capabilities. In fact, Canny and Goldberg [22] advocate a RISC
(Reduced Intricacy in Sensing and Control) approach to designing manipulation
systems for factory environments. Inspired by Whitney’s recommendation that
industrial robots have simple sensors and actuators [38], they argue that au-
tomated planning may be more practical for robot systems with fewer degrees
of freedom (parallel-jaw grippers instead of multi-fingered hands) and simple,
fast sensors (light beams rather than cameras). To be cost-effective industrial
robots should emphasize efficiency and reliability over the potential flexibility
of anthropomorphic designs. In addition to these advantages of RISC hardware,
RISC systems also lead to positive effects in software: manipulation algorithms
that are efficient, robust, and subject to guarantees.

G.D. Hager et al. (Eds.): Sensor Based Intelligent Robots, LNCS 2238, pp. 259–281, 2002.
c© Springer-Verlag Berlin Heidelberg 2002



260 A. Frank van der Stappen et al.

Fig. 1. A bowl feeder [19].

We consider part feeders in the line of thought of the RISC approach. More
specifically, we shall focus on the problem of sensorless orientation of parts in
which no sensory information at all is used to move the part from an unknown
initial pose into a unique – and known – final pose. In sensorless orientation or
part feeding parts are oriented using passive mechanical compliance. The input
of the problem of sensorless orientation is a description of the shape of the part
and the ouput is a sequence of open-loop actions that moves the part from an
unknown initial pose into a unique final pose. Among the sensorless part feeders
considered in the literature are the traditional bowl feeder [18,19], the parallel-
jaw gripper [23,26], the single pushing jaw [3,29,31,34], the conveyor belt with a
sequence of fences rigidly attached to both its sides [20,35,39], the conveyor belt
with a single rotational fence [2], the tilting tray [25,33], and vibratory plates
and programmable vector fields [16,17].

Traditionally, sensorless part feeding is accomplished by the vibratory bowl
feeder, which is a bowl that is surrounded by a helical metal track and filled
with parts [18,19], see Figure 1. The bowl and track undergo an asymmetric
helical vibration that causes parts to move up the track, where they encounter
a sequence of mechanical devices such as wiper blades, grooves and traps. The
majority of these mechanical devices act as filters that serve to reject (force back
to the bottom of the bowl) parts in all orientations except for the desired one.
Eventually, a stream of parts in a uniform orientation emerges at the top after
successfully running the gauntlet. The design of bowl feeders is, in practice, a
task of trial and error. It typically takes one month to design a bowl feeder for a
specific part [30]. We will see in Section 5 that it is possible to compute whether
a given part in a given orientation will safely move across a given trap. More
importantly, we will see that it is possible to use the knowledge of the shape of
the part to synthesize traps that allow the part to pass in only one orientation
[9,12,13].

The first feeders to which thorough theoretical studies have been devoted
were the parallel-jaw gripper and pushing jaw. Goldberg [26] showed that these
devices can be used for sensorless part feeding or orienting of two-dimensional
parts. He gave an algorithm for finding the shortest sequence of pushing or
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Fig. 2. Rigid fences over a conveyor.

squeezing actions that will move the part from an unkown initial orientation
to a known final orientation. Chen and Ierardi [23] showed that the length of
this sequence is O(n) for polygonal parts with n vertices. In Section 2 we shall
provide theoretical foundation to the fact that the sequence length often stays
well below this bound [37]. As the act of pushing is common to most feeders that
we consider in this paper we will first study the pushing of parts in some detail.

The next feeder we consider consists of a sequence of fences which are
mounted across a conveyor belt [20,35,39]. The fences brush the part as it travels
down the belt thus reorienting it (see Figure 2). The motion of the belt effec-
tively turns the slide along a fence into a push action by the fence. It has long
been open whether a sequence of fences can be designed for any given part such
that this sequence will move that part from any initial pose into a known final
pose. We report an affirmative answer in Section 3. In addition we give an O(n3)
algorithm (improving an earlier exponential algorithm by Wiegley et al. [39]) for
computing the shortest sequence of fences for a given part along with several
extensions [8,10,11].

A drawback of most of the achievements in the field of sensorless orientation
of parts is that they only apply to planar parts, or to parts that are known to
rest on a certain face. In Section 4 we present a generalization of conveyor belts
and fences that attempts to bridge the gap to truly three-dimensional parts [15].
The feeder consists of a sequence tilted plates with curved tips; each of the plates
contains a sequence of fences (see Figure 3). The feeder essentially tries to orient
the part by a sequence of push actions by two orthogonal planes. We analyze
these actions and use the results to show that it is possible to compute a set-up
of plates and fences for any given asymmetric polyhedral part such that the part
gets oriented on its descent along plates and fences.

This paper reports on parts of our research in the field of sensorless ma-
nipulation of the last few years. The emphasis will be on the transformation of
various sensorless part feeder problems into geometric problems, a sketch of the
algorithms that solve these problems, and on determining classes of orientable
parts. For proofs and detailed descriptions of the algorithms and their extensions
the reader is in general referred to other sources [8,9,10,11,12,13,14,15,37].
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Fig. 3. Feeding three-dimensional parts with a sequence of plates and fences.

2 Pushing Planar Parts

2.1 Push Functions

Throughout the entire paper, we assume zero friction – unless stated otherwise
– between the part and the orienting device. Let c be the center-of-mass and P
be the convex hull of the planar part. As a pushing device always touches the
part at its convex hull, we can only orient a part up to rotational symmetries
in its convex hull. Without loss of generality, our problem is now to orient the
convex part P with given center-of-mass c.

We assume that a fixed coordinate frame is attached to P . Directions are ex-
pressed relative to this frame. The contact direction of a supporting line (or tan-
gent) l of a part P is uniquely defined as the direction of the vector perpendicular
to l and pointing into P (see Figure 4 for a supporting line with contact direction
π.). As in Mason [31], we define the radius function ρ : [0, 2π)→ {x ∈ R|x � 0}
of a part P with a center-of-mass c; ρ maps a direction φ onto the distance
from the center-of-mass c to the supporting line of P with contact direction φ.
Recall that the direction φ is measured with respect to the frame attached to P .
The (continuous) radius functions determines the push function, which, in turn,
determines the final orientation of a part that is being pushed.

Throughout this paper, parts are assumed to be pushed in a direction per-
pendicular to the pushing device. The push direction of a single jaw is determined
by the direction of its motion. The push direction of a jaw pushing a part equals
the contact direction of the jaw. In most cases, parts will start to rotate when
pushed. If pushing in a certain direction does not cause the part to rotate, then
we refer to the corresponding direction as an equilibrium (push) direction or ori-
entation. These equilibrium orientations play a key role throughout this paper. If
pushing does change the orientation, then this rotation changes the orientation
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of the pushing gripper relative to the part. We assume that pushing continues
until the part stops rotating and settles in a (stable) equilibrium pose.

The push function p : [0, 2π)→ [0, 2π) links every orientation φ to the orien-
tation p(φ) in which the part P settles after being pushed by a jaw with push
direction φ (relative to the frame attached to P ). The rotation of the part due to
pushing causes the contact direction of the jaw to change. The final orientation
p(φ) of the part is the contact direction of the jaw after the part has settled.
The equilibrium push directions are the fixed points of the push function p.

The push function p consists of steps, which are intervals I ⊂ [0, 2π) for
which p(φ) = v for all φ ∈ I and some constant v ∈ I, and ramps, which are
intervals I ⊂ [0, 2π) for which p(φ) = φ for all φ ∈ I. Note that the ramps are
intervals of equilibrium orientations. The steps and ramps of the push function
are easily constructed [26,36] from the radius function ρ, using its points of hor-
izontal tangency; these orientations of horizontal tangency are the equilibrium
push orientations. Angular intervals of constant radius turn up as ramps of the
push function. Notice that such intervals only exist if the boundary of the part
contains certain specific circular arcs. Thus, ramps cannot occur in the case of
polygonal parts. If the part is pushed in a direction corresponding to a point of
non-horizontal tangency of the radius function then the part will rotate in the
direction in which the radius decreases. The part finally settles in an orientation
corresponding to a local minimum of the radius function. As a result, all points
in the open interval I bounded by two consecutive local maxima of the radius
function ρ map onto the orientation φ ∈ I corresponding to the unique local
minimum of ρ on I. (Note that φ itself maps onto φ because it is a point of
horizontal tangency.) This results in the steps of the push function. Note that
each half-step, i.e., a part of a step on a single side of the diagonal p(φ) = φ, is a
(maximal) angular interval without equilibrium push orientation. An equilibrium
orientation v is stable if it lies in the interior of an interval I for which p(φ) = v
for all φ ∈ I. Besides the steps and ramps there are isolated points satisfying
p(φ) = φ in the push function, corresponding to local maxima of the radius
function. Figure 4 shows an example of a radius function and the corresponding
push function.

Similar to the push function we can define a squeeze function that links every
orientation φ to the orientation in which the part settles after being simultane-
ously pushed from the directions φ and φ+π. The steps and ramps of the squeeze
function can be computed from the part’s width function (see [26,36] for details).

Using the abbreviation pα(φ) = p((φ+ α) mod 2π), we define a push plan to
be a sequence α1, . . . , αk such that pαk

◦ . . .◦pα1(φ) = Φ for all φ ∈ [0, 2π) and a
fixed Φ. In words, a push plan is an alternating sequence of jaw reorienations – by
angles αi – and push actions that will move the part from any initial orientation
φ into the unique final orientation Φ. Observe that a single push action puts
the part into one of a finite number of stable orientations. Most algorithms for
computing push plans proceed by identifying reorientations that will cause a
next push to reduce the number of possible orientations of the part.
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Fig. 4. A polygonal part and its radius and push function. The minima of the radius
function correspond to normals to polygon edges that intersect the center-of-mass. The
maxima correspond to tangents to polygon vertices whose normals intersect the center-
of-mass. The horizontal steps of the push function are angular intervals between two
successive maxima of the radius function.

2.2 Push Plan Length

Goldberg [26] considered the problem of orienting (feeding) polygonal parts using
a parallel-jaw gripper. A parallel-jaw gripper consists of a pair of flat parallel
jaws that can close in the direction orthogonal to the jaws, which can push and
squeeze the part. When the initial orientation of the part is unknown, a sequence
of gripper operations can be used to orient the part – relative to the gripper –
without sensing. Let N be the number of gripper operations in the shortest
sequence that will orient the part up to symmetry. Goldberg showed that N is
O(n2) for polygonal parts with n vertices and gave an algorithm for finding the
shortest squeeze plan. He also conjectured that N is O(n).

Chen and Ierardi [23] proved Goldberg’s conjecture by constructing simple
push and squeeze plans of length O(n). They also presented pathological poly-
gons where N is Θ(n), showing that the O(n) bound is tight in the worst case.
Such pathological polygons are ‘fat’ (approximately circular), while N is almost
always small for ‘thin’ parts. Consider the two parts shown in Figure 5. Imagine
grasping part A. Regardless of the orientation of the gripper, we expect the part
to be squeezed into an orientation in which its longest edge is aligned with a jaw
of the gripper. Hence, the number of possible orientations of the part (relative
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A B
A

Fig. 5. Both polygonal parts have n = 11 vertices, but part A is thin, while B is fat.
Part A is intuitively easier to orient than part B.

to the gripper) after a single application of the gripper is very small. Part B can
end up with any of its n edges against a gripper jaw; the number of possible ori-
entations (again relative to the gripper) after a single application of the gripper
is considerably higher than in the case of the thin part. In general, we observe
that thin parts are easier to orient than fat ones.

A theoretical analysis confirms this intuition. To formalize our intuition about
fatness, we define the geometric eccentricity of a planar part based on the length-
to-width ratio of a distinguished type of bounding box. We deduce an upper
bound on the number of actions required to orient a part that depends only on
the eccentricity of the part. The bound shows that a constant number of actions
suffices to orient a large class of parts. The analysis also applies to curved parts
and provides the first complexity bound for non-polygonal parts.

The inspiration for our thinness measure comes from ellipses. The eccentricity
of an ellipse equals

√
1− (b/a)2, where a and b are the lengths of the major

and minor axes respectively. Our (similar) definition of eccentricity for a convex
object relies on the maximum of all aspect ratios of bounding boxes of the object.

Definition 1 The eccentricity ε of a convex object P ⊂ R
2 is defined by ε =

r − 1, where r equals the maximum of all aspect ratios of bounding boxes of P .

Note that the minimum eccentricity of 0 is in both our definition and in the
definition for ellipses obtained for circles.

Chen and Ierardi [23] proposed a class of plans for orienting polygonal parts
based on repeating a unique push-and-reorient operation. The length of the
longest angular interval without equilibrium orientation, or, in other words, of
the longest half-step of the push function, determines the angle of reorientation.
Assume that this half-step is uniquely defined and has length α. A reorientation
by α−µ for some very small positive µ in the proper direction followed by a push
action will cause the part to rotate to the next equlibrium orientation unless it
is in the orientation φ corresponding to the height – in the push function – of
the longest half-step. Since the number of steps is bounded by n, it will take
at most n of these combined actions to make the part end up in orientation φ.
The case where the longest half-step is not uniquely defined requires additional
techniques but again a plan of linear length can be obtained.

We use ideas similar to those of Chen and Ierardi to establish a relation
between the length of the longest half-step and the number of push actions
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required to orient the part. The bound applies to arbitrary parts and is given in
the following lemma.

Lemma 1. A part can be oriented by N = 2�2π/α� + 1 applications of the
gripper, where α is the longest-half-step of the push function.

Eccentricity imposes a lower bound on the length of the longest half-step. In-
tuitively it is clear that a part can only be eccentric when its radius is allowed
to increase over a relatively long angular interval (about its center-of-mass). A
thorough analysis [37] confirms this intuition. The result of the analyis is given
below.

Lemma 2. The eccentricity ε of a part with a push function with a longest half-
step of length α is bounded by

ε � cosk−1 α · sin (k + 1)α
cosk 2α

− 1,

where k = �π/(2α)�.
Lemmas 1 and 2 yield the following theorem.

Theorem 1. Let P be a part with eccentricity

ε >
cosk−1 α · sin (k + 1)α

cosk 2α
− 1

(k = �π/(2α)�), for some α ∈ (0, π/4). Then, P can be oriented by a push plan
of length

N � 2�2π
α
�+ 1.

Theorem 1 shows that the number of push actions needed to orient a part is a
function of its eccentricity. It provides the first upper bound on the length of a
push plan for non-polygonal parts. Sample values show that the upper bound
provided by Theorem 1 is relatively low even for smaller values of ε; N ≈ 75 for
ε = 0.5, N is below 50 for ε = 1 and below 30 for ε = 2.5. Similar bounds can
be obtained for squeeze plans [37].

2.3 Pulling Parts

We have recently studied sensorless orientation of planar parts with elevated
edges by inside-out pull actions [14]. In a pull action a finger is moved (from the
inside of the part) towards the boundary. As it reaches the boundary it continues
to pull in the same direction until the part is certain to have stopped rotating.
Subsequently, the direction of motion of the finger is altered and the action is
repeated. The problem os sensorless orientation by a pulling finger is to find a
sequence of motion directions that will cause the finger to move the part from
any initial pose into a unique final pose.

Although intuitively similar to pushing it turns out that sensorless orienting
by pull actions is considerably harder than pushing [14]. As the finger touches
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Fig. 6. Three overhead views of the same conveyor belt and fence design. The traversals
for three different initial orientations of the same part are displayed. The traversals
show that the part ends up in the same orientation in each of the three cases.

the part from the inside it does no longer make sense to assume that the part
is convex. In fact, it can be shown that certain non-convex parts cannot be
oriented by a sequence of pull actions. Most convex parts are orientable by O(n)
pull actions, and the shortest pull plan is computable in O(n3) time.

3 Fence Design

The problem of fence design is to determine a sequence of fence orientations,
such that fences with these orientations align a part as it moves down a conveyor
belt and slides along these fences [20,35,39]. Figure 6 shows a fence design that
orients the given part regardless of its initial orientation. We shall see below that
fence design can be regarded as finding a constrained sequence of push directions.
The additional constraints make fence design considerably more difficult than
sensorless orientation by a pushing jaw.

Wiegley et al. [39] gave an exponential algorithm for computing the shortest
sequence of fences for a given part, if such a sequence exists. They conjectured
that a fence design exists for any polygonal part. We prove the conjecture that
a fence design exists for any polygonal part. In addition, we give an O(n3)
algorithm for computing a fence design of minimal length (in terms of the number
of fences used), and discuss extensions and possible improvements.



268 A. Frank van der Stappen et al.

π
2

0

fi

fi+1
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ti αi+1 ti+1

left (0, π/2) left
left (π/2, π) right
right (−π, −π/2) left
right (−π/2, 0) right

(a) (b)

Fig. 7. (a) For two successive left fences, the reorientation of the push direction lies in
the range (0, π/2). (b) The ranges op possible reorientations of the push direction for
all pairs of successive fence types.

We address the problem of designing a shortest possible sequence of fences
f1, . . . , fk that will orient P when it moves down a conveyor belt and slides along
these fences. Let us assume that the conveyor belt moves vertically from top to
bottom, as indicated in the overhead view in Figure 6. We distinguish between
left fences, which are placed along the left belt side, and right fences, which
are placed along the right side. The angle or orientation of a fence fi denotes
the angle between the upward pointing vector opposing the motion of the belt
and the normal to the fence with a positive component in upward direction.
The motion of the belt turns the sliding of the part along a fence into a push
by the fence. The direction of the push is – by the zero friction assumption –
orthogonal to the fence with a positive component in the direction opposing
the motion of the belt. Thus, the motion of the belt causes any push direction
to have a positive component in the direction opposing the belt motion. We
now transform this constraint on the push direction relative to the belt into a
constraint on successive push directions relative to the part.

Sliding along a fence fi causes one of P ’s edges, say e, to align with the
fence. The carefully designed [20] curved tip of the fence guarantees that e is
aligned with the belt sides as P leaves the fence. If fi is a left (right) fence
then e faces the left (right) belt side (see Figure 7). Assume fi is a left fence.
The reorientation of the push direction is the difference between the final contact
direction of fi and the initial contact direction of fi+1. At the moment of leaving
fi, the contact direction of fi is perpendicular to the belt direction and towards
the right belt side. So, the reorientation of the push direction is expressed relative
to this direction.

Figure 7(a) shows that the reorientation αi+1 is in the range (0, π/2) if we
choose fi+1 to be a left fence. If we take a right fence fi+1 then the reorientation
is in the range (π/2, π). A similar analysis can be done when P leaves a right
fence and e faces the left belt side. The results are given in Figure 7(b).

The table shows that the type ti of fence fi imposes a bound on the re-
orientation αi+1. Application of the same analysis to fences fi−1 and fi and
reorientation αi leads to the following definition of a valid fence design [39].
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Definition 2 [39] A fence design is a push plan α1, . . . , αk satisfying for all
1 � i < k:

αi ∈ (0, π/2) ∪ (−π,−π/2)⇒ αi+1 ∈ (0, π/2) ∪ (π/2, π)
∧ αi ∈ (−π/2, 0) ∪ (π/2, π)⇒ αi+1 ∈ (−π/2, 0) ∪ (−π,−π/2).

Definition 2 immediately shows that the linear-length push plans by Chen
and Ierardi are valid fence designs for parts with a push function with a uniquely
defined longest half-step of length α < π/2. In other words, such parts can be
oriented by a sequence of equivalent fences along one side of the belt of length
O(n). It is much harder to prove that all other parts can also be oriented by a
sequence of fences [8].

Theorem 2. Any polygonal part with n vertices can be oriented up to symmetry
by a fence design.

The results from the preceding section indicate that eccentric parts can be ori-
ented by a constant number of fences.

3.1 A Simple Graph-Based Algorithm

We now turn our attention to the computation of the shortest fence design that
will orient a given part. We denote the sequence of stable equilibrium orientations
of P by Σ. As every fence puts the part in a stable equilibrium orientation, the
part is in one of these |Σ| = O(n) orientations as it travels from one fence
to another. Let us label these stable equilibria σ1, . . . , σ|Σ|. The problem is to
reduce the set of possible orientations of P to one stable equilibrium σi ∈ Σ by
a sequence of fences. We build a directed graph on all possible states of the part
as it travels from one fence to a next fence. A state consists of a set of possible
orientations of the part plus the type (left or right) of the last fence, as the
latter imposes a restriction on the reorientation of the push direction. Although
there are 2|Σ| subsets of Σ, it turns out that we can restrict ourselves to subsets
consisting of sequences of adjacent stable equilibria. Any such sequence can be
represented by a closed interval I of the form [σi, σj ] with σi, σj ∈ Σ. The
resulting graph has |Σ|2 nodes.

Consider two graph nodes (I, t) and (I ′, t′), where I = [σi, σj ] and I ′ are
intervals of stable equilibria and t and t′ are fence types. Let At,t′ be the open
interval of reorientations admitted by the successive fences of types t and t′

according to Figure 7(b). There is a directed edge from (I, t) to (I ′, t′) if there is
an angle α ∈ At,t′ such that a reorientation of the push direction by α followed
by a push moves any stable equilibrium in I into a stable orientation in I ′. To
check this condition, we determine the preimage (φ, ψ) ⊇ I ′ of I ′ under the push
function. Observe that if |I| = σj − σi < ψ − φ, any reorientation in the open
interval (φ− σi, ψ − σj) followed by a push will map I into I ′. We add an edge
from (I, t) to (I ′, t′) if (φ − σi, ψ − σj) ∩ At,t′ = ∅, and label this edge with
this non-empty intersection. For convenience, we add a source and a sink to the
graph. We connect the source to every node (I = [σi, σi−1], t), and we connect
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every node (I = [σi, σi], t) to the sink. The graph has O(n4) edges. Every path
from the source to the sink now represents a fence design. A fence design of
minimum length corresponds to a shortest such path.

An important observation is that some graph edges are redundant if we are
just interested in a fence design of minimum length. Consider a node (I, t) and
all its outgoing edges to nodes (I ′ = [σi, σj ], t′) for a fixed σI and t′. Lemma 3
[11] shows that only the edge to the node corresponding to the shortest such I ′

is required.

Lemma 3. Let (I, t), (I ′, t′), and (I ′′, t′) be nodes such that I ′ and I ′′ have a
common left endpoint, and I ′ ⊂ I ′′. If there are edges from (I, t) to both (I ′, t′)
and (I ′′, t′) then the edge from (I, t) to (I ′′, t′) can be deleted without affecting
the length of the shortest path.

Informally, the lemma says that we can afford to be greedy in our wish to reduce
the length of the interval of possible orientations. It reduces the number of graph
edges to O(n3).

The computation of the reduced graph for fence design is easy. In the reduced
graph, each node with interval [σi, σj ], has just one outgoing edge to the set of
nodes with intervals with a common left endpoint σi′ and a common fence type
t′. The shortest interval with left endpoint σi′ is obtained by a push direction
which maps σi onto σi′ − �, where � is the length of the half-step left of σi′ .
The construction of the graph follows directly from this observation. We align
the interval with the left environment of the reachable orientations for a valid
reorientation of the push direction, and compute the resulting interval after
application of the push function. If it is not possible to align σi with σi′−�, then
we take the reorientation of the jaw that gets us as close as possible to σi′ − �.

The computation of the outgoing edges for one node can be accomplished
in linear time, by shifting [σi, σj ] along the possible reorientations of the push
direction. As a result, the total time required to compute the graph edges is
O(n3). A breadth-first search on the graph takes O(n3) time, and results in the
shortest fence design.

Theorem 3. Let P be a polygonal part with n vertices. The shortest fence design
that orients p up to symmetry can be computed in O(n3) time. The resulting
design consists of O(n2) fences in the worst case.

Theorem 3 immediately provides an upper bound of O(n2) on the length of the
shortest fence design. We expect, however, that the true bound is O(n).

3.2 An Output-Sensitive Algorithm

The running time of the preceding algorithm could be considered quite high when
realizing that fence designs will often (or maybe even always) have linear (in the
case of parts push functions with a unique longest half-step) or even constant
(in the case of eccentric parts) length. This suggests that an algorithm whose
running time is sensitive to the length of the fence design is to be preferred.
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The main idea of the output-sensitive algorithm is to maintain the short-
est interval of possible orientations after k fences, instead of precomputing the
whole graph of all possible intervals of orientations. This is basically the same
technique as used by Goldberg’s algorithm to compute push plans [26]. Goldberg
maintains the interval of possible orientations, and greedily shrinks this interval
per application of the pushing jaw. We, however, must take into account the
constraints of fence design. It is not sufficient to maintain a single shortest inter-
val of possible orientations. Lemma 3 indicates that it is sufficient to maintain
for each pair of a fence type and a stable orientation the shortest interval after
leaving a fence of the given type starting with the given stable orientation. The
algorithm should terminate as soon as one of the 2|Σ| intervals has shrunk to
a single orientation. Updating the candidate intervals can be accomplished in
(log n) time per interval using a range tree data structure (see [10] for details).

Theorem 4. Let P be a polygonal part with n vertices. A shortest fence design
that orients P up to symmetry can be computed in O(kn log n) time, where k is
the length of the resulting fence design.

The output-sensitive algorithm will in most cases be more efficient than the
simpler graph-based approach; in fact, the former will only have a chance to be
outperformed by the latter if parts exist that require a quadratic-length fence
design.

Both algorithms can be modified to deal with situations in which there is
friction between the part and the fences. This modification has no impact on the
running time. On the other hand we lose the guarantee that a fence design always
exists, so that the algorithm may have to report failure. The output-sensitive
algorithm will be able to do so in (n3 log n) time. See [10,8] for other extensions.

4 Pushing Three-Dimensional Parts

A drawback of most achievements in the field of sensorless orientation of parts
is that they only apply to planar parts, or to parts that are known to rest on
a certain face. The generalization of conveyor belts and fences that we describe
here attempts to bridge the gap to truly three-dimensional parts. The device we
use is a cylinder with plates tilted toward the interior of the cylinder attached to
the side. Across the plates there are fences. The part cascades down from plate
to plate, and slides along the fences as it travels down a plate (see Figure 8(a)).
The plate on which the part slides discretizes the first two degrees of freedom of
rotation of the part. A part in alignment with a plate retains one undiscretized
rotational degree of freedom. The orientation of the part is determined up to
its roll, i.e. the rotation about the axis perpendicular to the plate. The fences,
which are mounted across the plates, push the part from the side, and discretize
the roll. We assume that P first settles on the plate before it reaches the fences
which are mounted across the plate. Moreover, we assume that the fences do not
topple the part but only cause it to rotate about the roll axis.

The objective of this section is to compute a set-up of plates and fences that
is guaranteed to move a given asymmetric polyhedral part towards a unique final
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Fig. 8. (a) A part sliding down a plate with fences. (b) The same part on the jaw.

orientation. Such a set-up, or design, consists of a sequence of plate slopes, and
for each plate a sequence of fence orientations.

When a part moves along a fence on a plate, it is essentially pushed from
two orthogonal directions. This motivates us to first study the fundamental
(but artificial) problem of pushing in three-dimensional space. Here, the part
is assumed to float in the air while we push it from two orthogonal directions.

We show that a three-dimensional polyhedral part P can be oriented up to
symmetry by a (particular) sequence of push actions, a push plan, of length
O(n2), where n is the number of vertices of P . Furthermore, we give an O(n3 log
n) time algorithm to compute such a push plan. We show how to transform
this three-dimensional push plan to a three-dimensional design for the plates
and fences. The resulting design consists of O(n3) plates and fences, and can be
computed in O(n4 log n) time.

A polyhedral part in three-dimensional space has three rotational degrees of
freedom. We assume that a fixed reference frame is attached to P and denote the
orientation of P relative to this reference frame by (φ, ψ, θ), where (φ, ψ) denotes
a point on the sphere of directions, and θ is the roll about the ray emanating
from the origin through (φ, ψ).

4.1 Push Plan

We study the push actions of the plates and the fences in a more general setting
by replacing a plate and a fence by two orthogonal planes. We call the planes
the primary and secondary plane, respectively. A picture of the resulting jaw
is given in Figure 8(b). Since the planes can only touch P at its convex hull,
we assume without loss of generality that P is convex. We assume that the
center-of-mass of P , denoted by c, is in the interior of P . Analogously to the
cylindrical feeder, we assume that only after P has aligned with the primary
plane, we apply the secondary plane. As the part rests on the primary plane, the
secondary plane pushes P at its orthogonal projection onto the primary plane.
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We assume that the feature on which P rests retains contact with the primary
plane as the secondary plane touches P . We assume that for any equilibrium
orientation, which is an orientation for which P rests on the jaw, the projection
of P onto the primary plane has no symmetry. We refer to a part with this
property as being asymmetric.

In order to be able to approach the part from any direction, we make the
(obviously unrealistic) assumption that the part floats in the air, and assume
that we can control some kind of gravitational field which attracts the part in a
direction towards the jaw. Also, we assume that the part quasi-statically aligns
with the jaw, meaning that we ignore inertia.

A basic action of the jaw consists of directing and applying the jaw. The
result of a basic action for a part in its reference orientation is given by the
push function. The push function p : [0, 2π) × [−π/2, π/2] × [0, 2π) → [0, 2π) ×
[−π/2, π/2] × [0, 2π) maps a push direction of the jaw relative to P in its ref-
erence orientation onto the orientation of P after alignment with the jaw. The
orientation of P after a basic action for a different initial orientation than its
reference orientation is equal to the push function for the push direction plus
the offset between the reference and the actual initial orientation of P .

In our approach to finding a push plan we do not explicitly compute the push
function. Instead we occasionally query some data structure for the reorientation
of the part when being pushed from a certain direction. Without going into the
details, which are far from easy, we claim that this query takes O(n log n) time.
We now use this fact to show that any asymmetric polyhedral part P can be
oriented by a push plan of length O(n2). The part P has at most O(n) equilibria
with respect to the primary plane, and any projection of P onto the primary
plane has O(n) vertices. Hence, the total number of orientations of P compliant
to the jaw is O(n2), and this bound turns out to be tight.

Let us, for a moment, assume that the part lies in a stable orientation on
the primary plane. We can now reorient the jaw in such a way that the contact
direction of the primary plane remains unchanged while the direction of the
secondary plane is altered. A subsequent push by the jaw will cause the part to
rotate about the normal to the pimary plane – keeping the same face of P in
contact with the primary plane. The application of the jaw in this manner can
therefore be regarded as a push operation on the 2D orthogonal projection of
P . In Section 2 we have seen that an asymmetric 2D part with m vertices can
be oriented up by means of planar push plan of length O(m). Consequently, we
can orient P in stable contact with the primary plane by O(n) applications of
the secondary plane.

Lemma 4. Let P be an asymmetric polyhedral part with n vertices. There exists
a plan of length O(n) that puts P into a given orientation (φ, ψ, θ) from any
initial orientation (φ, ψ, θ′)

We call the operation that orients P for a single stable equilibrium contact
direction (φ, ψ) of the primary plane CollideRollsSequence(φ, ψ). It allows
us to eliminate the uncertainty in the roll for any stable contact direction of
the primary plane. In an initialization phase we reduce the number of possible
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orientations of P to O(n) by executing CollideRollsSequence(φ, ψ) for all
equilibrium contact directions (φ, ψ) of the primary plane. We let Σ be the set
of the resulting possible orientations. Lemma 5 (see [15] for a proof) provides us
with push operations to further reduce the number of possible orientations.

Lemma 5. There exist two antipodal reorientations of the primary plane that
map any pair of orientations (φ, ψ, θ), and (φ′, ψ′, θ′) of a polyhedral part onto
orientations (φ̃, ψ̃, θ̃) and (φ̃′, ψ̃′, θ̃′) that satisfy φ̃ = φ̃′ and ψ̃ = ψ̃′.

We call the basic operation that collides two orientations onto the same equi-
librium for the primary plane CollidePrimaryAction. Combining Lemma 4
and 5 leads to a construction of a push plan for a polyhedral part. The following
algorithm orients a polyhedral part without symmetry in the planar projections
onto supporting planes of its stable faces.

OrientPolyhedron(P ):
 After initialization |Σ| = O(n)
1. while |Σ| > 1 do

2.1 pick (φ, ψ, θ), (φ′, ψ′, θ′) ∈ Σ
2.2 plan ← CollidePrimaryAction((φ, ψ, θ), (φ′, ψ′, θ′))

 Lemma 5;
 plan(φ, ψ, θ) = (φ′′, ψ′′, θ′′), and plan(φ′, ψ′, θ′) = (φ′′, ψ′′, θ′′′)

2.3 for all (φ̃, ψ̃, θ̃) ∈ Σ
2.3.1 (φ̃, ψ̃, θ̃)← plan(φ̃, ψ̃, θ̃).

2.4 plan ← CollideRollsSequence(φ′′, ψ′′)
 Lemma 4

2.5 for all (φ̃, ψ̃, θ̃) ∈ Σ
2.5.1 (φ̃, ψ̃, θ̃)← plan(φ̃, ψ̃, θ̃).

The algorithm repeatedly takes two of the remaining possible orientations
of the part and computes a reorientation that maps these two orientations onto
two different orientations whose representations share the first two coordinates.
Step 2.3 maps all currently possible orientations onto the orientations result
from applying the appropriately reoriented jaw. We recall that this step takes
O(n log n) for each of the at most O(n) remaining orientations. At this stage,
the number of faces of P that can be aligned with the primary plane is reduced
by one. The remaining steps map the two orientations that share the first two
coordinates onto a single orientation – essentially by means of a planar push
plan of O(n) length for the projection of P . Since the number of iterations of
OrientPolyhedron(P ) is O(n) the algorithm runs in O(n3 log n) time and
results in a push plan of length O(n2).

Theorem 5. A push plan of length O(n2) for an asymmetric polyhedral part
with n vertices can be computed in O(n3 log n) time.
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Fig. 9. The next plate can only touch the lower half of the part.

4.2 Plates and Fences

We use the results from the preceding subsection to determine a design for the
feeder consisting of tilted plates with curved tips, each carrying a sequence of
fences. The motion of the part effectively turns the role of the plates into the
role of the primary pushing plane, and the role of the fences into the role of the
secondary pushing plane. We assume that the part quasi-statically aligns to the
next plate, similar to the alignment with the primary plane of the generic jaw.
Also, we assume that the contact direction of the plate does not change as the
fences brush the part, i.e. the part does not tumble over.

The fact that the direction of the push, i.e., the normal at the fence, must
have a non-zero component in the direction opposite to the motion of the part,
which slides downward under the influence of gravity, imposes a restriction on
successive push directions of the secondary plane. The restriction is equivalent
to that in planar fence design. Theorem 3 shows that it is possible to orient a
planar polygonal part (hence a polyhedral part resting on a fixed face) using
O(n2) fences. The optimal fence design can be computed in O(n3) time.

As the part moves towards the end of a plate, the curved end of the plate
causes the feature on which the part rests to align with the vertical axis, while
retaining the roll of the part. When the part leaves the plate, the next plate can
only push the part from below. This draws restrictions on the possible reorien-
tations of the primary plane, in the model with the generic three-dimensional
jaw (see Figure 9). Careful analysis shows that the reorientation of the primary
plane is within (−π, 0) × (0, π) when the last fence of the last plate was a left
fence. Similarly, for a last right fence, the reorientation of the primary plane is
within (0, π)× (0, π).

The gravitational force restricts our possible orientations of the primary plane
in the general framework. Fortunately, Lemma 5 gives us two antipodal possible
reorientations of the primary plane. It is not hard to see that one of these reori-
entations is in the reachable hemisphere of reorientations of the push direction
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Fig. 10. Vibratory bowl feeder track [19].

of the primary plane for two succesive plates. This implies we can still find a
set-up of plates and fences of O(n3) complexity.

Theorem 6. An asymmetric polyhedral part can be oriented using O(n3) fences
and plates. We can compute the design in O(n4 log n) time.

5 Trap Design

The oldest and still most common part feeder is the vibratory bowl feeder. It
consists of a bowl filled with parts surrounded by a helical metal track [18,19].
The bowl and track undergo an asymmetric helical vibration that causes parts
to move up the track, where they encounter a sequence of mechanical devices
such as wiper blades, grooves and traps. Most of these devices are filters that
serve to reject (force back to the bottom of the bowl) parts in all orientations
except for the desired one. In this section, we consider the use of traps to filter
polygonal parts on a track. A trap is a (partial) interruption of the track. We
focus on polygonal traps. Figure 10 shows a section of track with a rectangular
trap. Parts in undesired orientations fall back into the bowl, other orientations
remain supported.

Specific to vibratory bowls, researchers have used simulation [7,27,32],
heuristics [28], and genetic algorithms [24] to design traps. Perhaps closest in
spirit to our work is Caine’s PhD thesis [21] which develops geometric analysis
tools to help designers by rendering the configuration-space for a given combina-
tion of part, trap, and obstacle. Caine also gives some heuristics to design feeder
track features.

This section reports on the analysis and design of traps that allow a part
to pass in only one orientation. To the extent of our knowledge, no research in
the systematic algorithmic design of vibratory bowl feeders has previously been
conducted. As the techniques and analyses used in trap design differ largely
from those used for the feeders in the preceding sections – which are all based on
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pushing – we do not provide extensive coverage of all our algorithms for traps.
Instead we confine ourselves to a brief characterization of when a part falls into
a trap and to reporting our algorithmic results for trap analysis and design. We
focus on two-dimensional parts, or, in other words on three-dimensional parts
that are known to rest on a certain stable face.

5.1 Modeling and Analysis

The track in a bowl feeder is slightly tilted to keep the part in contact with
the railing of the track as it moves. Although the vibration of the bowl causes
the part to hop along the track we simplify our analysis by assuming that is
slides. The radius function of the part P determines the at most O(n) stable
orientations in which the part can move; these correspond to local minima of
the radius function.

Let T be a polygonal trap, and assume it has m vertices. In reality, the
part P (which is assumed to be in a fixed orientation) slides across the trap.
Since is it convenient to have a stationary center-of-mass c of the part in our
analysis, we choose to assume that the trap moves underneath the part (which
is clearly equivalent). We denote the trap in a configuration q by T (q). Note
that a configuration is – because of the simple sliding motion of the part in
reality – nothing more than a horizontal displacement, and as such representable
by a single value. The supported area S(q) of a part P with the trap placed
underneath in configuration q is defined by S(q) = P − int(T (q)). We denote the
convex hull of a shape X by CH(X). Lemma 6 says when a part is safe when
placed over a trap, i.e., when it does not fall into the trap.

Lemma 6. The part P is safe above T in a configuration q if and only if c ∈
CH(S(q)), or, in other words, if and only if there is no line through c that has
CH(S(q)) entirely on one side.

It is clear that a part will safely move across a trap if P is safe in every config-
uration q in the motion of T .

The above characterization is the key to our algorithm for computing whether
a part P in a given orientation will safely move across a trap. The crucial convex
hull CH(S(q)) is determined by vertices of T and P , and by intersections of
edges of T and P . Our algorithm plots the directions of the rays emenating from
c towards each of the aforementioned vertices and intersections as a function of
q. A simple sweep (see e.g. [6]) suffices to detect whether the interval of all these
directions remains longer than π at all q. A somewhat more efficient algorithm
exists for the case where both the trap and the part are convex.

Theorem 7. Let P be a polygonal part with n vertices and T be a polygonal
trap with m vertices. We can report whether P will move safely across T in
O(n2m log n) time, or in O((n+m) log n) time if both P and T are convex.

The result for a general part and trap has recently been improved by Agarwal
et al. [1].
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Fig. 11. The four rectilinear traps of this section: (a) a balcony, (b) a gap, (c) a canyon,
and (d) a slot. The bold lines at the bottom of the pictures depict the railing. The line
at the top depicts the edge of the track at the inside of the bowl. The traps are dashed.

5.2 Design of Traps

In this subsection we report results on the design of traps that allow a given
part to pass in only one of its stable orientations. A trap with this property is
said to have the feeding property. We consider four different specific rectangular
traps and arbitrary polygonal traps. Figure 11 shows the four rectilinear traps
along with the parameters that specify their measures.

A balcony is a long interruption of the upper part of the supporting area of
the track. Let us consider the radii of the part P , or, in other words, the distances
of the center-of-mass c to the railing in all of its stable orientations. Assume that
there is a uniquely defined minimum, corresponding to an orientation φ. If we
choose the height µ of the balcony slightly larger than this minimum, then it is
immediately clear that P will only be able to pass T when in orientation φ. As
the minimum radius is computable in O(n) time we obtain the following result.

Theorem 8. In O(n) time we can design a balcony with the feeding property
for a polygonal part with n vertices, or report that no such balcony exists.

Unfortunately, the design of the other feeders is considerably harder.
A gap is an interruption of the trach that spans the entire width of the track.

Its shape is determined by a single parameter, the gap length γ. Our algorithm
(see [9,12,13] for details) determines a choice for γ that allows P to pass in only
one orientation.

Theorem 9. In O(n2 log n) time we can design a gap with the feeding property
for a polygonal part with n vertices, or report that no such gap exists. The bound
reduces to O(n2) if the part is convex.
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A canyon is a long rectangular interruption of the supporting area of the
track. Its shape is defined by the distances µ and ν from the lower and upper
boundary to the railing. Our algorithm [9,12,13] determines a suitable choice for
µ and ν.

Theorem 10. In O(n2α(n) log n) time we can design a canyon with the feeding
property for a polygonal part with n vertices, or report that no such canyon exists;
α(n) is the extremely slowly growing inverse Ackermann function.

A slot is a true rectangular interruption of the supporting area of the track,
and as such specified by three parameters µ, ν, and γ. Our algorithm [9,12,13]
finds a slot with the feeding property if one exists.

Theorem 11. In O(n8) time we can design a slot with the feeding property for
a polygonal part with n vertices, or report that no such slot exists.

Finally, we consider arbitrary polygonal traps with k vertices. Such a trap can
be represented by 2k parameters. Our approach to computing a k-vertex trap
that allows a given part to pass in only one orientation uses high-dimensional
arrangements and quantifier elimination. Using recent results by Basu et al.
[4,5], we obtain our final result [12], which is given below.

Theorem 12. In O((nk)O(k2)) time we can design a polygonal trap with k ver-
tices with the feeding property for a polygonal part with n vertices, or report that
no such trap exists.
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Abstract. The ability to cope with rapidly changing, dynamic environ-
ments is an important requirement for autonomous robots to become
valuable assistants in everyday life. In this paper we focus on the task
of tracking moving objects in such environments. Objects are extracted
from laser range finder images and correspondence between successive
scan images is established using network flow algorithms. This approach
is implemented on a robotic wheelchair and allows it to follow a guid-
ing person and to perform some simplistic reasoning about deliberate
obstructions of it, these two applications requiring robust tracking of
humans in the robot’s vicinity.

1 Introduction

Today most existing robot systems are not designed to cope with rapidly chang-
ing, dynamic environments. Usually they are programmed once and then perform
the same motion many thousand times. If there is an unforeseen situation, like a
human entering the working cell of an assembly robot or people crossing a mo-
bile robot’s desired path, at best the robot stops and possibly tries to evade this
obstacle in order not to hurt anybody. On the other hand, such a robot might
be easily obstructed by a person playing jokes on it. So this lack of awareness is
a serious obstacle to a widespread use of such systems, and a basic requirement
to this awareness is continuous observation of objects surrounding the robot.

1.1 Related Work

Tracking human motion with computer vision is an active field of research [7],
most approaches using video image sequences. Range images are used, e.g., in
intelligent vehicles or driver assistance systems [6,14]. An object tracking system
using a laser range finder has previously been implemented at our institute [10].

There is a correspondence problem similar to ours in stereo vision, where
features from two camera images are to be matched. As an alternative to the
widely used dynamic programming approach Roy and Cox [13] use maximum-
flow computations in graphs to solve this problem, yielding considerably better
results, but unfortunately at increased computational costs.

G.D. Hager et al. (Eds.): Sensor Based Intelligent Robots, LNCS 2238, pp. 25–38, 2002.
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Matching multiple moving point objects by computing minimum cost match-
ings in bipartite graphs is mentioned in [1] as an application example. Our net-
work optimization approach is inspired by this application example and the
relationship between matchings and flows in bipartite graphs [1,4].

1.2 Overview

Tracking of objects around the robot is performed by repeated execution of the
following steps. At the beginning of each cycle a scan image of the environment
is taken. This scan is segmented (Sect. 2.1) and further split into point sets rep-
resenting objects (Sect. 2.2). As our matching approach is based on graph theory
some notions are reviewed (Sect. 3.1) before the algorithms themselves are pre-
sented (Sect. 3.2). As applications we present detection of deliberate obstructions
by humans (Sect. 4.1) and accompanying a guiding person (Sect. 4.2). Results
of our experiments are shown (Sect. 5) and possible further work is pointed out
(Sect. 6) before concluding the paper (Sect. 7).

2 Finding Objects

A laser scan image is given by a sequence S = (s1, . . . , sL) of samples si ∈ IR≥0

representing the distances from the range finder to the closest opaque obstacles
in the horizontal half plane in front of the robot. Let θi be the direction in which
distance sample si is measured, and without loss of generality θ1 = 0, θi ≤ θj

if i ≤ j, and θL < 2π. Thus we may associate each distance sample si to the
point pi = (si cos θi, si sin θi) ∈ IR2.

Objects are extracted from laser scan images by two heuristic steps. At first
the scan is segmented into densely sampled parts. In the second step these parts
are split into subsequences describing “almost convex” objects.

2.1 Scan Segmentation

Consider two adjacent distance samples si and si+1. Intuitively, if they are
taken from the same obstacle, their values will be similar. On the other hand,
if one of these samples is taken from a different obstacle, which is located in
front of or behind the other sample’s obstacle, we will encounter a significant
difference |si − si+1| in those two distances. Thus it is plausible to use such
distance gaps as split positions for the sequence of samples in order to find
distinct objects. A threshold value δmax is chosen in advance for the maxi-
mal allowed distance gap. The result of the scan segmentation is a finite se-
quence ((s1, . . . , si1−1), (si1 , . . . , si2−1), . . . , (sip , . . . , sL)) of subsequences of S
where indices i1, i2, . . . , ip denote split positions such that |sk − sk−1| > δmax
iff k ∈ {i1, i2, . . . , ip}.
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Fig. 1. Using the convex hull to find split points

2.2 Object Extraction

The subsequences of sample points yielded by the preceding step are divided
further, as we would otherwise encounter problems with objects situated close
to other objects, for example humans leaning against or walking close to a wall
or other humans. We assume that most objects of interest in the robot’s en-
vironment are either almost convex or can be decomposed into almost convex
subobjects in a reasonable way.

Thus our approach is to compute the visible part of the convex hull for each
of the given subsequences (see Fig. 1). For each sample point on the interior
side of the convex hull its distance to the line defined by the next preceding
and succeeding sample points on the hull is computed. If there is a point whose
distance exceeds a threshold value (i.e. the shape is not even “almost convex”),
the sequence is divided at a point with a maximum distance, and this split
procedure is applied again in a recursive manner. Note that the visible part of
the convex hull can be computed efficiently in linear time, since we have an
angular ordering of the points around the range finder. The algorithm is an
adaptation of Graham’s scan [12].

The result of the object extraction step is a set U = {u1, . . . , un} of objects
and associated indices begin(ui) and end(ui) such that object ui refers to the
scan points {pbegin(ui), . . . , pend(ui)}.

3 Object Correspondence

As we intend to track objects in a dynamic environment, we have to compare
information about objects from successive scans. This is done by a combination
of graph algorithms. Before presenting our approach itself, some notions in graph
theory are briefly reviewed below.

3.1 Notions in Graph Theory

A (directed) graph is an ordered pair (V,E) with vertices V �= ∅ and edges E ⊆
V × V . An edge e = (u, v) is said to have source node u, target node v, and to
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be incident to u and v. The degree of a vertex v is the number of edges incident
to it.

Let G = (V,E) a graph, V ′ ⊆ V . The subgraph of G induced by V ′ is the
graph G′ = (V ′, E ∩ (V ′ × V ′)).

A graph G = (V,E) is bipartite if there is a partitioning of the nodes V =
S ∪ T , S ∩ T = ∅, such that E ∩ (S × S) = ∅ and E ∩ (T × T ) = ∅.

A matching M in a graph G = (V,E) is a subset of its edges M ⊆ E, such
that every node u ∈ V is incident to at most one edge e ∈ M of the matching.
A matching M is perfect if for each node v ∈ V there is an edge e ∈ M such
that e is incident to v.

Let pred(v) = {u ∈ V | (u, v) ∈ E} the set of predecessors of v and succ(v) =
{w ∈ V | (v, w) ∈ E} the set of successors of v.

Let e : V → IR a node label, the excess of a node. Let u : E → IR≥0 and
c : E → IR≥0 edge labels, the capacity bound and the cost of an edge. Now we
can ask for an edge label f : E → IR≥0, a flow, which complies with the mass
balance condition

∑

u∈pred(v)

f ((u, v)) + e(v) =
∑

w∈succ(v)

f ((v, w)) (1)

for each node v ∈ V and the capacity bound

f(e) ≤ u(e) (2)

for each edge e ∈ E. Such a label f is called a feasible flow in G. Often only a
special case is considered, where there is exactly one node s ∈ V with e(s) > 0,
the source node, and exactly one node t ∈ V with e(t) < 0, the sink node. A well
known problem is the question for a maximum flow in this special case, that is,
how large may the amount of excess e(s) = −e(t) be such that there is still a
feasible flow.

If there is any feasible flow in a given labeled graph, we can search for a
feasible flow f∗ with minimal cost

∑

e∈E

f∗(e) · c(e) = min
f is a feasible flow

(
∑

e∈E

f(e) · c(e)
)

(3)

among all feasible flows f .
There are several algorithms which solve these problems efficiently. Imple-

mentations are available for example via the LEDA library [5]. For more details
on graph theory and network optimization see [1,4,8].

3.2 Finding Object Matchings

From the previous and the current scan two sets of objects U = {u1, . . . , un}
and V = {v1, . . . , vm} are given. The goal is to find for objects ui ∈ U from the
previous scan corresponding objects vj ∈ V from the current scan. This can be
seen as a matching in the bipartite graph (U ∪ V,U × V ).
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Fig. 2. Example graph for object matching

To find a matching representing plausible assignments between objects at
successive points of time in the real world, we start by computing a maximum
flow with minimal cost in a graph G = ({s, t}∪U ∪V,E) as illustrated by Fig. 2
and Alg. 1. Each edge is labeled by its capacity and its costs, where |u| denotes
the shape length of object u, and cij denotes the “dissimilarity” of objects ui

and vj as described below. We have

E = { (s, u) | u ∈ U } ∪
{ (v, t) | v ∈ V } ∪
{ (u, v) | P (u, v) }

(4)

for some predicate P : U × V → {true, false} of reasonably low computational
complexity. We could use the constant predicate true here (i.e. accept all edges),
but for practical reasons P is chosen such that P (u, v) is true if the distance
between the centers of gravity of u and v does not exceed a threshold value.
This is equivalent to the assumption of a speed limit for objects in our envi-
ronment. The finite scanning frequency does not allow tracking of arbitrary fast
objects, anyway. Thus the size of the graph is reduced without imposing a further
restriction, resulting in faster computations of minimum cost maximum flows.

Finally an object matching is deduced by retaining only edges conveying
large amounts of this minimum cost maximum flow, i.e. we compute a maxi-
mum weight matching. Details on capacity, cost, and weight labels as well as on
computational complexities are given below.

Capacity Labels. For each object ui ∈ U we compute the length

|ui| =
end(ui)−1∑

i=begin(ui)

d2(pi, pi+1) (5)

of the polygonal chain induced by its scan points. This length is taken as capacity
label u(e) for the edge (s, ui) (see Alg. 2). Capacities of edges (vj , t), vj ∈ V , are
assigned analogously. Edges (ui, vj) ∈ U × V are assigned infinite capacity.
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Algorithm 1 Object Matching
1: input: objects U = {u1, . . . , un} from the previous scan
2: input: objects V = {v1, . . . , vm} from the current scan
3: let Esu = {(s, u) | u ∈ U}
4: let Euv = {(u, v) ∈ U × V | P (u, v)} for some predicate P
5: let Evt = {(v, t) | v ∈ V }
6: let E = Esu ∪ Euv ∪ Evt

7: define graph G = ({s, t} ∪ U ∪ V, E)
8: compute a maximum flow f̂ in G from source node s to sink node t w.r.t. capacity

labels as defined by Alg. 2.
9: compute node excess labels

excess(w) =




∑
u∈U f̂(s, u) if w = s,∑
v∈V −f̂(v, t) if w = t,

0 else

10: compute a minimum cost flow f∗ in G w.r.t. capacity and cost labels as defined by
Alg.s 2 and 3, and excess labels as defined above.

11: let w = f∗|Euv a weight label
12: compute a maximum weight matching M∗ in G[Euv ] = (U ∪ V, Euv ) w.r.t. weight

label w
13: return matching M∗ ⊆ U × V

Intuitively we try to assign as much object shape length as possible from one
scan to the next by computing a maximum flow. This is reasonable if we assume
small changes of this length for each object between two successive scans.

Cost Labels. Edges (s, ui) incident to the source node and edges (vj , t) inci-
dent to the target node are assigned zero costs. So now consider edges (ui, vj)
incident only to nodes representing objects. These edges will be assigned costs
that reflect the similarities in shape and position of these objects in the real
world, rendering less plausible object matchings more expensive than plausible
ones. Our approach to compute these cost labels is to roughly estimate the work
needed to transform one object into the other. Note that for a resting point of
mass the work that is necessary to move it by a certain distance in a constant
period of time is proportional to the square of this distance.

So for each object ui ∈ U a constant number of evenly spread sample
points Ui = {ui

1, . . . , u
i
N} ⊆ IR2 are taken from its shape (i.e. the polygonal

chain induced by its scan points) as an approximation of it. Analogously for
each object vj ∈ V points Vj = {vj

1, . . . , v
j
N} ⊆ IR2 are taken from its shape.

Using these points we construct for each edge (ui, vj) ∈ E ∩ (U ×V ) of graph G
the bipartite graph Hij = (Ui ∪Vj , Ui×Vj) and an edge label dij : Ui×Vj → IR
for Hij with dij(ui

k, v
j
l ) = (d2(ui

k, v
j
l ))

2, where d2 denotes the Euclidean distance
in the plane. Since we do not want to make an assumption about the maintenance
of the order of points on an object shape between successive scans, we follow a
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Algorithm 2 Edge Capacities capacity : E → IR
1: input: edge (p, q) ∈ E = Esu ∪ Euv ∪ Evt (edge set E as in Alg. 1)
2: let c ∈ IR
3: if (p, q) = (s, ui) for some ui ∈ U then
4: return (length of the polygonal chain representing object ui)
5: else if (p, q) = (vj , t) for some vj ∈ V then
6: return (length of the polygonal chain representing object vj)
7: else
8: return +∞
9: end if

Algorithm 3 Edge Costs costs : E → IR
1: input: edge (p, q) ∈ E = Esu ∪ Euv ∪ Evt (edge set E as in Alg. 1)
2: let c ∈ IR
3: let N ∈ IN a constant number
4: if p = s or q = t then
5: return 0
6: else
7: (p, q) = (ui, vj) for some i, j
8: let Cui ⊂ IR2 the polygonal chain representing object ui.
9: let Ui = {ui1, . . . , u

i
N} ⊂ Cui a set of N points evenly spread along chain Cui

10: let Cvj ⊂ IR2 the polygonal chain representing object vj .
11: let Vj = {vj1, . . . , v

j
N} ⊂ Cvj a set of N points evenly spread along chain Cvj

12: let M∗ a minimum cost perfect matching in the bipartite graph Hij = (Ui ∪
Vj , Ui × Vj) w.r.t. squared Euclidean distance d2

2 in the plane as edge costs.
13: return

∑
(ui

k
,v

j
l
)∈M∗ d2

2(uik, v
j
l )

14: end if

least effort approach and compute a minimum cost perfect matching M∗
ij in Hij .

The total costs cij =
∑

e∈M∗
ij
dij(e) of this matching are taken as a rough esti-

mate for the necessary work and are assigned as the value of the cost label to
the according edge (ui, vj) of our prior graph G. This approach is also described
in Alg. 3.

Object Matching. The computed flow gives an idea of the motion in the
environment of the robot but does not yet induce a unique matching. There may
be objects that split and rejoin in successive scan images (consider a human and
his arm) and thus induce a flow from one node to two successors and reversely.
As the length of the shape of an object varies there may be a small flow reflecting
these changes as well. Thus it is a good idea to focus attention on edges with a
large amount of flow. Consequently the final step in our approach is to compute
a matching of maximum weight in the bipartite subgraph of G induced by the
two object sets U and V , using the flow labels computed in the previous step
as weight labels (see Alg. 1 again). We finally have unique assignments between
objects from two successive scans by this matching.
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Computational Complexity. We now examine the time complexity of the
presented object matching approach. The size of the input is described by the
number L of samples per laser scan and the sizes of the sets U �= ∅ and V �= ∅
of objects to be matched. Clearly, the graph G as defined in line 7 of Alg. 1
contains |U |+ |V |+ 2 nodes and at most |U |+ |V |+ |U | · |V | edges.

Proposition 1. Computing cost labels for all edges e ∈ G requires no more than
O(L+ (|U | · |V |)) computational steps.

Proof. Algorithm 3 uses a set of N evenly spread points per object, where N is
a constant number. These point sets can be computed by two subsequent sweeps
over a scan point sequence S, where object shape lengths are determined during
the first sweep and point sets are chosen during the the second sweep. This is
accomplished within O(L) computational steps.

Next, we have to compute a minimum cost perfect matching in a bipartite
graph with a constant number of nodes and edges for each edge of G. Clearly this
requires a constant amount of time for each edge ofG, so this step is accomplished
within O(|U | · |V |) computational steps.

Finally, edges with source s or target t are assigned zero costs, which is easily
accomplished within O(|U |+ |V |) computational steps. Summing up establishes
the claimed time complexity. 	


Proposition 2. Computing capacity labels capacity(e) for all edges e ∈ G re-
quires at most O(L+ (|U | · |V |)) computational steps.

Proof. As shown in the proof of proposition 1 computation of object shape
lengths can be accomplished within O(L) computational steps. The remaining
effort per edge is constant. As there are O(|U | · |V |) edges in G, the claimed time
complexity is proven. 	


Proposition 3. Algorithm 1 can be implemented such that it terminates after
at most O(L+ (|U |+ |V |)3 log ((|U |+ |V |) ·C)) computational steps, where C =
maxe∈G costs(e) denotes the maximum edge cost in G.

Proof. The construction of graph G in line 7 of Alg. 1 together with cost and
capacity labels requires at most O(L+(|U | · |V |)) computational steps as shown
above. The computation of a maximum flow f̂ in line 8 requires at most O((|U |+
|V |)3) computational steps if we use the FIFO preflow push algorithm [1]. The
calculation of the node excess labels in line 9 consumes anotherO(|U |+|V |) steps.
The computation of a minimum cost flow f∗ in line 10 requires at most O((|U |+
|V |)3 log ((|U |+ |V |) ·C)) steps, if we use the cost scaling algorithm [1]. The max-
imum weight matching M∗ in line 10 can be computed within at most O((|U |+
|V |) · (|U | · |V |+(|U |+ |V |) log (|U |+ |V |))) ⊆ O((|U |+ |V |)3) steps [5]. Summing
up establishes the claimed time complexity. 	

In other words for a set of n = |U |+ |V | objects and a constant laser scan size L
we may need up to O(n3 log (nC)) computational steps in order to find an object
matching following the approach presented above.
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There are several improvements for bipartite network flows [2]. However they
require the network to be unbalanced in order to substantially speed up the
algorithms, i.e. either |U | � |V | or |U | � |V |, which is not the case in our
context.

The complexity of finding an optimal (minimum or maximum weight) match-
ing might be reduced if the cost label is also a metric on the node set of the
underlying graph. For example if the nodes of the graph are points in the plane
and the cost label is the L1 (manhattan), L2 (Euclidean) or L∞ metric there
are lower time complexity bounds for the problem of finding a minimum weight
perfect matching [15] than in the general case. However it is not obvious if (and
if so, how) this can be applied to the given object correspondence problem.

4 Applications

Fast and robust tracking of moving objects is a versatile ability, which we use
in two applications: detection of obstructions and motion coordination with a
guiding person. In these examples the motion of the robot is controlled by a reac-
tive system that enables it to avoid collisions with static and dynamic obstacles.
More details on this system and the underlying “velocity obstacle” paradigm
can be found in [3,9,11].

4.1 Obstruction Detection

A goal beyond the scope of this paper is to enable a mobile system to recognize
certain situations in its environment. As a first situation we address deliberate
obstructions by humans, people who attempt to stop or bother the mobile sys-
tem. This situation has a certain importance to real world applications of mobile
robots, since systems like these may attract passers-by to experiment on how the
system reacts and controls its motion.

Our detection of obstructions is based on the definition of a supervised area
in front of the robot and three counters assigned to each tracked object. The
supervised area represents the space that the robot needs for its next motion
steps. We call an object blocking if it is situated inside this area but does not
move at a sufficient speed in the robot’s desired direction. The three counters
represent the following values:

1. Number of entrances into supervised area. This is the number of transitions
from non-blocking to blocking state of a tracked object.

2. Duration of current blocking. If the considered object is blocking, the elapsed
time since the last entrance event of this object is counted.

3. Overall duration of blocking. The total time spent blocking by the considered
object is counted.

If any of these counters exceeds a threshold value, the corresponding object is
considered obstructing. Following a dynamic window approach, these counters
forget blockings after a period of time. Note that a passively blocking object is
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evaded by the control scheme, i.e. its relative position leaves the supervised area.
Therefore this counter approach in conjunction with the used control scheme
detects active and deliberate obstructions fairly well.

The same object may be considered obstructing several times. Each time the
response of the system is increased. At first the system informs the object that
it has been tracked and that it interferes with the robot’s motion plan. Next,
the robot stops, asks the obstructor to let it pass by and waits for a short period
of time, hopefully losing the obstructor’s focus of interest. Finally, the robot
might choose an alternative path to its goal to evade this persistent object. In
our current implementation, however, it just gives up.

4.2 Motion Coordination

Objects in the environment are not always opponent to the vehicle. In our second
application one object is accepted as a guide that the robot has to accompany.
This idea is inspired by the implementation on a robotic wheelchair. Typical
applications are a walk in a park, shopping mall or pedestrian area together with
a disabled person. Ideally, there is no need for continuous steering maneuvers, it
is sufficient to indicate the guiding person. This ability to accompany a moving
object is realized by a modification to the underlying velocity obstacle approach.
We give the basic idea here, for further details see [9].

At each step of time the set RV of dynamically reachable velocities of the
vehicle is computed, velocity referring to speed and direction. Omitting veloc-
ities CV causing collisions with moving and static obstacles, an avoidance ve-
locity v is selected for the next cycle from the set RAV = RV \CV of reachable
avoidance velocities. In the original velocity obstacle work, v is selected in order
to reduce the distance to a goal position. In our case the goal is not a position in
the environment but a velocity vg which is composed of the velocity of the guide
person, and an additional velocity vector in order to reach a desired position
relative to the guide person. Thus a velocity v is selected from RAV for the
next cycle such that the difference v − vg is sufficiently small. So this approach
is of beautiful simplicity but yet powerful enough to enable a robotic vehicle to
accompany a human through natural, dynamic environments, as shown by our
experiments.

5 Experiments

The described system is implemented on a robotic wheelchair equipped with
a SICK laser range finder and a sonar ring [11]. Computations are performed
on an on-board PC (Intel Pentium II, 333 MHz, 64 MB RAM). The laser range
finder is used to observe the environment, whereas the sonar ring helps to avoid
collisions with obstacles that are invisible to the range finder.

The tracking system has been tested in our lab environment and in the
railway station of Ulm. It proved to perform considerably more robust than
its predecessor [10] which is based on a greedy nearest neighbor search among
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Fig. 3. Outdoor trajectory

the objects’ centers of gravity. The number of objects extracted from a scan
typically ranges from ten to twenty, allowing cycle times of about 50 milliseconds
using the hardware mentioned above. However, the performance of the serial
communication link to the range finder imposes a restriction to three cycles per
second.

Figure 3 shows the trajectory of a guide walking outside on the parking place
in front of our lab. The guide has been tracked and accompanied for 1073 cycles
(more than five minutes), until he finally became occluded to the range finder.
The wheelchair moved counterclockwise. The small loop is caused by the guide
walking around the wheelchair.

Figure 4 shows trajectories of numerous objects tracked in the railway station
of Ulm. The wheelchair moved from (0, 0) to about (30,−10) accompanying a
guide. Pedestrians’ trajectories crossing the path of the robot or moving parallel
can be seen as well as static obstacles, apparently moving as their centers of
gravity slowly move due to change of perspective and dead reckoning errors.
This scene has been observed for 247 cycles (82 seconds).

6 Further Work

Unfortunately, the tracking system still loses tracked objects occasionally. One
obvious cause is occlusion. It is evident that invisible objects cannot be tracked
by any system. But consider an object occluded by another object passing be-
tween the range finder and the first object. Such an event cancelled the tracking
shown in Fig. 3, where the guide was hidden for exactly one scan. Hence a future
system should be enabled to cope at least with short occlusions.
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But tracked objects get lost occasionally even if they are still visible. This
might happen for example if new objects appear and old objects disappear si-
multaneously, as the visual field of the range finder is limited. To illustrate this,
imagine a linear arrangement of three objects. Now delete the leftmost object
and insert an object next to the rightmost. A flow computed as described above
induces a false assignment, that is a shift to the right. This problem is partially
dealt with by restriction to a local search for correspondents as presented in
Sect. 3.2. It might be further improved if we do not assign any old object to
new objects that become visible by a change of perspective due to the robot’s
motion.

In some cases object extraction fails to properly split composed objects. If
these objects are recognized separately in the previous scan, either of them is
lost. But this situation may be recognized by looking at the minimum cost flow
in the graph, if there is a significant flow into one node from two predecessors.
This might give a hint to split the newly extracted object.

As object extraction is error-prone, one might follow the idea to compute the
flow based on the scan points before extracting objects by searching for proximity
groups of parallel edges carrying flow. However this might be computationally
infeasible, since the sizes of the graphs involved in the computations of the flows
are heavily increased.

Information about the motion of an object drawn from previous scan images
could be used to compute an approximation of its current position and thus direct
the search for corresponding points. A first implementation of this regarding
the motion of centers of gravity shows poor behaviour in some environments,
for example considering walls moving as their visible part grows. Another bad
effect of position prediction is its tendency to create errors by a chain effect, as
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even a single incorrect object assignment results in incorrect prediction of future
positions and therefore may result in further incorrect assignments.

7 Conclusion

In this paper we presented an object tracking system based on laser range finder
images and graph algorithms. The basic idea of our tracking approach is to rep-
resent the motion of object shapes in successive scan images as flows in bipartite
graphs. By optimization (maximum flow, minimum cost, maximum weighted
matching) we get plausible assignments of objects from successive scans. Fur-
thermore, we briefly presented an approach to detect deliberate obstructions of
a robot and a method for motion coordination between a human and a robot.
However, a more robust object extraction and the relatively high computational
complexity of the network flow algorithms remain open problems.
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Abstract. Mobile robots need an internal representation of their envi-
ronment to do useful things. Usually such a representation is some sort
of geometric model. For our robot, which is equipped with a panoramic
vision system, we choose an appearance model in which the sensoric data
(in our case the panoramic images) have to be modeled as a function of
the robot position. Because images are very high-dimensional vectors, a
feature extraction is needed before the modeling step. Very often a lin-
ear dimension reduction is used where the projection matrix is obtained
from a Principal Component Analysis (PCA). PCA is optimal for the
reconstruction of the data, but not necessarily the best linear projection
for the localization task. We derived a method which extracts linear fea-
tures optimal with respect to a risk measure reflecting the localization
performance. We tested the method on a real navigation problem and
compared it with an approach where PCA features were used.

1 Introduction

An internal model of the environment is needed to navigate a mobile robot opti-
mally from a current state toward a desired state. Such models can be topological
maps, based on labeled representations for objects and their spatial relations, or
geometric models such as polygons or occupancy grids in the task space of the
robot.

A wide variety of probabilistic methods have been developed to obtain a
robust estimate of the location of the robot given its sensory inputs and the en-
vironment model. These methods generally incorporate some observation model
which gives the probability of the sensor measurement given the location of
the robot and the parameterized environment model. Sometimes this parame-
ter vector describes explicit properties of the environment (such as positions of
landmarks [8] or occupancy values [4]) but can also describe an implicit relation
between a sensor pattern and a location (such as neural networks [6], radial basis
functions [10] or look-up tables [2]).

Our robot is equipped with a panoramic vision system. We adopt the implicit
model approach: we are not going to estimate the parameters of some sort of

G.D. Hager et al. (Eds.): Sensor Based Intelligent Robots, LNCS 2238, pp. 39–50, 2002.
c© Springer-Verlag Berlin Heidelberg 2002
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CAD model but we model the relation between the images and the robot location
directly (appearance modeling).

In section 2 we describe how this model is used in a Markov localization
procedure. Then we discuss the problem of modeling in a high dimensional im-
age space and describe the standard approach for linear feature extraction by
Principal Component Analysis (PCA). In order to evaluate the method we need
a criterion, which is discussed in section 5. The criterion can also be used to find
an alternative linear projection: the supervised projection. Experiments on real
robot data are presented in sections 6 and 7 where we compare the two linear
projection methods.

2 Probabilistic Appearance-Based Robot Localization

Let x be a stochastic vector (e.g., 2-D or 3-D) denoting the robot position in
the workspace. Similar to [1] we employ a form of Markov localization for our
mobile robot. This means that at each point in time we have a belief where the
robot is indicated by a probability density p(x). Markov localization requires
two probabilistic models to maintain a good position estimate: a motion model
and an observation model.

The motion model describes the effect a motion command has on the location
of the robot and can be represented by a conditional probability density

p(xt|u,xt−1) (1)

which determines the distribution of xt (the position of the robot after the
motion command u) if the initial robot position is xt−1.

The observation model describes the relation between the observation, the
location of the robot, and the parameters of the environment. In our situation
the robot takes an omnidirectional image z at position x. We consider this as a
realization of a stochastic variable z. The observation model is now given by the
conditional distribution

p(z|x; θ), (2)

in which the parameter vector θ describes the distribution and reflects the un-
derlying environment model.

Using the Bayes’ rule we can get an estimate of the position of the robot
after observing z:

p(x|z; θ) =
p(z|x; θ)p(x)∫
p(z|x; θ)p(x)dx

. (3)

Here p(x) gives the probability that the robot is at x before observing z. Note
that p(x) can be derived using the old information and the motion model
p(xt|u,xt−1) repeatedly. If both models are known we can combine them and
decrease the motion uncertainty by observing the environment again.

In this paper we will focus on the observation model (2). In order to esti-
mate this model we need a dataset consisting of positions x and corresponding



Omnidirectional Vision for Appearance-Based Robot Localization 41

observations z 1. We are now faced with the problem of modeling data in a
high-dimensional space, particularly since the dimensionality of z (in our case
the omnidirectional images) is high. Therefore the dimensionality of the sensor
data has to be reduced. Here we restrict ourselves to linear projections, in which
the image can be described as a set of linear features. We will start with a linear
projection obtained from a Principal Component Analyis (PCA), as is usually
done in appearance modeling [5]

3 Principal Component Analysis

Let us assume that we have a set of N images {zn}, n = 1, . . . , N . The im-
ages are collected at respective 2-dimensional robot positions {xn}. Each image
consists of d pixels and is considered as a d-dimensional data vector. In a Prin-
cipal Component Analysis (PCA) the eigenvectors of the covariance matrix of
an image set are computed and used as an orthogonal basis for representing in-
dividual images. Although, in general, for perfect reconstruction all eigenvectors
are required, only a few are sufficient for visual recognition. These eigenvectors
constitute the q, (q < d) dimensions of the eigenspace. PCA projects the data
onto this space in such a way that the projections of the original data have
uncorrelated components, while most of the variation of the original data set is
preserved.

First we subtract from each image the average image over the entire image
set, z̄. This ensures that the eigenvector with the largest eigenvalue represents
the direction in which the variation in the set of images is maximal. We now
stack the N image vectors to form the rows of an N × d image matrix Z. The
numerically most accurate way to compute the eigenvectors from the image set
is by taking the singular value decomposition [7] Z = ULVT of the image matrix
Z, where V is a d× q orthonormal matrix with columns corresponding to the q
eigenvectors vi with largest eigenvalues λi of the covariance matrix of Z [3].

These eigenvectors vi are now the linear features. Note that the eigenvec-
tors are vectors in the d-dimensional space, and can be depicted as images: the
eigenimages. The elements of the N × q matrix Y = ZV are the projections of
the original d-dimensional points to the new q-dimensional eigenspace and are
the q-dimensional feature values.

4 Observation Model

The linear projection gives us a feature vector y, which we will use for localiza-
tion. The Markov localization procedure, as presented in Section 2, is used on
the feature vector y:
1 In this paper we assume we have a set of positions and corresponding observations:

our method is supervised. It is also possible to do a simultaneous localization and
map building (SLAM). In this case the only available data is a stream of data
{z(1), u(1), z(2), u(2), . . . , z(T ), u(T )} in which u is the motion command to the robot.
Using a model about the uncertainty of the motion of the robot it is possible to
estimate the parameters from these data [8].
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p(x|y; θ) =
p(y|x; θ)p(x)∫
p(y|x; θ)p(x)dx

, (4)

where the denominator is the marginal density over all possible x. We now have
to find a method to estimate the observation model p(y|x; θ) from a dataset
{xn,yn}, n = 1, . . . , N .

We used a kernel density estimation or Parzen estimator. In a Parzen ap-
proach the density function is approximated by a sum of kernel functions over
the N data points from the training set. Note that in a strict sense this is not a
‘parametric’ technique in which the parameters of some pre-selected model are
estimated from the training data. Instead, the training points themselves as well
as the chosen kernel width may be considered as the parameter vector θ. We
write p(y|x; θ) as

p(y|x; θ) =
p(y,x; θ)
p(x; θ)

(5)

and represent each of these distribution as a sum of kernel functions:

p(x,y; θ) =
1
N

N∑

n=1

gy(y − yn)gx(x− xn) (6)

p(x; θ) =
1
N

N∑

n=1

gx(x− xn). (7)

where

gy(y) =
1

(2π)q/2hq
exp

(
−||y||

2

2h2

)
and gx(x) =

1
2πh2 exp

(
−||x||

2

2h2

)
(8)

are the q- and two-dimensional Gaussian kernel, respectively. For simplicity in
our experiments we used the same width h for the gx and gy kernels.

5 Feature Representation

As is made clear in the previous sections, the performance of the localization
method depends on the linear projection, the number of kernels in the Parzen
model, and the kernel widths. First we discuss two methods with which the
model can be evaluated. Then we will describe how a linear projection can be
found using the evaluation.

5.1 Expected Localization Error

A model evaluation criterion can be defined by the average error between the
true and the estimated position. Such a risk function for robot localization has
been proposed in [9]. Suppose the difference between the true position x∗ of
the robot and the the estimated position by x is denoted by the loss function
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L(x,x∗). If the robot observes y∗, the expected localization error ε(x∗,y∗) is
(using Bayes’ rule) computed as

ε(x∗,y∗) =
∫

x
L(x,x∗)p(x|y∗)dx

=
∫

x
L(x,x∗)

p(y∗|x)p(x)
p(y∗)

dx. (9)

To obtain the total risk for the particular model, the above quantity must be
averaged over all possible observations y∗ obtained from x∗ and all possible x∗

to give

RL =
∫

x∗

∫

y∗
ε(x∗,y∗)p(y∗,x∗)dy∗dx∗ (10)

The empirical risk is computed when estimating this function from the data:

R̂L =
1
N

N∑

n=1

ε(xn,yn)

=
1
N

N∑

n=1

∑N
l=1 L(xl,xn)p(yn|xl)
∑N

l=1 p(yn|xl)
. (11)

This risk penalizes position estimates that appear far from the true position of
the robot. A problem with this approach is that if at a few positions there are
very large errors (for example two distant locations have similar visual features
and may be confused), the average error will be very high.

5.2 Measure of Multimodality

An alternative way of evaluating the linear projection from z to y is to consider
the average degree of modality of p(x|y) [11]. The proposed measure is based
on the simple observation that, for a given observation zn which is projected to
yn, the density p(x|y = yn) will always exhibit a mode on x = xn. Thus, an
approximate measure of multimodality is the Kullback-Leibler distance between
p(x|y = yn) and a unimodal density sharply peaked at x = xn, giving the
approximate estimate − log p(xn|y = yn) plus a constant. Averaging over all
points yn we have to minimize the risk

R̂K = − 1
N

N∑

n=1

log p(xn|y = yn) (12)

with p(x|y = yn) computed with kernel smoothing as in (5). This risk can be
regarded as the negative average log-likelihood of the data given a model defined
by the kernel widths and the specific projection matrix. The computational costs
of this is O(N2), in contrast with the O(N3) for R̂L.
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5.3 Supervised Projection

We use the risk measure to find a linear projection y = WT z alternative to the
PCA projection. The smooth form of the risk R̂K as a function of the projection
matrix W allows the minimization of the former with nonlinear optimization.
For constrained optimization we must compute the gradient of R̂K and the gra-
dient of the constraint function WT W − Iq with respect to W, and then plug
these estimates in a constrained nonlinear optimization routine to optimize with
respect to R̂K . We followed an alternative approach which avoids the use of
constrained nonlinear optimization. The idea is to parameterize the projection
matrix W by a product of Givens (Jacobi) rotation matrices and then optimize
with respect to the angle parameters involved in each matrix (see [12] for de-
tails). Such a supervised projection method must give better results than an
unsupervised one like PCA (see experiments in this paper and [11]). In the next
sections we will experimentally test both methods.

6 Experiments Using PCA Features

First we want to know how good the localization is when using PCA features.
In particular we investigate how many features are needed.

6.1 Datasets and Preprocessing

We tested our methods on real image data obtained from a robot moving in
an office environment, of which an overview is shown in figure 1. We made use
of the MEMORABLE robot database. This database is provided by Tsukuba
Research Center, Japan, for the Real World Computing Partnership and con-
tains a dataset of about 8000 robot positions and associated measurements from
sonars, infrared sensors and omni-directional camera images. The measurements
in the database were obtained by positioning the robot (a Nomad 200) on the
grid-points of a virtual grid with distances between the grid-points of 10 cm.
One of the properties of the Nomad 200 robot is that it moves around in its
environment while the sensor head maintains a constant orientation. Because of
this, the state of the robot is characterized by the position x only.

The omni-directional imaging system consists of a vertically oriented stan-
dard color camera and a hyperbolic mirror mounted in front of the lens. This
results in images as depicted in figure 2. Using the properties of the mirror we
transformed the omni-directional images to 360 degrees panoramic images. To re-
duce the dimensionality we smoothed and subsampled the images to a resolution
of 64×256 pixels (figure 3). A set of 2000 images was randomly selected from the
total set to derive the eigenimages and associated eigenvalues. We found that for
80% reconstruction error we needed about 90 eigenvectors. However, we are not
interested in the reconstruction of images, but in the use of the low-dimensional
representation for robot localization.
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Fig. 1. The environment from which the images were taken.

Fig. 2. Typical image from a camera with a hyperbolic mirror

6.2 Observation Model

In section 4 we described the kernel estimator as a way to represent the obser-
vation model p(y|x; θ). In such a method usually all training points are used for
the modeling. In our database we have 8000 points we can use. If we use this
whole dataset this means that in the operational stage we should calculate the
distance to all 8000 points for the localization, which, even though the dimen-
sions of x and y are low, is computationally too slow. We are therefore interested
in taking only a part of these points in the kernel density estimation model. In
the following sections a set of about 300 images was selected as a training set.
These images were taken from robot positions on the grid-points of a virtual
grid with distances between the grid-points of 50 cm.

Another issue in the kernel method is a sensible choice for the width of the
Gaussian kernel.The optimal size of the kernel depends on the real distribution
(which we do not know), the number of kernels and the dimensionality of the
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Fig. 3. Panorama image derived with the omnidirectional vision system.

problem. When modeling p(x,y) for a one-dimensional feature vector y with our
training set we found that h ≈ 0.1 maximized the likelihood of an independent
test set. The test set consisted of 100 images, randomly selected from the images
in the database not designated as training images. When using more features
for localization (a higher dimensional feature vector y) the optimal size of the
kernel was found to be higher. We used these values in our observation model.

6.3 Localization

In a Markov localization procedure, an initial position estimate is updated by the
features of a new observation using an observation model. The initial position
estimate is computed using the motion model, and gives an informed prior in the
Bayes rule. Since we are only interested in the performance of the observation
model, we assume a flat prior distribution on the admissible positions x.
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Fig. 5. Performance for different number features.

when using a single feature has multiple peaks, indicating multiple hypotheses
for the position. This is solved if more features are taken into account. In both
situations the maximum a posteriori value is close to the real robot position. This
illustrates that the model gives a good prediction of the robot’s real position.
In some cases we observed a maximal value of the distribution at an erroneous
location if too few features were used. So we need sufficient features for correct
localization. The effect of the number of features is depicted in figure 5 where
we plotted localization risk for different number of features. We see that for this
dataset (300 positions) the performance levels out after about 10-15 features.

7 Comparing PCA with a Supervised Projection

We also compared the localization of the robot when using PCA features and
when using supervised projection features. Here we used data collected in our
own laboratory. The Nomad robot follows a predefined trajectory in our mobile
robot lab and the adjoining hall as shown in Fig. 6. The data set contains 104
omnidirectional images (320 × 240 pixels) captured every 25 centimeters along
the robot path. Each image is transformed to a panoramic image (64 × 256)
and these 104 panoramic images together with the robot positions along the
trajectory constitute the training set of our algorithm. A typical panoramic
image shot at the position A of the trajectory is shown in Fig. 7.

In order to apply our supervised projection method, we first sphered the
panoramic image data. Sphering is a normalization to zero-mean and identity
covariance matrix of the data. This is always possible through PCA. We kept
the first 10 dimensions explaining about 60% of the total variance. The robot
positions were normalized to zero mean and unit variance. Then we applied the
supervised projection method (see [12] for details of optimization) projecting the
sphered data points from 10-D to 2-D.

In Fig. 8 we plot the resulting two-dimensional projections using (a) PCA,
and (b) our supervised projection method. We clearly see the advantage of the
proposed method over PCA. The risk is smaller, while from the shape of the



48 B.J.A. Kröse, N. Vlassis, and R. Bunschoten

����

����

��A

C

B

Fig. 6. The robot trajectory in our building.

Fig. 7. A panoramic snapshot from position A in the robot trajectory.

projected manifold we see that taking into account the robot position during
projection can significantly improve the resulting features: there are fewer self-
intersections of the projected manifold in our method than in PCA which, in
turn, means better robot position estimation on the average (smaller risk). In
[11] we also show that localization is more accurate when using the supervised
projection method.

Finally, the two feature vectors (directions in the image space on which the
original images are projected) that correspond to the above two solutions are
shown in Fig. 9. In the PCA case these are the familiar first two eigenimages of
the panoramic data which, as is normally observed in typical data sets, exhibit
low spatial frequencies. We see that the proposed supervised projection method
yields very different feature vectors than PCA, namely, images with higher spa-
tial frequencies and distinct local characteristics.

8 Discussion and Conclusions

We showed that appearance-based methods give good results on localizing a
mobile robot. In the experiments with the PCA features, the average expected
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(a) PCA projection: RK = −0.69 (b) supervised projection: RK = −0.82

Fig. 8. Projection of the panoramic image data from 10-D. (a) Projection on the first
two principal components. (b) Supervised projection optimizing the risk RK . The part
with the dashed lines corresponds to projections of the panoramic images captured by
the robot between positions B and C of its trajectory.

1st eigenvector 1st supervised feature vector

2nd eigenvector 2nd supervised feature vector

Fig. 9. The first two feature vectors using PCA (left) and our supervised projection
method (right).

localization error from our test set is about 40cm if around 15 features are used
and the environment is represented with 300 training samples. Note that we
studied the worst-case scenario: the robot has no prior information about its
position (the ‘kidnapped robot’ problem), and combined with a motion model
the localization accuracy should be better. A second observation is that the
environment can be represented by only a small number of parameters. For the
300 15-dimensional feature vectors the storage capacity is almost negligible and
the look-up can be done very fast.

The experiments with the supervised projection showed that this method
resulted in a lower risk, and therefore a better expected localization. In [11] we
describe an experiment where we used the full Markov procedure to localize the
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robot. The supervised projection method gave significantly better results than
the PCA features.

Both experiments were carried out with extensive data sets, with which we
were able to get good estimates on the accuracy of the method. However, the
data were obtained in a static environment, with constant lighting conditions.
Our current research in this line focuses on investigating which features are most
important if changes in the illumination will take place.
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12. N. Vlassis, Y. Motomura and B. Kröse. Supervised Dimension Reduction of In-
trinsically Low-dimensional Data. Neural Computation, to appear, 2001.



Vision for Interaction

H.I. Christensen, D. Kragic, and F. Sandberg

Centre for Autonomous Systems
Numerical Analysis and Computer Science

Royal Institute of Technology
SE-100 44 Stockholm, Sweden

1 Introduction

Society is experiencing a significant aging over the next few decades [1]. This
will result in an increase by 30% more elderly and retired people and an increase
of 100% in the number of people above 85 years of age. This increase in age will
require significant new services for managed care and new facilities for providing
assistance to people in their homes to maintain a reasonable quality of life for
society in general and elderly and handicapped in particular. There are several
possible solutions to the aging problem and the delivery of the needed services.
One of the potential solutions is use of robotic appliances to provide services such
as cleaning, getting dressed, mobility assistance, etc. In addition to providing
assistance to elderly it can further be envisaged that such robotic appliances
will be of general utility to humans both at the workplace and in their homes,
for many different functions.

At the same time the basic methods for navigation and operation in a do-
mestic environment is gradually becoming available. Today there are methods
available for (semi-) autonomous mapping and navigation in domestic settings
[2,3]. For service robots to be truly useful they must include facilities for in-
teraction with the environment, to be able to pick-up objects, change controls,
support humans, etc. Interaction can be implemented using dedicated actuator
systems such as lift and simple grippers as found on many research platforms.
The ultimate facility for interaction is of course a light-weight mobile manipu-
lator that can support a range of different tasks.

Interaction with objects requires facilities for recognition of objects, grasping
and manipulation. For the instruction of a robot to carry out such tasks there is
also a need for flexible interaction with human users. The by far most flexible sen-
sory modality that provides methods for both recognition, action interpretation,
and servoing is computational vision. In this paper the issues of computational
vision for human-computer interaction and visual servoing for manipulation will
be discussed and example solutions for use of vision in the context of the ser-
vice robot systems: The Intelligent Service Robot (ISR) [4] will be presented.
The ISR system is a service robot demonstrator aimed at operation in a natural
domestic setting for fetch and carry type tasks. The system is to be used by reg-
ular people for operation in an unmodified setting, which implies that it must
rely on sensory information for navigation, interaction and instructions. It is in

G.D. Hager et al. (Eds.): Sensor Based Intelligent Robots, LNCS 2238, pp. 51–73, 2002.
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general assumed that the users have no special training which imposes special
requirements in terms of interaction.

The paper is organised in the following manner: In Section 2 the use of
vision for gesture interpretation is presented, Section 3 presents a systems for
visual servoing for object manipulation, while Section 4 provides a summary and
directions for future research.

2 Human-Robot Interaction

2.1 Structure of Interaction System

Interaction with humans can take on a number of different forms. The most
typical forms are outlined below in terms of output and input;

Output

Screen. Output in terms of text or graphics on a computer screen is quite com-
mon for human computer interaction and widely studied in HCI. Mounting
a computer screen on the robot requires that the user is situated in front of
the screen, which is a rather strong requirement.

Speech. Spoken feedback is becoming more and more common as the quality of
speech synthesis is improving. Excellent examples includes the Festival sys-
tems from University of Edinburgh and commercial systems from Microsoft
and IBM. The advantage of spoken feedback is that it can be made omni
directional and thus gives added flexibility in terms of position with respect
to the robot. Unfortunately the spoken feedback might be challenging for
elderly (with reduced hearing) and in noisy environments.

Embodied agent. An alternative to graphics and speech is use of an embodied
agent, where a small character is used for feedback. An example of such an
agent is show in figure 1. The agent has four degrees of freedom. The head
can perform pan and tilt movements, corresponding to nodding and shaking
of the head. Each of the arms have a single degree of rotational freedom,
i.e. lifting of arms. Using this methodology it is possible to nod the head
as a “yes” response and shake the head as a “no” response. In addition
the agent can raise both hands to indicate surrender, i.e. giving up as part
of a dialogue (“I did not understand what you said”). This is an intuitive
modality for feedback and provides a good complement to speech and/or
graphics.

Input

Keyboard. Keyboard and mouse are well known modalities for interaction with
GUIs but in the context of a mobile robot it is not immediately obvious where
to put the keyboard and/or the mouse. Wireless keyboards are available, but
one would have to carry such a unit around. This modality is thus not very
useful for mobile platforms.
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Fig. 1. Example of an embodied agent (Developed by the Industrial Designer: Erik
Espmark)

Touch screen. Some commercial systems such as the HelpMate use touch
screens for interaction with users. This is a flexible way of providing in-
put, provided that all possible commend alternatives can be enumerated on
the screen. Unfortunately the modality requires that the user is situated in
front of the screen to enable interaction.

Speech Input. Gradually speech interpretation systems with large vocabular-
ies are becoming available. Good examples include the IBM ViaVoice and
Dragon Dictate. Both of these systems are unfortunately speaker specific
and require extensive training before they can be deployed. For limited vo-
cabularies it is now possible to use speaker independent software for input
generation. An excellent example is the Esmeralda system developed by Fink
et al. [5,6]. A problem with speech systems is that the signal to noise ratio
typically must be very good to obtain reasonable recognition rates. This
either requires a good microphone in combination with a quiet setting or
alternatively mounting of a microphone on the user (i.e. a wireless micro-
phone). The second option is by far the most frequently used option. Use
of specific vocabularies is well suited for specification of a sequence of com-
mands such as “fetch the milk from the refrigerator”. Unfortunately such a
mode of interaction is only well suited for a set of prior known objects that
can be uniquely identified. Thus a system would not be able to understand
commands such as “pick this object and deliver it to Susan”, or “please clean
this area”. Use of speech along is thus only suitable for well defined settings.

Gestures. Gestures are well suited for generation of instructions in terms of a
specific set of commands. The sequencing of commands will typically require
recognition of detailed timing which in most cases is difficult if not impos-
sible. In addition a problem with gestures is that the user has to stand in
front of the robot cameras and the action must be observable by the camera.
This is a significant constraint. In addition vision has often had robustness
problems for operation in domestic settings around the clock. Gestures are
however well suited for specification of spatial locations and for simple in-
structions such as “follow me”, “this area”, “go left”, “STOP!”, etc.
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Given the characteristics outlined one possible solution is to use a spoken
dialogue systems in combination with a simple set of gestures and an embodied
agent for basic level feedback. For processing of spoken input the Esmeralda sys-
tem [6] is used. The spoken system provides a sequence of commands, while the
gesture system may be used for generation of motion commands in combination
with the speech systems. In the following the basic components of the gesture
interpretation system are outlined.

2.2 Gesture Interpretation

Gestures have been widely studied in computer vision and human computer
interaction as for example reported by [7,8]. Gestures have also been used in a
few robot applications as for example reported by [9,10].

For interaction with a human operator it is necessary to consider the location
of hands and the face of the users so as to allow both left and right handed
people to interact with the system. In addition for some commands it is of
interest to be able to use both hands. There is thus a need for the definition
of a system that allows identification of the face and the two hands. Once the
regions corresponding to these three components have been identified they must
be tracked over time and finally the trajectories must be interpreted to allow
recognition of the specific gestures. The process of gesture interpretation can
thus be divided into three steps i) segmentation of hands and face, ii) tracking
of regions and iii) interpretation of trajectories. Each of the three processes are
described in detail below.

Colour Segmentation in Chromaticity Space. Recognition of hands and
other skin coloured regions have been studied extensively in the literature in
particular for face and gesture recognition. The by far most frequently used ap-
proach is based on colour segmentation. To achieve robustness to colour variation
it is well known that the traditional RGB colour representation is not a good
basis for segmentation. Frequently researchers such as Sterner [8] have used a
Hue-Saturation-Intensity (HSI) representation as a basis for recognition. In this
colour space Hue and Saturation are used for segmentation while the intensity
component is ignored. Such approaches allow definition of methods that are
more robust to light variation. Unfortunately not only intensity but also colour
temperature varies over the day and is also dependent on the use of natural or
artificial lighting. It is thus easy to illustrate that HSI based approaches will fail
if the colour temperature is varied. A more careful consideration of the under-
lying physics reveals that the reflected light from an object such as the human
skin can be modeled using a di-chromatic reflection model, i.e.:

L(θ, λ) = ms(θ)Ls(λ) +mbLb(λ) (1)

where L is the light reflected as a function angle of incidence (θ) and the wave-
length (λ). The reflected light is composed of two components one derived from
surface reflection (Ls) and another dependent on light reflected from below the
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(a) Original (b) Initial segmentation

Fig. 2. Initial segmentation of skin colour regions

surface (Lb). The skin colour and the content of melanin will determine the re-
flection coefficients (ms and mb). The total light reflected can be determined
through integration over the full spectrum, using a spectral sensitivity function
for the camera of fRGB(λ), i.e.:

CRGB =
∫

λ

L (θ, λ) fRGB (λ) dλ (2)

The colour image is unfortunately still highly sensitive to illumination variations.
It is however possible to change the image to Chromaticity coordinates where a
more robust representation can be achieved. I.e.,

r =
R

R+G+B

g =
G

R+G+B

b =
B

R+G+B

When processing images in chromaticity space normally only the r − g compo-
nents are used. The b component is redundant and in addition normally the blue
channel of a camera is noisy in particular in low light conditions.

When considering images of human skin in r − g space it is possible to
identify a narrow region that contains all skin pixels. This region is often termed
the skin locus [11]. Through simple box classification in r− g space it is possible
to perform a segmentation of skin regions with a high level of confidence. An
example is shown in figure 2.

Through estimation of the density of skin coloured pixels in a local neigh-
bourhood and subsequent thresholding it is possible to detect the three major
skin coloured regions in an image. For images where a single person is the domi-
nating figure this will result in reliable detection of the face and hands, as shown
in figure 3:
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(a) Density of skin pixels (b) Hands and Face

Fig. 3. Estimation of density of skin pixels and thresholding of the density image to
extract hand and face regions

To further compensate for illumination variations it is possible to compute a
histogram over the detected regions (in r− g space) and feedback the histogram
boundaries back to the estimation of the location of the skin locus box classifier
to allow adaptation to potential variations in illumination.

Region Tracking. Once regions have been extracted the next problem is to
track the regions over time to allow generation of a sequence of trajectories for
interpretation of gestures. The tracking is here carried out using a conventional
Kalman filter [12]. The regions are tracked directly in image space. For the
tracking the center of gravity is used, i.e:

p =
(

x
y

)
(3)

For the tracking the position p and velocity ṗ is used. This results in a system
model, where the state is:

x =
(

p
ṗ

)
(4)

Under the assumption of a first order Taylor expansion the autonomy of the
system is defined by:

xk+1 = Axk + Cwk (5)

A =
(

1 ∆T
0 1

)
(6)

C =
(
∆T 2/2
∆T

)
(7)

Where wk models acceleration etc and is assumed to be Gaussian noise, with
a variance σ2

w. As only the position of regions are available in the image, the
observation model is defined as:
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Fig. 4. The system for face and head region tracking

Fig. 5. Example trajectories extracted for face and hand tracking

zk = Hx + nk (8)
H =

(
1 0
)

(9)

Where z is the measurement vector and nk is the measurement noise that is
assumed to Gaussian noise with a variance σ2

n. Using the standard Kalman
updating model it is now possible to track regions over time. Details can be found
in [12]. The matching between images is performed using a nearest neighbour
algorithm, which is adequate when the algorithm is run at 25 Hz.

The full systems for tracking of hand and face regions is shown in figure 4.
An example result for tracking of regions is shown in figure 5. The trajectories

illustrate how both hands and the face are tracked over a limited sequence.
The above mentioned system has been implemented on a standard 400 MHz

Pentium-II computer running Linux. The system uses a standard Matrox frame-
grabber. The system is running in real-time. The execution time for the different
phases of the algorithm are shown in Table 1 (for an 160x120 pixel image):

Interpretation of Gestures Using HMM. From the tracking module three
sets of trajectories are available. These trajectories can be used for the interpre-
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Table 1. CPU usage for segmentation and tracking of hand and face regions on a 400
MHz Pentium II computer running Linux

Phase Time/Frame [ms]
Image Retrieval 4.3
Colour Segmentation 0.6
Density Estimation 2.1
Connected Components 2.1
Kalman filtering 0.3
Total 9.4

tation of gestures. For this purpose it is assumed that there is some minimum
motion between different gestures. I.e. the hands are almost stationary between
different gestures. Under this assumption velocity can be used to segment the
trajectories into independent parts that can be processed independent of each
other. Once separate trajectories have been extracted they are normalised to pro-
vide independence of size and position in the image. The normalized trajectory
segments are forwarded to a recognition module.

For the recognition of gestures a Hidden Markov Model is used [13]. A Hidden
Markov Model (HMM) is defined by a 5-tuple: λ = (S, V,A,B, π) that is defined
as:

– States, S = {s1, s2, . . . , sN}. The state at time t is denoted qt.
– Symbols, V = {v1, v2, . . . , vm}
– Transition probability distribution, A = {aij}, where
aij = P (qt+1 = sj |qt = si), i, j ∈ {1..N}

– Observation probability distribution, B = {bj(k)}, where
bj(k) = P (vkgenerated in statej), j ∈ {1..N}, k ∈ {1..M}

– Initial state distribution, π = {πi} where
πi = P (qi = si), i ∈ {1..N}.
In this particular application the HMM is assumed to be a Markov chain,

and all trajectories are assumed to start in the first state, i.e.

πi =
{

0, i �= 1
1 i = 1 (10)

In many applications the observations are organised into a sequence, i.e. O =
{x1,x2, ...xK}. In this particular application the gestures are continuous rather
than discrete and the observation probability distribution is thus not discrete,
and is consequently replaced by a continuous Gaussian distribution:

bj(xt) =
1

√
(2π)n|Σj |

e− 1
2 (xk−µj)T Σ−1

j
(xt−µj) (11)

where n is the dimension of the measurement space (here 2) and µ is the mean
and Σj is the covariance matrix for the observations in state j.
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For the use of a HMM two problems have to be considered:

1. Evaluation: Determining P (O|λ), the probability that a HMM λ generated
a particular observation sequence. I.e. is a HMM for a particular gesture the
best model for the observed trajectory.

2. Training: Given a sequence of test samples how does one determine the HMM
that best “explains” the data set.

Let us consider each of these problem in the following.

Recognition/Evaluation: Recognition is performed by using the HMM that is
the most like generator of a particular sequence. A simple algorithm to compute
P (O|λ) is through use of the Vieterbi algorithm [13]. Given:

αi(t) = P (x1,x2, . . . ,xt, qt = si|t)

Initialize:
αi(1) = πibi(x1), i ∈ {1..N} (12)

Recursion

αj(t+ 1) =
[
max

i
αi(t)aij

]
bj(xt+1), t ∈ {1..T − 1}, j ∈ {1..N} (13)

Termination
P (O|λ) = max

i
αi(K), i ∈ {1..N} (14)

The Vieterbi algorithm generates a maximum likelihood estimate for the trajec-
tory. To allow identification of the case “no gesture” it is necessary to introduce
a threshold that ignores low probability trajectories.

Training The training phase is carried out by using a sequence of test trajectories
that are recorded and subsequently processed in a batch process. The training
is carried out in two phases: i) initialisation and ii) re-estimation.

The initialisation of the HMM is carried out by simple statistics, i.e.

µi =
1
Nj

∑

∀t,qi=sj

xt (15)

and
Σj =

1
Nj

∑

∀t,qi=sj

(xt − µj)(xt − µj)T (16)

whereNj is the number of observations in state j. The most likely trajectories are
determined using the Vieterbi algorithm, and the state transition probabilities
are approximated by relative frequencies:

aij =
Aij

∑N
k1
Aik

(17)
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The initialisation process is repeated until the estimates stabilize.
The initial parameters can be improved through use of the Baum-Welch

forward-backward algorithm [14]. Let Lj(t) denote the likelihood of being in
state j at time t. Then the statistics can be revised to be:

µj =
∑T

t=1 Lj(t)xt
∑T

t=1 Lj(t)
(18)

and

Σj =
∑T

t=1 Lj(t)(xt − µj)(xt − µj)T

∑T
t=1 Lj(t)

(19)

The calculation of the state likelihoods, Lj(t), is carried out using the forward-
backward algorithm. The forward probability is defined by

αi(t) = P (x1,x2, . . . ,xt, qt = si|λ) (20)

Computed as mentioned in the recognition section (i.e., Eqs 12 – 14). The back-
ward probability is defined as

βi(t) = P (xt+1,xt+2, . . . ,xK |q(t) = i, λ) (21)

The forward backward probabilities gives:

αi(t)βi(t) = P (O, qt = i|λ) (22)

Which can be used for computation of the state probabilities and the state
transition probabilities.

Lj(t) =
1

P (O|λ)
αj(t)βj(t) (23)

aij =
1

P (O|λ)

∑T−1
t=1 αi(t)bj(xt+1)βj(t+ 1)
1

P (O|λ)

∑T−1
t=1 αi(t)βj(t)

(24)

The forward backward process is then repeated until the probabilities stabilize
by which the network is ready for application.

The HMM classifier has been implemented on the same PC as used for the
blob tracking. The classifier run in 23.4 ms for each full gesture and combined
the blob tracking and the recognizer is thus able to classify gestures in real-time.

Evaluation. The gesture system has been evaluated using two different gesture
sets. For the initial evaluation of the system the graffiti language developed by
Palm Computing was implemented. The graffiti language has without doubt
been developed to ensure a minimum of errors in recognition and consequently
it is a good dataset for testing of the algorithm. After quite some initial testing
a Markov model with four states was selected as a model.
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Table 2. Recognition results achieved for the Palm graffiti language

Recognition rates Position Velocity Combined
Result [%] 96.6 87.7 99.5

Attention Idle Forward Back Left Right

Turn left Turn right Faster Slower Stop

Fig. 6. The gesture set used for basic robot interaction

For the testing a total of 2230 test sequences were recorded. The dataset in-
volved 5 different persons all of them operating in a living room scenario. From
the dataset 1115 of the sequences were used for training of the HMM. Subse-
quently the remaining 1115 sequences were used for testing of the algorithm.
For recognition tests were carried using image position p, image velocity ṗ and
position and velocity. The achieved recognition rates are summarised in table 2.

Subsequently a language suitable for simple instruction was designed to allow
for interaction with the robot. The basic instructions are feed into the robot
control system to allow real-time interaction. The set of gestures is shown in
figure 6.

The gesture set was trained on 500 image sequences. Subsequently the ges-
tures were tested on a new set of 4 people using a limited set of 320 sequences.
A recognition rate of 78% was achieved for this dataset. The lower recognition
rate is in part due to the fact that the gesture set has not been optimized. An-
other problem experienced with a data set that involves both hands is occasional
occlusions between the hands, which easily can lead to errors in the tracking pro-
cess. When combined with the speech system it is however possible to obtain an
overall system for human interaction that is suitable for use by regular people.

3 Model Based Visual Manipulation

One of the basic requirements of a service robot is the ability to manipulate
objects in a domestic environment. Given a task such as to fetch a package of
milk from a refrigerator, the robot should safely navigate to the kitchen, open
the refrigerator door, fetch and deliver the milk. Assuming a perfect positioning
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in front of the refrigerator door, two tasks remain: opening the door and fetching
the milk. The first task - opening of the door may benefit from integrated use
of different sensors, a camera and a force-torque sensor. This problem has been
addressed in our previous work, [15]. Here, we concentrate on “fetch–and–carry”
tasks.

A “fetch” or a “pick-up” task where vision is used as an underlying sensor
may in general be divided into the following subtasks:

Detection. Given a view of the scene, the agent should be able to provide
a binary answer whether the desired object is in the field of view or not.
This implies that the scene might both contain a few similar objects or no
object the all. “Simple” approaches based on colour or texture may be used
for moderately complex scenes. However, it is not straightforward to design
a general tool for highly dynamic environments where spatial position of
objects may change completely unexpected.

Segmentation. Providing that the detection was successful, the image must
be searched for the object. The hypotheses should be made and the image
has to be segmented for further verification and actual recognition of the
object. In a trivial manner, an opposite approach may be used where we
exclude those regions that are not likely to contain the object, e.g. regions
of uniform colour or highly textures region (depending, of course, on the
objects appearance).

Recognition. The recognition tool should recognize the object and provide
certainty measure for the recognition. Depending on the implementation, this
part may also provide partial/full pose of the object [16]. Object recognition
is a long studied research issue in the field of computational vision [17]. A
promising system, based on Support Vector Machines [18] has recently been
developed locally and used to detect a moderate set of everyday objects.

Alignment. After the object has been located, the robotic manipulator/arm
should be visually servoed to the vicinity of the object. Many of the ex-
isting visual servo systems neglect the first three issues and concentrate on
the alignment task. The approaches differ in the number of cameras used
(stand–alone vs. eye–in–hand) and underlying control space (image based
[19], position based [20] and 2 1/2 D visual servoing [21]). To perform the
alignment in a closed–loop manner, the systems should have the ability to
track object features during the arm movements and update their position
if needed. This is especially obvious if the objects are not static or if the
alignment and grasping are performed while the robot is moving.

Grasping. After the alignment has been performed, the grasping sequence
should start. For “simple” objects like boxes and cylinders (which most of
the food items have) a set of predefined grasps may be learned and used
depending on the current pose of the object. However, there are many ev-
eryday object which are far from having a “nice”, easy-graspable shape. It
is obvious that for those objects vision should be used together with other
sensory modalities like force-torque or touch sensors.
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Fig. 7. Diagram of the model based tracking system.

Manipulation. In many cases the agent is required to deliver an object in
a particular way, i.e. the object should be fit into or put onto some other
object. This may additionally require of the agent to manipulate the object
in the end–effector/hand before final delivery/placement. There therefore a
need form the grasping tool to perform both a stable and a manipulable
grasp, [22], [23] .

Each of the outlined issues have been widely studied in different research
areas: computer vision, control, optimization, sensor integration, etc. However,
their interaction and integration is still quite a young area.

Although somewhat neglected because of it computational complexity, the
use of CAD models has been a quite popular approach to solving all of the out-
lined issues: pose estimation and tracking, [24,25], alignment [26,27] and grasping
[28,22]. This is also the approach taken in our current work. In this paper we
address the issues of pose estimation, alignment (visual servoing) and tracking.
For more information about the currently used recognition tool we refer to [18].
The diagram of the implemented tracking system is presented in figure 7. The
approach is similar to the one proposed by Marchand in [26].

3.1 Pose Estimation

Pose estimation considers a computation of a rotation matrix (orientation) and
a translation vector of the object (position), H(R, t). Different researchers have
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formulated closed form solutions to pose estimation with feature points in copla-
nar or non-coplanar configuration,[29,30,31,32,33]. It has been shown that the
key to a robust estimation is the use a larger number of feature points since
the image noise and measurement errors average out due to the feature redun-
dancy. The most straightforward method described by Roberts, [29], consists in
retrieving the 11 parameters of a projective transformation matrix as a solution
to a linear system. Other notable methods were proposed by Tsai, [34], Lowe
[24], and Yuan, [35]. Mentioned techniques rely on the Newton-Raphson method
which requires the initial approximate pose as well as the computation of the
Jacobian matrix which is computationally expensive and usually not suitable for
real-time applications.

The method proposed by DeMenthon and Davis[36], relies on linear algebra
techniques. Although this method is also iterative, it does not require the a–
priori knowledge of the initial pose nor the estimation of the Jacobian matrix.
At the first iteration step, the method computes the pose from orthography
and scaling with the assumption that the image projections of model points
were obtained under a scaled orthographic projection. Briefly, the method starts
by assuming a scaled orthographic projection and iteratively converges to a
perspective projection by minimizing the error between the original image points
and projected point using the current camera model. The method converges after
3-4 iterations which is suitable for real-time applications. In our implementation,
this step is followed by an extension of Lowe’s [24] nonlinear approach proposed
in [37]. This step is called POSE in figure 7.

Once the pose of the object in the camera coordinate system is known, the
tracking is initiated. It involves 3 steps:

1. normal flow computation
2. fitting an affine/quadratic transformation model between two views
3. optimizing the pose with respect to spatial intensity gradients in the image

3.2 Model Based Tracking

After the pose estimation is obtained, the internal camera parameters are used
to project the model of the object onto the image plane. A simple rendering
technique is used to determine the visible edges of the object [38]. For each
visible edge, tracking nodes are assigned at regular intervals in image coordinates
along the edge direction. After that, a search is performed for the maximum
discontinuity (nearby edge) in the intensity gradient along the normal direction
to the edge. The edge normal is approximated with four directions: 0, 45, 90, 135
degrees. This way we obtain a displacement vector:

d⊥
i =

(
∆xi

∆yi

)
(25)

representing the normal displacement field of visible edges.
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(a) (b) (c)

Fig. 8. Example images obtained during pose estimation and tracking: a) the model
with points used in POSE to determine the pose, b) pose estimation (the model is
overlaid in black), and c) normal flow estimation (the lines represent the direction and
not the magnitude.

A 2D affine transformation is expressed by:
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affine transformation from (Eq. 26)) and
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(
x y 0 0 1 0
0 0 x y 0 1

)
(27)

Displacement vector can be written as:

di(pi) = W(pi)Θ′ (28)
= W(pi)

(
Θ − (1, 0, 0, 1, 0, 0)T

)
(29)

From (pt
i,di)i=1...k, we estimate the 2D affine transformation Θ′. From Eq. 29,

we have:
d⊥

i = nT
i di(pi) = nT

i W(pi)Θ′ (30)

where ni is a unit vector orthogonal to the edge at a point pi. From Eq. 30 we
can estimate the parameters of the affine model, Θ̂′ using a M-estimator ρ:

Θ̂′ = arg min
Θ′

∑

i

ρ(d⊥
i − nT

i W(pi)Θ′) (31)

Computed affine parameters give us new image positions of the points in time
t+ 1. Thereafter, pose estimation step (POSE) is performed to obtain the pose
of the object in the camera coordinate system, H(R, t)init.
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Fig. 9. Determining normal displacements for points on a contour in consecutive
frames.

In certain cases, a six-parameter motion model is not sufficient. The following
polynomial model may be used:
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Fitting the CAD model to the spatial intensity gradients

Using the estimated affine parameters Θ̂′ and positions of edge nodes at time t,
we are able to compute their positions at time t+ 1 from:

pt+1
i = ΨΘpt

i (33)

with
Θ̂ = Θ̂′ + (1, 0, 0, 1, 0, 0)T (34)

As already mentioned, the affine motion model does not completely account
for the 3D motion and perspective effects that occur during the object motion.
Therefore, the pose space, H(R, t), should be searched for a best fit given the
image data. As proposed in [26], the projection of the object model is fitted
on the spatial intensity gradients in the image, using the H(R, t)init as the
initialization:

Ĥ(R, t) = arg min
H

[

−
∑

CH

‖∇G(t+ 1) ‖
]

(35)

where ∇G(t+ 1) is the intensity gradient along the projected model edges and
CH are the visible edges of the model given a pose H(R, t).

The optimization method proposed in [26] uses a discrete hierarchical search
approach with respect to to the pose parameters. However, the right discrete
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step of pose parameters is crucial in order to find the right minimum value.
The affine motion model is particularly sensitive to the rotational motions of
the object and large changes in rotation usually result with loss of tracking.
For that reason we have extended the method proposed in [26] so that the step
determination is dynamically changed based on the 3D object velocity.
This system has been used for three different tasks:

1. Alignment and tracking. Position based visual servoing approach [39] is
used to align the robot hand with the object. In addition, the robot hand
follows the object during its motion by keeping the constant pose between
the objects and hands coordinate systems.

2. Grasping. Grasping is performed by using a set of pre–defined grasps de-
pending on the objects pose.

3. Visual servoing. After the object is grasped, image based visual servoing
[39] is used to guide the manipulator during the placement task.

To control the robot we have adopted both image based and position based visual
servo approaches. Detailed description and characteristics of these approaches
can be found in [39]. The basic idea is to minimize an error function usually
defined as an image position or 3D pose difference between the current and
desired objects set of tracked features. Detailed description of the outlined tasks
are presented in following section together with the experimental setup.

3.3 Experimental SetUp

The dextrous robot hand used in this example is the Barrett Hand. It is an
eight–axis, three-fingered mechanical hand with each finger having two joints.
One finger is stationary and the other two can spread synchronously up to 180
degrees about the palm (finger 3 is stationary and fingers 1 and 2 rotate about
the palm). The hand is controlled by four motors and has 4 degrees of freedom:
1 for the spread angle of the fingers, and 3 for the angles of the proximal links.
Our current model of the hand uses slightly simplified link geometries, but the
kinematics of the model match the real hand exactly. The hand is attached
to Puma560 arm which operates in a simple workcell. The vision system uses
a standard CCD camera (Sony XC-77) with a focal length of 25mm and is
calibrated with respect to the robot workspace. The camera is mounted on a
tripod and views the robot and workcell from a 2m distance.

3.4 Alignment and Tracking

The objective of this experiment was to remain constant relative pose between
the target and the robot hand. A typical need for such an application is during
the grasp of a moving object or if the robot is performing a grasping task while
moving. Position based visual servoing is used to minimize the error in pose
between the hand coordinate system an a reference point defined in the object
coordinate frame. When a stable tracking is achieved grasping may be performed.
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(a) (b)

(c) (d)

Fig. 10. From an arbitrary starting position in figure a), the end–effector is precisely
servoed into a predefined reference position with respect to the target object, figure b).
If the object starts moving, the visual system tracks the motion (pose) of the object
and the robot is controlled keeping the constant relative pose between the hand and
the object.

3.5 Grasping

Here, pose estimation is used to perform a set of “learned” grasps. For each object
we generate a set of reference points from which the grasp sequence should be
initialized. These reference points depend on the pose of the object relative to
the camera, i.e. the object might be placed horizontally, vertically, etc. First, we
estimate the current pose of the object. After this, the manipulator is guided
to the reference point that is either on a side (for a horizontal placement of the
object) or above the object (if the object is placed vertically on the table). When
the positioning is achieved, the “learned” grasp is performed.

3.6 Model Based Servoing

Here, the robot starts to move from an arbitrary position holding the grasped
object. The task is to bring the object to some final or “thought” position where
“teach by showing” approach was used [39].
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Fig. 11. Two examples of grasps: left) the vision system determines the pose of the
object within the robot workspace and right) the completed grasp.

The whole sequence consists of the following steps:

– The “teach by showing” approach is initiated in the following manner: the
object is placed at some arbitrary position and its pose with respect to
the camera coordinate system is estimated by matching points between the
object and geometrical model using the approach presented in Section 3.1.
Image coordinates of corner points are used to build a vector of desired
image positions. After this, the object is placed to a new, initial position
and tracking sequence is initiated. The vector of desired positions may also
be known a–priori.

– In each frame, the current image positions of corner features are estimated
using the technique presented in Section 3.2.

– The image Jacobian [39] is estimated and the control law obtained using a
simple position controller.

4 Discussion

Vision is a highly flexible sensory modality for estimation of the state of the
environment. This functionality can be used for construction of facilities for in-
teraction with humans and objects for a variety of applications. In this paper
it has been described how vision may be used for interpretation of gestures and
how similar methods also may be used for recognition and servoing to facilitate
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a b

c d

e

Fig. 12. a) Start pose, b) Destination pose, c), d), e) Intermediate images of visual
servo sequence. This particular test was performed mainly in order to test the visual
tracking system. The object undergoes a rotational motion around camera’s y–axis.
However, the tracking is remained during the whole servoing loop.

grasping and manipulation. The presented methods have been evaluated in the
context of an service robot application that operated in a domestic setting. A
robust performance has been reported for the particular applications consid-
ered. The methods described provide basic facilities for interaction in a natural
environment.
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For interaction in natural environments it is necessary for the user to be
able to provide fairly general commands and the robot must be able engage
in a dialogue where turn-taking allow resolution of ambiguities and learning
from past experience. So far the basic facilities for interaction has been provided
but future research will need to consider how these methods can be integrated
in a service robot application that can be used by regular people. To provide
such an artifact there is a need for research on instruction by demonstration,
which involves methods for dialogue design, task and behavioural modelling, and
learning for generalisation etc. In addition the current methods allow recognition
and interaction with prior defined objects. For operation in a general setting it
is also necessary to provide methods that allow automatic acquisition of object
models and grasping strategies. While the present paper has described a basic
set of functionalities for a service robot there is still fundamental research to be
carried out before service robots are ready to enter our homes.
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15. L. Petersson, D. Austin, D. Kragić, and H. Christensen, “Towards an intelligent

robot system,” in Proceedings of the Intelligent Autonomous Systems 6, IAS-6,
(Venice), pp. 704–709, July 2000.

16. K. Tarabanis, P. Allen, and R. Tsai, “A survey of sensor planning in computer
vision,” IEEE Transactions on Robotics and Automation, vol. 11, no. 1, pp. 86–
104, 1995.

17. S. Edelman, ed., Representation and recognition in vision. Cambridge, MA: The
MIT Press, 1999.

18. D. Roobaert, “Improving the generalisation of Linear Support Vector Machines: an
application to 3D object recognition with cluttered background,” in Proceedings of
the International Joint Conference on Artificial Intelligence, IJCAI’99, Workshop
on Support Vector Machines, pp. 29–33, 1999.

19. G. Hager, W. Chang, and A. Morse, “Robot feedback control based on stereo
vision: Towards calibration-free hand-eye coordination,” IEEE Control Systems
Magazine, vol. 15, no. 1, pp. 30–39, 1995.

20. W. Wilson, C. W. Hulls, and G. Bell, “Relative end-effector control using cartesian
position based visual servoing,” IEEE Transactions on Robotics and Automation,
vol. 12, no. 5, pp. 684–696, 1996.

21. E. Malis, F. Chaumette, and S. Boudet, “Positioning a coarse–calibrated camera
with respect to an unknown planar object by 2 1/2D visual servoing,” in 5th IFAC
Symposium on Robot Control (SYROCO’97), vol. 2, (Nantes, France), pp. 517–523,
September 1997.

22. A. Bicchi and V. Kumar, “Robotic grasping and contact: A review,” in Proc. of
the IEEE Int. Conf. on Robotics and Automation, pp. 348–353, 2000.

23. K. B. Shimoga, “Robot grasp synthesis algorithms: A survey,” International Jour-
nal of Robotics Research, vol. 15, pp. 230–266, June 1996.

24. D. Lowe, “Fitting parameterized three–dimensional models to images,” IEEE
Transactions on Pattern Analysis and Machine Intelligence, vol. 13, no. 5, pp. 441–
450, 1991.



Vision for Interaction 73

25. D. Koller, K. Daniilidis, and H. Nagel, “Model-based object tracking in monocular
image sequences of road traffic scenes,” International Journal of Computer Vision,
vol. 10, no. 3, pp. 257–281, 1993.

26. E. Marchand, P. Bouthemy, and F. Chaumette, “A 2D–3D Model–Based Ap-
proach to Real–Time Visual Tracking,” Technical report ISSN 0249-6399, ISRN
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Abstract. This paper introduces our one-armed stationary humanoid
robot GripSee together with research projects carried out on this plat-
form. The major goal is to have it analyze a table scene and manipulate
the objects found. Gesture-guided pick-and-place This has already been
implemented for simple cases without clutter. New objects can be learned
under user assistance, and first work on the imitation of grip trajectories
has been completed.
Object and gesture recognition are correspondence-based and use elastic
graph matching. The extension to bunch graph matching has been very
fruitful for face and gesture recognition, and a similar memory organiza-
tion for aspects of objects is a subject of current research.
In order to overcome visual inaccuracies during grasping we have built
our own type of dynamic tactile sensor. So far they are used for dynamics
that try to optimize the symmetry of the contact distribution across the
gripper. With the help of those dynamics the arm can be guided on an
arbitrary trajectory with negligible force.

1 Introduction

In order to study models for perception and manipulation of objects we have
set up the robot platform GripSee. The long-term goal of this research project
is to enable the robot to analyze a table scene and to interact with the objects
encountered in a reasonable way. This includes the recognition of known objects
and their precise position and pose as well as the acquisition of knowledge about
unknown objects. A further requirement is an intuitive mode of interaction to en-
able a human operator to give orders to the robot without using extra hardware
and requiring only minimal training. As the most natural way of transferring
information about object locations is pointing, we have chosen to implement a
hand gesture interface for user interaction

This article reviews some of the steps we have taken towards that goal and
first achievements. The whole project has only been possible through the coop-
eration of a large group, and I am indebted to Mark Becker, Efthimia Kefalea,
Hartmut Loos, Eric Maël, Christoph von der Malsburg, Abdelkader Mechrouki,
Mike Pagel, Gabi Peters, Peer Schmidt, Jochen Triesch, Jan Vorbrüggen, Jan
Wieghardt, Laurenz Wiskott, and Stefan Zadel for their contributions.

G.D. Hager et al. (Eds.): Sensor Based Intelligent Robots, LNCS 2238, pp. 74–86, 2002.
c© Springer-Verlag Berlin Heidelberg 2002
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Fig. 1. GripSee’s 3 DoF stereo camera head and 7 DoF manipulator.

2 Overall System

The robot hardware is shown in figure 1 and consists of the following components:

– A modular robot arm with seven degrees of freedom (DoF), kinematics sim-
ilar to a human arm, and a parallel jaw gripper;

– a dual stereo camera head with three DoF (pan, tilt, and vergence) and
a stereo basis of 30 cm for two camera pairs with different fields of view
(horizontally 56◦ with color and 90◦ monochrome, respectively);

– a computer network composed of two Pentium PCs under QNX and a Sun
UltraSPARC II workstation under Solaris.

Image acquisition is done by two color frame grabber boards controlled by one
of the PCs, which also controls the camera head and performs real-time image
processing for, e.g., hand tracking. The second PC controls the robot arm. Since
image data has to be transferred between the processors, they are networked
with FastEthernet to achieve sufficient throughput and low latencies.
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Our software is based on the C++-library FLAVOR (“Flexible Library for
Active Vision and Object Recognition”) developed at our institute. FLAVOR
comprises functionality for the administration of arbitrary images and other
data types, libraries for image processing, object representation, graph matching,
image segmentation, robotics, and interprocess communication [16].

3 Correspondence-Based Recognition

Recognition from visual data is required at two points in the desired function-
ality, namely the recognition of hand gestures and the recognition of objects.

In contrast to methods employing invariants or signatures our recognition
methods rely on establishing a correspondence map between a stored aspect and
the actual camera image. A big advantage of this type of recognition is that
precise position information is recovered in addition to the object identity.

This position information in image coordinates can be used to measure 3-D
position required for grasping by a combination of fixation and triangulation.
For this to work the cameras must be calibrated relative to the position of the
end effector. We have developed our own neural network-based method to do
this, which is described in [10,11].

3.1 Features

The difficulty of the correspondence problem depends on the choice of features.
If grey values of pixels are taken as local features, there is a lot of ambiguity, i.e.,
many points from very different locations share the same pixel value without be-
ing correspondent. A possible remedy to that consists in combining local patches
of pixels, which of course reduces this ambiguity. If this is done too extensively,
i.e., if local features are influenced by a large area, the ambiguities disappear if
identical images are used, but the features become more and more sensitive to
distortions and changes in background.

As a compromise vectors of features at various scales (and orientations) can
be used. One possibility is a wavelet transform based on complex-valued Ga-
bor functions [6,30,31], with wavelets parameterized by their (two-dimensional)
center frequency. At each image point, all wavelet components can be arranged
into one feature vector, which is also referred to as a “jet”. These features have
turned out to be very useful for face and gesture recognition.

Depending on the application other feature vectors are more appropriate.
The combination of different features has been systematically studied in [20].
For the object recognition described here, a combination of Mallat’s multiscale
edges [8] and object color has yielded good results. For the gesture recognition
Gabor wavelets have been used together with color relative to a standard skin
color. Generally, feature vectors seem to be better candidates for establishing
correspondence maps than scalar features.
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3.2 Elastic Graph Matching

Solving the correspondence problem from feature similarity alone is not possible,
because the same feature may occur in an image more than once. Therefore, the
relative position of features has to be used as well. One standard method for this
is elastic graph matching: the stored views are represented by sparse graphs,
which are vertex labeled with the feature vectors and edge labeled with the
distance vector of the connected vertices. Matching is done by first optimizing
the similarity of an undistorted copy of the graph in the input image and then
optimizing the individual locations of the vertices. This results in a distorted
graph whose vertices are at corresponding locations to the ones in the model
graph. This procedure is described in full detail in [6,28,29].

3.3 Attention Control

Conceptually, the solution of the correspondence problem includes segmentation
of the scene – when a correct correspondence map is available, the background is
eliminated as well. Practically, the matching algorithms become time consuming
and error prone when the area covered by the object proper becomes smaller
relative to the image size. Therefore, our recognition system usually employs
some attention control to select areas that are more likely than others to contain
an object. It is important that this be fast enough to allow a reaction by the
system. Therefore, only simple cues such as color or motion are used.

A second step to simplify the recognition tasks is fixation, i.e. centering both
cameras on an object point. This also has the advantage to minimize perspective
distortions.

3.4 Bunch Graphs

The major drawback of most correspondence-based recognition systems is that
the computationally expensive procedure of creating a correspondence map must
be done for each of the stored models. In the case of face recognition, this has been
overcome by the concept of bunch graphs [28,29]. The idea is that the database
of models is arranged in such a way that corresponding graph nodes are already
located at corresponding object points, e.g., a certain node lies on the left eye
of all models. For large databases, this reduces the recognition time by orders of
magnitudes. The resulting face recognition system has performed very well in the
FERET test, an evaluation by an independent agency. It was one of two systems
that underwent that test without requiring additional hand-crafted information
such as the position of the eyes in the images to be analyzed. The performance
on the difficult cases, where the images of persons were taken at widely different
times was clearly better than the competitors’ [15]. As a matter of fact, only one
competitor underwent the test without requiring further information regarding
the position of the eyes. This again illustrates how difficult the correspondence
problem really is.
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Object

– List of stable Poses
– (Mass)

Pose

– List of Views
– List of Grips

View

– 3-D Orientation in object coordinates
– Elastic Graph
– Position of a fixation point relative to the graph

Graph

– List of Vertices labeled with Feature vectors
– List of Graph Edges

Grip

– 3D orientation in object coordinates
– 3D position in object coordinates
– Gripper opening
– (Max. pressure)
– (Surface properties, etc.)

Fig. 2. Schema of our object representation. Items in parentheses are important object
parameters which currently cannot be extracted from sensor data.

The bunch graph method exploits the fact that all faces are structurally very
similar and correspondences inside the database make sense at least for a subset
of salient points. For general object recognition this is much more difficult. Con-
sequently, there is currently no suitable data format for storing many aspects of
many objects. The organization of the database of all aspects of one object is
subject of current research in our group [26,14,27,13]. Another successful appli-
cation lies in the recognition of hand gestures, where is has been used to make
the recognition background invariant [24,21,23].

3.5 Object Representation

An object representation suited for visually guided grasping has to integrate
2D visual features and 3D grip information about a known object, in order to
apply a known grip when the situation requires it. Autonomous learning of the
representation is highly desirable, therefore complicated constructs like CAD
models are not considered. Rather, we adopt the view that visual recognition
and application of a grip is mainly a recollection of what has been seen or done
before, with the necessary slight modifications to adapt to the situation at hand.

The visual representation is view-based, i.e., for each different orientation of
the object a set of visual features is stored, which are extracted from the left
and right stereo images and grouped into a model graph, which preserves the
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Fig. 3. Pick- and place behavior. The user points at one of the objects with a hand
gesture (top left). The hand gesture is recognized and the closest object is picked up
at the angle indicated by the gesture (top right). The robot waits for a new gesture
(bottom left) and places the object at the indicated position (bottom right).

topological relationships between the features. These model graphs are stored
in a library for different objects with different orientations and are used to rec-
ognize known objects with a graph matching process, which is invariant under
translation and scale. The grips are then associated with the views. A schema
of our object representation can be found in figure 2.

4 Pick and Place Behavior

The visual recognition techniques outlined above can be applied to everyday
objects as well as to hand gestures. Like all correspondence based methods they
have the advantage to yield detailed position information in addition to object
identity. This makes them well suited as subsystems for a humanoid robot that
can analyze and manipulate a table scene under human control. Thus, we have
successfully implemented a behavior module, which allows a user to point to one
of the objects on the table and have the robot pick it up and place it at a desired
position. So far it is assumed that the robot knows all the objects from their
visual appearance and how to grasp them.
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The system starts in a state, in which the robot stands in front of a table with
various known objects and waits for a human hand to transmit instructions. The
interaction with the human is initiated by moving a hand in the field of view
of the robot. This movement is tracked using a fusion of skin color and motion
cues. In order to point to an object the hand must stop, which is detected by
the robot using the sudden vanishing of the motion cue during tracking.

Now a rough position of the hand is known, which is fixated by the camera
head. After fixation, the type of hand gesture posture is determined by graph
matching. This matching process also yields a refined estimate of the position
of the hand’s center, which is fixated. The actual identity of the hand gesture
(fist, flat, etc.) can be assigned arbitrary additional information to be conveyed
to the robot. We currently use it to code for the grasping angle relative to the
table (steep grip vs. low grip, etc.).

It is expected that the hand now points at an object, thus the fixation point is
lowered by a fixed amount of about 10 cm. Now, a simple localization algorithm
detects the object, which is then fixated. Now the object recognition module
determines the type of object, its exact position and size in both images and its
orientation on the table.

Like in the posture recognition the cameras fixate on a central point of the
recognized object (which is a feature known for each each view of each object).
This yields the most precise object position that can be expected. Obviously,
this precision is crucial for reliable grasping.

Now a grip suitable for the object and according to what was demanded
by the hand gesture is selected from the set of grips attached to the object and
transformed into world coordinates. A trajectory is planned, arm and gripper are
moved towards the object, and finally the object is grasped. Another trajectory
transfers it to a default position conveniently located in front of the cameras for
possible further inspection.

Then the field of view is again surveyed for the operator’s hand to reappear.
In this state, it should be pointing with a single defined gesture to the three-
dimensional spot where the object is to be put down. The 3D position is again
measured by the already described combination of fixation movements and ges-
ture recognition. Then the arm moves the the object to the desired location and
the gripper releases it.

5 User-Assisted Object Learning

The construction of the object database is a time consuming process, which in-
cludes taking images of the object from all possible orientations and coding useful
grips from different angles. A good part of our work is dedicated to automate
this construction.

Learning of a new object (or more precisely, one stable pose of a new object)
is initiated by putting the object onto the table and having the robot create
the various views by moving the object around. This procedure has two serious
difficulties. First, a good grip must already be known for the robot to manipulate
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Fig. 4. Learning the representation of a new object. The object is placed into the
gripper such that a stable grip is known (top). The robot puts the object onto a
turntable (middle) and images of the various views are recorded without interference
from the gripper (bottom).



82 Rolf P. Würtz

the object in a predictable manner. Second, the actual orientation of the object
should be known with good precision, because the error is likely to accumulate
over the various views. The problem of learning new grips from scratch can only
be solved by relying on tactile information. We have currently constructed and
implemented tactile sensors on our gripper (see section 6), but the extraction of
detailed object information is subject of future research.

In this situation, we have decided to solve both problems by what we call
user-assisted learning. The general idea is that the acquisition of knowledge is
as autonomous as possible, but a human operator still makes decisions about
what is important and thus guides the process. Concretely, in the current case
our learning procedure is as follows. The operator presents the novel object by
putting it into the gripper (which has a defined position and orientation at that
moment), in a position and orientation that are ideal for grasping. They thus
define both a default grip and the object coordinate system. The robot closes the
gripper, puts the object onto the center of a turntable, fixates on the grasping
center, and takes a stereo image pair of the first object view. Then, the turntable
is rotated by a specified increment and a second view is taken. This is repeated
until a full circle of object views is acquired. After acquisition, all images are
rotated around their center to compensate for the rotation associated with a
combination of tilt and vergence.

After the images of the views are taken, they are converted into a collection
of labeled graphs. In this learning step, it is assumed that the background is
uniform (which is the case for the surface of the turntable) in order to avoid the
necessity of complicated segmentation methods and to assure as clean graphs as
possible in the representation (see [4] for details).

Two alternatives to using the turntable may be considered, namely having
the robot place the object onto the table in all necessary orientations or hold-
ing it in the gripper while storing the visual information. Both have not been
pursued so far in order to minimize the mechanical strain on the hardware. The
second possibility, poses the additional problem of segmenting and subtract-
ing the gripper itself from the image of the object. The quality of the object
recognition depends rather critically on the quality of the model graphs. Our
system therefore contains the possibility to modify the node positions by hand,
but under good illumination the automatically created graphs are usually good
enough.

6 Tactile Sensors

In the course of the project it has become clear that visual information in a
humanoid setup is not accurate enough for precise grasping. It should be en-
hanced with tactile information for fine tuning during the application of a grip.
As none of the currently available sensors met our requirements for a robust
system that was very sensitive for dynamic touch, a new type of sensor has been
developed [18,19]. In combination it complements two static elements (for x- and
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y- direction, respectively) with 16 dynamic sensor elements on each jaw of the
gripper.

As a first approach to behavior guided by tactile sensing we have imple-
mented a method for guiding the robot arm manually on a desired trajectory.
The signal from each sensor is binarized with a suitable threshold and triggers a
predefined reflex movement, which is represented by a translational and a rota-
tional movement vector relative to the gripper. The translation vector moves the
contact position towards a target position, e.g., the center between both gripper
jaws. This results in a radial vector field for the translation, where each direc-
tion is given by a vector pointing from the target position towards the sensor
position. The rotation vector turns the gripper such as to maximize the number
of sensor contacts, i.e., it attempts a parallel orientation of the gripper jaw to
the hand’s surface. The opening width of the gripper is controlled to keep loose
contact with the hand. In case of contact with both gripper jaws it receives a
small opening signal, and in case of one-sided contact a small closing signal.

This control can be used to guide the robot arm on a desired trajectory by
putting a hand between the jaws. If adjusted suitably, the movement components
of each sensor element add up to a motion which minimizes the asymmetry of
the contact around the hand and thus follows the hand’s movement through
the configuration space. Given a simple static object with parallel grasping sur-
faces, the same strategy will eventually converge to a situation with a symmetric
contact distribution around the desired grasping position on each gripper jaw.
For grasping, this can be followed by pressure-controlled closing of the gripper.
Turning this method into a good grasping strategy with minimal requirements
on object shape and developing a systematic way to learn optimal vector fields
are subjects of current research. Full details about the dynamics and the overall
robot control can be found in [7].

7 Related Work

A comprehensive study of the state of the art in robotic grasping is clearly
beyond the scope of this paper. To put the work into perspective, I classify the
methods used in terms of the possibilities provided in [3]. The control structure is
hierarchical in the sense that the vision system estimates a 6D grasping position,
and then a grasping trajectory is calculated. Possible grips are associated with
object identities and part of the objects’ description. The 3D position and the
object’s orientation on the table are derived from the recognition procedure,
the remaining DoF of the grip orientation is derived from the user interaction.
Different from the servoing systems in, e.g. [2], our system is currently “endpoint-
open-loop”, as no attempt is made to follow the end effector visually. A complete
“endpoint-closed-loop” system like the one described in [5] would be desirable,
but we will have to develop a suitable visual model of the end effector first
that could accommodate the quite complicated occlusions arising at the critical
moment of actual grasping. Tracking the manipulator with algorithms like in [9]
is not enough in such situations. In order to circumvent these problems, we are
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currently planning to correct the control errors resulting from visual inaccuracies
using the tactile sensors.

Our system is designed to resemble the situation in human perception as
closely as possible, which distinguishes it from the work done on industrial ma-
nipulators. The latter are usually non-redundant, and the cameras can be po-
sitioned according to the needs of the task at hand. Robot systems similar to
our approach include [25] and [12]. The attention mechanisms and active depth
estimate bear resemblance to the system described in [1].

8 Outlook

In the following I give an outlook on projects that are currently underway in
order to enhance the robot’s capabilities.

8.1 Imitation Learning

In addition to learning the visual appearance of objects the learning of grips is
important. As it is hard to define what constitutes a good grip an attractive
method is to have the robot imitate trajectories performed by a human. We
have measured the trajectories of a pair of thumb and index finger from a Ga-
bor transform with specially adapted parameters [22] with encouraging results.
Another project tries to estimate the arm position in whole-body gestures. First
results have been published in [17].

8.2 Further Problems

Among the problems to be tackled next is the interpretation of the output of
the tactile sensors and the classification of situations such as a sliding object, a
perfect grip, and an unstable grip from the time series displayed by the tactile
sensors during grasping. A further task will be to learn a representation of 3D
space in a way that is suitable for manipulation. Concretely, the robot body
(and possibly other parts) must be represented so that collisions can be reliably
avoided. The relative calibration of vision, touch and proprioception must be
improved, and it is highly desirable to have it updated during normal operation.
The optimization of grips from sensor data has already been mentioned. On the
visual side the organization of the object database to make rapid recognition
possible is the most pressing issue. Finally, the integration of the sensor infor-
mation to a coherent percept of the environment and a good organization of the
overall behavior must be pursued.
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Abstract. Traditionally, feature extraction and correspondence deter-
mination are handled separately in motion analysis of (range) image se-
quences. The correspondence determination methods have typically an
exponential computational complexity. In the present paper we introduce
a novel framework of motion analysis that unifies feature extraction and
correspondence determination in a single process. Under the basic as-
sumption of a small relative motion between the camera and the scene,
feature extraction is solved by refining the segmentation result of the
previous frame. This way correspondence information becomes directly
available as a by-product of the feature extraction process. Due to the
coupled processing of frames we also enforce some degree of segmentation
stability. First results on real range image sequences have demonstrated
the potential of our approach.

1 Introduction

The ability of dynamic scene analysis is essential to computer vision as well as
human vision. In dealing with dynamic scenes, the relative motion between the
camera and the imaged scene gives rise to the apparent motion of the objects in
a sequence of images. Although considerable work has been done in this domain,
the main emphasis of research has been on the intensity image modality.

Range images provide the three-dimensional shape of the sensed object sur-
faces in the field of view. The explicitness of this additional geometric information
has turned out to be very useful for a variety of vision tasks [19]. Today, range
cameras are becoming available that are able to acquire high-resolution range
images in (quasi) real-time [5,7,29]. With these new developments in 3D imaging
techniques, it is now realistic to address the problem of dynamic scene analysis
in a sequence of range images.

A popular paradigm of motion analysis in a (range) image sequence consists
of three stages:

– segmentation of each image of the sequence and extraction of key features,
– establishment of correspondences of the key features between frames,
– computation of motion using the feature correspondences.

Alternatively, motion can be analyzed by means of range flow computation
[10,16,28,30]. Here there is no need to solve the feature correspondence prob-
lem. As a disadvantage, the motion information concerns merely the individual
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pixels; motion associated with higher-level structures such as surfaces and ob-
jects has to be determined separately. Overview of motion analysis in general
and optical flow computation in particular can be found in [1,2,14,18] and [6],
respectively.

In the present work the correspondence determination paradigm is adopted.
However, we propose a framework of motion analysis, in which the feature ex-
traction and the correspondence determination are unified in a single stage. This
novel approach has a number of advantages, including stable feature extraction
and efficient correspondence determination. First results on real range image
sequences have demonstrated the potential of our method.

The remainder of the paper is structured as follows. In the next section we
motivate our work by a brief discussion of related literature. Then, some basic
results fundamental to the new algorithm are given, followed by a description
of the new algorithm itself in Section 4. In Section 5 experimental results are
presented. Finally, some discussions conclude the paper. Note that the actual
computation of motion parameters using known feature correspondences is not
part of this work and the readers are referred to the survey paper [26].

2 Motivation

Various features can be used for motion analysis and their properties directly
affect the stability, reliability, and robustness with respect to noise and distor-
tions in input data. Thus far, researchers have investigated the use of 3D points
[11,12,23]. Such local features are highly sensitive to noise and can easily be
completely occluded. On the other hand, global features such as line segments
[13] and surfaces [3,24,27] are more robust with respect to noise and occlusion.

In the correspondence determination paradigm for motion analysis, the fea-
tures are independently extracted from the frames of an image sequence. Given
the features of two successive frames, the correspondences are typically found
by means of methods like graph matching [12], tree search [13,27], and maximal
clique detection [24], that have provably an exponential computational complex-
ity in the worst case.

Segmentation and extraction of surfaces in range images turns out to be a
difficult task and cannot be considered as solved [15,22,25]. In particular, there
is generally no guarantee of a stable segmentation. Even for the case of small
changes from frame It−1 to frame It, their segmentation results may be different,
for instance, due to an over-segmentation of some surface of It−1 in It. This in-
stability causes another potential problem to the correspondence determination
paradigm.

In this work we assume a small relative motion between the camera and the
scene. Considering the high-speed range cameras available today, this assumption
is reasonable. Given the segmentation result of frame It−1, the next frame It is
not segmented from scratch, but based on the segmentation of It−1. In this
manner the segmentation result of It is strongly coupled with that of It−1, thus
forcing some degree of segmentation stability. More importantly, the feature
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R⊕ SDm

R ∈ It−1

�

R∗ ∈ It

R ∈ It−1

R∗ ∈ ItR� SDm

Fig. 1. Basic results: R∗ is bounded by the contour of R ⊕ SDm (left); R � SDm is
guaranteed to be within R∗ (right).

correspondences become directly available as a by-product of the segmentation
process at no extra cost. These properties make the proposed approach to motion
analysis an attractive alternative to the popular correspondence determination
paradigm.

From a fundamental point of view our approach possesses some similarity
to the numerous works dealing with tracking and 3D reconstruction of contour
deformation by means of active contours [8,9]. While the interest there is in the
tracking of, typically, a small number of contours, we fully cover all surfaces of
the imaged scene.

3 Basic Results

A movement of a surface in the scene from time t−1 to t causes its corresponding
image region R in frame It−1 to become some R∗ in frame It. Such a movement
may be any combination of rotations and translations, and has six degrees of
freedom. The caused change in the images varies accordingly: R∗ corresponds to
a rotated and translated version of R when the spatial translation is parallel to
the image plane and the spatial rotation is around an axis perpendicular to the
image plane. If the camera comes closer/further to the scene, then R∗ results
from a scaling of R. In general, the deformation of R to R∗ may become more
complex than these basic image transformations and even their combinations.

We use Dm to represent the maximal displacement of an image pixel from
R to R∗ due to the relative motion between the camera and the scene. Let
the contour of R and R∗ be denoted by C and C∗, respectively. Then, any
deformation of R to R∗ can be modeled by a continuous function f :

f : C → C∗, ∀p ∈ C(|p− f(p)| ≤ Dm) (1)

that maps the contour C to C∗.
Let Rv be R translated by a directional vector v of length Dm. Obviously,

R∗ is contained in the union of Rv for all v. In the terminology of mathematical
morphology, this fact is expressed by:
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�R � R � SDm
f(p)

p

q

Fig. 2. f(p) cannot be inside R � SDm .

R∗ ⊆ R⊕ SDm

where ⊕ denotes the dilation operation and SDm represents a circular structural
element of radius Dm, see Figure 1 for a graphical illustration. Therefore, we
have:

Property 1. The relationship R∗ ⊆ R ⊕ SDm
holds for any mapping function f

of form (1).

Now we establish another result that is fundamental to the new feature ex-
traction algorithm presented in the next section.

Property 2. The relationship R � SDm
⊆ R∗ holds for any mapping function f

of form (1). Here � represents the erosion operation.

Proof A graphical illustration of this property is given in Figure 1. Under the
mapping function f , each point p on the contour of R, C, is mapped to f(p) such
that |p− f(p)| ≤ Dm. Note that f(p) cannot be inside R� SDm

. Otherwise, let
q be the intersection point of the straight line segment pf(p) with the contour
of R�SDm , see Figure 2. According to the definition of erosion, q is at least Dm

apart from the contour of R, thus |p− q| ≥ Dm. Therefore, we get:

|p− f(p)| = |p− q|+ |q − f(p)| > Dm

which is a contradiction. Since f(p) on the contour of R∗ is not inside R�SDm ,
R� SDm ⊆ R∗ holds. QED

The discussion above can be summarized as follows. The region R∗ in frame
It resulting from R from frame It−1 is bounded by the contour of R ⊕ SDm .
Although R∗ is still undetermined, we know that R� SDm

definitely lies within
R∗. This latter property provides the basis for our feature extraction algorithm.

4 Feature Extraction Algorithm

We adopt the region-growing approach for surface extraction. In contrast to the
correspondence determination paradigm, however, the frames are not processed
independently. Instead, the segmentation result of frame It−1 is taken over and
refined to produce the segmentation result of frame It.
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input: RMt−1 (region map at time t − 1); It (range image at time t)
output: RMt (region map at time t)

RMt = RMt−1;
/∗ old regions ∗/
for each region R ∈ RMt do generate seed region Rs from R;
/∗ new regions ∗/
generate seed regions Rs in unlabeled areas in RMt;
/∗ region expansion ∗/
for each seed region Rs ∈ RMt do expand Rs using data from It;

Fig. 3. Algorithm outline.

Under the basic assumption of a small relative motion between the camera
and the scene, the term Dm and therefore the deformation of region R ∈ It−1
to R∗ ∈ It is small. From the last section we know that R � SDm is part of
the unknown region R∗. Consequently, we can make use of R � SDm as a seed
region for the region-growing process to generate R∗. For each region R ∈ It−1,
a seed region can be created for It this way. With the time, new surfaces may
come up in image frames. For these incoming regions no previous information
is available. Accordingly, their seed regions have to be generated in a different
manner. After the generation of all seed regions, the region-growing process is
started. An outline of the feature extraction algorithm is given in Figure 3. Note
that we still need to segment the first image of a sequence. This can be done
by any segmentation known from the literature. From the second frame on our
feature extraction algorithm becomes applicable.

4.1 Handling of Old Surfaces

The seed region Rs for an unknown region R∗ ∈ It is generated by R�SDm . To
be reliable, Rs should be of some minimum size. Otherwise, it is excluded from
the region-growing process. On the one hand, a disappearing surface causes a
too small seed region. On the other hand, a constantly visible surface of very
small size may be discarded as well. This latter point will be further discussed
in Section 4.4

We are faced with one problem when using the strategy of seed region gen-
eration above. After erosions, R � SDm may become disconnected. Figure 4
illustrates such a situation where R� SDm consists of two parts. There are two
potential solutions for this problem:

(a) allow disconnected (seed) regions;
(b) consider the disconnected parts as different seed regions.

In (a) no special handling is needed. After region-growing the parts may become
a single connected region or remain disconnected (the number of disconnected
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R

Fig. 4. Seed region R � SDm is disconnected.

parts may be reduced). In the latter case the disconnectedness of the region is
propagated to the succeeding frames, indicating their common origin. This way
we also preserve the chance to reunify them in the future when the occlusion
disappears. In contrast, the disconnected parts result in different region in so-
lution (b) even when they become connected after region-growing or later in
the image sequence. In this case an explicit merge operation is needed. In our
current implementation we have used solution (a).

4.2 Handling of Incoming Surfaces

Incoming surfaces manifest themselves as image areas that cannot be merged
to the existing regions. We may consider these unlabeled areas after growing
the existing regions. Again, seed regions are generated and expanded. In this
approach two passes are needed to handle the existing and the incoming surfaces
separately. Alternatively, we may also postpone handling of unlabeled areas to
the next frame. There seed regions are generated at the same time as for the
existing regions. Then, a single pass of region-growing deals with all seed regions.
In our current implementation we have used the second approach, which is also
the version given in the algorithm outline in Figure 3.

There is no previous information for the incoming surfaces. Accordingly, their
seed regions have to be generated in a different manner. In an unlabeled area
we simply put a square seed region at a certain distance apart from the area
boundary. Potentially, more than one seed region can be set as long as they are
distant enough from each other.

4.3 Region-Growing

The region-growing process is guided by surface approximations. Let the ap-
proximating surface function be g(a, x, y, z) = 0 defined by a parameter vector
a. The choice of g is dependent on the applications. Examples are planes, bi-
variable polynomial functions, and quadrics. For each seed region Rs an initial
surface function g(as, x, y, z) = 0 is computed by the least-squares method. A
pixel (x0, y0, z0) adjacent to Rs is merged to Rs if the fit error test with the
maximal tolerable fit error Tf :

e(g(as, x, y, z), x0, y0, z0) ≤ Tf
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survives successfully. Here e() represents a fit error function. Typically, this may
be the function approximation error, the orthogonal distance to surface, or the
algebraic approximation error (for quadrics). The region-growing process is re-
peated until no more merge can be made. Finally, the surface function is updated
using the merged pixels as well to yield a more reliable surface representation.
At this place a cycle of region-growing and surface approximation can be started
until the region becomes stable.

4.4 Correspondence Determination

In our framework of feature extraction the correspondence determination is triv-
ial. A region R∗ ∈ It either evolves from a region R ∈ It−1 or is newly generated.
In the latter case a new surface emerges and will be tracked from now on.

Using this simple strategy, we lose the correspondence information some-
times. The reason is that the computed seed region R� SDm

may be too small
to be really useful. Then, it is excluded from the region-growing process. This
particular unlabeled area will be considered as a potential incoming surface.
Note that this problem is associated with very small regions only. As far as such
regions become larger later in the image sequence, their tracking will become
stable.

5 Experimental Results

The feature extraction algorithm described in the last section has been imple-
mented in C language under both UNIX and MS Windows. For the initial seg-
mentation of the first image of a sequence, an edge-based approach was used,
in which edge points resulting from an edge detection operator [20] are grouped
to produce a complete region map [21]. The current program version is limited
to planar surface patches. Accordingly, the surface function for region-growing
is defined by:

g(a, x, y, z) = Ax+By + Cz +D = 0.

The principal component analysis technique was applied to compute a plane
function by minimizing the sum of squared Euclidean (orthogonal) distances.
The fit error function is computed by the orthogonal distance of a point (x0, y0,
z0) to the plane:

e(g, x0, y0, z0) =
|Ax0 +By0 + Cz0 +D|√

A2 +B2 + C2
.

We have used an active range camera (see Figure 5) developed by Daim-
lerChrysler Aerospace (DASA Space Infrastructure) to acquire range image se-
quences. It uses diode laser floodlight in pulsed operation and a CCD-camera
with an ultra fast shutter. The scene is illuminated with a variable pulsed laser
light (10-100ns) passing through a micro-lens arrays creating a homogeneous
beam. The light reflected from the scene is filtered to reduce the surrounding
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Fig. 5. Range camera used in the experiments.

lights and the ultra fast electronic shutter of the CCD camera is used to trans-
form the received optical energy and the time delay into range information. Using
no scanner, the range information is obtained by time of flight measurement si-
multaneously for all pixels. This range camera has no moving parts (mirrors)
and provides dense range images of 640×480 pixels together with corresponding
intensity images at a frame rate of 7Hz. The measured field extends from 0.5m
to 15m and the accuracy is ± 2% of the measured field.

In the following results on four image sequences are discussed. The first se-
quence shown in Figure 6 consists of thirteen images, in which a box sitting on
a cabinet undergoes a clockwise rotation. All other surfaces belonging to this
cabinet, the floor, and the two cabinets in the background remain constant. In
the initial segmentation one surface of the box was not segmented well due to
image noise caused by its large angle to the camera. This surface disappears and
a new one emerges from the right side, as can be seen in the segmentation result
of the subsequent images. The moving surfaces of the box have been correctly
tracked. Figure 7 shows the initial segmentation (left) and the segmentation re-
sult of the last frame (right) of the second sequence of twelve images, in which
two chairs move towards the center of the field of view. The third sequence of
twenty-one images shown in Figure 8 illustrates the gradual closing of a drawer
of the cabinet in the foreground. The fourth sequence shown in Figure 9 contains
an office scene and has forty-eight frames. Here the camera is smoothly rotated
from left to right. In Figure 9 the initial segmentation and the results of three
frames by our algorithm are presented. The greylevel images of the first and
the last frame are given for a better understanding of the contents of the scene.
In addition a rendering of the first and the last frame is shown as well, which
illustrates a problem of the range camera in use. It gets confused by very dark
areas and cannot provide reliable data in this case, see the various calibration
patterns on the wall. In this image sequence the left surface of the large cabi-
net has disappeared in frame 10. Some time later the right surface of the small
cabinet becomes completely visible in frame 37. Finally, part of a second chair
emerges in the last frame. Note that corresponding regions are not necessarily
given the same greylevel in Figure 9.

The segmentation results reveal some over-segmentations. Basically, this oc-
curs in two situations. Over-segmented regions in the initial segmentation will
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initial segmentation

Fig. 6. Image sequence: box.

Fig. 7. Image sequence: chairs.
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Fig. 8. Image sequence: drawer.

be propagated into the succeeding frames since we do not perform any merge
operation. An example is the supporting plane of the large cabinet in Figure 9.
Also, if part of a surface cannot be included in the corresponding region (due to
noise in the current frame), there will be a new seed region generated and it may
be successfully expanded. Most of the over-segmentation instances encountered
in the experiments were caused this way.

For the reduced image resolution 320 × 240, the average computation time
for the four image sequences amounts to 2.7s, 3.2s, 3.2s, and 2.3s, respectively,
per frame on a SUN Ultra5 workstation. The (highly optimized) edge-based seg-
mentation program [21,20] used for the first frame of a sequence is typically
slightly faster and requires about 70–100% of the segmentation time per frame.
Currently, the code of the new algorithm has not been optimized and there is
some potential of speed-up. Further speed-up can be achieved in various ways.
Important in this context is the fact that the performance of our feature ex-
traction algorithm depends on the number of necessary erosions and the related
number of expansions determined by the inter-frame changes, which in turn is
a function of object motion speed and camera frame rate. The DaimlerChrysler
range camera has a frame rate of 7Hz. If this frame rate is increased, say to a
video rate, then the computation time can be significantly reduced. As a matter
of fact, the DaimlerChrysler range camera provides a higher frame rate at lower
image resolutions and this feature has not been utilized in the experiments thus
far. Currently, the control parameter for erosions, Dm, is manually set and an
erosion by SDm basically covers all possible motion directions to the largest ex-
tent. Some form of dynamic setting of Dm, say according to informations about
the geometry of segmented regions and camera parameters, and/or by means
of a Kalman filter, will make more predicted motion hypotheses and therefore
enhance the performance. Under these considerations we expect that the com-
putational demand of our feature extraction algorithm is not higher than that
of the individual segmentation of frames in general. Finally, the correspondence
information is directly available at no extra cost in our case. Often, earlier works
on correspondence computation [24,27] have only shown experimental results on
sequences in which all objects undergo a uniform motion. Considering the dif-
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frame 1 (greylevel) frame 48 (greylevel)

frame 1 (rendering) frame 48 (rendering)

frame 1 (initial segmentation) frame 10

frame 37 frame 48

Fig. 9. Image sequence: office.
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Fig. 10. Tracking of a chair.

ficulty and the computational burden that is expected in dealing with general
motion, even an occasionally slightly higher computation time of our approach
compared to the individual segmentation of frames seems justified.

Our unified framework of feature extraction and correspondence determi-
nation enables the tracking of all surfaces of the scene. If desired, the same
framework can be applied to only track a subset of surfaces. For instance, a
particular object may be recognized in some frame and tracked in the following
frames. Figure 10 shows such a scenario where a chair is recognized (manually
marked) first and its movement from left to right is then tracked. In this case we
perform a focused tracking. As a consequence, the processing is done faster than
in the case of a full tracking. Roughly speaking, the reduction in computation
time depends on the total size of the tracked surfaces.

6 Conclusion

Traditionally, motion analysis is based on a correspondence determination using
features independently extracted from each image of a sequence. The solutions
suggested in the literature for the correspondence determination problem have
typically an exponential computational complexity. In the present paper we have
introduced a novel framework of motion analysis that unifies feature extraction
and correspondence determination in a single process. Under the basic assump-
tion of a small relative motion between the camera and the scene, feature ex-
traction is solved by refining the segmentation result of the previous frame. This
way correspondence information becomes directly available as a by-product of
the feature extraction process. Due to the coupled processing of frames we also
enforce some degree of segmentation stability. First results on real range image
sequences have demonstrated the potential of our approach.

The proposed framework is not limited to planar surfaces. In future the cur-
rent implementation will be extended to work with curved surfaces. As discussed
in the last section, some form of dynamic setting of the erosion parameter based
on more predicated motion hypotheses is able to further enhance the perfor-
mance of our feature extraction algorithm.

In addition to dealing with dynamic scenes for robotic applications, motion
analysis in the way presented in this paper is potentially useful in other contexts.
One example is model generation by registration of multiple views. Usually,
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different views of an object are registered by means of the iterative closest point
algorithm whose convergence in global optimum crucially depends on the initial
inter-view transformation estimation [17]. Here we can take a series of range
images from one view to another. After processing of the sequence using the
method presented in this paper, the correspondences between the first frame
(one view) and the last frame (another view) are able to provide a reliable
estimation of the inter-view transformation. The same idea may be useful to
analyzing articulated objects [4] as well.
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17. H. Hügli and C. Schütz, Geometric matching of 3D objects: Assessing the range
of successful initial configuration, Proc. of Int. Conf. on Recent Advances in 3-D
Digital Imaging and Modeling, 101–106, 1997.

18. T.S. Huang and A.N. Netravali, Motion and structure from feature correspon-
dences: A review, Proceedings of IEEE, 82(2): 252-268, 1994.

19. R.C. Jain and A.K. Jain (Eds.), Analysis and interpretation of range images,
Springer-Verlag, 1990.

20. X. Jiang and H. Bunke, Edge detection in range images based on scan line approx-
imation, Computer Vision and Image Understanding, 73(2): 183–199, 1999.

21. X. Jiang, An adaptive contour closure algorithm and its experimental evaluation,
IEEE Transactions on Pattern Analysis and Machine Intelligence, 22(11): 1252–
1265, 2000.

22. X. Jiang, K. Bowyer, Y. Morioka, S. Hiura, K. Sato, S. Inokuchi, M. Bock,
C. Guerra, R.E. Loke, and J.M.H. du Buf, Some further results of experimen-
tal comparison of range image segmentation algorithms, Proc. of 15th Int. Conf.
on Pattern Recognition, Vol. 4, 877–881, Barcelona, 2000.

23. A. Joshi and C.-H. Lee, On the problem of correspondence in range data and
some inelastic uses for elastic nets, IEEE Transactions on Neural Networks, 6(3):
716–723, 1995.

24. N. Kehtarnavaz and S. Mohan, A framework for estimation of motion parameters
from range images, Computer Vision, Graphics, and Image Processing, 45(1): 88–
105, 1989.

25. M.W. Powell, K.W. Bowyer, X. Jiang, and H. Bunke, Comparing curved-surface
range image segmenters, Proc. of ICCV, 286–291, 1998.

26. B. Sabata and J.K. Aggarwal, Estimation of motion from a pair of range images:
A review, CVGIP: Image Understanding, 54(3): 309–324, 1991.

27. B. Sabata and J.K. Aggarwal, Surface correspondence and motion computation
from a pair of range images, Computer Vision and Image Understanding, 63(2):
232–250, 1996.

28. H. Spies, B. Jähne, and J.L. Barron, Regularised range flow, Proc. of ECCV, 785–
799, 2000.

29. J. Tajima and M. Iwakawa, 3-D data acquisition by rainbow range finder, Proc. of
ICPR, 309-313, 1990.

30. M. Yamamoto, P. Boulanger, J.A. Beraldin, and M. Rioux, Direct estimation of
range flow on deformable shape from a video range camera, IEEE Transactions on
Pattern Analysis and Machine Intelligence, 15(1): 82–89, 1993.



Dynamic Aspects of Visual Servoing
and a Framework for Real-Time 3D Vision

for Robotics

Markus Vincze, Minu Ayromlou, Stefan Chroust, Michael Zillich,
Wolfgang Ponweiser, and Dietmar Legenstein

Institute of Flexible Automation, Vienna University of Technology
1040 Vienna, Austria

{vm,ma,mz,wp,dl}@infa.tuwien.ac.at
http://www.infa.tuwien.ac.at

Abstract. Vision-based control needs fast and robust tracking. The
conditions for fast tracking are derived from studying the dynamics of
the visual servoing loop. The result indicates how to build the vision sys-
tem to obtain high dynamic performance of tracking. Maximum tracking
velocity is obtained when running image acquisition and processing in
parallel and using appropriately sized tracking windows. To achieve the
second criteria, robust tracking, a model-based tracking approach is en-
hanced with a method of Edge Projected Integration of Cues (EPIC).
EPIC uses object knowledge to select the correct feature in real-time.
The object pose is calculated from the features at every tracking cy-
cle. The components of the tracking system have been implemented in a
framework called Vision for Robotics (V4R). V4R has been used within
the EU-funded project RobVision to navigate a robot into a ship section
using the model data from the CAD-design. The experiments show the
performance of tracking in different parts of the ship mock-up.

1 Introduction

The goal of a vision-based control system is to track the motion of an object.
Examples are the end-effector of a manipulator to grasp a part or a person with
an active vision head. The cameras can be either fixed in the work space or
mounted on a robot or active head.

This paper presents the results of the analysis of the dynamics of a vision-
based control system (or a visual tracking system) and the implementation of
a CAD-based tracking system. The analysis of the dynamics is used to derive
the architecture of the vision system (parallel image acquisition and image pro-
cessing) and parameters (window size, sampling). The implementation uses this
principle and presents the tool “Vision for Robotics” (V4R).

The dynamic performance of vision-based control of motion is specified by
the dynamic properties that can be reached. Focusing on the goal to track an
object, significant properties are the velocity and the acceleration the target can
make without being lost. The analysis of the visual servoing loop started with
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the work in [3]. Several visual servoing systems have been built and operate
at different cycle rates and latencies. The work in [30] shows that the tracking
velocity can be optimised. The derivations are summarised below.

Using these results a vision tool (V4R) can be designed. The system handles
the image processing to track features and the estimation of the object pose from
these features. As a consequence of the dynamics analysis, the vision processing is
window-based and including the pose estimation it operates at frame rate. Each
feature is tracked in one window. Features can be lines or arcs or region-based
trackers. Feature tracking has been made more robust than classical edge-based
schemes with a method of Edge Projected Integration of Cues (EPIC). It allows
to track edges independent of background or motion.

After a systems overview (Section 2) the results of the dynamics analysis are
presented in Section 3. Section 4 present V4R and Section 5 gives experiments.

1.1 Related Work

A large number of systems for visual servoing (the control of a motion using
input of visual sensors) have been built in the last decades (for an extensive
review see [17] and the workshop notes of IROS’97, ICRA’98, and ECCV’98).
However, the number of commercial applications is small.

When analysing the present state-of-the-art, two major roadblocks can be
identified. (1) The integration of system components is often neglected, although
integration of mechanism, control, and visual sensing and processing is essential
to achieve good performance of the system. And (2), the robustness of the visual
input limits performance and applications. This is supported by the observation
that successful applications are commonly restricted to special environments (re-
sults for autonomous car driving are impressive [6], however visual processing is
tailored to the specific task) or prepared objects (markers, high contrast to back-
ground, manual initialization). It also relates to automatic operation, a typical
problem for many systems that require manual initialization.

The perspective of the control loop to integrate the components of a visual
servoing system is reviewed in relation to the goal of optimising the system per-
formance. The analysis of system performance is motivated by the wide range
of systems that have been built. In particular the cycle times and processing
times of existing systems vary greatly. In robotics processing time often exceeds
acquisition time and several pictures are skipped [11,26]. Systems for juggling
[24], to catch satellites [33], and for vehicle steering [6] use frame rate in a fully
parallel system. A system to grasp an object with a robot operates at field rate
[31]. Only very specific tasks can use on-the-fly image acquisition and processing
[3]. Visual servoing systems for active vision, in particular fixation control, run
with highly different cycle rates and processing times. A small processing time
(3ms [14], 8ms [1]) reduces latency. Latency is then governed by image acquisi-
tion at field rate. Most systems need processing times of several times the frame
rate [5], therefore increasing latency substantially. Some systems run acquisition
and processing at frame rate [22]. Few more work are referenced in Section 3.
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From the perspective of building an integrating framework, there have been
several attempts for vision-based control. A set of basic tasks for image-based
visual servoing has been defined in [7] and extended to a software environment
for eye-in-hand visual servoing [20]. It has been used to follow pipe systems
using one camera. The visual tracking tool XVision can be used for stereo visual
servoing [12]. Servoing uses points and lines on the robot gripper and on the
object for alignment. Both approaches need manual initialization of the visual
features.

The “Vision as Process” project developed a software system to integrate
vision and an active head and the interactions between them [4]. Integration
united 2-D image with 3-D structure data to control the head motions. The
experiments with these systems indicate the lack of robust vision methods. Ob-
jects have different gray values on each surface (Chap. 9 & 10 in [4]), use good
contrast background [13,20], or white markers and objects on black ground [15].

Robustness has been approached in recent years by adding redundancy to
the vision system (e.g., using multiple cameras, resolutions, features, or tempo-
ral constraints [6,10]). Filtering and prediction are the common control methods
to improve robustness [31]. However, if the underlying visual process is not reli-
able, quality of prediction is limited. One method of improving robustness of 3D
object tracking is to use a CAD-model [19,26]. The main problem is changing
background and high computational demands. For example, in a space appli-
cation with an object of different characteristics from surface to surface, edge
detection is reliable but requires dedicated hardware to run at frame rate [33].

In humans the integration of cues has been found as a likely source of the
excellency to cope with varying conditions. Active vision research was the first
to utilize cue integration, for example using voting of simple cues [23]. Regarding
systems that detect objects and features, present state of the art in integration
handles two cues, such as edge and motion [25] or colour and image position
[32]. Flexibility is added by introducing a framework that can switch between
single cue extraction methods [27] but it does not integrate cues to obtain better,
combined robustness or accuracy.

2 System Overview

Controlling the motion of a robot requires to find and track an object in a
sequence of images and to extract pose information of this object. Industrial
grasping tasks have been solved by using a ground plane to render the problem
2D and by imposing proper lighting conditions (for example, the vision tools
of ABB or Adept). For most navigation tasks the pose is also 2D and can be
resolved using other sensors than vision. However, practically all manipulation
tasks in more realistic scenarios for service or personal robots require full 3D
information. The proposed V4R system specifically sets out to solve 3D vision
tasks and considers the 2D task as a sub task of the 3D requirement. Using 2D
image information alone, V4R controls the motion of the vision head.
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V4R Auxiliary

Model V4R Master

V4R Auxiliary Controller
Head

Robot
Controller

HMI
Operator

Fig. 1. Components of a visual servoing system.

The task of the vision process consists of finding and tracking the object in
the image(s). To define the task a description of the target object (e.g., in form
of a model) is needed. V4R takes the model and uses the data of one or more
cameras (or views) to initialize tracking and pose determination. Fig. 1 shows
the components of the visual servoing system. An operator selects the object
relevant for the task and starts the robot motion. In case of multiple vision
systems and heads, the vision master fuses the data and sends only one control
command to the robot.

V4R is designed to allow the use of any model and image processing tech-
nique. This duality of image description to model description is typical of ex-
isting approaches. An example is aspect based tracking using Eigen-images [21].
The model is the representation obtained of sampling the object at different
aspects. The feature is the region used for Eigen-tracking. Another example is
image-based servoing. The model provides image locations for features and also
specifies the type of tracker to use [7,12].

The approach presently implemented is based on 3D object models typically
available from CAD-systems. The key idea is that the features (line, vertex, arc,
face) and attributes (color, texture, machined) of the CAD-system are exploited
in the image processing algorithms. Furthermore, CAD models are commonly
available in industry and require no exploration or learning procedures. If needed,
the models could be built up using these techniques. Section 4 will described how
the model is utilized to render tracking more robust. A further advantage is the
explicit 3D representation that allows to link the visual process to grasp or
assembly planning techniques [16].

3 Dynamics Analysis

Fig. 2 shows the basic visual servoing loop for the control of either the head or
the robot in Fig. 1. The blocks marked by V (z), C(z), and R(z) constitute the
discrete transfer functions of the vision system, the feedback controller, and the
mechanism (robot or pan/tilt unit), respectively. The vision system V(z) provides
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Fig. 2. Block diagram of visual servoing.

a image based pixel error ∆X, which is transformed to a velocity command by
the controller C(z). ∆X is the controlled variable.

In his work [3] Corke showed that the above loop is the appropriate descrip-
tion. As the target motion xt is not directly measurable it has to be treated as
a non-measurable disturbance input.

It is important to note that this diagram is valid for active vision systems as
well as a fixed or moving camera controlling the motion of a robot. The difference
is the controlled variable and the way of how to obtain the control signal from
the image data.

R(z) contains an integrator to generate the position set point xd for the
control of an axis of the mechanism, one optional latency 1/z for times needed
for data transfer or the calculation of the inverse kinematics, and the servo,
which is ideally treated as a unit delay. This is justified, since the underlying
position loop has a higher sampling rate than the vision system and therefore
an interpolation of the position set point is possible. This has been analysed and
confirmed in [3]. An extension of treating the mechanism as a PT2 element is
presented in [30].

3.1 The Latency of the Vision System

The vision system executes image acquisition and image processing. Image ac-
quisition time tac depends on camera and system technology. CMOS, RAM and
other direct-access cameras allow arbitrary pixel access and transfer, therefore
tac = tac(np), where np is the number of pixels within window W. More com-
mon are CCD cameras (video standards RS170 or CCIR), where tac is the image
frame time tf = 33.3̇ or 40ms, respectively. When operating with field shutter-
ing, tac = tf/2. High-speed cameras reduce frame time down to tf = 1ms (a
16 × 16 pixel sensor [18]). For all these sensors tac = const = tf (tf is used
subsequently for all systems). Shuttering and frame time impose a technological
constraint on cycle time, the frame-time constraint T ≥ tf . As CMOS and high-
speed cameras are rare, the basic case of a constant image acquisition time is
investigated. Note, however, that smaller image acquisition times do not change
the basic considerations.
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Fig. 3. Different architectures to acquire and process images.

Visual servoing can operate at different sampling times T of the discrete
control system of Fig. 2. The four main configurations are on-the-fly, serial,
parallel, and pipeline processing. Note that every layer of the pipeline has the
same computing power as used in the other cases. Fig. 3 shows the four cases
pointing out image acquisition time tac (field or frame time for CCD cameras),
image processing time tp, and the corresponding sampling time T of the discrete
control system. The arrows mark the time instant when the processed data is
available for further use, e.g., to place the tracking window and to move the
mechanism.

In summary, the vision system V (z) introduces n unit delays, one for acquir-
ing the image and the other n-1 for processing the data. The transfer function is
V (z) = kv

zn , where kv is the gain which relates the target pose to an image plane
displacement describing the projection from 3D-space onto the image plane.

The resulting closed-loop transfer function of the image plane error as a
reaction to the target motion can be written as

Fw(z) =
∆X(z)
xt(z)

=
kvz(z − 1)

zn+1(z − 1) + kvC(z)
(1)

where zn+ 1 is the latency of the vision system and the controller and the inverse
kinematics is neglected (but could be added). The transfer function is the basis
for any controller design in Section 3.3.

3.2 Visual Tracking

An important parameter is window size as it determines processing time and thus
latency of the vision system. A valid estimate of processing time tp of common
tracking techniques (see discussion in [28]) states that tp is proportional to the
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Fig. 4. Tracking velocity over processing time for a colour blob tracker Dpix = 2.22e−5.
Left: Without constant times. Right: with a constant time of 0.01s.

number of pixels within the window. For a window size with the side length 2r,
processing time tp is given by

tp = 4Dpixr
2 (2)

where Dpix is the time necessary to evaluate one pixel. This relationship holds
for a wide class of algorithms, since the search region for the target in the window
is a 2D area. However, the later derivations are also valid, if there are additional
constant or linear terms in eq. (2) (compare Section 3.6).

To illustrate the consequence of this relationship on tracking, consider the
task of following a coloured object in a fixed camera. The object can move in
the image plane at each cycle the maximum given by the window size, that is,
±r, which is in general smaller than the size of the image or the sensor size.
The velocity v of the target in the image is then v = r/T . In the simplest case
T = tp and r = (tp/(4Dpix))1/2. Both r and T depend on the processing time tp.
A very short image processing time results in a small window and a small cycle
time T. For a larger and larger image the radius r increases linearly while the
image processing time and therefore T increases quadratically. This relationship
is displayed in Fig. 4 Left for the case of parallel image acquisition and processing.
In this case the cycle time of the system is identical to the processing time.

The diagram demonstrates that shorter and shorter cycle times result in an
increasingly higher tracking velocity. The field time constraint is introduced by
commercial CCD-cameras. Lower processing times are possible but then tracking
needs to wait for acquiring the next image and tracking velocity does not in-
crease. However, using high-speed cameras shorter acquisition times are possible.
In this case also processing time is reduced to be always as long as acquisition
time and the tracking velocity increases as shown.

Fig. 4 Right gives the case of a constant time tc in the tracking cycle, which is
the common case due to communication times or constant processing overhead.
The cycle time T = tc + tp. Higher cycle rates still increase the velocity but
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Fig. 5. Tracking response to a ramp input. The latency of the system delays the first
response. The control method is responsible for any additional increase of the tracking
error.

the property of increasing the velocity for lower cycle times is lost and a clear
optimum is found.

3.3 Controller Design

The performance of the visual servoing loop depends on the controller design
and has been studied, for example, in [3,2]. Corke studied the behaviour of the
basic control loop, designed an optimized PID controller and investigated a feed-
forward controller. The summary in [17] shows that a feed-forward controller
performs better than PID controllers. The rationale is the predictive character.
Similar approaches use a Kalman filter [31] or a Generalized Predictive Controller
[9] to compensate for the delay introduced in the control loop.

To study the effect of latency on the control, assume that the task is to follow
the motion of an object. In order to provide a ramp following behaviour without
any steady-state error, a double integrator in the open-loop transfer function is
necessary. This can be achieved by a classical PID-controller. Starting out from
Corke’s work [3] on controller design, an improved (25%) PID controller has
been presented in [30]. Fig. 5 shows the response to a ramp input. Due to the
latency in the loop, the error in the image increases to a maximum before the
control compensates for it.

The steepness of the ramp indicates the maximum average velocity that can
be tracked. The higher the velocity, the higher will be the maximum deviation
in the image plane. In order to keep the target within the tracking window, the
critical measure is the maximum deviation from the centre of the search window.
Therefore, an optimal controller needs to minimize the image plane pixel error.

Besides this requirement, the controller should also avoid oscillations when
following the target. Therefore it is appropriate to minimize the absolute value of
the pixel error within a given time interval. The mean deviation over an interval
or a least square optimisation are investigated in [30]. The result of using either
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Fig. 6. Measured and calculated image plane error.

metric is a measure C for the quality of the control method. C relates the
maximum pixel error to the latency of the vision system. It can be interpreted
as a quality measure of the control algorithm with the ideal value of C = 1.

The behaviour shown in Fig. 5 shows a slight increase of the tracking error.
The optimised PID controller uses a single dominant pole and shows better
performance as the controller in [3], however it does not perfectly make up for
the ramp and C = 9/8. This experiment can be made for several latencies in the
system. Fig. 6 shows that the tracking error in the image increases linearly with
the latency.

Studying the dynamic performance of a visual servoing system the tracking
properties (Fig. 4) must be related with the control responses to latency.

3.4 Dynamic Performance

The dynamic performance of visual servoing is specified by the dynamic prop-
erties that can be reached. Focusing on the goal to track an object, significant
properties are the velocity and the acceleration the target can make without
being lost. (Recovery from loss requires search for the target, and this again
follows the same laws, since the object is moving.) A basic property of dynamic
performance is the maximum average velocity (MAV) of the target. The ramp
input of Fig. 5 simulates this behaviour.

Given a method that solves the visual processing task, the dynamic perfor-
mance of a visual servoing system is influenced by four factors: the computing
hardware, the control method, the processing architecture, and processing pa-
rameters such as window size and sub-sampling. The effects of communication
times between components can be added to the processing time. Two of the fac-
tors, hardware and control method, show a simple scaling effect on the dynamic
performance.

More complex is the effect of the processing architecture used and the rela-
tion to the most significant processing parameter of tracking, the window size.
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The differences in the processing architecture result from the configuration of
acquiring and processing the images: on-the-fly, serial, parallel, and pipeline.

3.5 Image Plane Error versus Latency

To be able to optimize the performance it is necessary to find a general relation
between MAV (that is, image plane error) and latency. For several architectures
resp. latencies the measured image plane error has been given in Fig. 6. The
relationship is expressed with

∆X = k · kv · T (latMech + C · latV is) = k · kv · T · CI (3)

where latMech and latV is are the latencies of the mechanism and the vision
system, respectively, denoted as multiples of the sampling time T.

3.6 Optimal System Architecture

In the last section the image plane pixel error was calculated for a given latency
and the rising factor of the ramp, that is the velocity of the target. The objective
is to relate MAV to a given latency in the visual control loop. Together with the
image acquisition time tac, mainly tp determines the latency of the vision system.
MAV is the limited by the image plane error. Rewriting eq. (3) gives,

k · kv =
∆X

T · CI
(4)

which shows tracking velocity k ·kv in units of pixels per second as a function of
both the maximum image plane error ∆X and the latency of the visual feedback
system denoted by CI . With identity (2), substituting r for ∆X in eq. (4), and
substituting the values of CI for the corresponding system architecture we obtain
tracking velocity as a function of processing time tp. The following equations
show the results for the on-the-fly, pipeline, parallel, and serial architectures.

votf = a/tac (5)
vpipe = a/(latMechtac + C(tac + tp)) (6)
vpar = a/(latMechmax(tp, tac) + C(tac + tp)) (7)
vser = a/((latMech + C)(tac + tp)) (8)

where a =
√

tp

2
√

Dpix

.

In actual implementations, processing is executed at the very instant of ex-
ecution and tp = tac. This tp is used to compare the architectures. Window size
is computed from eq. (2) for all settings according to the given processing time.

Fig. 7 shows tracking velocity as a function of processing time in all four
cases. The image acquisition time is 20ms and the latency of the mechanism is
assumed to be one unit delay (Section 3).
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2.22-5 s).

The Figure shows that on-the-fly processing gives best performance. However,
for most vision methods it is unobtainable. Therefore parallel and pipeline pro-
cessing should be used. Differentiating eq. (5) with respect to tp gives the maxi-
mum tracking velocity, the optimal processing time, and the optimal number of
processing steps in the pipeline [30]. Note, that in the parallel case, tp = 20ms
is optimal, which means that the processing time tp is equal to the acquisition
time tac and the total latency is 40ms. Also note that the location of the opti-
mum is therefore independent of Dpix. The parallel architecture always has this
maximum. The optimal velocity of course depends on Dpix, because Dpix is used
to determine the window size from the condition tp = 4Dpixr

2 = 20ms.

3.7 Summary and Guidelines

The dynamic relations of visual servoing have been studied. The investigation of
optimal dynamic performance indicate the following guidelines when building a
visual servoing system.

– On-the-fly processing gives best performance. However, most image process-
ing algorithms cannot be executed only on pixels, even with future computing
power.

– Hence, given a processing power, parallel processing gives best performance.
The best dynamic performance is reached when processing time is equal
to acquisition time. The size of the image window is calculated from the
processing time and the cost to process one pixel.

– If processing power of the parallel system is multiplied in a pipeline configu-
ration, pipeline processing can give better performance. If using a pipeline, a



112 Markus Vincze et al.

certain number of steps in the pipeline gives the best dynamic performance.
However, building a pipeline is far inferior to using the same computing
power in a parallel system.

– Optimal system architecture is fixed: adding computer power for image pro-
cessing increases the performance without changing the optimal architec-
ture. More computing power allows to increase the window size that can
be processed in a given time. Therefore the performance improves, but the
architecture remains the same.

– The optimum for a parallel system is independent of the time to process one
pixel. This indicates that the parallel architecture should be used indepen-
dent of the vision method used to extract the target.

The procedure of the performance evaluation proposed is independent of the
controller design. The dynamic performance is scalable with the quality of the
control. A similar argument shows that any other performance metric would
scale the overall performance, the relation between the architectures remains
the same. The superiority of the on-the-fly and the parallel architecture for a
vision system can be always observed.

The work in [28] also showed that a space-variant image tessellation can
have superior dynamic performance for visual tracking in a fixed camera. This
advantage is gained at the loss of imaging resolution.

The consequence of the dynamics analysis is to build a window-based track-
ing system that operates at the highest possible rate. The consequence is also
that the the motion of the robot should be restricted to the maximum allowable
tracking velocity to avoid loss of features. Another option is to reduce the reso-
lution of the image to gain speed at the cost of accuracy. The next section will
now introduce the window-based framework implemented.

4 Vision for Robotics (V4R)

The results above indicate that image processing must operate at the highest
rate possible to obtain best dynamic performance. Therefore field/frame rate is
optimal when using conventional CCD cameras and processing should only oper-
ate on windows of appropriate size. The work also showed that image processing
time is linear with the number of pixels in the window, which holds true for all
tracking methods of the papers cited above and the method introduced below.

Consequently, the Vision for Robotics (V4R) framework has been imple-
mented. Fig. 8 shows the main components. The scene contains objects that are
described with the CAD or wire-frame model. A view contains view dependent
data such as camera pose and the image representation of the object seen from
this view.

A critical step that is often neglected in visual servoing approaches is the need
for an automated initialization. V4R progresses as follows. If a pose estimate of
an object is available, the object model is used to predict the location of the
object and its features. Otherwise, the features and their attributes can be used
to instantiate search functions as implemented in [29]. A recognition step can
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Fig. 8. The main classes and methods of V4R.

be used to confirm that the features found constitute an aspect (a view) of the
model.

Tracking is a core component of vision-based control of motion. Every view
sees a subset of the full wire-frame model of the object. Based on image features
the wire-frame is tracked (see Section 4.1). A fast and robust method for feature
tracking has been devised (Section 4.2). All features that are tracked is used to
extract the 3D object information utilising the relation between image features
and model features.

As both feature tracking and feature search (driven by the visual search
functions and the need of pose determination) operate in parallel, feature de-
pendencies and new search results are constantly incorporated into the model
while targets are in motion.

In summary, V4R provides the following features.

– Tracking using live images, image sequences or mpeg video streams.
– Class structure for tracking with implementations of line and arc (ellipse)

trackers using EPIC (Section 4.2), junctions and blob (region) trackers (more
coming continuously). The topology of features (junctions, parallel lines,
closed polygons) is used to select among ambiguous tracking candidates (for
an example see Section 5).

– Interface (TCP/IP protocol) to a CAD-modelling tool to use generic object
models.

– Initialisation can be performed manually, from a projection of the model into
the image, or from finding potential object regions using colour adapted to
the ambient lighting situation.

– Pose estimation using any line, 2D point, 3D point, and surface normal
vector information. The inputs can be weighted and outliers are detected
and re-initialised for tracking.

In the following section the basic tracking capability is outlined in more detail.
The second prototype of the V4R software is available from the authors.
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model.

4.1 Tracking a Wire-Frame Structure

In each view a partial wire-frame model is built up from the features seen. The
search functions use this graph-based model as database, and for adding or
deleting edges (line, ellipse arc) and junctions found in the image. Fig. 9 gives
an example of a simple object partially seen in the image.

Tracking the wire-frame model found in the image means the updating of
all features and feature relations at each cycle. In detail, tracking proceeds as
follows. The wire-frame contains a set of N edges E and a set of M junctions
J (presently regions are not used for tracking). An edge ei is denoted by its
states in the image, for example, the location x, y, orientation o and length
len: ei(x, y, o, len) ∈ E for i = {1, · · · , N}. Similarly, a junction is given by
jj(x, y) ∈ J with j = {1, · · · ,M}. The relations between edges and junctions in
a wire-frame model are then given by

f1 : E �→ Jm m = {0, · · · , 2} (9)
f2 : J �→ En n = {2, · · · ,∞} (10)

where m indicates that an edge can exist without any or up to two junctions and
n indicates the number of edges intersecting at a junction. A wire-frame WF is
the union of edges and junctions, that isWF = E ∪J . (If faces are also tracked,
they can be added quiet easily to the following scheme.)

Updating the wire-frame at each tracking cycle using the data from the image
I is then described by the following procedure:

update Wire-Frame WF :
update Edge E : ∀ei ∈ E f3 : L × I �→ E

if f3(E , I) = ei // edge found
else f3(E , I) = ∅ // mistrack

update Junction J : ∀jj ∈ J f4 : f1(J ) �→ J
where f3 is the result (edge found or not found) of the tracking function

outlined in section 4.2 and f4 is the function of finding the intersection between
all edges intersecting at one junction. Tracking the features using the wire-frame
update procedure is executed at each cycle before further search functions can
be called.
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4.2 Fast and Robust Edge Tracking

A basic need of a vision-based control system that shall operate in a common in-
door environment is robustness of visual image processing. Robustness indicates
the ability to resist variations in the appearance of the object, the lighting, and
the environment.

Tracking an edge proceeds in three steps: (1) warping an image window along
an edge and edge detection, (2) EPIC - integration of cue values to find a list
of salient edgels, and (3) a probabilistic (RANSAC [8]) scheme to vote for the
most likely geometry, for example a line or an ellipse. These steps are outlined
in the next three sections for a line tracker and constitute f3 from the update
wire-frame procedure. Ellipse tracking is analogues.

The resulting tracker shows stable behaviour when lighting conditions vary
(as edgels will still form a line/ellipse although cue values change) and when
background comes close to foreground intensity or colour (as the discontinu-
ity still yields edgels though of low significance, but again a series of edgels is
obtained along what seems to be the edge).

Warping Image and Edge Detection. Every edge ei is tracked by warping
a part of the image along the edge. For lines this is a warped rectangular image,
ellipses use several tracker lines around the circumference. As the object moves,
the edge must be re-found in the new window. Each tracker holds an associated
state vector comprising the basic edge parameters (x, y, o, len) and the cue values
found at the last tracking cycle. These values are extracted from the image I(x)
from search lines orthogonal to the edge. The indices left and right denoted the
sides of the edgel with respect to the orientation of the edge.

In a first step edgels are found by computing the first derivative of the in-
tensity, grad I(x), using a Prewitt filter of size 8× 1 (other common filters give
similar results, the Prewitt filter can be implemented effectively as it uses only
ones). The positions of the k local maxima xMk define the edgels and the inter-
vals along the search line. For each interval the cue values can now be used to
discriminate the edgels into the object edge and background disturbances using
EPIC.

EPIC: Edge-Projected Integration of Cues. The basic idea of EPIC is
to project the values of cues such as intensity, colour, texture, or optical flow,
shortly called cues, to the nearest edgel. Using the likelihood for these edgels
renders subsequent line (or ellipse) detection more robust and effective.

The new cue value cside for each interval is calculated using a histogram
technique1. The index side refers to the two possible sides of the edgel, left and
right. Knowledge of the object is used to select only the side that belongs to the
target object while the background side is not regarded. This knowledge is found

1 Experiments with median values gave results of similar robustness, however the
complexity of computing the median is not linear.
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from the object model and used to set the weights wside. If the model indicates
an object, the respective weight wside is 1, otherwise it is 0.

The likelihood lk that an edgel k is a “good” edgel along the line to be tracked
is evaluated to

lk =
1
W

n∑

i=1

wleftCleft,i + wrightCright,i with i = 1, .., number of cues (11)

No parameters need to be used to weight the cues differently to each other, since
for each cue the values Cside,i are calculated using a Gaussian distance measure.
Each reference cue value from the last tracking cycle t − 1 is stored as a pair
of a mean value µt−1 and a standard deviation value σt−1. The cue value of
the present cycle ctside (the value found from histogramming) is used to find the
values Cside,i as follows

Cside,i = exp

(

− (µt−1 − ctside)
2σt−1

2
)

(12)

Once the final line is found, new values µt and σt are calculated from the ctside

values of the good edgels.
The scheme is very effective because the features contain attributes that give

indications to the cues (intensity, colour, texture, ...) of the object. If the edge
is a contour edge, the object can be only on one side and the respective weight
is set to one. In case the edge is not a contour edge, e.g., the edge between two
visible surfaces of the object, then both weights are set to one.

The advantage of EPIC is that, based on the localisation of edgels, cues
can be easily integrated and the list of cues given above can be enhanced with
any other type of cue. The principle idea is to use these cues to choose only
“good” edgels. For example, trials to incorporating colour added robustness to
distinguish the correct edges from shadows and highlights. This renders the next
step very efficient.

Voting for Most Likely Line. In the final step, the edge geometry (line, el-
lipse) is found using a probabilistic [8] verification step, which adds the geometric
constraint to obtain further robustness. The investigation of the likelihood to find
the correct geometry is the best justification for the combination of eq. (11) with
the RANSAC scheme. A good line is found if two good edgels are selected to
define the line. If the likelihood that an edgel is “good” is given by g, a good
line is found with likelihood gn with n = 2 (for an ellipse n = 5). Repeating
the random selection of n edgels to define the edge geometry k times gives the
likelihood of finding the correct edge e to

e = 1− (1− gn)k. (13)

This relationship depends strongly on g. Therefore limiting the number of ”good”
edgels using EPIC is extremely effective to reduce k (exponentially for the same
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Fig. 10. Tracking a ladle in front of an office scene. The two top image show miss-
tracking when using only gradient information. The bottom line uses EPIC for robust
finding of edgels.

e). The result is the capability to find lines more robustly and at real-time (2ms
are needed for a line in a 40×40 window on a 266 MHz Pentium PC). The same
method can be used to robustly track an ellipse in 10ms (Fig. 10).

5 Experiments

The feasibility and robustness of the approach is demonstrated with a walk-
ing robot walking into a ship section. This application is part of the RobVision
project funded by the EU (see also robvision.infa.tuwien.ac.at). The goal is to
move an eight legged pneumatically driven walker into the ship for welding and
inspection tasks. The model (see Fig. 1) of the specific features in a given cam-
era view is provided automatically from the CAD data of the ship. The user
only specifies the path of the robot. In RobVision the head of DIST (Univer-
sity of Genova, head: Giulio Sandini) provide the capability to look at different
directions.

Fig. 11 shows snapshots from a typical motion of the robot in the ship cell.
For this motion the head is held constant. Angular rotations are compensated
using gyros in a direct feedback loop. However, the vertical displacement cannot
be measured and must be tracked.

The window-based approach of tracking has, in general, problems to handle
closely spaced features, for example, the parallel lines in the bottom front. Local
windows cannot discriminate between these features. Therefore a simple ordering
scheme for two neighbouring lines has been implemented, which also proved
feasible to discriminate between more than two close parallel lines. Another
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Fig. 11. A sequence of images taken every 120 ms from the walking robot. Observe that
tracking is regained quickly after the sudden downward motion of the pneumatically
driven robot.

Table 1. Summary of mean and standard deviation of position and orientation accu-
racy obtained. The reference of the roll (α) angle could not be measured with sufficient
accuracy.

position mm orientation deg

x y z α β γ

mean 5.49 3.29 8.48 0.0 0.92 0.35
std 4.88 8.62 51.25 0.0 0.62 0.13

local validation method is the use the junctions to indicate the correct line
intersections.

Fig. 12 plots the pose values (the pose of the robot with respect to the ship
model) in metres for position and radians for orientation. The robot motion
is relatively slow but the high jerk of the pneumatic actuators introduce high
deviations from the path, which can be tracked as given in the Figure before.

In another experiment the robot was walked eight times into the mock-up and
its final pose was measured. Fig. 13 shows the measured position values. The
reference values have been found using conventional measurement technique,
which is also responsible for the constant offset introduced in the z direction
due to the bending bottom plate of the mock-up when the weight of the robot
stands on it. Table 1 summarises the accuracy that could be obtained in the
experiments walking the robot in the mock-up.

In summary, the robot could be positioned within the mock-up with an accu-
racy of about 1 cm per meter distance to the mock-up. The maximum dimensions
of the mock-up is three meters. This is sufficient to fulfill the task of placing a
robot near the welding seems. The final correction will be executed using a laser
seam following sensor.
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Fig. 12. The six components of pose during the motion of the walking robot.

Fig. 13. The position of the robot determined by the RobVision system for eight trials.
The position is measured in mm, the dashed line is the reference.

6 Conclusion and Future Work

A software system as tool for vision-based control of motion systems has been
presented. The system tries to solve three typical deficiencies of existing ap-
proaches. First, a generic software structure for vision-based control of motion
is presented. It is general in terms of enabling the use of any model and im-
age processing methods and an example using edge features is presented that
operates at field rate. Second, the image processing architecture is chosen such
that optimal dynamic performance is obtained using parallel image acquisition
and image processing and a windowing scheme for tracking. And third, special
emphasis is given to robust feature (line, junction, ellipse) detection using Edge
Projected Integration of Cues (EPIC).

While tracking is fast and shows good robustness, the maximum allowed
object motion is still restricted. The use of inertial sensors proved effective to
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compensate fast angular motions. This aspect will be investigated more closely
by integrating a full 6D inertial sensor suit with the optical tracking methods.

Another open issue is the automatic initialisation. Projection is a good start
if a first pose estimate exists. However, a generic initialisation method need to
incorporate results from object recognition into the framework, which has been
initially tested but needs substantial work to operate robustly.
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Abstract. In image-based visual servo control, since control is effected
with respect to the image, there is no direct control over the Cartesian
velocities of the robot end effector. As a result, trajectories that the robot
executes, while pleasing in the image plane, can be quite contorted in
the Cartesian space. In this paper we describe a partitioned approach
to visual servo control that overcomes this problem. In particular, we
decouple the z-axis rotational and translational components of the con-
trol from the remaining degrees of freedom. Then, to guarantee that all
features remain in the image throughout the entire trajectory, we incor-
porate a potential function that repels feature points from the boundary
of the image plane. We illustrate the new control scheme with a variety
of simulations and laboratory experiments.

1 Introduction

Visual servoing is a maturing approach to the control of robots in which tasks are
defined visually, rather than in terms of previously taught Cartesian coordinates.
In visual servo systems, information obtained from the vision system is used
to control the motion of the robot in real-time, as opposed to older systems
that used vision only to determine the initial state of the world, prior to task
execution. There are numerous advantages to a visual servoing approach. Part
position tolerance can be relaxed, as can the open-loop accuracy specification of
the robot. The ability to deal with parts that are moving comes almost for free.
Comprehensive overviews of the basic approaches, current applications, and open
research issues can be found in a number of recent sources, including [18,16,5,13].

Typical modern visual servo systems have a control structure that is hier-
archical, with information from the vision system being used to provide set-
points to the low-level joint controllers. The robot’s joint-level controller bears
the burden of tracking velocity commands from the visual servo control level.

G.D. Hager et al. (Eds.): Sensor Based Intelligent Robots, LNCS 2238, pp. 122–140, 2002.
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Stability of visual servo systems has been addressed by several researchers, in-
cluding [7,5,23,20]. Stability analyses typically focus on the image-based control
law (described below in Section 2), and ignore robot dynamics (although there
are a few exceptions to this). In hierarchical systems, ignoring robot dynamics
does not pose a real problem, since these latter stability issues are treated in the
design of the joint-level controller. Even though many of the stability issues have
been dealt with effectively, there are a number of open problems regarding the
performance of visual servo systems. In this paper we describe some of these per-
formance issues, and propose a new visual servo scheme to improve performance
for several types of visual servoing tasks.

Broadly speaking, there are two basic approaches to visual servo control:
Image-Based Visual Servo (IBVS), and, Position-Based Visual Servo (PBVS).
In IBVS, which will be briefly reviewed in Section 2, an error signal is measured
in the image, and is mapped directly to actuator commands (see, e.g., [26,10]).
In PBVS systems, features are extracted from an image, and subsequently used
to compute a (partial) 3D reconstruction of the environment or of the motion
of a target object in the environment [30,11,25]. An error is then computed in
the task space, and it is this error that is used by the control system. Thus, the
actual control problem confronted by a PBVS system is the classical robotics
problem of tracking a Cartesian trajectory.

IBVS approaches have seen increasing popularity, largely due to the short-
comings of PBVS systems. With PBVS, any errors in calibration of the vision
system will lead to errors in the 3D reconstruction, and subsequently to errors
during task execution. In addition, since the control law for PBVS is defined in
terms of the 3D workspace, there is no mechanism by which the image is directly
regulated. Thus it is possible that objects of interest (including features that are
being used by the visual servo system) can exit the camera’s field of view.

There are, however, also problems associated with IBVS systems. For an
IBVS system the control law involves the mapping between image space ve-
locities and velocities in the robot’s workspace. This mapping is encoded in the
image Jacobian (which will be briefly reviewed below). As one would expect, sin-
gularities in this Jacobian (which occur as a function of the relative position and
motion of the camera and the object under observation) lead to control problems.
This is, perhaps, the most persistent problem arising in IBVS systems. Second,
since control is effected with respect to the image, there is no direct control over
the Cartesian velocities of the robot end effector. Thus, trajectories that the
robot executes, while producing images that are visually appealing, can appear
quite unintuitive and far from optimal in the Cartesian space. In [3], Chaumette
introduced a specific example that seems to produce both of these problems in
a synergistic way: the camera moves in an extremely suboptimal trajectory with
respect to the Cartesian path, while being driven toward a singularity in the
image Jacobian. In Section 3, we will describe these performance issues in more
detail, and provide a geometric explanation for them.

These performance problems with IBVS systems have led to the recent in-
troduction of several hybrid methods [20,21,6]. Hybrid methods use IBVS to
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control certain degrees of freedom while using other techniques to control the
remaining degrees of freedom. In Section 4 we describe a number of these hybrid
approaches, and how they address specific performance issues.

In Sections 5 and 6, we present a new partitioned visual servo control scheme
that overcomes a number of the performance problems faced by previous systems.
The basic idea is to decouple the z-axis motions (including both the translational
component and rotational component) from the other degrees of freedom, and to
derive separate controllers for these z-axis motions. Our new approach improves
performance, particularly for tasks that require large Z-axis rotation including
the example of Chaumette[3]. We then incorporate techniques borrowed from the
robot motion planning literature to guarantee that all features remain within the
field of view.

Throughout the paper, we illustrate various concepts and methods with sim-
ulation results. We note here that in all simulations, the image features are the
coordinates of the vertices of a unit square (1 m side length) in the XY-plane
intersecting the Z-axis at z = 8 m. The camera uses a central projection model,
with focal length λ = 8 mm, square pixels of side length 10µm, and the principal
point is (256, 256).

2 Traditional IBVS

In this section we present a very brief review of Image-Based Visual Servo
control. Let r = (x, y, z)T represent coordinates of the end-effector, and ṙ =
(Tx, Ty, Tz, ωx, ωy, ωz)T represent the corresponding end-effector velocity, com-
posed of a linear velocity v = (Tx, Ty, Tz)T and angular velocity ω = (ωx, ωy,
ωz)T . Let f = (u, v)T be the image-plane coordinates of a point in the image
and ḟ = (u̇, v̇)T the corresponding velocities. The image Jacobian relationship
is given by

ḟ = J(r)ṙ, (1)

with

J =
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in which λ is the focal length for the camera. Derivations of this can be found
in a number of references including [16,1,12].

The image Jacobian was first introduced by Weiss et al.[26], who referred
to it as the feature sensitivity matrix. It is also referred to as the interaction
matrix [7] and the B matrix [23]. The most common image Jacobian is based
on the motion of points in the image (e.g., [10,7,14,23,27,28]), but other image
features have been used in visual servo schemes, including the distance between
two points in the image plane and the orientation of the line connecting those
two points [10], perceived edge length [29], the area of a projected surface and
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the relative areas of two projected surfaces [29], the centroid and higher order
moments of a projected surface [2,19,29,32], the parameters of lines in the image
plane [4,7] and the parameters of an ellipse in the image plane [7]. Of course,
each different image feature requires its own specific image Jacobian, and these
can be found in the references listed above.

Equation (1) can be decomposed, and written as

ḟ = Jv(u, v, z)v + Jω(u, v)ω, (3)

in which Jv(u, v, z) contains the first three columns of the image Jacobian, and
is a function of both the image coordinates of the point and its depth, while
Jω(u, v) contains the last three columns of the image Jacobian, and is a function
of only the image coordinates of the point (i.e., it does not depend on depth).
This decomposition is at the heart of the hybrid methods that we discuss below.

The simplest approach to IBVS is to merely use (1) to construct the control
law

u = ΓJ−1(r)ḟ (4)

in which ḟ is the desired feature motion on the image plane, Γ is a gain matrix,
and u = ṙ is the control input, an end-effector velocity (this can be converted to
joint velocities via the manipulator Jacobian). Of course this approach assumes
that the image Jacobian is square and nonsingular, and when this is not the
case, a generalized inverse, J+, is used. Since (4) essentially represents a gradient
descent on the feature error, when this control law is used, feature points move
in straight lines to their goal positions. This can be seen in Figure 1(a).

More sophisticated control schemes can be found in a variety of sources,
including [23] where state space design techniques are used, and [7] where the
task function approach is used.

3 Performance Issues

A commonly mentioned criticism of IBVS is that the Cartesian paths often
involve large camera motions, which are undesirable. Often the camera moves
away from the target in a normal direction and then returns, a phenomenon we
refer to as camera retreat. Such motion is not time optimal, requires large and
possibly unachievable robot motion, and is a seemingly non-intuitive solution
to the required image plane motion. Figure 1 illustrates the problem. In Figure
1(a), the feature points are seen to be driven on straight line trajectories to
their goal positions, producing a large, and seemingly unnecessary, motion in
the z-direction, seen in Figure 1(c).

In [3], Chaumette introduced an extreme version of this problem, which we
refer to as the Chaumette Conundrum, illustrated in Figure 2. Here, the desired
camera pose corresponds to a pure rotation about the optic axis by π rad, i.e.,
the image feature point with initial coordinates (u, v) has the desired coordinates
(−u,−v). Since control laws of the form given in (4) drive the feature points in
straight lines even for the case of pure target rotation, in this case the feature
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Fig. 1. IBVS for pure target rotation (0.3 rad). (a) Image-plane feature motion (ini-
tial location is ◦, desired location is •), (b) Feature error trajectory, (c) Cartesian
translation trajectory.
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Fig. 2. Performance of classical IBVS with the Chaumette example. (a) Image-plane
feature motion (initial location is ◦, desired location is •), (b) Feature error trajectory,
(c) Cartesian translation trajectory.

points are driven toward the origin, which corresponds to a singularity in the
image Jacobian. The singularity arises because the feature points will reach the
origin when the camera retreats to a distance of infinity, at which all points
collapse to the origin, and no motion can be observed. Thus, in the Chaumette
Conundrum we observe two performance problems acting synergistically: (1) the
controller is driven toward a singular configuration; (2) this singular configura-
tion is approached asymptotically, and thus the system will servo forever without
reaching the goal. We note that, as mentioned in [3], this problem cannot be de-
tected by simply examining the image Jacobian, since the image Jacobian is well
conditioned (at least initially). We use the term IBVS failure to refer to cases
for which the system fails to achieve its goal.

At first it might seem that some rotational motion of the camera about its
optic axis should be induced for the Chaumette Conundrum; however, this is
not the case. The ωz component of (4) is given by

ωz = (J+)6ḟ (5)
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in which (J+)6 denotes the bottom row of the generalized inverse. In this par-
ticular case, even though ḟ �= 0, the inner product is zero, i.e., the various
contributions to rotational velocity cancel one another.

This camera retreat phenomenon can be explained in geometric terms, lead-
ing to a simple model that predicts the magnitude of the camera retreat motion.
For the example of Figure 1, a pure rotational motion of the camera would cause
the points to follow an arc from point A to point B, as shown in Figure 3. In
order for the points to follow a straight line, as specified by (4), the scale must
be changed so as to move the point from B to C. The required change in scale
is given simply by the ratio of the distances OC and OB. The scale reduction
attains its maximum value at θ = α/2 for which

(
OC

OB

)

max

= cos
α

2
. (6)

In the IBVS the reduction in scale is achieved by moving the camera away
from the target. The reduction in the apparent length of the line segment is
inversely proportional to the distance that the camera retreats, and therefore,

OC

OB
=
dtarg

d
(7)

in which d is the current distance to the target, and dtarg is the desired target dis-
tance, and assuming the camera is moving normal to the target. The maximum
reduction is thus given by

dtarg

dmax
= cos

α

2
. (8)

For the Chaumette Conundrum, in which α = π, the model accurately pre-
dicts infinite camera retreat.
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At first it might seem that the introduction of line segment features would
solve the problem, since the orientation of such a segment is unambiguous.
Chaumette notes that such an approach is not guaranteed to solve the per-
formance problems [3], and our own simulation results support this conclusion.
Specifically, in simulations we added one extra row to the image Jacobian corre-
sponding to a line segment angle feature [4]. Its effect was not significant. For the
Chaumette Conundrum the addition of this feature does command some camera
rotation, but this commanded rotational motion is nearly 3 orders of magnitude
less than the Z-axis translation, even when scaling of feature magnitudes is taken
into account.

There are a variety of possible solutions to this camera retreat problem. The
requirement that points move in a straight line to their goal positions could be
relaxed, giving rise to an image feature trajectory planning problem. The target
depth, z, could be underestimated, causing the points to move in an arc instead
of a straight line, reducing the magnitude of camera retreat (this is mentioned in
[3]), but this will still fail for this example, in which no camera rotation occurs.
Finally, the z-axis translational and rotational motions could be decoupled from
the control law of (4), and separate controllers could be designed to enforce
appropriate rotational and retreat motions. This latter approach leads to hybrid
approaches that combine aspects of IBVS and PBVS systems. In Section 4 we
describe several such approaches that have been recently introduced. Then, in
Section 5 we introduce our new partitioned method.

4 Some Recent Hybrid Approaches

A number of authors [20,21,6] have recently addressed these problems by propos-
ing hybrid control architectures. In each of these approaches, the decomposition
of (3) is used. These methods rely on recent results in computing the epipolar
geometry that relates a pair of images. In particular, the camera configurations
that correspond to the initial and desired images are related by a homography
matrix, which can be decomposed into the translational and rotational compo-
nents of the motion between the two camera configurations. This homography
matrix can be computed from a set of corresponding points in the initial and
desired images [9].

For the special case of four coplanar points, the homography matrix that
relates the current and desired images of these points is given by

H = R +
t
d∗ n∗T , (9)

in which R is the rotation matrix describing the relative orientation of the current
and desired camera coordinate frames, t is the displacement between the two
frames, d∗ is the distance from the camera frame to the plane containing the
points, and n∗ is the normal to the plane containing the four points. As has been
shown in [8], this homography can be decomposed into a rotational component
and a translational component. It is important to note that the translational
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component can be recovered only up to scale, and therefore, depth must be
estimated if the translational component is to be used in a visual servo scheme
(as is the case for [6]).

With 2.5-D visual servo [20], IBVS is used to control translational degrees
of freedom, while the homography matrix (9) is used to estimate the desired
rotational motion. A significant innovation in the 2.5-D visual servo method
is their novel method for controlling the camera’s rotational DOF. In [20], the
rotation matrix is expressed as a rotation, θ, about an axis, u. The resulting
control is given by

ω = uθ (10)
v = −λJ−1

v ḟ + λJ−1
v Jωuθ. (11)

Thus, the rotational component of the control is computed directly from the
computed desired rotation in 3D, and the translational component is computed
by subtracting from the traditional IBVS control a term that accounts for the
translational motion in the image induced by the rotation. Results in [3] and
[20] show that this new method handles the problem of Figure 1 and eliminates
camera retreat.

The only drawback to this approach seems to be that the commanded ro-
tational motions may cause feature points to leave the image-plane. Note that
with pure IBVS, the paths of the feature points are straight lines in the image
plane, and this problem does not arise if the points are visible at the start and
end of the motion (assuming that the viewable portion of the image plane is
convex).

The problem of feature points leaving the image plane during 2.5-D visual
servo motion motivated Morel et al. to propose a modified approach [21]. They
use the same control as given by (10) and (11), but use a different feature vector
(and, accordingly, an appropriate image Jacobian). Their modified feature vector
includes the image coordinates (uc, vc) for a distinguished feature point (typically
chosen near the center of the set of feature points), and

σ = max
(ui,vi)

√
(uc − ui)2 + (vc − vi)2, (12)

the maximal distance of any feature point to the distinguished feature point.
They have shown results for which the distinguished feature point moves along
a linear path straight to its desired image location, while the radius σ varies
linearly with center displacement. This solution amounts to choosing a new image
feature, σ, for depth control (i.e., Tz,), and the new features uc, vc to control
translation parallel to the image plane (i.e., Tx, Ty). Thus, v is determined using
a new type of IBVS, while ω is determined using PBVS.

Deguchi [6] takes the opposite approach from the 2.5-D scheme of Malis et
al. In particular, he uses the decomposition of the homography matrix (9) to
compute the translation velocity, leading to the control

v = d̂

(
t

d∗

)
(13)
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ω = −λJ−1
ω ḟ + λJ−1

ω Jvv. (14)

Here, d̂ is the estimated depth of the point in 3D and the ratio t/d∗ is the scaled
translation that is directly yielded by the decomposition of the homography
matrix (9). Thus, the translational component of the control is computed directly
from the estimated desired translation in 3D, and the rotational component is
computed by subtracting from the traditional IBVS control a term that accounts
for the motion in the image that is induced by the translation.

Deguchi also presents a second method, in which the essential matrix is used
(instead of the homography matrix (9)) to compute the desired translational
component. He uses the eight point algorithm to compute the essential matrix
and its decomposition (see, e.g., [9]). This method yields essentially the same
control as the first method, but the constraint that the four feature points be
coplanar is removed.

All of the hybrid methods reported in [21,20,6] use the epipolar geometry
to determine certain components of the camera motion while using an IBVS
approach to determine the remaining component of the velocity. These meth-
ods rely on the online computation of the epipolar geometry [9], which amounts
to computing a homography between two images, and require that the feature
points on the object be coplanar. This homography is encapsulated in the funda-
mental matrix (for uncalibrated cameras) or essential matrix (for cameras with
intrinsic parameters calibrated). The homography must then be decomposed to
extract the rotational component and the problem of non-unique solutions must
be dealt with.

We now describe our new approach, which does not exploit the epipolar
geometry of the desired and initial images, and does not use any explicit 3D
information.

5 A New Partitioned IBVS Scheme

Our approach is based on the observation that while IBVS works well for small
motions, problems arise with large motions and particularly involving rotation
about the z axis. Our proposed partitioned scheme singles out just Z-axis transla-
tion and rotation for special treatment, unlike the hybrid approaches mentioned
above which treat all three rotational degrees of freedom specially. The moti-
vation for the new partitioning is that camera retreat is a Z-axis translation
phenomenon and IBVS failure is a Z-axis rotation phenomenon.

We partition the classical IBVS of (1) so that

ḟ = Jxy ṙxy + Jz ṙz (15)

where ṙxy = [Tx Ty ωx ωy], ṙz = [Tz ωz], and Jxy and Jz are respectively
columns {1, 2, 4, 5} and {3, 6} of J . Since ṙz will be computed separately we
can write (15) as

ṙxy = J+
xy

{
ḟ − Jz ṙz

}
(16)
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Fig. 4. Image features for new partitioned IBVS control.

where ḟ is the feature point coordinate error as in the traditional IBVS scheme.
The Z-axis velocity, ṙz, is based directly on two new image features that are

simple and computationally inexpensive to compute. The first image feature,
0 ≤ θij < 2π, is the angle between the u-axis of the image plane and the directed
line segment joining feature points i and j. This is illustrated in Figure 4. For
numerical conditioning it is advantageous to select the longest line segment that
can be constructed from the feature points, and allowing that this may change
during the motion as the feature point configuration changes. The rotational
rate is simply

ωz = γωz (θ∗
ij − θij)

in which γωz is a scalar gain coefficient. This form allows explicit control over
the direction of rotation, which may be important to avoid mechanical motion
limits. For example if a hard stop exists at θs then

ωz = γωz sgn(θ∗
ij − θs)sgn(θij − θs)

[
θ∗

ij − θij

]

will avoid motion through that stop.
The second new image feature that we use is a function of the area of the

regular polygon whose vertices are the image feature points. The advantages of
this measure are that (1) it is a scalar; (2) it is rotation invariant thus decoupling
camera rotation from Z-axis translation; (3) it can be cheaply computed. We
compute this area using the the method of Wilf and Cunningham[31]. For n
sequential boundary points labeled 1 · · ·n where point P0 ≡ Pn, the p, q moments
of the polygon are given by

mpq =
1

p+ q + 2

n∑

�=1

A�

p∑

i=0

q∑

j=0

(−1)i+j

i+ j + 1

(
p
i

)(
q
j

)
xp−i

� yq−j
� ∆xi

�∆y
j
� (17)



132 Peter Corke, Seth Hutchinson, and Nicholas R. Gans

where A� = x�∆y� − y�∆x�, ∆x� = x� − x�−1 and ∆y� = y� − y�−1. The area of
the polygon is just the 0, 0 moment, m00.

The feature that we choose to use is the square root of area

σ =
√
m00

which has the dimension of length, giving this feature the units of pixels and
thus a similar magnitude control gain as for the features ḟ . The camera z-axis
translation rate is thus given by

Tz = γTz
(σ∗ − σ). (18)

The features discussed above for z-axis translation and rotation control are
simple and inexpensive to compute, but work best when the target normal is
within ±40◦ of the camera’s optical axis. When the target plane is not orthogo-
nal to the optical axis its area will appear diminished, due to perspective, which
causes the camera to initially approach the target. Perspective will also change
the perceived angle of a line segment which can cause small, but unnecessary,
z-axis rotational motion. Other image features can however be used within this
partitioning framework. The ability to explicitly control z-axis translational mo-
tion is of particular benefit for controlling the field of view, as will be discussed
in the next section. We also note that classical IBVS is very sensitive to depth
estimation as the angle between the optical axis and the plane normal increases.

5.1 Experimental Results

Figure 5 shows a simulation of the performance of the proposed partitioned
controller for the Chaumette Conundrum. The important features are that the
camera does not retreat since σ is constant at σ = 0. The rotation θ monoton-
ically decreases and the feature points move in a circle. The feature coordinate
error is initially increasing, unlike the classical IBVS case in which feature error
is monotonically decreasing.

A simulation that involves more complex translational and rotational motion
is shown in Figure 6. The new features decrease monotonically, but the error in
f does not decrease monotonically and the points follow complex curves on the
image plane. Figure 7 compares the Cartesian camera motion for the two IBVS
methods. The proposed partitioned method has eliminated the camera retreat
and also exhibits better behavior for the X- and Y-axis motion. However the
consequence is much more complex image plane feature motion that admits the
possibility of the points leaving the field of view. This problem is discussed in
the next Section.

We have also obtained experimental results using an eye-in-hand system in
our lab. The system comprises a Puma 560 robot with a 480×640 grey-scale cam-
era mounted on the end effector. The initial and goal images are shown in Figure
8. The images contain three integrated circuit chips on a black background. For
this experiment, the initial image corresponds to a motion of the camera from
the goal configuration of (15mm,10mm,-15mm) in the (x,y,z) directions and 15
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Fig. 5. Proposed partitioned IBVS for pure target rotation (π rad). (a) Image-plane
feature motion (initial location is ◦, desired location is •), (b) Feature error trajectory,
(c) Cartesian translation trajectory.

degrees about the z axis. The centroids of the three chips are used as the image
features. In this experiment, the error decreased to zero after 113 iterations.

Figure 9 shows the error measurements of the locations of the three points,
as well as for σ and θ. Figure 10 shows the error measurements for the same
initial and goal images, but using the traditional IBVS approach.

6 Keeping Features in the Image Plane

In order to keep all feature points inside the viewable portion of the image plane
at all times, we borrow collision avoidance techniques from the robot motion
planning community. In particular, we establish a repulsive potential at the
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Fig. 6. Proposed partitioned IBVS for general target motion. (a) Image-plane feature
motion (dashed line shows straight line motion for classical IBVS), (b) Feature error
trajectory.
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Fig. 7. Comparison of Cartesian camera motion for classic and new partitioned IBVS
for general target motion.

boundary of the viewable portion of the image, and incorporate the gradient of
this potential into the control law. We use the simple potential given by

Urep(u, v) =






1
2η

(
1

ρ(u, v)
− 1
ρ0

)
: ρ(u, v) ≤ ρ0

0 : ρ(u, v) > ρ0

(19)

in which ρ(u, v) is the shortest distance to the edge of the image plane from the
image point with coordinates (u, v). The value ρ0 specifies the zone of the image
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(a) (b)

Fig. 8. The initial (a) and goal (b) images for the experiment.

in which Urep affects the control; if the feature point is not with distance ρ0 of
the boundary, then the corresponding motion is not affected by Urep. The value
of η is a scalar gain coefficient.

For an Nr ×Nc image, the value of ρ is easily computed as

ρ(u, v) = min {u, v,Nr − u,Nc − v} . (20)

If n is the unit vector directed from the nearest boundary to image feature
point with coordinates (u, v), then ∇Urep = Fn, with F given by

F (u, v) =





η

(
1

ρ(u, v)
− 1
ρ0

)
1

ρ2(u, v)
: ρ(u, v) ≤ ρ0

0 : ρ(u, v) > ρ0

. (21)

Since a pure translation in the negative z-direction will cause feature points
to move toward the center of the image, the value of F is mapped directly to
the Tz component of the velocity command by combining it with the control
given in (18). Because of chatter effects (where the feature points oscillate in
and out of the potential field), we smooth and clip the resulting Tz, yielding the
discrete-time controller

T ′
z(k) = µT ′

z(k − 1) + (1− µ)(σ� − σ − F ) (22)
Tz = min {max {T ′

z(k), Tzmin} , Tzmax} . (23)

In simulation we found it advantageous to use asymmetric velocity clipping where
|Tzmax | < |Tzmin |, that is, the camera can retreat faster than it can approach the
target. This reduces the magnitude of the “bounces” off the boundaries of the
image plane when points first enter the potential field. In practice this smoothing
and clipping may not need to be explicitly implemented, since the real robot will
have finite bandwidth and velocity capability.
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Fig. 9. (a) Camera motion and (b) feature error trajectory for the images shown in
Figure 8 using the new controller.
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Fig. 10. (a) Camera motion and (b) feature error trajectory for the images shown in
Figure 8 using a traditional IBVS approach.

The use of a potential field raises the issue of local minima in the field, but in
our case, these issues do not arise, since the potential field is used merely to force
a camera retreat, and since it will be possible for the system to achieve the goal
when this retreat is effected (in this case we merely approach the performance
of the classical IBVS system). Of course this assumes that no goal feature point
locations lie within the influence of the potential field. Should this not be the
case, then ρ0 must be adjusted accordingly.

Results of the new partitioned IBVS with collision avoidance are shown in
Figure 11. The target is larger than before, so as the camera rotates the feature
points move into the potential field. The parameters used were η = 5× 106

and µ = 0.8. It can be seen that as the points are rotated, they move into the
potential field and then follow a path parallel to the edge, where the repulsion
and scale demand are in equilibrium.
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Fig. 11. Proposed partitioned IBVS with collision avoidance for pure target rotation
(π rad). (a) Image-plane feature motion (initial location is ◦, desired location is •), (b)
Feature error trajectory, (c) Cartesian translation trajectory.

For high rotational rates, the chatter phenomenon will occur, and at very
high rates the points may pass through the potential field and become trapped
outside the image plane. Rotational rate should properly be controlled by another
loop, and this problem has strong similarities to that of controlling step size in
numerical optimization procedures.

7 Conclusion

In this paper we have investigated some problems with classical image-based
visual servoing and proposed a new partitioned visual servoing scheme that in-
expensively overcomes these limitations. We have also provided simple geometric
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insight into the root cause of the undesirable camera retreat phenomenon, and
the pathological case we have termed IBVS failure.

Other hybrid IBVS schemes have been recently proposed and are based on
decoupling camera translational and rotational degrees of freedom. We have
proposed a different decoupling and servo Z-axis rotation and translation using
decoupled controllers based on two easily computed image features.

All hybrid schemes admit the possibility of points leaving the image plane,
as does the approach that we described in 5. In this paper we consider this as
a collision avoidance problem and employ potential field techniques to repel the
feature points from the image plane boundary.
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Abstract. Many of today’s vision algorithms are very successful in con-
trolled environments. Real-world environments, however, cannot be con-
trolled and are most often dynamic with respect to illumination changes,
motion, occlusions, multiple people, etc. Since most computer vision al-
gorithms are limited to a particular situation they lack robustness in the
context of dynamically changing environments. In this paper we argue
that the integration of information coming from different visual cues and
models is essential to increase robustness as well as generality of com-
puter vision algorithms. Two examples are discussed where robustness
of simple models is leveraged by cue and model integration. In the first
example mutual information is used as a means to combine different
object models for face detection without prior learning. The second ex-
ample discusses experimental results on multi-cue tracking of faces based
on the principles of self-organization of the integration mechanism and
self-adaptation of the cue models during tracking.

1 Introduction

Visual cues and object models have all their specific strengths and weaknesses
depending on the context and the dynamics of the environment. Therefore, com-
bining different and complementary visual cues and object models promises to
increase the robustness and generality of today’s computer vision algorithms. As
for recognition there exist a considerable number of highly successful algorithms.
All approaches, however, have their own inherent limitations. Similar observa-
tions hold for tracking and detection of objects. While there are many computer
vision algorithms using a single object model or visual cue, work on the combi-
nation of different cues and models is still in its infancy. Since no single model is
robust and general enough to cover all possible environmental conditions, their
combination promises to increase robustness and generality.

The goal of our research is to overcome limitations of individual models by
combining multiple models at different levels. In order to integrate and combine
complementary object models, the paper explores two different approaches. The
first approach uses a general framework based on mutual information which is
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used to measure mutual agreement between different object models. Rather than
learning a static integration scheme, the algorithm determines model parameters
which maximize agreement among the employed models and the current image
data. Since the image data is used directly, the integration mechanism dynami-
cally adapts to environmental changes for example with respect to illumination
conditions. The framework allows to combine different models dynamically and
’on-the-fly’. This makes the approach general and easily extendible to new object
models.

The second approach explores the use of different visual cues for tracking.
The quality of each visual cue is estimated and used as a measure of reliabil-
ity. These reliabilities are used directly to combine visual cues. An important
aspect of the approach is the adaptability of the object models as well as of
the integration mechanism according to the actual context. These principles,
called self-organization and self-adaptation have been proposed by Triesch and
von der Malsburg [20]. The paper discusses their approach and evaluates the
performance of different extensions of the system.

1.1 Related Work

Probably the most common approach to integrate information is to accumulate
all responses (raw data or features) into a single vector. Taking a number of
these vectors, standard machine learning techniques [6] can be used to learn
a joint probabilistic model. Bayesian approaches can be taken to statistically
model dependencies between the different data sources and sensors. However,
the amount of training data required may be prohibitive [3]. [2] proposes a
hierarchical mixture of experts [11] in which mixtures of appearance models
are learned for the classification of objects. The common drawback of these
approaches is that the integration is static in the sense that we cannot change the
weighting of responses dynamically depending, for example, on their usefulness
or the environmental conditions.

Combining different classifiers is a standard problem in pattern recognition
(see for example [23,12,10]). Typically, different classifiers are trained individu-
ally and their parameters are fixed thereafter. It is the combiner’s task to learn
and choose the appropriate combination mechanisms depending on particular
situations. In that sense only the combiner itself may be able to increase the
robustness and generality of the individual classifiers. However, the results will
most often be sup-optimal since the combiner does not have access to the classi-
fiers themselves and cannot adapt their parameters. As before the combination
scheme is fixed and static during runtime.

In the literature, several multi-cue tracking algorithms are reported. Even
though they are called multi-cue most approaches use only one cue at a time by
employing methods to select the “optimal” cue for the task at hand. For example
Toyama and Hager [18] propose a layered hierarchy of vision based tracking
algorithms. There declared goal is to enable robust, adaptive tracking in real-
time. Depending on the actual conditions tracking algorithms are chosen: when
the conditions are good, an accurate and precise tracking algorithm is chosen
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and when conditions deteriorate more robust but less accurate algorithms are
chosen. This architecture is one of the rare examples where the declared goal is
robustness which makes it a very interesting framework. In our belief, however,
it is not only important to select an appropriate tracking algorithm but even
more important to integrate the results of different algorithms and cues in order
to achieve robust tracking. Crowley and Berard [5] propose to use three different
tracking algorithms in a similar way as proposed by Toyama and Hager.

Eklundh et al. [22,14] convincingly argue for a system’s oriented approach to
fixation and tracking in which multiple cues are used concurrently. The impor-
tant visual cues are motion and disparity which enable to track and fixate single
targets using a stereo camera head. It is not clear however how this approach
may be extended to track multiple targets concurrently. We argue that simulta-
neous tracking of multiple targets and target hypotheses is important not only in
the presence of multiple targets but also for recovery from tracking failure. Isard
and Blake propose an algorithm called Condensation [8] which is well suited
to track multiple target hypotheses simultaneously. They extended their original
approach [9] by a second cue (color in their case) which allows to recover from
tracking failures. Even though not proposed by Isard and Blake their algorithm
is well suited for integrating multiple cues.

Democratic Integration, an approach proposed by Triesch and Malsburg [20]
implements concurrent cue integration: All visual cues contribute simultane-
ously to the overall result and none of the cues has an outstanding relevance
compared to the others. Again, robustness and generality is a major motivation
for the proposal. Triesch et al [19] convincingly argue for the need for adaptive
multi-cue integration and support their claims with psychophysical experiments.
Adaptivity is a key point in which democratic integration contrasts with other
integration mechanisms. Following the classification scheme of Clark and Yuille
[4], democratic integration implements weakly coupled cue integration. That is,
the used cues are independent in a probabilistic sense1. Democratic integration
and similar weakly coupled data fusion methods are also closely related to vot-
ing [17]. The weighted sum approach of democratic integration may be seen as
weighted plurality voting as proposed in [13]. A more thorough analysis of the
relations between sensor fusion and voting can be found in [1].

2 Using Mutual Information to Combine Object Models

This section presents a hierarchical method to combine an arbitrary number
of different object models based on the concept of mutual information. A ran-
domized algorithm is used to determine the model parameters which maximize
mutual agreement between the models. To validate the effectiveness of the pro-
posed method, experiments on human face detection by combining different face
models are reported. The experimental results indicate that the performance of

1 Due to the feedback loop of democratic integration its cues are not entirely indepen-
dent anymore but indirectly coupled by the result they agreed upon.
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simple visual object models can be leveraged significantly by combining them
based on the proposed method.

The proposed method for the combination of multiple object models is based
on the information-theoretic principle of mutual information. Mutual informa-
tion of two discrete random variables W and Z is defined as:

I(W ;Z) =
∑

i

∑

j

p(W = i, Z = j) log
p(W = i, Z = j)
p(W = i)p(Z = j)

(1)

In the equation, the summations (over i and j) are over the possible values
of the random variables. In our case, these values are the different possible clas-
sification events according to the two object models. Since we treat each object
model in the following as binary classifier there are two exclusive events per
classifier. For the first model for example pixels may be labeled object (W = 1)
or pixels may be labeled non-object (W = 0). The probabilities of these two
events are estimated using the relative frequency of pixels labeled object and
non-object:

p(W = i) =
#{wn = i}

N
(2)

where wn corresponds to the classification of pixel n according to the first model
and N is the total number of pixel in the image. Similarly the probabilities of
the two events for the second model are estimated:

p(Z = i) =
#{zn = i}

N
(3)

where zn corresponds to the classification of pixel n according to the second
model. The combination of the two models results in four different events: pixels
are labeled object by both models (W = 1, Z = 1), pixels are labeled non-object
by both models (W = 0, Z = 0), or pixels are labeled object by one model and
non-object by the other model (W = 1, Z = 0, and W = 0, Z = 1). Again, the
probabilities of these events are estimated using the relative frequency of pixels
classified as one of the four events:

p(W = i, Z = j) =
#{wn = i, zn = j}

N
(4)

Since W and Z correspond to the outputs of different models, maximizing
equation 1 corresponds to maximizing cross-model mutual information. Chang-
ing any of the parameters of these models obviously influences the classification
of the pixels and therefore the cross-model mutual information. Let αW be the
set of parameters of the first model and βZ the parameters of the second model.
Using this notation, maximizing mutual information (or MMI) comes to:

Imax(W ;Z) = maxαW ,βZ
I(W ;Z) (5)

Currently we use a randomized search algorithm to find the optimal model
parameter αW and βZ . The actual value of Imax(W ;Z) is represented by a
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Fig. 1. Multi-level usage of MMI for combining object models.

fraction of a single bit of information. To undermine the relevance of mutual
information in the context of object model combination, we briefly refer to the
well-known Kullback-Leibler divergence. The KL-divergence between a proba-
bility mass function p(W,Z) and a distinct probability mass function q(W,Z) is
defined as:

D(p(W,Z)||q(W,Z)) =
∑

i,j

p(W = i, Z = j)log
p(W = i, Z = j)
q(W = i, Z = j)

(6)

The Kullback-Leibler divergence (also called relative entropy or information
divergence) is often used as a distance measure between two distributions. By
defining q(W,Z) = p(W )p(Z) the mutual information can be written as the
KL-divergence between p(W,Z) and p(W )p(Z):

I(W ;Z) = D(p(W,Z)||p(W )p(Z)) (7)

Mutual information therefore measures the distance between the joint prob-
ability p(W,Z) and the probability q(W,Z) = p(W )p(Z), which is the joint
probability under the assumption of independence. Conversely, it measures mu-
tual dependency or the amount of information one object model contains about
another. As a result mutual information can be used to measure mutual agree-
ment between object models.

Note that while the mutual information between any number of discrete ran-
dom variables could be evaluated directly by expanding equation 1 accordingly,
we propose to combine models pairwise, essentially building up a hierarchy of
combined responses. Figure 1 shows this principle of hierarchical pairwise com-
bination of object models for face detection. At the bottom of this figure the
models employed are shown, namely a skin color model, a facial shape model
and a face template matcher. In the following we describe the individual face
models and their hierarchical combination through MMI.

Level 0: Color, Eigenfaces and Shape: At the lowest level of the hierarchical
combination scheme, three simple face detectors are employed. None of them is
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tuned particularly well to our dataset since we rather focus on the benefits of
using mutual information for model combination than on tuning specific models.

We use a skin color model based on simple parametric model (see for example
[16]) using a 3-dimensional Gaussian governed by the means of the r, g and b
values and the associated covariance matrix. The parameter of the Gaussian are
estimated using the standard maximum likelihood estimate using samples from
several images of different people. Pixels are classified as face or non-face by
thresholding the Mahalanobis distance, defined as ∆2 = (x− µ)TΣ−1(x− µ).

Principal Component Analysis (PCA) is used as a generic way of dimension-
ality reduction preserving the essence of the data with respect to representation.
PCA, as an approximation for face template matching, was introduced by [21]
and [15], from which we adopt the terms face space and eigenfaces. We employ
the eigenface method by iterating over each sub-image of a given input at the
expected size of the face and by computing the distance to an averaged eigenface
in the face space. The distance is then thresholded to classify each sub-image to
contain a face or not.

While being independent of the actual visual input, we are treating face shape
essentially as a third model. More specifically, we impose the constraint that the
face region be elliptical. The parameters are therefore the position of the face
region (given in 2D image coordinates) and the two main axes of the ellipse. One
could extend the model by a fifth parameter, namely the rotation of the ellipse.
This parameter has been omitted in the following experiments.

Level 1: Obtaining Compactness through MMI: At level 1 of the hierar-
chical combination scheme the color model is combined with the shape model
and the eigenface model is combined with the shape model. In both cases the
combination of the models results in a compact face region. As we will see in
the experimental results described below this extraction of compact face regions
allows to be robust with respect to a significant number of false positives.

Figure 2 illustrates the combination of color and shape using MMI. In this
figure, the two images on level 0 depict the classification results of the color and
shape model respectively using particular model parameters. In our implementa-
tion, the parameter space for shape is sampled to maximize mutual information
while the parameters of the color model are held fixed. Three of the generated
hypotheses at level 1 are shown in this figure, ranked by their mutual information
from left to right. They represent the top three MMI maxima found by sampling
the parameter space.

Level 2: MMI for Generating the Final Hypothesis: For the second
and last level of the hierarchical combination scheme, MMI is used again to
combine the intermediate outputs from level 1. More specifically, the mutual
information of each of the 9 possible cross-model output pairs is computed. The
global maximum from these computations amounts to the final hypothesis.

Figure 3 shows the top three maxima resulting from the combination of color
and shape on the left side. Next to it are the top three maxima resulting from
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Fig. 2. Combination of Color and Shape based on MMI.
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Fig. 3. MMI for generating the final hypothesis.

the combination of the eigenface model and the shape model. In this example,
the combination of the third maxima from the color-shape combination and the
second maximum from the eigenface-shape combination has the highest mutual
information overall. These two are combined to generate the final hypothesis
visualized by the image on level 2. As can be seen here, the unified hypothesis
captures the computed face location as well as the size and shape of the face
accurately. Note also that the mutual information value can be interpreted as a
confidence measure for the final hypothesis.

2.1 Some Experimental Results

In order to understand the usefulness of MMI experiments have been conducted
on a series of 252 test images each containing one face of seven different peo-
ple. Each person in turn was recorded at three different poses (frontal, left and
right), two different scales, two different lighting conditions and three different
backgrounds. The first background is a white wall which was used as a reference
background to train face models. The other backgrounds are cluttered scenes in
order to evaluate the potentials and limitations of our approach. All images have
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Fig. 4. MMI based model combination for face detection.

been smoothed and down-sampled to a resolution of 153x115 pixels. A third of
the data (white background) has been used to train the face templates and the
face color models described above. In the experiments about 0.2% of the total
search space is grid-sampled to approximate the maximum mutual information
values and associated model parameter.

Figure 4 shows the intermediate results from the pairwise combination of
models and illustrates the final hypothesis. The individual images are arranged
in analogy to figure 1. Starting on level 0, the left-most image depicts the outcome
of applying the color model to the input image. In this case, pixels within a two-
sigma interval are labeled as face color – shown as white pixels. Correspondingly,
the picture to the right results from applying the eigenface model, while the
image in the middle shows the elliptical face shape model at a specific location
and scale.

The pictures on level 1 of figure 4, show the top-3 maxima of mutual in-
formation after combining color with shape (first three pictures from the left)
and combining the eigenface model with shape, respectively. Again, face labeled
pixels are shown as white. In this example, each individual maximum represents
a good approximation of the actual face location. The final hypothesis shown on
level 2 approximates the width of the face to within 3 pixels of accuracy, while
the face height as well as the location of the face are approximated to within 1
pixel of accuracy.

In the next example, shown in figure 5, MMI has to deal with a situation
in which one of the input models fails completely. The failure is caused by too
many false positives on level 0 in the eigenface model and results in an explosion
of false positives on level 1. Thus, the computed maxima of mutual informa-
tion from combining eigenface with shape do not convey any information about
location or size of the face. However, the combination of color and shape still
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Fig. 5. Robustness to total failure of one model.

produces useful results. In the final stage the combination of the third max-
ima in both intermediate models yield the highest mutual information value.
This demonstrates that MMI succeeds in propagating the available information
through the hierarchy and produces a useful final result even when one of the
three models fails completely. Note, that the precision of the final hypothesis is
affected by loosing one model. In particular the width of the final hypothesis is
not well estimated. Both the face location and the height of the face are still
approximated within 5 pixels accuracy.

Finally, we are demonstrating a case in which MMI has to deal with partial
failure in two models, shown in figure 6. As in the previous example, the test
person is sitting in front of a wooden door. The color of the door makes detection
of the face difficult because of its similarity to flesh tones. In consequence, both
the color and eigenface model produce a large number of false positives on level
0. In this case, the combination with shape yields only one meaningful hypothesis
in each of the two intermediate models shown on level 1. However, the final MMI
computation finds the most meaningful hypothesis which gives the actual face
location to within 6 pixels of accuracy. The approximated face height is still
within a 8 pixels error while the face width can not be captured accurately here.

These three examples also justify the interpretation of mutual information as
a confidence measure: The final hypothesis of the first example (figure 4) which
had the greatest coherence among models also has the highest absolute mutual
information. The two other examples (figures 5 and 6) which pose particular
difficulties for face detection due to flesh-colored background have significantly
lower mutual information values for their final hypotheses.

Discussion: The experiments show the validity and usefulness of mutual infor-
mation for the combination of different object models. In particular the exper-
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iments show that the combination of object models provide significantly better
results than any single model. The method works even when the individual
model are very simple and prone to failure. Also, the calculated value of mutual
information can be interpreted as a confidence measure.

3 Multi-cue Tracking of Faces

This section discusses the integration scheme depicted in figure 7. It is based
on Democratic Integration introduced in [20]. Starting with an image sequence,
saliency maps are computed for five different visual cues. Each cue has an asso-
ciated weight reflecting the reliability of that cue in the current situation. Using
these weights the integrator calculates a global saliency map. This superposition
is used to estimate the target’s most probable position. The weights of the dif-
ferent visual cues are estimated depending on their success in previous frames.
More specifically, the quality of each visual cue is calculated with respect to the
current position estimate. This quality measure is used to adapt the reliabili-
ties i.e. the weights of each cue. Therefore, the integration process dynamically
adapts to changes of the environmental conditions.

Due to the feedback loop of the proposed system maximal agreement between
the involved cues can be reached. Two assumptions have to be fulfilled in order
to obtain convergence and good overall performance: Firstly, at any given time
a significant number of cues has to agree upon the target position and secondly,
any environmental change may affect only a minority of the cues.

Self-Organized Sensor Integration. The method proposed by Triesch and
von der Malsburg relies on two-dimensional saliency maps for each visual cue
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Fig. 7. Overall structure of multi-cue integration for tracking: five different visual cues
are integrated. The maximum of the superposition is used to adapt the integration
process as well as the visual cue models themselves.

involved. These saliency maps are denoted as Ai(x, t), where i indexes the differ-
ent visual cues. We assume that 0 ≤ Ai(x, t) ≤ 1 where values close to 1 indicate
high confidence about the target’s presence at position x at time t. Typically,
saliency maps are defined by a similarity function Si(Pi, F (x, t)) which measures
the similarity of a prototype Pi and a feature vector F (x, t) extracted in image
I(x, t) at position x:

Ai(x, t) = Si(Pi, F (x, t)), 0 ≤ Si(Pi, F (x, t)) ≤ 1 (8)

Here the prototypes Pi are held constant. Later an appropriate dynamics for
prototype adaptation will be discussed. In order to integrate different visual cues,
a global reliability ri(t) is estimated for each cue. It is assumed that

∑
i ri(t) = 1.

The saliency maps of the cues are combined to a total estimation E(x, t) by
summation:

E(x, t) =
∑

i

ri(t)Ai(x, t) (9)

So far, the integrating process does not consider any a priori knowledge about
the target it ought to track. That is, the integration step is based entirely on
single, spatially independent pixels. A simple but very useful way to deal with
a priori knowledge like shape and size of expected targets is to convolve the
superposition E(x, t) with a kernel Tmask which reflects some basic knowledge
about the target:

Emask(x, t) = E(x, t) ∗ Tmask (10)

As it turned out in the experiments this convolution is essential in order to
obtain good overall performance of the system2. In the experiments described
below we focus on head tracking which is why the applied kernel has elliptical
shape approximating the shape of human heads.
2 In the original method [20] no such a priori knowledge is used
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The estimated target position x̂(t) is defined as the global maximum of
Emask(x, t).

x̂(t) = arg max
x
{Emask(x, t)} (11)

To achieve convergence towards robust tracking, the integrator adapts the
reliabilities ri(t): The quality of the cues are measured against the system’s over-
all performance, i.e. the superposition the cues agreed upon. This measurement
is called quality q̃i(t) and has the following definition:

q̃i(t) = R(Ai(x̂(t))− 〈Ai(x, t)〉) (12)

where 〈. . .〉 denotes the average over all positions x and

R(x) =
{

0 : x ≤ 0
x : x > 0 (13)

is the ramp function. In words, quality q̃i(t) is defined as the distance between
the cue’s response at the estimated target position x̂(t) and the cue’s average
response at time t, 〈Ai(x, t)〉. Negative distances, i.e. cases where the response
at the estimated position is lower than the average response, are truncated to 0.

It is worth noting that this definition is rather coarse. Other quality mea-
surements may seem more natural and reasonable. For instance, one might de-
fine quality as the correlation between the cue’s saliency map Ai(x, t) and the
overall estimation Emask(x, t). The Kullback-Leibler distance might be another
appropriate quality measurement. The main advantage of the proposed quality
definition is its low computational cost.

To change the cues’ reliabilities, the relation between the reliability of a cue
and its current quality is defined. This relation is expressed by the following
dynamics:

τ ṙi(t) = qi(t)− ri(t) (14)
where τ is a time constant controlling the adaptation rate. Equation. (14) can
be reformulated to express the adaptation step as Euler step:

ri(t+∆t) = ri(t) +
∆t

τ
(qi(t)− ri(t)). (15)

This equation couples a cue’s reliability not directly to its quality but to its
normalized quality qi(t) which is given by

qi(t) =
q̃i(t)∑
j q̃j(t)

. (16)

From equation. (14) or (15) one can derive that cues with quality measure-
ments higher than their current reliability will tend to increase their reliability,
whereas cues with quality lower than their current reliability will have decreased
reliabilities. If a cue’s quality remains zero, it will end up with reliability zero –
the cue is suppressed entirely.

As mentioned before, the time constant τ influences the adaptation rate,
i.e. it determines the rate at which the reliabilities are changed. This constant is
considered to be large enough preventing the dynamics of ri(t) of being perturbed
with high frequency-noise in the quality measurements qi(t).
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Adaptive Visual Cues. Visual cue models extract certain features from the
image sequence, e.g. localize areas in a given image which have a specific color
or detect movement between two subsequent images. As a result, each visual
cue model produces a two-dimensional saliency map Ai(x, t) which measures for
each point x = (x, y) the expectation to find the target at the given position.

As before (equation 8) the saliency maps Ai(x, t) is calculated by the simi-
larity function which compares a prototypical feature vector Pi(t) with a feature
vector Fi(x, t) extracted from image I(x, t) at position x. The prototypes Pi(t)
are considered adaptive, in contrast to the non-adaptive prototypes Pi of the
previous section:

Ai(x, t) = Si(Pi(t), Fi(x, t)). (17)

For adaptation, prototypes Pi(t) and feature vectors Fi(x, t) at the estimated
target position x are coupled by the following dynamics:

τiṖi(t) = Fi(x̂, t)− Pi(t) =⇒ Pi(t+∆t) = Pi(t) +
∆t

τi
(Fi(x̂, t)− Pi(t)) (18)

The time constants τi are not to be mistaken for the time constant τ describ-
ing the adaptation of the reliabilities (eq. 14). The prototype Pi(t) converges
towards the feature vector F̂i(t) which is extracted from the current image. If
the scene is stationary, i.e. F̂i(t) is constant, Pi(t) will converge to F̂i(t) with
time constant τi.

The prototype adaptation depends on the estimated target position in a sec-
ond way: If no target is detected, i.e. the certainty E(x̂, t) at position x̂ does not
exceed a certain threshold Θ, the prototypes are adapted towards their default
values. This behavior ensures that the system develops back to an initial state
if the subject leaves the image and is no longer perceived as a potential target.
If a valid estimation for the target’s position is available then the adaptation
converges the prototypes towards the current situation as described above.

Five Visual Cues for Facetracking. The intensity change cue detects mo-
tion in a grey-level image s(t) relative to its predecessor s(t − 1). Motion is
thus pixel-wise defined as the difference of intensity between two subsequent
images. Skin color detection calculates for every pixel the probability of skin
color. More specifically human skin color is modeled as a specific subspace of the
HSI3 color space. Depending only on the system’s target position estimations
x̂(t), the motion prediction cue predicts the target’s future motion to maintain
motion continuity. In contrast to the original paper [20] we implemented a mo-
tion prediction unit using Kalman filtering. In order to determine potential head
positions, the shape template matching cue correlates the grey-level input image
s(t) and a head template for every position in the input image. The contrast cue
extracts contrast pixel-wise from the input image s(t). Contrast, defined over
the pixel’s neighborhood, is compared to a adaptive model of contrast in order
to detect pixels with salient contrast. All visual cues except the intensity change
cue can be adaptive.
3 Hue, Saturation, Intensity; see [7]
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Fig. 8. Samples of the four different types of images sequences tested.

3.1 Some Experimental Results

Figure 8 shows examples of different image sequences employed for testing of
the proposed integration scheme. In particular, four different types of image
sequences have been used. The first type (figure 8(a)) corresponds to the simple
situation of tracking a single person in an image sequence without environmental
changes. In the experiments below two such sequences are used, one with a person
moving from the right to the left and one with a person going back and forth.
The second type of images sequence (figure 8(b)) is more challenging since a
rather dramatic color change (from white to green illumination) occurs about
half through the images sequence. This sequence is a good test case for the
dynamic adaptivity of the integration scheme to environmental changes. The
third type of sequence (figure 8(c)) is interesting in two respects: firstly, more
than one person is present and secondly, the persons occlude each other. The
forth type of sequence (figure 8(d)) corresponds to a more realistic setting with
inhomogeneous and rather difficult lighting condition. Again we report results
on two different image sequences of this type.

In order to evaluate the effectiveness of the proposed integration scheme we
tested three different “levels” of the system. “Level 0” corresponds to the case
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Table 1. Table summarizing the results of the different “levels” of the multi cue track-
ing system. Level 0 corresponds to fixed integration of the visual cues. Level 1 corre-
sponds to the original proposition of democratic integration and level 2 corresponds to
the use of visual cues enhanced with some a priori knowledge about the target

movie type frames level 0 level 1 level 2
(a) simple 1 78 97.4 75.6 87.2
(a) simple 2 151 82.1 48.3 88.7
(b) color change 70 61.4 11.4 97.1
(c) two people 114 31.6 9.6 80.7
(d) realistic 1 40 90.0 32.5 95.0
(d) realistic 2 299 36.5 18.4 82.6

where neither the visual cues nor the integration scheme are adaptive. This
corresponds therefore to the “classical” case of using multiple visual cues in
a predetermined and fixed way. The next stage of the system – “level 1” –
corresponds to our implementation of the original system of Triesch and von der
Malsburg [20]. Here, the visual cues as well as the integration mechanism are
adaptive. Since the results of that level of the system were not robust enough we
enhanced the visual cues by using a elliptical face template as introduced above
(eq. 10). This stage of the system is called “level 2”. This level of the system
therefore uses some a priori knowledge about the target to be tracked.

Table 1 summarizes the results obtained with the different “levels” of the
system. As one can see, the level 0 system obtains reasonable results for the
two simple image sequences (a). In the more demanding case of a illumination
color change (b) the performance of the system drops quite significantly. This
is not surprising since no adaptation of the system to the new environmental
condition is performed. In the case of two people (c), tracking performance is
poor since the system has no means to distinguish between the two people.
Which person is tracked at any time in the sequence is rather arbitrary explaining
the poor performance. For the two image sequences taking under more realistic
environmental conditions (d) the results are symptomatic: in the first sequence
good tracking performance is obtained but in the second sequence the tracking
performance is poor. Since the system cannot adapt to the situation tracking
either succeeds or fails.

The level 1 system is expected to overcome the problems of the non-adaptivity
of the level 0 system. Several sequences have been reported by Triesch and von
der Malsburg where their system (corresponding to our level 1 system) succeeds
to track in the presence of quite dramatic changes in illumination. For our se-
quences however, the results where rather disappointing. Basically for all cases
the performance of the level 1 system was below the performance of the non-
adaptive level 0 system. A more detailed analysis of the system revealed that
the visual cues themselves where not well suited for face tracking. In order to
make the cues more selective we therefore introduced some a priori knowledge
about the shape of the target for the level 2 system.
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Table 1 also shows the results for the level 2 system. First of all the results are
significantly better than for the level 1 system. Compared to the level 0 system
the level 2 fulfills the promises of the adaptivity of the system to environmental
changes. In particular in the case of dramatic illumination color change (b) and
the more realistic image sequences (d) tracking performance is always good.
Also in the case of two people (c) the system successfully converges onto one
target and tracks that person through the sequence. We’d like to emphasize that
tracking performance of the level 2 system is always 80% and higher underlining
the robustness of the system.

Discussion: Even though these experimental results are encouraging at least
three observations have to be made: first of all, the proposed integration scheme
is capable of tracking only one person at a time. Secondly, in the case of false
positive tracking the system may lock onto a wrong target due to the adaptivity
of the system. The third problem has to do with the significant number of pa-
rameters which are currently obtained heuristically and set manually. In order
to obtain a truly robust and general tracking system more elaborate techniques
such as learning have to be used for parameter setting.

In our believe, the problem of false positive tracking is the most fundamental
problem of the system. Any tracking system has to be able to recover from failure.
For the current system a bootstrapping mechanism might be added. We think
however that is more promising to use a technique such as Condensation [8]
which explicitly allows tracking of multiple hypotheses simultaneously. We have
started to extend the current system into that direction. Multiple hypotheses
tracking may also help to overcome the first problem of single person tracking
since it allows to track multiple targets such as people concurrently.

4 Conclusion and Discussion

In this paper we argue that the combination of different visual cues and models
has the potential to increase the robustness and the generality of today’s com-
puter vision algorithms. Two examples are discussed where the robustness of
simple models is leveraged significantly by means of cue and model integration.

The first example is based on an approach which combines different object
models based on maximization of mutual information (MMI). The framework is
generic and allows the individual cues to adopt different representations. Object
models are combined into a single unified hypothesis on-the-fly without the need
for specific training or reference data. The framework thus allows to easily add,
reuse, remove and replace object models in a flexible manner. In a face detec-
tion experiment, three simple models for skin color, shape and eigenfaces are
combined on-the-fly in an hierarchical fashion.

In the second example democratic integration [20] has been discussed, eval-
uated and extended. In that example five different visual cues are used for face
tracking. Depending on the estimated quality of each visual cue their contribu-
tion to the integrated result can be adapted accordingly. This enables adaption
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of the integration scheme as well as the adaptation of the visual cues accord-
ing to the environmental changes. Promising results have been obtained in the
presence of dramatic illumination changes and realistic tracking environments.
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Abstract. The autonomous operation of an intelligent service robot in
practical applications requires that the robot builds up a map of the
environment by itself, even for large environments like supermarkets.
This paper presents a solution to the problem of building large consistent
maps consisting of geometric landmarks. This solution consists of three
basic steps:
– incremental extraction of geometric landmarks from range data
– recognition of previously mapped parts of the environment and iden-

tification of landmarks originating from the same structure and fi-
nally

– removing the inconsistencies by unifying those landmarks while re-
taining local relations between the other landmarks.

The recognition is based on comparing partial maps of geometric land-
marks. This is done by enhancing an individual landmark with features
derived from its environment. Care is taken that these features are in-
variant with respect to missing landmarks, rotation and translation of
the map and varying landmark lengths. Based on this set of features,
different landmarks originating from the same real world object can be
identified.
For the purpose of correcting these inconsistencies the geometric rela-
tions between landmarks are modeled by links of variable length and
variable angles between a link and the adjacent landmarks forming a
flexible truss. Replacing two identified landmarks with their mean mod-
ifies length and angles of the related links, thus introducing energy into
the truss. The overall energy in the truss is minimized by means of nu-
merical optimization resulting in a consistent map.
Experience in the field with about 20 robots has shown that it is possible
to build up maps of large environments robustly in real-time.

1 Introduction

A service robot, in order to perform useful tasks, needs to navigate within its
working environment. One aspect of navigation deals with determining the po-
sition of the robot within its environment, usually known as the localisation
problem. For this purpose, our robot uses a 2D map of geometric representa-
tions of physical landmarks (in our case, lines representing walls). The map can
be acquired in several ways. It can be generated from CAD plans, measured by
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Fig. 1. The loop closing problem in a supermarket measuring 30mx40m.

hand or built up automatically. Measuring maps by hand is very time consum-
ing and CAD plans, if available at all, are usually incomplete and not accurate
enough. Therefore the robot should build up the map by itself, based on sensor
data acquired during either a guided teach-in run or autonomous exploration.

Consequently, a lot of work has been done on map building for autonomous
mobile robots, mainly based on distance sensor readings and on vision. The
sensor readings are in some way associated with positions and orientations of
the robot and with models of objects in a global coordinate frame (where the
object model could be as simple as one point on an object). This collection of data
then serves as the map. The inherent bootstrap cycle in map building is, that in
order to insert a measurement into the map, position and orientation of the robot
have to be known, and that in order to estimate position and orientation of the
robot, map information is required. This problem can be solved in comparatively
small environments. These solutions for concurrent map building and localisation
however do not scale to large environments. If the map is very large, small errors
due to sensor inaccuracies (e.g. wheel slippage, range sensor noise) accumulate
over time. The resulting errors can be corrected if the robot traverses an already
mapped area. In large areas however the robot will sometimes re-enter a mapped
area unguided by a map. In such a case, the accumulated error may be too large
to be corrected locally. The map will become inconsistent and several instances
of the same real world objects (see black and grey landmarks in Figure 1) are
built up. This is known as the loop closing problem.

Clearly, such a map is not useful for robot navigation. If the robot uses
contradictory landmarks for navigation, its position and orientation estimate will
have serious errors prohibiting the reliable execution of path following and other
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tasks. The inconsistencies have to be removed, while correct map information
has to be retained. Our method of building large scale consistent maps relies on
three main ingredients:

– concurrent localisation and map building
– recognition of already mapped regions and identification of landmarks
– readjustment of position and orientation of landmarks

Since very much work has been done on concurrent localization and map
building, this paper focuses on the aspect of recognizing previously visited areas
and the aspect of correcting the mapping errors, after they have been identified.
It summarizes work that has partially been covered in previous publications
([13], [14]), puts the pieces into the larger context and illustrates the overall
procedure with new results.

The outline of the paper is as follows: In Section 2 the literature on recog-
nizing already visited areas and on restoring consistency is reviewed. Then in
Section 3 we give a brief outline and make some comments on the simultaneous
localization and map building. The focus of this work is on recognizing previously
visited areas in Section 4 and on restoring the map consistency in Section 5. The
techniques developed in these sections are applied in real world experiments and
the results are described in Section 6. Finally, in Section 7 some conclusions are
drawn.

We apologise for not giving full details on parameters and algorithms due
to the company’s publication policy. More often than not, parameters are found
experimentally.

2 Related Work

The task of building large consistent maps has been tackled by a number of
authors, although it still remains a relatively unexplored area of research.

Most work on robot map building concentrates on extracting landmark data
from sensor measurements and aggregating them over time and space (eg. [2] [3]
[7] [9] [12]). More recently work has also been done on map recognition and map
correction.

There are different ways of recognising that the robot has returned to a
previously visited area.

One way of doing so, is to let the user tell the robot that it has returned to
such an area [15]. This approach only allows for a reduced degree of autonomy
of the map building process.

If the robot’s map consists of an occupancy grid, the correlation of two grid
maps, from different points in time, can tell the robot if it has returned [5].
This approach is very time consuming since a large correlation space has to be
searched through.

On the other hand, if the robot’s map consists of a set of stored sensor
data (e.g. laser range scans), the recognition problem can be solved by directly
matching the sensor data [10] or by correlating the angle and distance histograms
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deduced from the sensor data [17]. Both approaches are computationally very
expensive and require a lot of memory, since a large set of scans has to be stored
and correlated.

If the robot’s map consists of geometric features which can be connected into
star shaped polygons, the polygon of the current sensor data can be mapped to
a set of precomputed polygons which are stored in the visibility graphs of the
robot’s environment [8]. This method is not very robust with respect to changes
in the environment and sensor errors.

Chatila et al [3] have addressed the problem by assigning local object frames
and a global map frame and by separating the mapping error into the error
between an object and its local frame and the error between local frame and
global frame. An initial local frame is assumed to be correct. As the map is built,
objects are identified in new readings and the local frame of the new reading is
corrected to allow for a good match of new data with existing objects. If there is
a large correction, for example in the case of loop closing, these corrections are
propagated back along the robot path with a decreasing strength. This strategy
works for simple loops, but breaks down if the robot path contains points where
many different loops intersect.

A probabilistic approach using grid based maps has been taken by Elfes[5].
He builds a large scale map by patching together local grid maps. Each local
map is associated with a robot configuration. If the robot travels from one local
map to the next, a transformation is stored corresponding to the displacement
of the robot as measured by the odometry. This transformation is additionally
corrected by matching overlapping parts of adjacent local maps. In the case of
loop closing, the consistency of the rest of the map is ensured while correcting
the current mismatch, by propagating the error back over all transformations
made so far, taking into account the statistical properties of these former trans-
formations. The problems with this approach are the computation time for the
map matches and huge memory requirements for the grid maps.

Lu and Milios [10] also assign position and orientation to measurement
frames, in this case laser range scans. Relations between scans are derived either
from the robot’s odometry as it travels from one to the other, or they are derived
by matching different scans. This results in a network of pose estimates, based
on relative coordinate transformations, with links between them. The deviation
of the links from what they should have been is interpreted as energy in the sys-
tem. The consistency of the map is ensured by minimizing this energy by means
of a maximum likelihood estimation. The main drawbacks of this approach are
the large memory requirements (all scans are stored) and the computational
burden of inverting huge matrices. As an alternative they mention numerical
optimization, which is the approach investigated in this paper.

Thrun et al [15] also use a grid based map. They assign a large enough mem-
ory for the entire environment. Then, the occupancy of the grid map and the
robot position and orientation are estimated based on the measurements and the
robot motion. This is done in two steps, where first the robot trajectory is esti-
mated given a map and measurements, and then the map is estimated assuming
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Fig. 2. Landmarks extracted from one laser scan

estimates of the robot trajectory. In the estimation of the map, each cell in a
two-dimensional grid has to be updated. In the estimation of the robot position
and orientation, each cell in a three-dimensional grid has to be updated. In spite
of several approximations to the full solution, the memory and computation time
requirements of this approach are prohibitive in our application.

In a subsequent paper [16], the authors overcome this drawback by using
samples instead of complete grids and present a method that does mobile robot
map building in real time.

Similar to Lu and Milios, Gutmann and Konolige [6] use registered sensor
data (i.e. laser scans) as maps. Scan matching techniques are used to identify
corresponding parts of scans and to adjust the poses of scans incrementally as
the map is constructed. The loop closing problem is solved by map correlation,
scan matching and by relaxation of the error using the techniques of Lu and
Milios.

3 Landmark Extraction

Our application requires that the robot is capable of building up large scale maps
by itself during normal operation, i.e. on-line. Furthermore limited amounts of
memory are available for storing the mapping information. Therefore we have
chosen to model the environment by means of landmarks. In this paper, a land-
mark will be considered as a finite, oriented line segment which is extracted
from range sensor data originating from a laser scanner or sonar sensors. For
information on how to extract planar landmarks from sonar data, please refer
to [13] and [12].

In the last years it has become more usual to extract landmarks from laser
scanner range data. For this, a great variety of algorithms can be used. In our
system, line segments are extracted from laser scans by first segmenting the
range data and then applying a least squares fit algorithm to the individual
segments (see Figure 2). The landmarks extracted from individual scans are
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then aggregated over several scans using similar techniques as in the case of
ultrasonic sensors. It should be noted that due to the extraction processes, the
length of the line segments can vary considerably. Additional information such
as colour or texture of the landmarks can be obtained from cameras.

4 Partial Map Match

To solve the loop closing problem, the robot has to be able to recognise that it
has returned to an already visited area. This is done by means of partial map
matching.

The map of the environment can be considered as a set of landmarks L. In
the process of map building, newer landmarks are distinguished from older ones,
and the new landmarks are compared to the old ones.

The map of the environment L can be partitioned into partial maps Li.
The partitioning function p can be geometric (for example all features within
a specific area, temporal (for example all features extracted in a certain time
interval) or a combination of both. Such a set of landmarks will be referred to
as a partial map.

p : L→ {Li, i ∈ I} (1)

Since our robot uses a map of geometric landmarks, the recognition problem is
defined as matching two different partial maps originating from different points
in time.

A partial map match µ ⊂ La × Lb is a relation which is one-to-one over
a suitable subset Da × Db, Da ⊂ La, Db ⊂ Lb. On the set M of partial map
matches, the match disparity | · | is given by ν (to be defined later on). The
optimal partial map match µ0 is then given by

|µ0| = min(|µ|, µ ∈M) (2)

Since the robot can approach the same region in different ways, landmarks
which are present in one partial map are not necessarily part of another partial
map of the same environment. Furthermore, the parameters of the same land-
mark can differ considerably from one partial map to another. This means that
when comparing two partial maps factors such as map incompleteness as well as
map rotation and translation have to be specifically dealt with.

The straight forward approach of selecting and matching two subsets of land-
marks is as follows:

– select n landmarks from the Na landmarks of La

– select n landmarks from the Nb landmarks of Lb

– for each one-to-one assignment of landmarks compute the disparity of the
match.

The computational complexity of this approach is characterised by the
(
Na

n

)

and
(
Nb

n

)
possibilities for subset selection and the up to n! possible assignments
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of these subsets. The advantage of this approach is that it encaptures the local
structure of the environment and therefore yields more robust results in the face
of large uncertainties in the parameters of the single landmarks.

At the other end of the spectrum, a comparison of single landmarks yields
a complexity of only Na × Nb. However, single landmarks do not have enough
structure to be comparable. The large uncertainty on the landmark parameters
makes the comparison even more difficult.

Therefore it seems advantageous to combine both approaches to obtain a
matching algorithm which on the one hand uses the local structure of the en-
vironment, and on the other hand approaches the computational complexity of
single landmark comparison.

4.1 Landmark Signature

Our approach to using local structure, while at the same time limiting the com-
plexity of the landmark comparison, is based on the concept of landmark sig-
natures. The signature Σi of landmark li is a set of features which makes a
single landmark more distinguishable within a set of landmarks. The signature
can contain information about the landmark itself, such as colour, texture or
other non-geometric properties Γ . On the other hand, information about the
environment of the landmark, such as relative angles and distances w.r.t. other
non-parallel landmarks Ω, distances to other parallel landmarks Π and other
geometric features can be stored in the signature.

Σi = {Ωi, Πi Γi, . . .} (3)

Since the loop closing problem deals with translational and rotational errors
in parts of the map, care should be taken that the geometric properties of the
signature are invariant w.r.t. these errors. Otherwise, the comparison of land-
marks corresponding to the same environmental feature may fail. Examples of
such geometric invariant constructs are

– distance between “parallel” landmarks π ∈ Π (see figure 3)
– distance between and relative angles w.r.t. pairs of “orthogonal” landmarks
ω ∈ Ω (see figure 4)

By “parallel” we mean landmarks that have almost constant distance along
their extension; in our case a threshold of 3o deviation from exactly parallel in
orientation works well. By “orthogonal” we mean landmarks that allow for a
robust calculation of the intersection point and intersection angle; in our case a
threshold of 60o deviation from exactly orthogonal orientation works well.

The above constructs are not only invariant w.r.t. the rotation and translation
errors of the map, but also w.r.t. the individual landmark lengths. Depending
on the path traversed during map acquisition, the type of range sensor used and
the landmark extraction process, the landmark lengths are subject to a large
uncertainty. Therefore landmark lengths cannot be reliably used when comparing
signatures.
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Fig. 3. A paral π. The distance between two parallel landmarks is invariant w.r.t. rota-
tion and translation and the landmark lengths. For nearly parallel lines the dependency
on landmark lengths is negligible.

Fig. 4. An orthogpair ω. The distance between two orthogonal landmarks, and the
relative angles between the base landmark and the orthogonal landmarks is invariant
w.r.t. rotation and translation and the landmark lengths.

4.2 Comparison of Signed Landmarks

Let La and Lb be two different partial maps and let {Σ}a and {Σ}b be the
corresponding sets of signatures. The disparity ν assigns a real number to each
pair of signatures:

ν : ({Σ}a × {Σ}b)→ R (4)

It is based on the disparities of the individual signature elements, given by

νΩ : ({Ω}a × {Ω}b)→ R (5)
νΠ : ({Π}a × {Π}b)→ R (6)
νΓ : ({Γ}a × {Γ}b)→ R (7)

The value of the disparity is calculated from the signature elements. For example,
let πm ∈ Πi ∈ Σi be one entry in the parals of landmark li ∈ La and πn be one
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Fig. 5. The assignment dilemma: Is (a) = (c) or (b) = (c)?

entry in the parals of landmark lj ∈ Lb, the disparity between πm and πn can
be determined by

νπ(πn, πm) = |dxn − dxm| (8)

The disparity for the orthog pair ω can be determined accordingly.
Since the individual signature elements can only be compared amongst equal

types, the signature disparity between two landmarks is given by

ν(Σi, Σj) =
∑

k∈{Ω,Π,Γ}
αkνk(ki, kj) (9)

where αk ∈ [0, 1].
The disparity measure νk, k ∈ {Ω,Π, Γ} is based on the best global assign-

ment of the individual elements of type k. This assignment is usually not unique.
As an example, consider the case when there are several adjacent corridors of the
same widths in the environment (see figure 5). There is no one-to-one mapping
between all orthog pairs, so that some possible assignments have to be left out.
The problem of finding the best global assignment can be solved by dynamic
programming [4]. To apply this technique, the sets of features to be assigned
have to be linearly ordered. A linear order on the signature elements can be
defined in a canonical way; for example, the parals can be ordered by the size of
dx.

Dynamic Programming. For the classic dynamic programming algorithm [1],
a tableau is built with the ordered signature elements σm ∈ Σk,i spanning one
axis and σn ∈ Σk,j spanning the other axis. The dimensions of the tableau are
M = |Σk,i| and N = |Σk,j |.

The calculation of the best global assignment of these signature elements is
divided into a forward step and a backtracking step. During the forward step,
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Fig. 6. The cost of assigning two signature elements.

the cost of assigning or skipping individual signature elements is computed. At
node (m,n), the decision is made whether the element σm of signature Σi should
be assigned to the element σn of signature Σj (see figure 6). The cost at node
(m,n) is given by

c(m,n) = min(c(m− 1, n− 1) + ca, c(m− 1, n) + cna, c(m,n− 1) + cna) (10)

where cna is the cost for not assigning the signature elements and ca is the cost
for assigning the elements. Therefore the cost at any node contains the cost
for all the assignments made up to that time, plus the cost of assigning the
individual signature elements represented by the node. During the forward step,
the branch to each node that actually did yield the minimum cost is stored. This
information is later needed for backtracking.

In the backtracking step, the path in the node tableau with the minimal
cost is searched for. This is done by starting at the top right node (M,N) and
then selecting the node that has lead to the minimum cost at this node. This
is repeated until the path arrives at node (0, 0). The contribution of signature
elements of class k to the match disparity between the two landmarks li and lj is
the cost νi,j

k = c(M,N). The overall match disparity is then computed according
to equation (9).

Because the orthog pairs and the parals are derived from landmarks (see
figures 3 and 4), the above calculation not only yields the disparity νi,j between
individual landmarks li and lj , but also generates a partial map match µi,j .
In this partial map match, in addition to the landmarks li and lj also those
landmarks are mapped onto each other that correspond to the signature elements
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that are part of the best global assignments made in the dynamic programming
stage.

Neglecting geometric aspects of the map building process, the best match µ0
is then given by

|µ0| = min(νi,j |li ∈ La, lj ∈ Lb) (11)

However, each map match µi,j yields a geometrical transformation gi,j with
which the landmarks of the one set are transformed into the corresponding land-
marks of the other set. Some geometrical transformations are more plausible
than others (a 10m translation is more unlikely after a path length of 30m, than
a 50cm translation). Therefore, based on a model of the geometrical map build-
ing error U , the best match is selected whose geometrical transformation gi,j is
small based on the Mahalanobis Distance di,j of the match.

Taking the geometric aspects into account, the optimal match µ0 between
two partial maps is given by

|µ0| = min(νi,j |li ∈ La, lj ∈ Lb, d
i,j =

(gi,j)2

U
< δ) (12)

If a match µ0 exists, the robot has recognised a previously mapped area. The
geometrical transformation gi,j gives an indication of the map building error
that has accumulated between leaving the area and re-entering it again.

The partial map match states that at least two apparently different land-
marks actually originate from the same real world object with a high plausabil-
ity. As a rule, a partial map match maps not only one pair of landmarks onto
each other, but several:

L′
a ⊂ La ≡ L′

b ⊂ Lb and |L′
a| = |L′

b| > 1 (13)

This equivalence is the starting point for the correction of the map.

5 Map Consistency

When a partial map match has been detected (with g > 0), it means that
although the map is locally geometrically correct, its global geometric properties
are incorrect. When correcting the global properties, care should be taken that
the local properties are maintained as much as possible at the same time. For
this purpose the concept of a flexible truss is introduced1.

A truss is defined as a set of nodes Q, where the nodes are connected by a
set of links Λ. A node is given by

q = (x, y, β) (14)

where (x, y) represent the position and β the orientation of the node in a global
coordinate system. A link between two nodes qi and qj is given by

λ(i, j) = (dij , αij , αji) (15)
1 Earlier attempts at modeling the map by means of a set of relative coordinate trans-

formations similar to Lu and Milios turned out to be numerically unstable.
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Fig. 7. A link between two nodes in the truss.
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Fig. 8. A landmark represented by a node

where dij is the distance between the two nodes, and αij , αji are the angles
between the node orientations and the link respectively (see also Figure 7).

A landmark can be represented by a truss node, consisting of the middle
point of the line segment and the orientation of the segment (see also Figure 8).
The nodes qi and qj of two landmarks which form part of a partial map match
should therefore be replaced by a common node q′

ij (see also Figure 9). All links
connecting to nodes qi and qj are therefore deformed by the partial map match.

The energy of the truss is given by the sum of the energy contained in all
the links of the truss. This is given by

e =
∑

(i,j)∈N

(
(dij − d̂ij)2

wd
ij

+
∆α2

ij

wα
ij

+
∆α2

ji

wα
ji

)

(16)
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Fig. 9. The link deformation as a result of a partial map match

where

∆αij = arctan
(−∆x sinγi +∆y cosγi

∆x cosγi +∆y sinγi

)
(17)

∆αji = arctan
(
∆x sinγj −∆y cosγj

−∆x cosγj −∆y sinγj

)
(18)

∆x = xj − xi (19)
∆y = yj − yi (20)
γi = βi + αij (21)
γj = βj + αji (22)

and d̂ij is the original link length, and wd
ij , w

α
ij , w

α
ji are the respective weights.

Before the partial map match, the truss contains no energy, since all links
are in their original state. After the partial map match, all links connecting
to the transformed nodes introduce energy into the truss. By minimising the
total energy on the truss, the mapping error is propagated throughout the truss,
trying to keep the local geometric map information as correct as possible. When
minimising the total energy, it is important that equation (16) is differentiable
and that the derivative can be calculated explicitly, so that efficient optimisation
algorithms can be applied.

Optimisation. As pointed out by Lu and Milios, numerical optimisation can
be used to minimise the energy in a set of links and nodes. It turns out that
the energy equation (16) has many local minima, which makes it difficult to ob-
tain the optimal solution, i.e. the best possible map. Global optimisation could
circumvent the numerous local minima. However since it would literally take
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Fig. 10. Cleaning robot.

hours or days to optimise a map (typically > 2000 variables), this option is not
feasible. Therefore, we have to be careful about the starting point for the opti-
misation. This starting point is found by distributing the mapping error along
the truss. To each link in the truss the same part of the overall translation and
rotation error is assigned. It turns out that with such a heuristic, local opti-
misation leads to good results. For the local optimisation, different algorithms
were tested (steepest descent, quasi-Newton and conjugate gradient). In the end
all algorithms yielded almost identical results. However the conjugate gradient
method [11] turned out to be the fastest.

6 Experimental Results

The algorithms were tested extensively in simulation and on cleaning robot pro-
totypes, and have been proven in the field on about twenty Hefter cleaning robots
(see Figure 10), equipped with the the SIemens NAvigation System (SINAS).
SINAS features an industrial PC with a Pentium 233 MHz processor, 32 MB of
DRAM and 20 MB of solid state hard disk. It uses a SICK laser range scanner
and a Siemens sonar system. Furthermore it is equipped with an KVH fibre optic
gyroscope and encoders on its wheels.



Large Consistent Geometric Landmark Maps 173

Fig. 11. Partial maps to match: new (grey) and old (black) part of the map.

Fig. 12. Partial maps after match and first correction.

The result of this experience is that the robot can very reliably build maps
of supermarkets and corridor environments of more than 2000 m2 size and lo-
calise itself in these maps to about 5−10 cm accuracy. The matching algorithm
typically takes 100 ms and the subsequent optimisation step takes about 15 s,
depending on the complexity of the environment.

The robot builds the map autonomously. Starting at the point denoted by ◦
in Figure 1, it is driven along the plotted route to the point denoted by �. When
the robot gets back to the area of the starting point, it encounters the situation
seen in the bottom left corner of Figure 1; Figure 11 shows both partial maps
enlarged.

It should be noted that the partial maps may differ considerably in size. Fur-
thermore not all features need to have counterparts in the other partial map.
This clearly illustrates that our partial map matching algorithm is quite robust
w.r.t. to missing landmarks and varying landmark lengths. It should be kept in
mind that the algorithm is not designed to make all possible landmark assign-
ments.

At this point, a partial map match is made and some of the landmarks are
identified. Based on these identified landmarks a transformation is found that
ideally puts these landmarks on top of each other. The result of this local partial
map match and map modification is shown in Figure 12.

The consistency of the map can now locally be restored, but the geometrical
properties of the rest of the map have to be maintained as much as possible. In
order to do this, these properties are captured in the truss shown to the left in
Figure 13.
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Fig. 13. Truss containing local geometric information before (left) and after (right)
optimisation.

After optimisation, the gap in the truss visible in the lower left corner is
closed and the other nodes in the truss are moved accordingly (see the right
truss Figure 13. Note that the absolute positions and orientations of the nodes
are not part of the target function: the map floats freely.

These steps of partial map match and subsequent global optimisation to re-
store consistency while at the same time maintaining local geometric correctness
are repeated as the robot is driven through the entire supermarket. In Figure
14, the resulting map of the supermarket is shown.

Some remarks should also be made on the limits of this map building proce-
dure:

The map building algorithm is designed for on-line operation, with limited
need for memory. Therefore, line primitives are used which makes the algorithm
suited for environments that exhibit enough walls. This holds true for many
indoor environments like office buildings, hospitals and supermarkets.

Both in the landmark extraction stage which is based on Kalman filtering and
in the partial map match stage, mismatches will irrecoverably make the system
fail. However, due to good odometry and pose information from the gyroscope,
these cases almost never occur in practice.

The robot does not match all landmarks that are in the environment. Since
the laser range scanner we use only has a 180o field of view, the path along
which the robot is driven determines which landmarks are mapped. Since it is
very difficult to reproduce an exact path in such a complicated environment, two
maps taken from different runs differ in terms of their content in some areas.

From the experience with many robots in continuous productive use we can
say that the robustness and performance of the method meet the requirements.
Very rarely a second teach run is needed. Since ground truth about areas of
hundreds and thousands of square meters is not available, we can only talk about
local geometric errors. Due to the nature of the optimization problem exhibiting
many local minima, these occasionally occur, but as a rule are on the order of a
couple of centimeters. This is largely sufficient in practical applications.
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Fig. 14. The final map of the supermarket.

7 Conclusions

In this paper an approach to the construction of large consistent geometric land-
mark maps was presented. This approach consists of three main steps:

– extract landmarks
– recognise previously visited areas
– restitute consistency

For the recognition of previously visited areas, an algorithm, based on par-
tial map matching, has been presented which also yields a one to one mapping
between a subset of landmarks. The partial map match is robust w.r.t. missing
landmarks, rotational and translational errors of the map building process and
the considerable uncertainty in individual landmark lengths.

For the restitution of consistency, an algorithm has been presented based
on modeling the map as a flexible truss and minimizing the energy contained
therein by means of numerical optimization.

Cycling through these three steps, the robot is able to map large environ-
ments on-line, which represents a significant advance in the field of map learning.
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Abstract. In this paper, research towards a cooperative robotic assis-
tant for manufacturing environments is presented. The aim of this re-
search is to develop a robotic assistant which can easily be instructed
how to either perform tasks autonomously or in cooperation with hu-
mans. Focus of this paper is on the tactile interaction between man and
robot which is used for teaching as well as for direct cooperation in tasks
jointly performed by worker and robot.

1 Introduction

In this paper we describe past and ongoing research efforts at DaimlerChrysler
Research and Technology’s Cognition and Robotics Group where over the last
years work has been conducted on human-friendly robots for space, office, and
factory automation.

A major goal of this work has been (and still is) to develop robots that can
assist, co-exist with, and be taught by humans. Therefore, apart from devel-
oping the “standard” mobile robot capabilities such as landmark recognition,
path planning, obstacle avoidance etc. our research effort has been aimed at the
development of learning capabilities that will allow the user to quickly and intu-
itively teach the robot new environments, new objects, new skills, and new tasks.
We believe this is the only viable way of creating robotic assistants that can be
flexible enough to function robustly in the very diverse habitats of humans and
thus be accepted as truly helpful devices. In this paper we present some of the
results of this work.

Current research is aimed towards improving the man-machine interaction
by adding more communication and cognition capabilities. This has the pur-
pose of further simplifying the teaching of the robot but also to make it more
“cooperative” by having it interpret human commands and behaviour in the
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given context, allowing it to make better decisions about when, how, and where
to assist the human co-worker(s). An important criterion is, however, that the
robot can also perform tasks autonomously once instructed/taught by a human
worker. Additionally it should be able to learn incrementally, i.e. to improve its
performance during task execution by “passively” receiving or actively request-
ing information (the latter could for example be in the case where the robot
detects ambiguities which it cannot resolve autonomously).

A typical scenario for a new robotic assistant in an industrial setting would
be:

– The robot is led through the factory halls and is shown important places
(stores, work stations, work cells etc.),

– the robot is shown relevant objects, e.g. tools, workpieces, and containers,
– the robot is shown how to dock by work cells, containers etc. in order to

perform the relevant manipulation tasks,
– the robot is taught how to grasp various objects and how (and possibly in

what sequence) to place them in corresponding containers or work cells,
– in case of a cooperation task, the robot is shown when and how to assist the

human worker.

For service robots in manufacturing it is important that the man-robot com-
munication channels are robust and fault-tolerant rather than high bandwidth
(in the information theoretic sense). The need for high robustness is motivated
by the fact that mistakes/misinterpretations on the side of the robot can have
severe consequences economically as well as for the safety of the human work-
ers. On the other hand the environments are typically more ordered and the
range of tasks more restricted than in the case for domestic service robots. This
means that robustness can partly be achieved through using a set of low band-
width channels. Tactile sensing using a force/torque sensor (FTS) is an example
of such a channel with which a limited amount of information can robustly be
conveyed to the robot.

In Section 2 some more background in terms of related work and project spe-
cific constraints are outlined. In Sections 3–6 various methods for interaction and
cooperation based on force/torque sensing are presented. Finally in Section 7,
the results are discussed and summarised.

2 Background

In previous work [1], we have described how we can interactively teach new
environment models in a quick and robust manner. These models are repre-
sented as topological graphs [2,3] well-known from various mobile robot appli-
cations [4,5,6,7]. The topological graphs we use are extended with metric and
symbolic information about objects such as work stations and places such as
rooms or stores. An example of a model is shown in Figure 1.

In general, the world model can be said to contain elements which are rel-
atively static over longer time spans. This has the obvious advantage that the
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Fig. 1. World model taught by leading the robot through a previously unvisited envi-
ronment. Grid size is 1 meter. The thick lines and the circles they are connecting form
the basic topological graph. The thin lines are the walls, the black bars are the doors.
The squares represent special objects, such as work stations, which are modelled in 3D.

model only needs to be occasionally updated. Furthermore, the symbolic nature
of the model means that it forms a good basis for planning of high level mis-
sions like “fetch object A in store room 12”. However, this kind of model does
not form a sufficient basis for planning and executing detailed manipulation and
cooperation tasks. For this purpose we have developed a number of sensor-based
skills which allow the user to interact with the robot in order to control its pos-
ture, to hand over objects, and to interactively teach the robot how to grasp and
manipulate objects.

The robot, Clever, which we use for the development of various interaction
schemes is shown in Figure 2. Clever can be seen as a technology demonstrator
which serves as the basis for later “real” industrial service robots which will be
able to carry and manipulate heavier loads.

On Clever, a force/torque sensor is mounted in the wrist of the manipulator,
i.e. between the arm and the gripper. This has the advantage that the same
sensor can be used for sensor based cooperation, manipulation and for compliant
motion, where the user “takes the robot by the hand” which we have found to
be an intuitive and straightforward way for humans to interact with the robot.

The drawback of using only one sensor is that the force/torque measurement
system cannot distinguish the user induced forces and torques from those re-
sulting from the payload of the manipulator. In service robots for domestic use
where the payloads are typically light (mass < 1kg) the user may well be able
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Fig. 2. The robot “Clever” used in the experiments. The robot consists of a differential
drive platform equipped with a 6-DOF Amtec manipulator and a Sick lidar plus a set
of colour CCD cameras mounted on a pan/tilt unit. The arm, shown in more detail to
the right, is equipped with a force/torque sensor between the wrist and the gripper,
which is a standard parallel jaw gripper with force sensors in the “fingers”.

to compensate for the load of the workpiece when guiding the robot using com-
pliant motion. For an industrial service robot, potentially carrying significantly
heavier loads, this is not an option, though. Therefore it is necessary for the
robot to be able to distinguish between user and payload induced forces and
torques. How we do this is outlined in Section 3.

The mobile manipulator as a whole has nine degrees of freedom. Therefore
the problem of redundancy has to be solved, i.e. a method is needed to determine
the posture of the mobile manipulator. Often mobile manipulators are modelled
as one kinematic chain, but in our case the nonholonomic mobile platform used
has a slower response to movement commands than the manipulator1. Thus, in
Section 4 an approach to force guidance is presented which takes the different
characters of both subsystems into account.

The special problem of force guidance is that the direction of the movement
is controlled by the operator without the robot knowing what the actual pur-
pose of the movement is. This means that the trajectories cannot be adjusted
to the task. Therefore the control algorithm as described in Section 4 tends to
result in the platform following the tool in a quite sub-optimal manner. Situa-

1 For a foreseeable future we expect this to be characteristic of all industrial service
robots although we hope that some day more agile industrial platforms may be at
our disposal.
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tions where the platform gets in the way of itself are possible. In particular, the
nonholonomic platform makes it difficult to change the position to one parallel
to the forward direction of the robot, causing for example manoeuvring to be
quite time-consuming.

In order to solve this problem in a pragmatic way, the raw force/torque signal
from the FTS is surveyed. The operator should be enabled to independently
control both tool location and posture of the mobile manipulator. An approach
to implement a system for this purpose is presented in Section 4.5.

3 Calibration of the Force/Torque Measurement System

As argued above, it is necessary to be able to (re-)calibrate the force/torque
measurement system on-line to account for any payload held in the gripper
when moving the manipulator using compliant motion.

If the robot carries a (rigid) workpiece the payload induced force/torques are
nearly constant2 for a fixed orientation of the tool centre point (TCP). However,
when the orientation of the TCP is changed as a result of a user guiding the
arm, the forces and torques caused by the gripper and the payload change. To
compensate for those effects it is necessary to know the mass and the vector to the
centre of gravity (relative to the FTS) of the combined gripper/payload object.
Having such a model, it is possible to calculate the forces and torques induced
by the gripper/payload for any given TCP orientation and thus to determine
the forces and torques applied externally to the manipulator.

To calculate the mass and the vector to the centre of gravity of the object
we sample the forces and torques measured by the sensor and then rotate the
object a few degrees around the axis of the torques. A second sample compared
with the first gives the needed information. Because the object only needs to be
moved a little, and thus only a limited amount of freespace must be available, it
is normally not a problem to do the calibration “on-site” where the objects was
grasped.

This approach has been shown to work well for slow movements (where cen-
trifugal forces can be ignored) like force guidance controlled by humans.

4 Coordination of the Manipulator
and the Mobile Platform

Clever’s manipulator can change its position freely as desired within its work
space limits. Due to this and to the slower and kinematically more constrained
performance of the platform it appears reasonable that the force/torque guided
motion is performed mainly relative to the platform by moving the TCP [8].

2 If the platform moves with accelerations which are small compared to gravity.
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4.1 Force/Torque Guided Motion of the Manipulator

Usual force guidance is implemented in the way that the velocity of the tool
is a linear function of forces F (t) = (Fx(t), Fy(t), Fz(t))

T and torques M(t) =
(Mx(t),My(t),Mz(t))

T [9].
However, the manipulator arm used cannot be controlled by velocities. In-

stead the goal configuration and a time interval that results from the control
rate fc are used to control the arm in position mode. Furthermore the noisy
sensor signal requires filtering to ensure that only reasonable large signals are
taken into account.

The following non-linear function is proposed:

Pr(t+
1
fc

) =P r(t) +
Pvmax

fc






sign(Fx(t)) e
(1− Fmax

|Fx(t)| )

sign(Fy(t)) e
(1− Fmax

|Fy(t)| )

sign(Fz(t)) e
(1− Fmax

|Fz(t)| )




 (1)

The desired position Pr of the tool at time t + 1
fc

is reached from the current
position at time t in compliance with 0 < |Fx,y,z(t)| ≤ Fmax. Pvmax specifies the
maximal permitted translation velocity of the tool with respect to the platform
frame.

The desired orientation PAR at time t+ 1
fc

can be described by:

PAR(t+
1
fc

) = RXYZ (wx, wy, wz) PAR(t) (2)

where RXYZ is a matrix representing the rotations of the TCP around the axes
of the platform frame. The three rotation angles are defined as:

wx,y,z =
Pωmax

fc
sign(Mx,y,z(t)) e

(1− Mmax
|Mx,y,z(t)| ) (3)

0 < |Mx,y,z(t)| ≤ Mmax has to hold and Pωmax specifies the maximal permitted
rotation velocity of the tool with respect to the platform frame.

4.2 Compensation of Platform Movements

The platform as the second subsystem is able to move simultaneously and in-
dependently. But the tool should only be moved with respect to the fixed world
frame according to the forces applied to the FTS. Therefore the manipulator has
to compensate the movements of the platform.

Let Wp(t) =
(
Wpx(t),Wpy(t),Wpφ(t)

)T denote the position (a reference point
in the centre, Figure 3) and the orientation of the platform with respect to the
world frame. Wp(t) is known from the platform’s odometry sensing.

The transformation

Wpx(t− 1
fc

) +Prx(t) cos(Wpφ(t− 1
fc

))−Pry(t) sin(Wpφ(t− 1
fc

)) =

Wpx(t) + (Prx(t) +P∆rx) cos(Wpφ(t))− (Pry(t) +P∆ry) sin(Wpφ(t))
(4)
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wrist mounted force/torque sensor
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Fig. 3. The mobile manipulator and its reference points. Wp is the reference point of
the platform between the wheels (black areas) and Pr is the reference point of the arm
at the end of the tool (TCP). The orientation is given by the angle between the x-axis
of the fixed world frame and the driving direction (arrow).

Wpy(t− 1
fc

) +Prx(t) sin(Wpφ(t− 1
fc

)) +Pry(t) cos(Wpφ(t− 1
fc

)) =

Wpy(t) + (Prx(t) +P∆rx) sin(Wpφ(t)) + (Pry(t) +P∆ry) cos(Wpφ(t))
(5)

of the current x-y-coordinates of the tool with respect to the platform into the
world frame on the basis of the current and the last configuration of the platform
results in the offsets

P∆rx =−Prx(t)

+Prx(t) cos(Wpφ(t)−Wpφ(t− 1
fc

))

+Pry(t) sin(Wpφ(t)−Wpφ(t− 1
fc

))

+ (−Wpx(t) +Wpx(t− 1
fc

)) cos(Wpφ(t))

+ (−Wpy(t) +Wpy(t− 1
fc

)) sin(Wpφ(t))

(6)

P∆ry =−Pry(t)

−Prx(t) sin(Wpφ(t)−Wpφ(t− 1
fc

))

+Pry(t) cos(Wpφ(t)−Wpφ(t− 1
fc

))

+ (Wpx(t)−Wpx(t− 1
fc

)) sin(Wpφ(t))

+ (−Wpy(t) +Wpy(t− 1
fc

)) cos(Wpφ(t))

(7)
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for moving in the x-y-plane and

∆wz =W pφ(t)−Wpφ(t− 1
fc

) (8)

for rotating around the z-axis of the world. These offsets have to be added in
equations 1 and 2.

4.3 Preferred Configurations of the Manipulator

Based on the computed target position Pr(t+ 1
fc

) and the associated configuration
it is possible to determine a preferred configuration close to Pr(t + 1

fc
) which

provides more manipulability [10]. To reach this configuration the mobility of
the platform should be used without moving the tool with respect to the world
frame.

y

x

P

rW

pref
Pr

Fig. 4. The preferred point Prpref is fixed relatively to the platform. The platform has
to move to match Prpref with Wr.

The mobile platform is able to move only in the x-y-plane of the world which
is parallel to the x-y-plane of the platform frame. Therefore a new position of
the tool (Prpref,x(t+ 1

fc
)

Prpref,y(t+ 1
fc

)

)
(9)

can be found with respect to the platform which yields a more favourable con-
figuration of the manipulator (Figure 4). The z-coordinate and the orientation
in the world frame must be constant.

4.4 Closed Loop Platform Controller

The only task of the platform is to move in the next interval so that the arm
will be able to take on its preferred configuration [11].
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The nonholonomic mobile platform has the following decoupling matrix Φ
which describes the correlation between the velocities of the preferred point in
work space and in configuration space.

Φ(Wp(t)) =
(
Φ11(Wp(t)) Φ12(Wp(t))
Φ21(Wp(t)) Φ22(Wp(t))

)
(10)

Φ11(Wp(t)) = cos(Wpφ(t))

Φ12(Wp(t)) =−Prpref,x(t+
1
fc

) sin(Wpφ(t))−Prpref,y(t+
1
fc

) cos(Wpφ(t))

Φ21(Wp(t)) = sin(Wpφ(t))

Φ22(Wp(t)) =Prpref,x(t+
1
fc

) cos(Wpφ(t))−Prpref,y(t+
1
fc

) sin(Wpφ(t))

(11)

With the transformation

Wrpref,x(t+
1
fc

) =Wpx(t)

+Prpref,x(t+
1
fc

) cos(Wpφ(t))

−Prpref,y(t+
1
fc

) sin(Wpφ(t))

Wrpref,y(t+
1
fc

) =Wpy(t)

+Prpref,x(t+
1
fc

) sin(Wpφ(t))

+Prpref,y(t+
1
fc

) cos(Wpφ(t))

(12)

and the gain gP the control vector
(
vlin
vrot

)
= Φ−1(Wp(t))v (13)

with

v =




Wṙx + gP

(
Wrx(t+ 1

fc
)−Wrpref,x(t+ 1

fc
)
)

Wṙy + gP

(
Wry(t+ 1

fc
)−Wrpref,y(t+ 1

fc
)
)



 (14)

can be computed considering the desired velocity of the tool.
In the next step the arm has to compensate this movement as mentioned

above.

4.5 Controlling the Posture According to the User’s Intention

When the preferred point is fixed with respect to the platform the redundancy
resulting from the 9 degrees of freedom is eliminated. The drawback of this
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b)

a)

Fig. 5. Two possible strategies for moving large objects with one hand on a frictional
surface.

simple scheme is of course that the (rather arbitrary) position of the preferred
point may not be optimal for the given tasks. In other words, the solution of
the redundancy problem depends on the task which is known to the operator.
Therefore the user’s intention has to be conveyed to the robot.

The following situation might occur: The tool is at the desired location in
the world. However, the platform has the wrong orientation (not to the purpose
of the user’s intention). It should move sideways to turn the tool.

Corresponding forces and torques can be applied by the user but then the
machine displaces the tool because of the force guidance algorithm as mentioned
above. The user’s intention is not regarded.

Inspired by the way humans are moving large objects on a surface with
friction the following approach has been developed.

Consider the bar in Figure 5. In the case of turning it around the grasp
point (Figures 5b and 6b) the ratio of the force and the torque is easily to be
distinguished from that of the rotation about the opposite point (Figures 5a and
6a).

If the bar is representing the mobile manipulator, then the movement, as
shown at Figure 5a, is equivalent to the known mode of force guidance. In case
of Figure 5b a new mode is defined leading to sideways movements.

It is quite obvious from Figure 6 that only Fy and Mz are important for mov-
ing sideways. The ratio of both signals determines the desired mode of motion.

Figure 7 shows the regions which can be characterised as modes of moving.
The gray shaded regions correspond to the cases 6b and 6d and will lead to
changes of the posture. Selecting the ranges it has to be ensured that displace-
ment along the y-axis (dashed ellipse) and orientation change of the tool around
the z-axis (scored ellipse) remain possible. The modes shown in Figure 6a and 6c
have to be allowed too. These regions of pairs of (Fy,Mz) are called force/torque
symbols of modes of movement.

The expression

κ =
− arctan(�(Fy(t)Mz(t)− ε))

π
+

1
2

(15)
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Fig. 7. Regions of force-moments pairs (Fy, Mz). Each area represents a simple mode
of moving.

determines the degree of membership of a measured pair of (Fy,Mz) to the
gray shaded regions of Figure 7. � specifies the smoothness and ε specifies the
threshold of the regions. The values for � and ε have been determined empirically.

4.6 Moving the Virtual Preferred Point

As described above, forces and torques induced by the operator may be inter-
preted as an intention to move sideways (gray shaded regions in Figure 7). But
performing sideways movements implies complicated manoeuvres because of the
platform’s nonholonomic constraints. Therefore, the sideways force component
was instead chosen for overlaying the preferred point (9) with a supplementary
offset P∆rpref,y. This offset is computed iteratively by

P∆rpref,y(t+
1
fc

) =P∆rpref,y(t) + κ h sign(Fy(t)) e
(1− Fmax

|Fy(t)| ) (16)
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Fig. 8. Simplified block diagram of the controller. Both (platform and arm) controllers
and the relations between them are shown.

That does in itself not change the position of the platform but the changed
relative orientation of the arm enables a different manoeuvring behaviour.

The relation of force, moment and velocity of the preferred point displace-
ment is quite complex and can thus be difficult to handle by the operator. There-
fore the factor h has to be carefully determined which we have done experimen-
tally.

The offset P∆rpref,y has to be integrated in the platform controller as de-
scribed in Section 4.4. The force guided movement of the tool (Section 4.1) has
to be scaled by 1− κ respectively.

Of course this method makes it impossible for the system to change the
orientation and position of the tool independently and freely. But mostly such
movements can be emulated in two steps, e.g. by first rotating the tool to the
desired orientation and then moving it to the target position.

4.7 Experiments

A good example to show the advantages of the proposed method is to try to
achieve a sideways displacement by moving on a zigzag course. This manoeuvre
is expected to be used frequently when humans cooperate with robotic assistants.

For the experiments, the system shown in Figure 2 was used.
A simplified control architecture, as shown in Figure 8, was used. Due to the

communication structure and driver software the control rate is limited to 4Hz.
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Fig. 9. Positions of the platform (Wp(t)) and the tool (Wr(t)) when moving without
changing the preferred point (classical force guided motion).

To demonstrate the functionality, the mobility of the arm was limited to
that of the platform (x-y-plane). Wṙ was set to 0 and gP was set to 1 because
we wanted the platform to move slowly in the experiments, ρ was set to 1 and
ε to −50N2m (determined experimentally).

Figure 9 and Figure 10 show roughly the same movement of the platform.
The starting points are equivalent to the situation shown in Figure 3. In the
second case the operator had the possibility to displace the preferred point. It
can be seen that in order to achieve a greater sideways displacement of the
platform, a smaller movement of the tool is required. Figure 11 shows the user
taking Clever for a walk.

5 Teaching of Arm Movements

For teaching the arm movements necessary to perform manipulation tasks we
have pursued two directions; teaching via a graphical user interface and teach-
ing by directly moving the arm around using compliant motion. Normally, the
“crude” movements are taught using the GUI while finer movements are better
taught by directly moving the arm to the desired position and orientation.

In order to be able to generalise grasping and manipulation movements to
cases where the objects and/or positions to place them are different from when
they were taught, the movements are recorded relative to the objects and not
relative to the robot’s frame of reference. This means that initially the object of
interest has to be located with respect to the robot.
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Fig. 10. Positions of the platform and the tool by manoeuvring the robot with the
special meaning of the force/torque signal.

Fig. 11. Human guiding the robot using compliant motion.
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Fig. 12. Example of the localisation of an object on a table. The scene consisting of
a table with three objects on it has been scanned by the robot’s laser range finder
resulting in the 3D point cloud in the right half of the image. The ICP algorithm has
converged to the object in the middle (the lighter model points cover the darker scene
points). On the basis of this localisation it is calculated how to grasp the object which
is shown in the display as feedback to the user.

For the recognition and localisation of objects not easily describable with
geometric primitives we use the iterative closest point (ICP) algorithm [12]. This
has the advantage that object models can be generated simply by scanning the
object with a laser range finder and cutting out the relevant part of the resulting
3D point cloud. The algorithm iteratively seeks to match model points to scene
points (using a nearest neighbour metric) and—based on this match—to register
the model and the scene objects. When the iteration has converged we compare
the mean square error between scene and model points, and if this is below a
given threshold, we assume the scene object to be of the same type as the model
object and that these furthermore coincide. Due to its simplicity, the algorithm
works rather quickly, but due to the fact that it is basically a gradient descent,
it has problems with local minima. However, for scenes where foreground and
background can easily be segmented, it has been shown to work well. In Figure 12
an example of the localisation of a workpiece on a table is shown.

Knowing the pose of the object relative to the robot, it is straightforward
to transform and store the arm movements performed by the user in a teach-
ing “run” in object centred coordinates. Thus, when the robot operates au-
tonomously, it can transform the taught trajectories according to the given cur-
rent pose of the object and so perform the manipulation at this new, relative
position. We have demonstrated the validity of this method with various tasks
such as picking up workpieces and placing them into workstations.

We are currently investigating how to generalise taught grasping trajectories
to different classes of objects. Also we are developing methods for interactively
extending and improving already existing trajectories.
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6 Handing over Objects

Finally, we would like to present an example of a simple skill showing how tactile
sensing combined with acoustic feedback (i.e. two low bandwidth channels) can
be combined to achieve a very useful and robust functionality for man-robot
interaction.

The most elementary and simple cooperation between robot and man is the
robot delivering a workpiece to a worker. This means that the manipulator
presents the load so that it can be easily taken by a human if the gripper of
the manipulator is releasing it. For domestic applications with light objects, an
object can simply be released when the user signals that he/she has taken hold
of it (e.g. using speech input or by shaking the object a little). The problem in an
industrial context, where objects as heavy as 10 kg can be handled (by humans),
is that the human cannot sense the weight of the object until it is released by
the robot. If the object is heavier than expected, this may lead to the human
dropping it, possibly causing injury.

To ensure that such accidents are avoided, we have implemented a skill that
makes the robot release the object only when the user already supports its full
weight. Knowing the weight of the gripper and the object from calibration this is
easy to measure using the force/torque sensor. As feedback to the user, signalling
if he/she has to lift more or less, a tone is produced whose pitch increases to a
certain level at which two short tone pulses a generated, indicating that the user
is now supporting the full weight of the object. The robot then waits a short
period, and if the weight is still supported by the user, the gripper is opened.
Figure 13 shows Clever handing over a workpiece to the user.

Albeit extremely simple (or maybe exactly because of that), this skill has
proven to be intuitively easy to understand and thus very useful in our cooper-
ation experiments.

7 Discussion and Conclusion

In this paper, we have described research done for a service robot for manufac-
turing at DaimlerChrysler Research and Technology.

In particular, we presented methods developed for tactile interaction for co-
operation and for teaching the robot manipulation skills and trajectories using
a single wrist mounted force/torque sensor.

First we outlined how we calibrate the payload of the manipulator on-line
which enables the user to teach and cooperate using compliant motion even when
the robot is carrying a heavy object in its gripper.

Second we presented results from current research on extending “classical”
methods for coordinated arm/platform movements with methods for the esti-
mation of the user’s intentions. Knowing these intentions allows the robot to
better determine how to move (i.e. how to solve the redundancy) as a result of
the forces and torques induced by the user, thus making the cooperation faster,
less straining, and more intuitive for the user. First results from manoeuvring
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Fig. 13. Clever handing over an object.

experiments were presented. However, more work is required on how to define
preferred configurations and how to select one if several exist. Furthermore we
will investigate to what extent force/torque “symbols” can be used to initiate
manoeuvres, possibly in combination with other communication channels such
as speech and vision.

Then we outlined how we teach various manipulation trajectories in a sensory
context, allowing for generalisation to cases where the poses of objects as well
as the target positions where to place them vary.

Finally, as an example of a simple but very efficient and robust cooperation
skill, we presented a method using acoustic feedback to ensure that the worker
is not surprised and thus possibly injured by the weight of a workpiece when
this is handed over by the robot.

We would like to emphasise the fact that the presented methods are devel-
oped in the context of a larger system which is used as a research platform for
human-robot interaction in the manufacturing process. This provides us with a
unique opportunity to test and evaluate these techniques together with other
learning and interaction methods (based on speech, vision, and laser sensors).
The lesson we have learned so far is that a combination of simple, robust and
partly redundant interaction mechanisms leads to a safer and faster to learn
interaction than do more sophisticated methods based on a single sensor. There-
fore we will continue to explore such systems since safety and ease of use (which
also has a positive effect on safety) are of paramount importance in manufactur-
ing where on the other hand the cost of adding another sensor is not as critical
as for robots aimed at the mass consumer market.
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Abstract. We present two problems in multiple-robot motion planning
that can be quite naturally solved using techniques from the parallel pro-
cessing community to dictate how the robots interact with each other and
techniques from computational geometry to apply these techniques in the
geometric environment in which the robots operate. The first problem
we consider is a load-balancing problem in which a pool of work must
be divided among a set of processors in order to minimize the amount
of time required to complete all the work. We describe a simple poly-
gon partitioning algorithm that allows techniques from parallel processor
scheduling to be applied in the multiple-robot setting in order to achieve
a good balance of the work. The second problem is that of collision
avoidance, where one must avoid that two (or more) processors occupy
the same resource at the same time. For this problem, we describe a
procedure for robot interaction that is derived from procedures used in
shared-memory computers along with a geometric data structure that
can efficiently determine when there are potential robot collisions.

1 Introduction

There is a wealth of research devoted to the problems that arise in environments
where sets of tasks are to be processed in parallel. In most cases, the overarching
goal is to accomplish the tasks most efficiently while avoiding or minimizing in-
terference among the processors. The problems appear in many different settings,
involving different types and numbers of processors and different definitions of
interference, but, regardless of the setting, many of the basic problems are the
same. Given the similarities of the problems and the goals, it is is reasonable
to expect that techniques for addressing the problems in one setting may be
applicable in other settings as well. This is true whether the processors are sta-
tionary computer processors or robots moving about in a workspace. However,
since robots, unlike computer processors, interact with each other and the en-
vironment in ways that are determined by their geometry and the geometry of
the environment, applying the techniques of parallel processing is possible only
after the corresponding geometric problems that arise have been addressed. In
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this paper, we provide efficient solutions to two basic problems in multiple-robot
motion planning using techniques from parallel processing to determine how the
robots interact with each other and techniques from computational geometry to
transfer these techniques into the geometric robotics environment.

In Section 2 we consider the problem of terrain covering using a team of
robots. We show how this problem can be viewed as a variant of a load balancing
problem in parallel processing and thus can be addressed using similar methods.
Put simply, load balancing is the problem of dividing a given amount of work
among a set of processors such that each processor does roughly the same amount
of work and thus the total time required to complete all the work is minimized.
This is a fundamental problem in parallel processing that has been well studied
in various forms. In this setting, the work generally takes the form of a program
that is to be collectively executed by the processors. We consider the case in
which dividing the work among the processors corresponds to assigning certain
portions of the data to each processor. A natural counterpart of this in the
robotics setting arises when a team of robots is assigned a terrain-covering task.
That is, the robots must collectively execute an algorithm that assures that
each part of an environment is visited by at least one robot. In this setting, the
amount of work to be done roughly corresponds to the area of the region to be
covered and thus to assign each robot a certain amount of work one must be able
to divide the environment (which we model as a polygon) into pieces of given
areas.

Though algorithms exist for partitioning a given polygon into pieces of given
areas [3,11] these algorithms are appropriate only when all the work is to be
divided among the robots before any processing is done. This corresponds to
applying the so-called static scheduling load balancing techniques from parallel
processing. These techniques have the disadvantage that they must divide the
work based on only an estimate of the amount of time required to finish the
work and cannot adjust the loads of the processors based on the actual time
required. This can lead to a large imbalance in the work load and thus a far-
from-optimal completion time. This disadvantage is not present when applying
purely dynamic scheduling techniques where work is assigned to idle processors
in small pieces. However, these techniques suffer from the amount of overhead
required in the on-line assignment of the work. Thus hybrid techniques have
been developed [19] in which some significant portion of the work is assigned
to each processor before computation begins and then, as processors finish their
statically assigned work, other portions of the work are assigned dynamically.
To apply such a technique in the robotics setting, a variation of the partitioning
problems addressed in [3] and [11] must be solved. We present this problem in
Section 2.2 and provide a simple algorithm to solve it. Notice that the technique
is built on the assumption that not everything about the environment is known
and thus is well suited for the case when the polygon being divided is only an
approximation of the robots’ actual environment.

The second problem we consider is one of the most fundamental ones in
multiple-robot motion planning: produce a collision-free coordinated motion plan
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for a set of robots working in a common environment. We illustrate that this
can be addressed using one of the most basic mechanisms in parallel processing
for avoiding “collisions” between parallel processors. To clarify what is meant
by “colliding processors”, consider the analogy that each robot corresponds to
a processor and each path a robot follows corresponds to a part of a program
that is being executed by the corresponding processor. Thus, it naturally follows
that the parts of the workspace occupied by a robot as it moves along its path
correspond to the parts of a parallel computer’s memory that are accessed when
a processor executes its piece of a program. To make the analogy most clear, we
consider that it is only the pieces of memory that a processor writes that corre-
spond to the locations a robot occupies1. Given this, the definition of colliding
processors is immediate: two processors attempting to write to the same piece
of memory at the same time collide with each other.

A basic technique for avoiding such processor collisions is to use a monitor
to protect regions of shared memory where collisions may occur. A processor
wishing to modify data within the region must first acquire access to it through
the monitor. Once modifications have been made, the region is released and other
processors may access the region. One can easily see that this corresponds to the
basic technique for avoiding collisions in sensor-based robot motion planning:
when one robot senses another robot at a certain location, it does not try to
move there. In Section 3, we extend this notion of a monitor beyond the purely
sensor-based setting and illustrate that by maintaining a data structure in which
the current locations as well as the next planned path segments of the robots are
stored, collision-free motion plans can be produced that have potentially shorter
waiting times for the robots than those produced by purely off-line planners and
can lead to better performance than purely sensor-based planners.

2 Terrain Covering with a Team

2.1 The Problem and Related Work

A terrain-covering algorithm is an algorithm that produces a path for a robot
that causes it to visit each point in its environment at least once. Such algorithms
could be used by lawn-mowing or vacuum-cleaning robots. Though it has been
shown that finding a minimal such path is NP-hard [2], a number of polynomial-
time algorithms have been developed that produce reasonably efficient paths for
a single robot [2,12,24,28].

When the lawn to be mowed or the floor to be vacuumed is quite large,
one naturally thinks of using more than one robot to accomplish the mowing
or vacuuming task. Though algorithms have been developed for the related, but
ultimately quite different, problem of terrain or model acquisition by a team of
robots (e.g., [21,25]), we are unaware of any algorithms that directly address
the terrain-covering problem for more than one robot. The reason for this may
1 Reading a piece of memory can be seen to correspond to the robot sensing another

part of its environment, but this is not relevant for the problem we currently consider.
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be simply that the solution to this problem looks quite obvious: partition the
environment into non-overlapping pieces and assign each piece to one robot that
executes a single-robot terrain-covering algorithm. The partition should ideally
be done such that each robot does the same amount of work, or, if the robots
are of different abilities, such that all robots finish their work at the same time.
Using terminology from the field of parallel computation, we wish to produce an
optimal load balance for the robots.

This goal, though easy to state, is far from easy to attain. There are a num-
ber of reasons for this, not the least of which is that it is unclear how large
the non-overlapping pieces should be in order for all robots to be busy for the
same length of time. The amount of work to be done by a robot in a certain
region depends not only on the shape and size of the region but also on the
algorithm being executed by the robot. Thus, a precise quantification of the
amount of work a region requires is difficult to obtain in general. However, since
the amount of work to be done when covering a certain region is roughly pro-
portional to the area of the region, area can be used as a reasonable measure
when producing the partition. Thus, a reasonably balanced partitioning of the
work among the terrain-covering robots can be provided by solving the nontrivial
geometric problem of partitioning a polygon into pieces of given areas.

The so-called area partitioning problem has been considered in a number
of other works. Two algorithms have been presented that produce partitions
into connected pieces of given, possibly unequal, sizes [3,11] under different con-
straints. Though most other works that have considered the problem of parti-
tioning polygons based on areas consider specifically the case of producing a cut
that bisects the area of the polygon [4,26] (or simultaneously bisects the area of
two disjoint polygons [7,29]), the methods generalize for producing partitions of
other proportions as well. However, the methods that are formulated for convex
polygons [5,7,10,29] do not generalize for nonconvex polygons and the methods
developed to handle nonconvex polygons or polygons with holes [4,26] do not
guarantee that the cuts will result in connected polygons. This is obviously an
important consideration for the terrain-covering application. Covering many dis-
connected pieces of an environment generally requires more work than covering
a single connected piece since the robot must travel among the disconnected
pieces.

In Section 2.2, we argue that, as in the field of parallel processing, a good
balance of work among the team of terrain-covering robots can be produced
by initially leaving some of the environment unassigned to any robot and then
parceling this remaining area out as the robots finish their initial portions of the
work. To accomplish this, a new variant of the area partitioning problem must
be solved. We present this problem in Section 2.3 and show how the algorithms
presented in [3] and [11] can be combined to solve the problem.

2.2 Load Balancing

In the field of parallel processing, the problem of load balancing, where one wishes
to divide work among a set of p processors to achieve a minimal completion



Multiple-Robot Motion Planning = Parallel Processing + Geometry 199

time for all the work, has been studied in many different forms. Methods for
addressing these problems vary from completely static methods, in which the
work is divided into p large chunks and assigned to the processors before any
computation begins [19] to fully dynamic methods in which the work is assigned
to processors in smaller chunks as computation proceeds and the processors
finish their assigned tasks (e.g., [14,23]). The major advantage of the former
method, the amount of overhead incurred in assigning work to processors, is the
largest disadvantage of the latter method. Similarly, while the latter method can
achieve a better balance of work (and thus a lower total time for the work) since
it can adapt the balance based on the actual time required for particular tasks,
the former method suffers from having to produce the division of work based
on only estimates, which may be quite inaccurate, of the time required. Thus
hybrid methods have been developed [19] in which some (possibly large) portion
of the work is assigned to each processor before computation begins and the
remaining work is assigned in smaller chunks as necessary to keep the processors
busy. These methods attempt to achieve the best of both worlds – low overhead
with a good balance of work and have been observed to perform quite well in
comparison to other methods [19].

It is reasonable to believe that similarly good results will result from applying
these hybrid load balancing techniques to the problem of terrain covering with
a team of robots. We therefore need to be able to divide the work of the robots
(i.e., their polygonal environment) into pieces that will allow these techniques
to be applied. Though the algorithms presented in [3] and [11] can be used to
partition polygons into pieces of arbitrary, given areas, and can thus be used to
achieve a static scheduling of the terrain-covering work, these algorithms are not
ideal for use with the hybrid scheduling methods. To be most effectively applied,
these methods require that the portion of the work left initially unassigned to
any robot be easily accessible to all robots. In other words, this unassigned part
of the environment should be connected to all the assigned portions. In this way,
whichever robot finishes its assigned work first can be assigned a new portion of
the environment to cover as easily as any other. This leads us to a new variant
of the area partitioning problem which we call connected area partitioning.

2.3 Connected Area Partitioning

Given a polygon P and p+ 1 values a1, . . . , ap+1 such that
∑p+1

i=1 ai = Area(P),
we wish to produce a partition of P into p + 1 pieces P1, . . . , Pp+1 such that
Area(Pi) = ai for all i, and pieces P1, . . . , Pp are each connected to Pp+1. We
solve this problem using variants of the techniques presented in [3] and [11].

Both algorithms begin with a polygon that has been partitioned into convex
pieces (e.g., [9,13,16,30]) and produce the desired area partition by dividing the
convex pieces in an appropriate manner to satisfy the constraints of the problem.
The major advantage of beginning with the convex decomposition is that the
partitioning algorithm can then capitalize on this work and produce a natural
bias toward partition polygons that, while not necessarily convex, maintain to
some extent the good shape characteristics of these convex pieces. We assume
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a similar preprocessing step here. That is, polygon P is assumed to have been
partitioned into q convex pieces CP1, . . . , CPq without introducing any extra
vertices [9,13,16].

We also assume here, as in [3], that the polygon P is simply connected.
Though this is often not the case in robot environments, the algorithm we de-
scribe can easily be applied to nonsimply connected polygons by artificially con-
necting each hole to the outer boundary of the polygon and thus converting such
polygons into simply connected polygons.

As in the previous work, we build a connectivity graph corresponding to the
convex decomposition of P. Because we assume the convex decomposition of P
produced no new vertices and P is simply connected, the connectivity graph is a
tree T . With each node Nj in the tree, we associate the value Area(Nj), which
is the sum of the areas of the convex pieces corresponding to the nodes in the
subtree rooted at Nj . The value Area(Nj) is also referred to as the size of the
node (Figure 1). We assume the nodes of T and the convex pieces CP1, . . . , CPq

are numbered in the same way. For brevity, we sometimes refer to the nodes and
pieces interchangeably. For example, we may speak of the vertices of a node N
in the tree, by which we mean the vertices of the convex piece that corresponds
to N .

Because we wish to have the unassigned portion of P easily accessible to
every robot, we attempt to ensure that the polygon Pp+1 will be in the “middle”
of the polygon P by choosing as the root of T the largest node of maximum
degree (Figure 1). This node is denoted Nr and the corresponding convex piece
is CPr. We then construct the partition polygons P1, . . . , Pp beginning with the
children of Nr, attempting to work from the leaves of T inward. In what follows,
let c1, . . . , ck denote the children of Nr in clockwise order.

CP

CP

CP

2

3

5

6CP

4CP

CP1
N N N

N N

432

5 6

N1

Fig. 1. A convex decomposition and the corresponding connectivity tree.

To create a balanced area partition, we first choose a set of partition polygons
to be created from a subset of the child subtrees. We then carve out a polygon of
exactly the size required for this set of partition polygons. Finally, we divide this
polygon into the required number of pieces, taking care that each of the resulting
polygons is connected to the unassigned area. For the first partition, we employ
a modified version of the sweep-line technique developed for the general area
partitioning algorithm presented in [3] that carves out a polygon with a given
area beginning with a certain node in the tree of convex pieces. For the second
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partition, in which we must assure that each polygon not only has the correct
area but also that it contains some portion of a particular edge on its boundary,
we use anchor points, as in the algorithm presented in [11], to dictate where the
sweep-line begins.

Ideally, we would like to construct the partition polygons P1, . . . , Pp from
disjoint sets of root subtrees. This would result in the robots being well dis-
tributed around the environment and therefore less likely to interfere with each
other when moving to the next portions of the environment assigned to them.
Of course, this is not always possible. Furthermore, the following theorem shows
that in order to find a best distribution of the area requirements among the child
subtrees would require an exhaustive search of the possibilities unless P = NP:

Theorem 1. Determining if there is a partition of the set {a1, . . . , ap} into k′

subsets s1, . . . , sk′ , such that the sum of the values in each subset sj is no more
than the size of cj is NP-complete.

Proof. Reduction from BIN-PACKING. ��

We therefore rely on heuristics to decide which subtrees to use for creating
the various partition polygons. We first order the area requirements a1, . . . , ap

and children c1, . . . , ck in descending order. Then, we check for the following
special case: k ≥ p and for each i = 1, . . . , p Area(ci) > ai. In this case, the
problem is simplified to p instances of the area partitioning problem [3]. For
each instance, we wish to partition a given polygon (the one corresponding to
child subtree ci) into two pieces of given areas (one of area ai and the other of
area Area(ci) − ai). We solve each of these problems independently and have
then produced the desired connected area partition.

In the more general case, the children of Nr are either not sufficiently large
or not sufficiently numerous to allow the partition polygons to be produced
independently of each other using disjoint subtrees of T . It is also not possible in
general to decide first which polygons are to be constructed from which subtrees
and then to do the partitioning work. This is possible only if the subtrees to be
used are all bigger than the partition polygons to be created from them.

For this more general case, we use the children of Nr in clockwise order
beginning with the largest, and assign partition polygons to the subtrees in order
from largest to smallest. That is, we begin with child c1 and then find the smallest
value i2 such that α =

∑i2
i=1 ai ≥ Area(c1). Partition polygons P1, . . . , Pi2 will

be created using child c1 and perhaps some of its siblings. To determine which
siblings are necessary, we use the sweep-line technique summarized in Figure 2
and illustrated in Figure 3 to create a super-polygon SP with area α. That is,
we sweep a segment L around CPr until enough area has been accumulated for
super-polygon SP . If, during the sweep, an edge that connects CPr to another
convex piece, say the one corresponding to child c2, is encountered, a comparison
of the current accumulated area, α and Area(c2) is done to determine if all,
some, or none of the sibling subtree is required to complete SP . The sweep then
proceeds accordingly, recursively dividing the sibling subtree if necessary.
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Input: Nj node in which to sweep; p anchor point of sweep-line L = (Ls, Le);
a area required; P current polygon

Output: polygon P with area a
Complexity: O(n)
Procedure DivideConvexPiece

Ls = Le = p
if Nj is a leaf and a < Area(Nj) then

Rotate L clockwise around CPj until area to the right of L equals a.
else

while (a > 0) do
Sweep L CW in Nj until area to right of L is equal to a

or vertex shared with a neighboring convex piece is found
ecw = next CW edge in Nj

Ncw = convex piece sharing edge ecw
a = a− area to the right of L in Nj

if (a = 0) return
if area of next CW triangle in Nj to left of L is > a

pt = exact area interpolation point on ecw
add triangle (Ls, Le, pt) to P
return

else if ecw is not a partition edge and Area(Ncw) < a
assign nodes in subtree rooted at Ncw to P
a = a − Area(Ncw)

else
midPt = midpoint of edge ecw
a′ = a′− area of triangle (Ls, Le, midP t)
DivideConvexPiece(Ncw, a, P )
return

endif
enddo

endif

Fig. 2. Summary of the sweep-line procedure used to produce a polygon P of a given
area. This is a modified version of the procedure used in [11].

When SP has been constructed, we remove SP from P, remove any nodes
that were included in SP from T and adjust the sizes of any partially used
nodes (including the root node). The process is then repeated starting with area
ai2+1 and the next subtree of Nr that was not completely used by SP . This
continues until all partition polygons have been assigned to some super-polygon
constructed from a child of the root node (i.e., i2 + 1 > p) or there are no more
children left.

If there are no more children left, then the area for the remaining polygons
is carved out of the remaining portion of CPr. Care must be taken here because
the edges of the unassigned portion of CPr are the edges that are to be used
to assure that the partition polygons remain connected to polygon Pp+1. Thus,
if an edge created during the construction of a previous super-polygon is swept
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Fig. 3. Illustration of the sweep-line procedure described in Figure 2. (a) The shaded
piece is assigned as the basis for superpolygon SP1 (b) Sweep in Nk stops with sweep
line at LsLe. The area triangle T is too small to complete polygon SP1 so recur with
Ncw = Nk (c) Sweep until next neighbor is reached. The area of triangle T ′ is larger
than the remaining area required by SP1. Find the point on e′

cw that results in a
triangle with correct area. (d) The complete superpolygon SP1.

over during the construction of the last super-polygon, then the super-polygon
to which this edge belongs is simply merged with the last super-polygon and
thus this final super-polygon will be split into more pieces in the end.

Note that, by construction, the following lemma holds.

Lemma 1. The unassigned polygon Pp+1 is simply connected and shares an edge
of non-zero length with each super-polygon.

Once the super-polygons have been created, we must divide each into its
set of partition polygons. We assure that each partition polygon is connected
to the remaining unassigned portion of the original polygon by placing anchor
points on the boundaries between its super-polygons and polygon Pp+1. These
anchor points are used to anchor the ends of the sweep lines used to create the
final partition polygons. Thus, for a super-polygon SP that is to be split into p′

partition polygons, p′ − 1 anchor points are spaced evenly along the boundary
between SP and Pp+1. Once the anchor points have been placed, the procedure
outlined in Figure 2 is used again, once for each anchor point and thus the
connected area partition is produced.

A summary of the algorithm for producing a connected area partition is given
in Figure 4 and the steps are illustrated in Figure 5. Panel in Figure 5(a) shows
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Input: CP1, . . . , CPq, a convex partition of P; area requirements a1, . . . , ap+1,
with a1, . . . , ap in descending order.

Output: set of polygons P1, . . . , Pp+1 that form a partition of P with Area(Pi) =
ai for all i and such that for 1 < i < p + 1, Pi is connected to Pp+1.

Complexity: O(n + q log q + pq)
Procedure:

1. Build connectivity tree T of convex partition with the root being the largest node
with maximum degree

2. if k ≥ p and for each i = 1, . . . , p there exists a unique ci such that Area(ci) ≥ ai

for i = 1, . . . , p do
produce Pi from ci using area partitioning algorithm.

else
2.1 c = c1; i1 = 1;
2.2 While i1 ≤ p

2.2.1 Find smallest i2 ≥ i1 such that α =
∑i2

i=i1
ai > Area(c);

2.2.2 Beginning with node c, construct a super-polygon SP with area α using
the sweep-line procedure outlined in Figure 2. Let j′ be the index of the
next subtree not completely used in creating SP .

2.2.3 Remove SP from P, and adjust the size of cj′

2.2.4 i1 = i2 + 1; c = cj′

2.3 Distribute anchor points around the boundary of the unassigned polygon Pp+1

2.4 Use sweep-line procedure of Figure 2 again starting sweep at the anchor points
to create the polygons with areas ai

Fig. 4. Summary of the connected area partitioning algorithm.

the convex decomposition and its connectivity tree (with the root shown as an
open box). In panel (b), the first super-polygon, SP1, for partition polygons
P1 and P2 has been constructed. The second super-polygon, SP2, for P3 and
P4 is shown in panel (c) and anchor points (open circles) have been placed on
the boundaries shared by polygon P5 and SP1 and SP2. In panel (d), the final
partition has been produced by splitting the super-polygons into polygons of the
desired sizes.

Run-Time Analysis. In this section, we prove the following theorem

Theorem 2. Given a polygon with n vertices, together with a decomposition
of the polygon into q convex pieces and given p + 1 areas, the connected area
partitioning algorithm outlined in Figure 4 requires O(n + q log q + pq) time in
the worst case.

Proof. In step 1, we build the connectivity tree T corresponding to the con-
vex decomposition. This can be done in O(n) time via a simple depth-first or
breadth-first traversal of the pieces, assuming, as is reasonable, that the out-
put of the convex decomposition pre-processing step includes information about
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Fig. 5. Example of a polygon beign partitioned into five pieces of given areas.

which pieces neighbor which others. If the initial tree built in this manner has
a root node other than the largest node of highest degree, this node can be
identified and the tree re-rooted in O(q) time.

In step 2 of the algorithm, we first test in O(q log q + p) time whether each
polygon P1, . . . , Pp can be built from a separate child subtree of the root. If this
is possible, then each partition polygon can be constructed in time linear in the
number of convex pieces in its subtree and the number of vertices. Thus, since
the subtrees are disjoint, all the partition polygons can be computed in O(n+q)
in this case.

When the special case does not hold, we must first construct the super-
polygons and from these the partition polygons. Step 2.2.1, in which the sizes
of the super-polygons are determined, requires O(p) time in total. Each super-
polygon is constructed in step 2.2.2 using the sweep-line algorithm outlined in
Figure 2, which in general requires time linear in the number of vertices of the
super-polygon [3]. A closer look reveals that the time required is linear in the
number of complete subtrees used for the polygon (which can be added to the
polygon in constant time) plus the number of vertices of any partially used
subtree (since the vertices of the subtree must be visited in order to cordon
off the correct portion of the subtree for the polygon). Because any partially
used subtree for one super-polygon will be completely used by the next super-
polygon, the total number of vertices visited to create all the super-polygons is
O(n) and thus the time required to compute all super-polygons is O(n). Removal
of a super-polygon from the original polygon P (step 2.2.3) can be done in time
linear in the number of convex pieces divided to create this polygon. Since no
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convex piece, other than possibly CPr, is divided into more than two pieces, and
the root node is divided into no more pieces than there are super-polygons, this
means the time required to remove all the super-polygons is O(q+p). Step 2.2.4
obviously requires constant time.

To distribute the anchor points along the boundary of Pp+1 requires time
linear in the number of anchor points, which is O(p), and the size of the boundary
of Pp+1, which isO(n). Finally, computing the partition polygons once the anchor
points have been placed requires at most O(n + pq) time in total in the worst
case [3]. ��

Discussion. The algorithm we have presented for solving this new version of the
area partitioning problem, while simple and efficient, does have its drawbacks.
The partition polygons produced may be shaped in ways that hamper the robots’
efficiency (e.g., with sharp corners or narrow regions in which it is difficult to
maneuver). Thus two interesting questions for further investigation are whether
other constraints can be imposed on the polygons to be produced and whether
local modifications to the polygons can be performed as a post-processing step
to achieve shorter overall completion time.

Another issue to address arises when one considers what happens after the
initial partitioning is done. After each robot has finished its initial portion of
the work, it will be assigned a new section of the environment, which is part
of the initially unassigned polygon Pp+1. Though our algorithm guarantees that
each robot has easy access to this polygon, it is still possible that a robot will
have to pass through a portion of Pp+1 assigned to another robot to get to its
newly assigned region of Pp+1. One would generally like to avoid this sort of
interference and thus the question arises whether it is possible to produce a
partition that not only allows portions of the region to be assigned dynamically
but also guarantees that no robot will trespass on another’s region.

Many of these questions are best addressed via experimentation. Work is
currently underway on an implementation of this algorithm in a simulated envi-
ronment.

3 Multiple-Robot Collision Avoidance

3.1 The Problem and Related Work

Collision avoidance is, of course, one of the most fundamental problems that
must be addressed when working in a multiple-robot environment. While sensor-
based robots can avoid collisions simply by heeding what their sensors tell them,
purely reactive motion is not sufficient to produce a set of paths in a constrained
dynamic environment that will lead each robot to a designated target position.
This has led to the study of motion planners for multiple robots, which attempt
to build plans for a set of robots that both avoid collisions and cause the robots
to reach their target positions. Complete planners such as the one of Parsons
and Canny [22] are theoretically interesting because they guarantee a solution
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will be found if one exists. However, these planners generally compute plans in
the combined configuration space of the set of robots and thus are inherently
computationally expensive. More efficient incomplete planners [1,6,8,31] have
been developed that use a decoupled approach, first introduced by Kant and
Zucker [15]. In these planners, paths of the robots are computed independently
of each other and then velocity profiles along these paths are computed that
assure the robots do not collide.

The so-called path coordination problem concerns itself only with the second
part of the decoupled planning approach. That is, it is assumed that the paths of
the robots have been computed and thus the problem is to produce a coordinated
motion plan along these paths. In the work of O’Donnell and Lozano-Pérez
[20], techniques from concurrent database processing were adapted to produce a
method for computing deadlock-free and collision-free coordinated motion plans
for two robots. There, the notion of a coordination diagram was introduced. A
coordinated motion plan for the two robots corresponds to a path through this
two-dimensional space in which obstacles correspond to mutual positions where
the robots collide. This method has been adapted to handle the case of more
than two robots by exploiting the fact that obstacles in a coordination diagram
for more than two robots are cylindrical in shape [17,18].

Here, we also consider the path coordination problem. The specific setting
we consider is the following: Each robot Ri has a starting point Si, a target
point Ti, and a method for getting from one to the other independently of other
robots in the environment. We wish to produce a coordinated motion plan for
the robots. That is, we want to produce a plan that assures the robots will not
collide with each other as they move along their computed paths. It is assumed
here that each robot can perfectly localize itself and communicate its location
and intended future motion to the other robots.

In Section 3.3, we propose a general framework in which to formulate the
path coordination problem. As in the work of O’Donnell and Lozano-Pérez, we
borrow ideas from parallel computing to address this problem. In particular,
the framework is built around the idea of using monitors (Section 3.2) to avoid
that two processors have access to the same resource (in our case, space) at
the same time. Our approach differs significantly from coordination diagram-
based approaches, which take into account the entire path of each robot when
producing the motion plan. We seek to localize collision detection to smaller path
segments and thus potentially reduce the computation time required as well
as the time required to execute the motion plan. In Section 3.3, we illustrate
that the framework we propose is general enough to encompass a wide range
of planners, including purely reactive motion planners and off-line, decoupled
planners. We then present a new on-line coordinated motion planner built out
of this framework.

3.2 Locks and Monitors

Locks are one of the simplest ways for parallel programs to ensure exclusive
access to regions of shared memory. Before modifying shared data, a processor
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first acquires a lock that protects that region. A processor that wishes to acquire
a lock on a region must wait until the previous lock holder releases its lock before
it can proceed (i.e., it blocks at the lock acquisition attempt). The parallel system
itself does not associate a lock with any particular region of memory; it is left up
to the parallel application to enforce some discipline that associates locks with
collections of shared data.

Locks can be difficult to use correctly since programmers must manually
associate them with appropriate regions of memory, and must remember both
to lock before modifying and to release the lock when modifications are complete.
The exact semantics of the lock also vary from system to system, in particular
with respect to the order in which competing processors are granted access.

Monitors have evolved from locks to address these shortcomings and are di-
rectly supported by a number of modern programming languages (most notably,
Java). In contrast to a lock, a monitor encapsulates both the data to which
exclusive access must be guaranteed and the routines that attempt to modify
the shared data. Thus, the data to be protected is explicitly associated with a
particular monitor. Calls to monitor routines block until previous invocations
have completed (or until a certain variable in the monitor reaches a certain
state), so there is no need to acquire or release locks and therefore no errors can
arise due to their misapplication. Finally, monitors efficiently support waiting
processors, keeping waiting processors in a queue structure by default. Waiting
processors are awakened (notified) when the processor that currently has access
to the monitor’s data completes.

3.3 Space Monitoring

To apply the monitoring mechanism used in parallel computing to our robotics
problem we require a method of keeping track of which parts of the shared
resource are currently in use, a means of deciding whether resource requests are
in conflict or not and, if so, how the conflict should be resolved. The resource
to be managed in the robotics setting is space, and resource requests take the
form of path segments the robots wish to follow. We therefore require geometric
data structures and decision procedures to apply this technique. Before going
into these geometric details, we first describe the general procedure used by the
robots in the presence of these details to get from their starting points to their
target points.

Motion Planning with Monitors. Each robot Ri follows a path in the
workspace from Si to Ti. Before the robot can move along a segment of its
path it must acquire access to this path segment, which guarantees that the
robot will not collide with any other robots along this segment. This is done
by using a monitor to protect accesses to each segment. A given robot uses an
access routine within the monitor to claim exclusive access to the path segment,
and will relinquish the segment when it moves on to the next segment. When
access to a particular segment is obtained, the robot begins to move along this
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segment and releases its hold on its previous path segment. All robots that may
have been waiting to move along a path segment that intersected this previous
segment are notified that the segment is free. Then the robot issues a pre-request
to the central planner for its next path segment. This means that the planner
can begin the potentially costly geometric computations required to determine
if there are potential collisions along this segment before the robot reaches it. In
this way, some or all of the latency that may be caused by this computation can
be hidden2.

Notice that we do not designate here how the path segments are determined
or how or when access to particular segments is granted since the general tech-
nique does not depend on any particular path structure or access method. For
example, it can easily be seen that this framework incorporates a simple reactive,
sensor-based motion planner in the following way: each path segment is a loca-
tion of a robot; using the access routine of the monitor corresponds to a robot
moving to a particular location; and notifying robots of a freed segment simply
means that the robots can detect with their sensors that the robot has moved
out of its previous location. One can also see that by breaking each path into
segments around its intersection points with other paths and granting access to
the segments based on a pre-computed priority ordering of the robots we arrive
at a decoupled planning method similar to those suggested by Kant and Zucker
[15] and Buckley [6].

1. next_seg = first path segment for Ri

2. while Ri is not at its target
2.1 next_seg.acquire() /∗ blocking request ∗/
2.2 curr_seg.release()
2.3 curr_seg = next_seg
2.4 next_seg = path segment after end of curr_seg
2.5 send pre-request for next_seg /∗ nonblocking request ∗/
2.6 move to the end of curr_seg

Fig. 6. Procedure each robot Ri uses to get from Si to Ti

This simple procedure used by each robot is summarized in Figure 6. In Steps
2.1, 2.2, and 2.5, the robot interacts with the central controller. The procedures
for monitoring a segment and notifying about the release of a path segment are
trivial procedures summarized in Figure 7. The pre-request procedure is a little
more involved because it is with this procedure that the bulk of the work is done
including determining where potential collisions are and deciding how to avoid
them. Care must be taken here to assure that deadlocks are also avoided. After
describing the data structure we employ, we discuss the pre-request procedure
in general and discuss a particular instance for use in on-line path coordination.

2 This technique of pre-fetching to hide latency is a common one used not only in
parallel programming but also in networking and hardware design.
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Data Structures. The only thing we need to keep track of during this process
is the set of path segments that are either currently active (robots are currently
occupying part of them) or pending (they are the result of pre-requests). For
each segment we need to know: whether it is a current or pending segment;
a description of the area swept out by the robot as it moves along this path
segment (the trace of the robot on this segment); and the bounding box of this
trace. For each segment there is also an associated monitor like the one shown
in Figure 7. Through its condition variable, blocked, the monitor keeps track of
which segments are waiting for a particular segment to be freed. Typically this
is handled through a queue, but this is not necessary and other structures for
the waiting robots may be employed as appropriate.

The segments are stored in two orthogonal sorted lists. These lists are sorted
based on the coordinates of their bounding boxes, with one list sorted according
to the boxes’ x-coordinate intervals and the other according to the y-coordinate
intervals. The intervals are sorted lexicographically. Such a structure of orthogo-
nal lists allows for O(log ns) query, insertion, and deletion time, where ns = O(n)
is the number of segments.

Decisions that Avoid Collisions. When a robot sends a pre-request for its
next path segment, it supplies to the controller a simple description of the path
segment it wishes to follow. The controller uses this, together with information
about the size and shape of the robot’s body, to compute the trace Tr of the
robot along the path segment. This can be done, for example, using the method
described in [27]. To determine if there are potential collisions, the controller
then checks if this trace intersects the traces of any other segments currently
in its data structure. This is done by first computing the bounding box of this
trace, and then using the coordinates of the bounding box to search through
the two orthogonal lists of segments to find the segments whose bounding boxes
intersect this one. These are the only segments whose traces could intersect Tr.
Each such trace is checked for an intersection with Tr in turn. If there is an
intersection, then it must be determined which robot will have priority and be
able to move through the area first. This robot is then given priority over the
lower priority robot for the two intersecting path segments. The procedure is
summarized in Figure 8.

As pointed out above, the decision about which robot has higher priority
can be done in any number of ways. The easiest way, however, is to adhere
to a complete priority ordering of the robots as is done, for example, in [6,8]. If
this ordering is strictly followed, the robots can reach their goals without getting
deadlocked. However, when the robots’ paths are each broken into more than one
path segment and thus decisions are made on a local basis, one must do more than
simply adhere to the priority ordering in each local decision to avoid deadlock.
For example, the situation depicted in Figure 9 could quite easily occur. Each
robot has arrived at its current location without interfering with any other robots
and each waits for another to release its current segment before it can proceed.
When situations such as this are detected (which is easily done by maintaining
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Monitor {

ID_list acquire_order; // Controller sets this up
cond blocked; // Sleeping robots
bool in_use = FALSE; // Someone using segment?

// segment is acquired if not already in use and my_ID is at the
// head of the list; otherwise the robot sleeps until it reaches
// the head of the list
procedure acquire( my_ID )
{

if ( in_use ||
acquire_order.is_empty() ||
my_ID != acquire_order.head() )

wait(blocked);
in_use = TRUE;

}

procedure release()
{

acquire_order.delete_head(); // get out of the way
in_use = FALSE;
signal(blocked); // awaken front robot

}

procedure extend_list( ID )
{

acquire_order.insert(ID); // inserts the ID in proper order
signal(blocked); // awaken front robot that may be

// waiting on an empty list for
// processing to finish

}
}

Fig. 7. A monitor for a segment contains two data items and three procedures.

1. Compute trace Tri of robot Ri along path segment si.
2. Compute the bounding box of trace Tri.
3. Find the set of segments S, for which the trace bounding boxes intersect the

bounding box of Tri
4. For each segment sj ∈ S, if Tri intersects the trace Trj of sj then

4.1 Let low ∈ {i, j} be the index of the lower priority robot and high the index of
the higher priority robot.

4.2 Use the extend list method for the monitors of slow and shigh to give Rhigh

priority over Rlow for both segments.

Fig. 8. Procedure used to process a pre-request for a path segment.
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a graph of dependencies among the path segments), some re-planning of at least
one robot’s path is required. For example, the robot with highest priority could
be instructed to reroute its next path segment in the presence of new obstacles,
which are the other robots. Alternatively, one of the lower priority robots could
be instructed to backtrack along its current path segment to a point that gives
free access to the highest priority robot.

R2

R1 R3

Fig. 9. Robots R1, R2, and R3 are deadlocked. Their current path segments are shown
shaded in grey; their next segments are shown outlined with dashed lines. None can
move since the next path segment of each is occupied by another robot.

Both these methods avoid deadlock as well as collisions. The former method,
while simpler to state, has the disadvantage of requiring re-planning of some path
segments, but it is more generally applicable. The latter approach is appropriate
only when the path segments are sufficiently long to allow a robot to remain
within its current path segment (where it will not collide with another robot)
while moving out of the way of another robot. This approach also requires that
it be possible to modify a segment while it is being monitored, which would
require some modifications and additions to the procedures outlined in Figure 7.

Discussion. We have mentioned that the general framework we propose here
incorporates the purely on-line reactive method of collision avoidance. In fact,
the on-line method of path coordination we proposed in the previous section
can be seen as an extension of the reactive method. It therefore shares some
of the advantages and disadvantages of this method. In particular, the method
can adapt to the reality of the current situation and therefore potentially pro-
duce more efficient motion plans than off-line path coordination methods since
the length of time robots will wait for each other is based on more accurate
information than for the off-line methods. But, as with purely reactive planning,
potential deadlock situations can be reached. Because the method is not purely
reactive, the deadlocks can be avoided at the possible cost of some re-planning.
By using pre-requests, the cost of this re-planning can be minimized since much
of the computation can go on as the robots move along other path segments.
Our method can also be seen to be superior to purely reactive methods since de-
cisions can be made on a larger, possibly varying, scale and thus can incorporate
more information without any visible decline in performance.
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Extensions of the framework that are worth considering include having dis-
tributed control in which robots communicate only with those that are in their
vicinity to negotiate ownership of certain parts of the space and also making the
monitor a bit more flexible so it can accommodate segments that are modified by
the controller. This latter extension could make for a more dynamic and efficient
path coordination mechanism.

4 Conclusion

We have illustrated with two basic problems from multiple-robot motion plan-
ning that the area of parallel processing provides a set of well-tested tools with
which solutions to multiple-robot motion planning problems can be built out
of geometric building blocks. The first problem we considered was a problem of
dividing work among a set of robots working in a common environment. There
we applied ideas used to solve load-balancing problems in parallel processing to
motivate a new polygon partitioning algorithm that allows similar ideas to be
implemented in the robotics setting. The second problem we considered was the
path coordination problem. Here we applied a basic technique used in parallel
systems to avoid processors having conflicting access to resources simultaneously
to arrive at a general framework into which several existing collision-avoidance
systems fit. We also proposed a new on-line method for path coordination that
fits into this framework. The similarities in the types of problems considered
in parallel computing and multiple-robot motion planning are striking, thus fur-
ther investigation into the parallels between these two fields is warranted to see if
there are other places where one field might benefit from results already attained
in the other.
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Abstract. Robotic unmanned aerial vehicles have an enormous poten-
tial as observation and data-gathering platforms for a wide variety of
applications. These applications include environmental and biodiversity
research and monitoring, urban planning and traffic control, inspection
of man-made structures, mineral and archaeological prospecting, surveil-
lance and law enforcement, communications, and many others. Robotic
airships, in particular, are of great interest as observation platforms,
due to their potential for extended mission times, low platform vibra-
tion characteristics, and hovering capability. In this paper we provide an
overview of Project AURORA (Autonomous Unmanned Remote Moni-
toring Robotic Airship), a research effort that focusses on the develop-
ment of the technologies required for substantially autonomous robotic
airships. We discuss airship modelling and control, autonomous naviga-
tion, and sensor-based flight control. We also present the hardware and
software architectures developed for the airship. Additionally, we dis-
cuss our current research in airborne perception and monitoring, includ-
ing mission-specific target acquisition, discrimination and identification
tasks. The paper also presents experimental results from our work.

1 Introduction

Unmanned aerial vehicles (UAVs) have a very wide spectrum of potential appli-
cations. In addition to their use as military intelligence gathering and surveil-
lance platforms, UAVs have enormous potential in civilian and scientific ap-
plications. Civilian applications include traffic monitoring and urban planning,
inspection of large-scale man-made structures (such as power transmission lines,
pipelines, roads and dams), agricultural and livestock studies, crop yield predic-
tion, land use surveys, planning of harvesting, logging and fishing operations,
law enforcement, humanitarian demining efforts, disaster relief support, and
telecommunications relay, among many others. Scientific applications cover areas
such as mineral and archaeological site prospecting, satellite mimicry for ground
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truth/remote sensor calibration, and environmental, biodiversity, and climate
research and monitoring studies. These in turn include sensing and monitoring
of forests, national parks and endangered ecological sites, limnological studies,
and characterization of biodiversity spectra, as well as monitoring of air compo-
sition and pollution above cities and industrial sites, identification of sources of
atmospheric and limnological pollutants, and monitoring of long-term climate
change indicators.

Today, some of these applications are pursued based on data and imagery ob-
tained from remote sensing satellites, balloon-borne sensors, or manned aircraft-
based and field surveys. Each one of these sources of information has significant
drawbacks, however. Balloons are not maneuverable and consequently the area
to be surveyed cannot be precisely controlled. Satellite imagery available for
civilian applications is limited in terms of the spatial (pixel) resolution and the
spectral bands available, as well as in terms of the geographical and temporal
swaths provided by the satellite (Figs. 1, 2). Manned aerophotogrammetric or
aerial inspection surveys, while giving the mission planner control over many of
the variables mentioned above, are very costly in terms of aircraft deployment,
crew time, maintenance time, etc., and their extensive use is therefore beyond
the financial scope of many governments and international agencies.

We see robotic unmanned aerial vehicles — UAVs with significant levels of
autonomy, able to plan and execute extended missions with a significant degree
of autonomy — as the answer to many of the scientific and civilian data ac-
quisition needs outlined above. We believe that the development of unmanned,
substantially autonomous robotic aerial vehicles will ultimately allow the air-
borne acquisition of information in such a manner as to give the user the ability
to choose the spatial and time resolution of the data to be acquired, to define the
appropriate geographical coverage, and to select the sensor systems of relevance
for a specific data-gathering mission, while doing so at more readily affordable
costs. This will lead directly to an expansion of scientific and civilian uses of
aerial data and to significant social and economic benefits deriving from this
expansion.

The advances that occurred over the last decade in the areas of sensors, sensor
interpretation, and control and navigation systems have supported the increas-
ing use of unmanned semi-autonomous ground and underwater robotic vehicles
in a variety of applications. However, comparatively less progress has been made
in the development and deployment of substantially autonomous robotic aerial
vehicles. As mentioned earlier, UAVs play an important role in military recon-
naissance and surveillance missions [26,5]; additionally, agencies such as NASA
are developing airborne systems as platforms for environmental and climate re-
search [27]. Many of these systems are flown using a combination of remote
control during critical phases of the mission and onboard navigation systems for
flight path execution. As far as is known to the authors, relatively little work
has been done towards the development of substantially autonomous onboard
analysis and control capabilities, such dynamic replanning of flight patterns in
response to the sensor imagery being obtained.
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Fig. 1. Image of South America captured by the GOES Satellite, made available by
the National Space Research Institute (INPE), Brazil. To provide an idea of the scale
of the data gathering problem for environmental research and monitoring applications,
it suffices to mention that the country of Brazil covers an area of 8.5 million km2, while
the Amazon basin, which lies mostly in Brazil but extends beyond its borders, has a
size of approximately 6.5 million km2.

In the research discussed in this paper, our main goal is the development
of the underlying technologies for substantially autonomous airborne vehicle
operation. This includes the ability to perform mission, navigation, and sensor
deployment planning and execution, failure diagnosis and recovery, and adaptive
replanning of mission tasks based on real-time evaluation of sensor information
and constraints on the airborne system and its surroundings. At the same time,
our work also involves development of prototype UAVs for testing the technolo-
gies being developed. Our current driving applications involve environmental,
biodiversity, and climate research and monitoring [17], for which we have chosen
Lighter-Than-Air (LTA) vehicles as the airborne vehicle technology of choice.

In this paper we provide a status report on Project AURORA (Autonomous
Unmanned Remote Monitoring Robotic Airship). We discuss airship modelling
and control, autonomous navigation, and sensor-based flight control. We also
present the hardware and software architectures developed for the airship. Addi-
tionally, we discuss our current research in airborne perception and monitoring,
including mission-specific target acquisition, discrimination and identification
tasks. The paper includes experimental results from our work.
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Fig. 2. Forest clearing through uncontrolled fires. Identification and control of illegal
forest burning activities is largely beyond the resolution of currently available civilian
satellite imagery.

2 Airships as Observation Platforms

Most of the environmental monitoring studies mentioned in Section 1 have pro-
files that require low speed, low-altitude airborne data gathering platforms.
These vehicles should also be able to hover above an area and have extended air-
borne capabilities for long duration studies; generate low noise and turbulence,
so as not to disturb the environment that is being measured and monitored;
generate very low vibration, reducing sensor noise and hardware malfunction;
be able to take off and land vertically, so that maintenance and refueling can be
done without the need for runways, and also so that remote, difficult to access
regions with limited logistics support can be monitored; be highly maneuverable;
have a large payload to weight ratio; and have a low operational cost.

Of the four basic possible aerial vehicles types (airplanes, helicopters, air-
ships, and balloons) the last ones are not considered here because they are not
maneuverable. Table 1 compares the three remaining vehicles types with respect
to the requirements set above, where high compliance with each requirement is
indicated by three marks (+++), and low or no compliance by one mark (+).

As can be inferred from Table 1, airships are, on most accounts, better suited
to environmental monitoring tasks than airplanes or helicopters. Fundamentally,
this is due to two reasons. Firstly, airships derive the largest part of their lift from
aerostatic, rather than aerodynamic, forces. Therefore, an airship is not required
to spend significant amounts of energy to float in the air, but only to move be-
tween locations or to counteract the drift caused by wind. Consequently, airships
need smaller engines than airplanes and helicopters for propulsion, which in turn
produce less noise, vibration, and turbulence, and consume less fuel. Secondly,
airships have a dynamic behaviour that is intrinsically of higher stability than
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Table 1. Comparison of aerial vehicle technologies for airborne sensing and monitoring
applications.

Requirement Airplane Helicopter Airship
Low speed, low altitude flight + +++ +++
Hovering capability + +++ +++
Long endurance ++ + +++
Vertical take-off/landing + +++ +++
Good maneuverability ++ +++ +
Payload to weight ratio ++ + +++
Safe operation ++ + +++
Low noise and turbulence + + +++
Low vibration ++ + +++
Low operational cost ++ + +++
Simplicity of operation ++ + +++

other airborne vehicles, making them ideally suited as low-vibration observation
platforms.

It should be noted that, among UAV aircraft used today, by far the most
commonly employed are reduced-scale fixed-wing vehicles (airplanes), followed
by rotary-wing (helicopter) aircraft. Airships are only recently becoming a focus
of interest in the UAV world [5], although their advantages are recognized in
other areas [25,28].

3 Project AURORA

Project AURORA (Autonomous Unmanned Remote Monitoring Robotic Air-
ship) focusses on the development of the technologies required for substantially
autonomous airborne vehicle operation. As part of this effort, we also build pro-
totype UAVs, both for testing the technologies being developed and for exploring
the use of UAVs in novel applications. As mentioned earlier, our current driv-
ing applications are largely related to environmental, biodiversity, and climate
research and monitoring. The work presented here builds on previous research
done by the authors on remotely piloted helicopters [32] and on autonomous
underwater vehicles [9].

The project, conditioned on funding, aims at developing a sequence of pro-
totypes capable of successively higher mission times and ranges, with increas-
ing levels of autonomy, evolving from mainly teleoperated to substantially au-
tonomous systems. The main tasks involved in autonomous flight are summa-
rized for the various flight phases in Fig. 3. Details on various parts of the project
can be found in [16,7,30,2,15].

3.1 The AURORA I Vehicle

For the current phase of the project, a first prototype, AURORA I, has been
built and is used to test the autonomy technologies being developed (Fig. 4).



Modelling, Control and Perception for an Autonomous Robotic Airship 221

Takeoff Ascent Cruise Mission Cruise Descent Landing

Position for Liftoff
Self−Check/Monitoring/Diagnosis

Autonomous Unmooring
Avoidance of Ground Obstacles

Initiate Ascent
Compensate Near−Ground Turbulence

Attain Cruising Altitude
Execute Pre−Computed Flight Path

Identify/Track Other Airborne Systems

Initiate Descent
Identify Landing Site

Information Gathering
Active Sensing

Adaptive Flight Replanning

Position for Landing
Autonomous Mooring

Avoid Heavy Weather Systems

Fig. 3. Flight phases for a substantially autonomous UAV. The table shows the major
tasks to be addressed at each flight phase.

The major physical subsystems of AURORA I include: the airship; the onboard
control and navigation subsystems, including the vehicle sensors, hardware, and
software; the communications subsystem; the mission sensors; and a base sta-
tion (Fig. 5). By vehicle sensors we understand those atmospheric, inertial, po-
sitioning, and imaging sensors required by the vehicle to accomplish its au-
tonomous navigation tasks. Mission sensors are those selected for specific aerial
data-gathering needs, and are not discussed in detail here. The other subsystems
listed are described in the sequence.

3.2 The Airship

AURORA I is conceived as a proof-of-concept system, to be used in low-speed,
low-altitude applications. The LTA platform is the AS800 by Airspeed Airships
[36,1]. The vehicle is a non-rigid airship (blimp). It has a length of 9 m, a diameter
of 2.25 m, and a volume of 24 m3 (Fig. 4). It is equipped with two vectorable
engines on the sides of the sensor and communications pod, and has four control
surfaces at the stern, arranged in an “×” configuration. The payload capacity of
the airship is 10 kg at sea level, and its maximum speed is 50 km/h. Onboard
sensors include DGPS, INS and relative wind speed systems for flight control,
and video cameras for navigation and monitoring.

The onboard control and navigation subsystems are responsible for sensor
data acquisition and actuator control, based on flight profiles uploaded from the
ground. The airship hardware consists of an onboard computer, microprocessors,
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Fig. 4. The AURORA I Robotic Airship. The airship, shown moored on the left and
in flight on the right, is 9 m long, has a diameter of 2.25 m, and a volume of 24 m3.

internal sensors, and actuators. The software consists of a 3-layer architecture.
The communications subsystem is composed of radio links which transmit data
and commands between the airship and the base station. This system includes
also video links for the transmission of imagery captured by cameras mounted
onboard. The mobile base station is composed of a processing and communica-
tions infrastructure, a portable mooring mast, and a ground vehicle for equip-
ment transportation.

While in the sequence we mention specific commercial hardware products be-
ing used, we caution the reader that we frequently reevaluate these systems and
replace them by others with better performance as these become commercially
available.

3.3 Hardware

The internal sensor suite used for flight path execution purposes includes both
inertial navigation sensors (compass, accelerometers, inclinometers, and gyro-
scopes) and a GPS (global positioning system) receiver. Cameras mounted on
the airship’s gondola have the purpose of providing aerial images to the op-
erator on the ground, and serving for visual control and navigation based on
geographical features of the terrain.

Fig. 5 presents the hardware architecture that integrates the airship’s on-
board equipment. The onboard subsystems include a CPU, sensors, actuators,
and a communications subsystem. Most of the components are mounted in-
side the airship’s gondola (Fig. 6). Control and navigation sensors (including
compass, inertial measurement unit, airspeed sensor, barometric altimeter, GPS
receiver and engine speed sensor), as well as vehicle state and diagnostic sensors
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Fig. 5. Hardware architecture of the AURORA system.

Fig. 6. Onboard CPU and sensors.

(including control surface and vectorization position sensors, engine tempera-
ture, and fuel and battery levels) are connected to a PC 104 computer via serial
ports or a CAN bus. All actuators (including engines, thruster vectorization and
control surfaces) are connected to the PC 104 via a microcontroller.
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The CPU is a PC104, a small size, low energy consumption computer widely
utilized in embedded and industrial applications. In our case it includes: a MOPS
lcd5 board with a Pentium 133 MHz processor, 32 MB RAM, two serial ports,
one parallel interface, a 10base-T Ethernet network interface, and keyboard and
IDE adapters; an Emerald MM multiserial board with four additional serial
ports (yielding a total of six serial ports); a V104 power supply fed by a 12 V
battery; and a VGA PCM-3510 video adapter to connect the CPU to a monitor
for system development and testing.

3.4 Sensors

The followings sensor subsystems are currently used on the airship:

– GPS with Differential Correction: we utilize a Trimble Navigation SveeSix
GPS receiver composed of a PC104-compatible board with digital output
and an antenna mounted on the upper side of the airship. Another GPS
receiver, located at the ground station, sends correction data to the onboard
GPS.

– Inertial Measurement Unit: we use a Crossbow DMU-AHRS Dynamic Mea-
surement Unit, which is composed of three magnetometers, three accelerom-
eters and three gyroscopes, and provides roll, pitch, and yaw (heading) rates
and attitude, thereby serving as an inclinometer and a compass as well.

– Wind sensor: a wind sensor built for Project AURORA by the IDMEC/IST
[3] measures the relative airship air speed in all three axes as well as the
barometric altitude.

The current control and navigation system uses the data from the above
sensors directly. A data fusion module based on an Extended Kalman Filter is
presently under development, and will be used to provide more accurate esti-
mates of airship state variables.

Except for the onboard GPS receiver, which connects directly to the PC104
bus, all other sensors are connected to the CPU via serial ports and a SAB
80C517 8-bit CMOS microcontroller. The microcontroller also receives PWM
signals from a radio control unit and generates PWM signals to the actuators.
It communicates with the CPU via a RS232 interface.

3.5 Ground Station

The ground station is composed of a microcomputer, a differential GPS receiver,
and a microcontroller board connected to a remote control unit (RCU) (Fig. 7).

The ground station computer is a Pentium II 300 MHz system with multiple
serial ports to which the radio modem interface to the onboard system, the
differential GPS, and the RCU are connected. The differential GPS system, a
Trimble AgGPS 122, is positioned close to the ground control station and with
an unobstructed view of the sky, and sends correction data to the onboard GPS
receiver via the communication system.
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Fig. 7. Ground station with PC, differential GPS and teleoperation unit.

A teleoperation control unit at the ground station allows us to manually
control the airship while testing the entire hardware and software components of
our system. A custom designed microcontroller board converts the PWM pulses
of the RCU into digital data and sends them to the ground computer. From
there, the data is sent to the onboard system via the communication architecture
described in the sequel.

For safety purposes we developed a backup command system which allows
the ground operator to take over control of the airship in case of a software or
hardware failure. To this end we utilize one of the channels of the RCU. The
backup safety system electrically decouples the onboard CPU from the RCU
through optocouplers, which prevents electric disturbances at the CPU from
spreading to the radio control circuit. Furthermore, the CPU/sensors subsystem
and the RCU/actuators subsystem are connected to different power sources,
which allows us to control the airship even in the event of electrical failure.

3.6 Telemetry System

Communication between the ground station and the airship occurs over two
radio links. The first one operates in analog mode to transmit video imagery
from the airship to the ground station. The second one operates in digital mode
to transmit sensor telemetry and command data between the ground station and
the onboard processor.

The video system is composed of a color CCD camera, a transmission antenna
mounted onboard, and a Pulnix flat plate reception antenna mounted on the
ground station.
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Fig. 8. Low-level software architecture utilized in AURORA.

The data transmission system is composed of a pair of spread spectrum radio
modems, with a direct line-of-sight data transmission range of 30 km. An error
detection scheme utilizing CRC and packet retransmission mechanisms insures
data integrity.

3.7 Software Architecture

The software architecture consists of a 3-layer structure, combined with a high-
level data flow programming method and system development environment.

As the underlying operating system for the AURORA project we have chosen
to use RT-Linux. It is known to be reliable and robust, can be used under
real-time requirements, and requires relatively little memory and disk space. As
airships have relatively large time constants, this allows us to run the individual
control and navigation modules as processes under RT-Linux (Fig. 8).

Processes running on the onboard system read and send sensor data to the
ground station and execute the autonomous flight control strategies, sending
commands to the actuators. These tasks are executed at a 100ms rate. This
sampling interval was selected based on simulated flights and corroborated as
sufficient in actual experimental flights.

The ground station sends commands and mission paths to the onboard con-
trol system. It also receives sensor data from the airship, displaying them in real
time during simulated and actual flights. The ground system records all data re-
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Fig. 9. Real-time flight data visualization. Hand sketches can be overlaid as well.

ceived from the airship for post-flight analysis and visualization. For pilot train-
ing and airship manual control we utilize the remote control unit, connected to
one of the serial ports of the ground station through a microcontroller.

The complexity of the system being developed requires a deliberative-reactive
intermediate-level process control and communications architecture, where dif-
ferent subsystems can run independently and as separate threads, while able to
exchange information and activate or inhibit each other. To facilitate the man-
agement of the different processes in a distributed environment, our architecture
is being built on top of the Task Control Architecture (TCA) [35], a set of prim-
itives that helps structure process scheduling and interprocess communication.

As the higher-level, overarching control structure we are considering a lay-
ered, multi-rate approach similar to the ATLAS architecture [9,13], which allows
nested control cycles to be run at progressively lower speeds, but at increasing
levels of competency.

3.8 Human-Machine Interface

The human-machine interface (HMI) that runs on the ground station provides
the communication and visualization mechanism between the operator and the
navigation system onboard the airship. In AURORA I this interface is used by
the operator to specify a flight plan, composed of sets of locations, altitudes, and
flight primitives (takeoff, cruise, hover, land). During flight, onboard sensor data
and imagery received from the airship are displayed in real time to the operator.

Telemetry data visualization, particularly of GPS and inertial sensor data,
both for simulated and actual flights, is done using a Tcl/Tk script (Fig. 9). All
data received by the ground station is recorded for post-flight analysis, and the
HMI is able to perform flight playback for mission evaluation purposes.

As part of the HMI we have developed a physical model-based virtual reality
airship simulator[31]. The simulator is based on a very accurate dynamic model
of the airship, outlined in Section 4.1, and incorporates real-world topograph-
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Fig. 10. Airship simulation and visualization during a flight.

ical information of selected regions. The simulator is used to validate control
strategies and navigation methods, for pilot training, and for mission planning
and pre-evaluation. Since visualization of the airship flight and of the sensor
data occurs within a model of a standard airplane-type cockpit (Fig. 10), the
operator can easily follow the progress of the current mission, making decisions
such as uploading new mission plans to the airship or aborting the mission in
the case of unforeseen events. Additionally, since the simulator is built using
VRML/Java, it is possible to “fly” the airship and perform experiments with
the airship control system over the Internet, for all phases of flight, including
take-off and landing.

In future work we plan to enhance the HMI, interfacing it to a geographical
information system (GIS). This will allow the operator to define mission pro-
files directly on a geographical chart. The navigation system will then plan the
airship’s flight path and profile.

4 Airship Control

4.1 Dynamic Modeling and Control System

As the basis for the development of the control and navigation strategies, we have
developed a 6-DOF physical model of the airship that includes the nonlinear
flight dynamics of the system. We briefly review the model here, while a more
detailed presentation is found in [21].

The dynamic model assumes that motion is referenced to a system of or-
thogonal body axes fixed in the airship, with the origin at the Center of Volume
(CV), assumed to coincide with the gross Center of Buoyancy (CB) (Fig. 11).
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Fig. 11. Local reference frame for the airship.

The orientation of this body-fixed frame (X,Y, Z) with respect to an Earth-
fixed frame (XE , YE , ZE) is obtained through the Euler angles (Φ,Θ, Ψ). The
airship linear and angular velocities are given by (U, V,W ) and (P,Q,R), re-
spectively. Angular velocities (P,Q,R) are also referred to as the roll, pitch and
yaw rates.

While developing an accurate mathematical model of airship flight dynamics,
the following aspects were taken into account:

– The airship displaces a large volume of air and consequently its virtual mass
and inertia properties are substantial when compared with those associated
with the vehicle itself. The model incorporates the mass and inertia of the
vehicle, the mass and inertia of the buoyancy air (the air displaced by the
total volume of the airship), and the virtual mass and inertia of the air
surrounding the airship that is displaced by the relative motion of the airship
in the atmosphere.

– The airship mass may change in flight due to ballonet deflation or inflation.
In our model we have assumed that the airship mass varies slowly, and the
associated time derivatives are zero.

– To accommodate the constant change of the position of the Center of Gravity
(CG), the airship motion has to be referenced to a system of orthogonal axes
fixed relative to the vehicle with the origin at the Center of Volume (CV)
(Fig. 11).

– The airship is assumed to be a rigid body, so that aeroelastic effects are
ignored.

– The airframe is assumed to be symmetric about its vertical (XZ) plane, so
that both the CV and the CG lie in the symmetry plane.

Taking into account the considerations given above, we have developed a
dynamic model that is expressed as:

M
dxA

dt
= Fd(xA) + Fa(xA) + P +G (1)
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where M is the 6 × 6 mass matrix and includes both the actual inertia of the
airship as well as the virtual inertia elements associated with the dynamics of
buoyant vehicles; xA = [U, V,W,P,Q,R] is the vector of airship state variables;
Fd is the 6 × 1 dynamics vector containing the Coriolis and centrifugal terms;
Fa is the 6× 1 vector of aerodynamic forces and moments; P is the 6× 1 vector
of propulsion forces and moments, and G is the 6× 1 gravity vector, which is a
function of the difference between the weight and buoyancy forces.

The aerodynamic model we developed is based on the seminal work presented
in [20], and takes advantage of information from a wind tunnel database built
to model the Westinghouse YEZ-2A airship [20]. The adaptation was possible
due to the same length/diameter ratio (4:1) of both airships. The aerodynamic
coefficients available in the database are a function of the aerodynamic incidence
angles (angle of attack and sideslip angle varying in the range of [−25◦,+25◦]),
and of the three deflections of the tail surfaces (elevator, rudder and aileron, also
varying in the range of [−25◦,+25◦]).

Using this 6-DOF non-linear model, a SIMULINK-based control system de-
velopment environment was built to allow the design and validation of flight
control and trajectory following strategies [29].

As control actuators, the AS800 has deflection surfaces and thrusters. The
“×”-arranged deflection surfaces generate the equivalent rudder and elevator
commands of the classical “+” tail, with allowable deflections in the range of
±25◦. The engines can be vectorized from 0◦ to +90◦ up. The rudder and elevator
are responsible for directional control (left and right, up and down) and their
effect is due to aerodynamic forces produced at medium to high speeds. The
thrusters are responsible for generating the necessary forces for controlled airship
motion. Their vectorization is used for vertical load compensation and for control
of vertical displacements at low speeds. It is important to note that for large
airships operating under the critical airspeed of 5 m/s, the control surfaces are
considered to be ineffective [21,20]. For the AS800, control is still possible at low
airspeeds due to the flow generated by the main thrusters, which increases the
efficiency of the deflection surfaces. The airship also has a stern thruster used
mainly during hover.

Based on the model outlined above, we have analyzed the airship’s motion
and found three interesting control challenges: non-minimum phase behavior and
oscillatory modes at low speeds, time-varying behavior due to altitude variations
and fuel burning, and variable efficiency of the actuators depending on airship
speed. All of these issues were taken into account in the design of the control
system.

The airship control system is designed as a 3-layer control system [29]. At the
bottom level, the actuators described above provide the means for maneuvering
the airship along its course. At the intermediate level, two main control algo-
rithms with different structures are available to command the actuators based on
the mission profile. These two control algorithms implement longitudinal and lat-
eral control. The longitudinal control algorithm, currently under development, is
based on a feedforward/feedback structure, and controls the propulsion, vector-
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ing and elevator deflection for take-off, cruise, hover, and landing maneuvering
operations. The lateral control algorithm, discussed in more detail below, con-
trols rudder deflection and the tail thruster for turning maneuvers. Finally, the
top level of the control architecture is implemented as a supervisory layer that
is responsible for failure detection and mission replanning in the presence of
unexpected events.

4.2 Path Tracking

An important airborne vehicle autonomy problem is following a pre-computed
flight path, defined by a set of points given by their coordinates (latitude and
longitude), with given speed and altitude profiles. In this section we introduce
the trajectory following problem and outline the approaches investigated in AU-
RORA, as well as the trajectory error metrics.

We posit trajectory following as an optimal control problem, where we com-
pute a command input that minimizes the path tracking error for a given flight
path. Allowable flight paths are defined as sequences of straight line segments
joining waypoints. The heading change at each waypoint (between consecutive
segments) may vary in the ±180◦ range, and the distance between the actual
airship position and the precomputed trajectory path is to be continuously min-
imized. The longitudinal motion is maintained at a constant altitude and air-
speed, and will be considered decoupled from the lateral motion; this is a common
assumption in aerial vehicle control [22].

We start by presenting the airship lateral dynamics model. The dynamics of
the airship in the horizontal plane is given by the fourth order linear state space
system:

ẋ = Ax+Bu (2)

where the state x includes the sideslip angle β, yaw rate R, roll rate P and yaw
angle Ψ . The control input u is the rudder deflection ζ.

The path tracking error metric is defined in terms of the distance error δ to
the desired path, the angular error ε, and the ground speed V (Fig 12). Assuming
the airship ground speed to be a constant and the angular error ε to be small,
the following linearized path tracking model results:

{
δ = V sin ε = V0 ε
ε = R

(3)

where V0 is the reference ground speed considered for design purposes.
In order to accommodate both the distance and angular errors in a single

equation, a look-ahead error δa may be estimated some time ahead of the actual
position:

δa ≈ δ + V0 ∆t ε (4)

This strategy has already been successfully used for the guidance of both
unmanned aircraft [24] and ground mobile robots [6].
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Fig. 12. Definition of Path Tracking Error.

Fig. 13. H∞ control block diagram.

It is important to note that the ground speed V will be kept constant only
in the absence of wind (as the longitudinal controller maintains a constant air-
speed). Therefore, the tracking controllers should present robustness properties
in order to assure good tracking under wind incidence. This is the case for the
control strategies presented below, whose robustness was verified through simu-
lated examples and actual flight experiments.

H∞ Control Approach

The first approach we developed for the nonlinear control problem presented
above uses the linearized path tracking error dynamics (Eq. 3) around a trim
condition for a constant fixed airspeed. A robust H∞ design is used next to assure
that a previously defined operation envelope is covered, taking into account the
simplified model and unmodeled uncertainties.

The control problem may then be expressed as the search for a regulator F
of the output y, where the error e is expressed in terms of the look-ahead track
error δa (Fig. 13). The system G to be controlled is obtained as the series of
the lateral airship model (Eq. 2) and the linearized path tracking model (Eq. 3).
The lateral dynamic model of the airship used in the design is an approximation
of Eq. 2, where only the second order horizontal motion (with states β and R)
is considered. Here the control signal is fed directly to the rudder without the
need for any lower level controller.

For the correct shaping of the controller, a mixed sensitivity H∞ technique
is used [8], allowing us to specify the characteristics of the closed loop in the fre-
quency domain. Three weighting functions (W1,W2,W3) are used, respectively,
for the sensitivity function S1 (performance), for the actuation sensitivity func-
tion S2 and for the complementary sensitivity function S3 (stability robustness)
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Fig. 14. The diagram on the left shows the inverse of the weighting functions for
performance sensitivity W −1

1 (solid line), actuation sensitivity W −1
2 (dashed line), and

complementary sensitivity W −1
3 (dotted line). The diagram on the right shows the

closed-loop performance sensitivity of the H∞ control system.

(Fig. 14). The look-ahead distance used for the controller design is chosen with
a reference speed of 10 m/s and time of 2.5 s, so that e = δa ≈ δ + 25ε.

The sensitivity weighting function W1 is chosen to permit good tracking at
low frequencies. The complementary sensitivity weighting function W3 is used
for high frequency noise rejection. Finally, the actuation sensitivity weighting
W2 reduces the use of actuators for higher frequencies. The closed-loop behavior
of the linearized system can be expressed in terms of the performance sensitivity
function (Fig. 14), which shows excellent agreement with the frequency shaping:
good command following at low frequencies (low error), and disturbance rejection
at higher frequencies.

The controller is designed in continuous time, reduced to a fifth order con-
troller and finally put in discrete form with a 10 Hz sampling rate. A detailed
discussion of this approach is found in [29,30,34,4].

PI Control Approach

The second approach investigated is based on a classical PI approach, with a
heading control inner loop and a path-tracking outer loop (Fig 15).

The heading controller is based on a proportional-derivative (PD) controller.
The path-tracking controller is a proportional-integral (PI) controller whose out-
put, added to the trajectory heading angle Ψtraj, yields the reference signal Ψref

for the heading controller. The PI controller input is the look-ahead path track-
ing error δa, given in equation Eq. 4. The PI controller uses the tracking error
δa to correct the reference signal for the heading controller, with the necessary
correction forcing the tracking error to decrease. It is interesting to note from
this control structure that, in the absence of wind, the reference heading angle
will be the same heading angle Ψref of the trajectory. In the presence of wind,
however, to compensate for the lateral forces, the airship heading angle will as-
sume the value necessary to minimize the look-ahead tracking error δa, and the
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Fig. 15. PI control block diagram.

airship will consequently fly “sideways” under such conditions. Finally, we men-
tion that the proportional and integral gains of the controller are obtained by
trial and error, and that the PI controller uses an anti-wind up strategy to avoid
saturation of the integral term.

The lateral dynamic model used is the fourth order transfer function from the
yaw angle Ψ to the rudder deflection ζ, obtained from Eq. 2. This single controller
presents good robustness properties for different dynamic models, covering a
wide range of airspeeds and heavinesses (difference between airship weight and
buoyancy forces). Again, details are found in [29,30,34,4].

4.3 Case Study

To test the tracking controller developed, extensive simulations were made, cov-
ering airspeeds in the range from 5 to 15 m/s, with wind disturbances ranging
from zero (no wind) to 70% of the vehicle airspeed. Both the PI and H∞ con-
trollers were used, in order to evaluate the path tracking methodology as well
as the behavior of the two control schemes.

In all cases, the mission flight path chosen consists of 5 waypoints separated
by approximately 200 m, with heading changes between 26◦ and 128◦. These
distances and angles pose difficult maneuverability conditions for the AS800
airship. The results of the case studies are only summarized below; a detailed
discussion is found in [29,30,34,4], while a sample tracking result is shown in
Fig. 16.

For flights without wind, a trimmed airspeed of 10 m/s was used, which cor-
responds to the reference condition used in the trajectory error generation. The
IAE criterion for the distance error δ as well as the variance of the control signal
were computed for the PI and H∞ approaches, and no substantial difference
between their performances was noticed. Significant deviations occured only at
very sharp angles, which make the maneuvers more difficult (Fig. 16).

For flights with wind, a trimmed airspeed of 5 m/s was used, together with a
wind interference of constant speed at 3 m/s, blowing from the east. The flight
path chosen for the simulation tests allows us to verify the robustness of the
proposed methods for different flight situations: initially, the airship has to fly
with the wind at 90◦, then against the wind (which means that the ground speed
is smaller), and then with a tail wind (which means that the ground speed is
higher).
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Fig. 16. Flight path reference and real trajectory with H∞ controller (no wind).

The PI and H∞ approaches follow the reference flight path well, with lit-
tle influence from the presence of wind. In most situations, the H∞ controller
is more ambitious and makes the control signal saturate for longer periods of
time. At higher airspeeds, this may cause the control actuator signal to oscillate
slightly, corresponding to a higher controller gain. Despite this, the variances of
the control signals are very close for the PI and H∞ approaches. However, the
H∞ controller shows a remarkable advantage over the PI controller when the
airship is subjected to step disturbances [4].

Overall, it can be said that the trajectory error minimization strategy leads to
PI and H∞ approaches exhibiting similar path tracking behavior and robustness
characteristics, while the H∞ controller presents superior performance under
wind disturbances.

5 Autonomous Flight

Initial experimental validation of the modelling and control work presented above
was done by testing the PI guidance control method, which was implemented
on the onboard computer using the C language. The PI approach was chosen
for the first test flight experiments due to the simplicity of the control structure
and its implementation. The H∞ approach has been implemented and will be
undergoing testing shortly. Airship position and heading were obtained from
DGPS and compass data.

Our first successful autonomous flight occurred on March 4th, 2000. The
AURORA airship was flown over the CIACOM military field outside of the city
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Fig. 17. Autonomous flight of the AURORA I airship, following a predefined mission
trajectory.

of Campinas, Brazil (Figs. 17 and 18). In this flight, take-off and landing of
the airship were done manually. The mission path, flown autonomously by the
airship, was defined as a square with sides of 150 m length. Wind speed during
the experiment stayed in the range of 0 to 10 km/h, blowing approximately
from the northeast. Airship path following was controlled automatically by the
onboard system, while altitude was controlled manually by the ground pilot
[34,33]. The look-ahead distance used for the controller design was chosen for a
reference speed of 10 m/s and a look-ahead time of 2.5 s, leading to:

e = δa = δ + 25 ε (5)

The results of this experimental flight are presented in Figs. 17 and 18. In
Fig. 17, the dotted line represents the airship motion under manual control from
take-off until hand-over to autonomous control. The continuous line represents
the airship motion under PI trajectory tracking control. Finally, the dashed line
shows the motion of the airship after hand-back to manual control for the final
landing approach. The plot clearly shows the adherence of the airship trajectory
to the mission path, as well as overshoots due to the disturbing winds when the
airship turns from southwest to northwest.

Fig. 18 presents one of the loops performed by the airship around the square.
The dots represent the airship position and the lines represent its heading. As
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Fig. 18. AURORA I position and heading along a loop.

remarked before, the control method composed by the tracking and heading
controllers automatically adjusts the airship heading to compensate for wind
disturbances; for example, in the lower left part of the square loop, the airship
navigates “sideways”, while in the upper left it navigates mostly facing towards
the trajectory.

We conclude this section by mentioning that we are currently testing the new
version of our automatic control system for both airship altitude and attitude.

6 Perception

Extending the capabilities of a robotic aircraft so that it is able to dynamically
respond to its state estimate and to the information obtained from its internal
and mission sensors, thereby closing the high-level control cycle and allowing
the robot to adjust its mission and flight plans accordingly, is one of the key
challenges towards broader UAV deployment.

Sensor-based adaptive navigation of a robotic aircraft requires several percep-
tual competencies. Our work in perception-based navigation and control for the
AURORA airship is still in an initial phase. It is currently focussed on two sets
of issues: visual-based servoing for autonomous take-off, hovering, tracking, and
landing purposes; and autonomous target recognition and tracking mechanisms
for finding and identifying man-made structures (such as roads or pipelines),
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Fig. 19. System architecture for dynamic target identification: a target selection, val-
idation and classification cycle is implemented.

geographical structures (such as rivers), air and water pollution sources, and
biological targets of interest.

In this section, we report on preliminary work done towards the develop-
ment of an approach to dynamic target recognition that is based on a cycle of
hypothesis formulation, experiment planning for hypothesis validation, experi-
ment execution, and hypothesis evaluation (Fig. 19). We also present some initial
results obtained from adaptive aerial target identification and classification using
visual imagery from airborne cameras [15,14].

6.1 Adaptive Target Identification

As a representational framework, we encode sensor observations using stochastic
visual lattice models [23] that draw on our previous work on the use of Markov
Random Field (MRF) models [37] in robot perception and control [11,10,12].

For target identification and classification we use a classical hypothesis testing
approach [19]. Consider a set of sensor observations, X. We want to classify the
observation vector X into one of c classes, designated ω1, . . . , ωc. For the two-
class case, given X and the two classes ω1 and ω2, the use of Bayes’ formula
allows us to define the discriminant function h(X) as:

h(X) = − ln p1[X|ω1] + ln p2[X|ω2]
ω1
<
>
ω2

ln
p1[ω1]
p2[ω2]

(6)
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Fig. 20. Identification and tracking of a paved road using an airborne camera. The
road classification probabilities for the upper left image are shown on the upper right,
while for the lower left image the segmented image is shown on the lower right.

In the generalization to the c-class case, we assign the observation X to class
k if the posterior distribution for k is the largest of all posterior distributions:

pk[ωk|X] = max
i
pi[ωi|X] =⇒ X ∈ ωk (7)

The Bayes classification error depends fundamentally on the conditional den-
sity functions pi[X|ωi]. We affect the shape of these functions by explicitly con-
trolling the position of the robot vehicle and its sensor parameters, thereby
improving the classification error [12].

The architecture of the adaptive target recognition system we are developing
is shown in Fig. 19. The target selectors, which determine what classes of targets
are being sought, are switched on or off depending on the type of mission being
executed. The selectors, in turn, are used to identify candidate target hypotheses
for further evaluation. This may lead to an outright rejection or validation of the
targets, or to controlled acquisition of additional imagery to increase the discrim-
inatory capability of the system. Experimental results obtained from applying
these concepts to aerial imagery are shown in section 6.3.

6.2 Optimal Design of Experiments

To control the acquisition of new data in an optimal way, we use an approach
derived from the theory of optimal design of experiments [18] to discriminate



240 Alberto Elfes et al.

Fig. 21. Identification and tracking of Nelore cattle using an airborne camera. The
aerial imagery is shown on the left, and the results of the target classification procedure
on the right.

hypotheses based on the entropy measure. For c classes, we have a set of prior
probabilities, p0[Hj ], j = 1, . . . , c, that correspond to the hypotheses of the tar-
get belonging to the classes ω1, . . . , ωc. Assuming that a new experiment E has
been conducted in the form of a sensor observation, we obtain the posterior
probabilities p[Hj ]. We compute the information obtained from the observation
using:

∆I(E) = η(p[H])− η(p0[H]) = −
c∑

j=1

p0[Hj ] ln p0[Hj ] +
c∑

j=1

p[Hj ] ln p[Hj ] (8)

For a finite-horizon problem and a finite set of sensing options (obtained from
the tesselation of the representational space and a discretization of the sensor
pose and parameter alternatives, see [12]), we can compute the expected value
of ∆I with respect to the results of the observations. The sequence of observa-
tions (experiment) that maximizes the expected mean increment of information
E[∆I(E)] will be an optimal experiment.

6.3 Target Identification and Tracking Using Aerial Imagery

We now present some initial experimental results from the application of the
concepts discussed above to autonomous identification, recognition and tracking
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of man-made and biological targets using aerial imagery. Fig. 20 shows results
from paved road identification and tracking. Identification and segmentation of
the roads in the images was done using probabilistic measures based on the
spectral characteristics of the targets in the visible RGB bands. Atmospheric
conditions and sensor limitations lead to a higher correct classification rate for
road portions closer to the airborne camera, while some parts of the imagery
that are further away from the airship are misclassified. As the airborne vehicle
comes closer to the new target regions, however, the change in the distributions
of the observations leads to a correct reclassification.

A second set of results shows a herd of Nelore cattle being identified from the
air against pasture and forest backgrounds, and again being tracked over several
image frames (Fig. 21). It is important to note that, as the airborne vehicle
maneuvers to approach the herd, the correct classification rate rises to 100% in
the last frame of the sequence. Identification and segmentation of the cattle were
again done using its spectral characteristics in the visible RGB bands.

7 Conclusions

In this paper, we have argued that robotic unmanned aerial vehicles have an enor-
mous potential as observation and data-gathering platforms for a wide variety
of applications. We have presented an overview of Project AURORA, including
the physically-based dynamic model developed for the system, the control ap-
proach used, and the hardware and software architectures. We also discussed our
results in autonomous flight control, and preliminary work towards autonomous
perception-based flight planning and execution. Our current work focusses on
extending the models to a larger airship envelope, to extend the autonomous
control algorithms, and to expand our perception-related research.
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Abstract. A strategy S solving a navigation task T is called competitive
with ratio r if the cost of solving any instance t of T does not exceed r
times the cost of solving t optimally. The competitive complexity of task T
is the smallest possible value r any strategy S can achieve. We discuss this
notion, and survey some tasks whose competitive complexities are known.
Then we report on new results and ongoing work on the competitive
complexity of exploring an unknown cellular environment.

1 Introduction

Getting a robot to autonomously navigate an unknown environment is a chal-
lenge that comprises many different types of problems. From a theoretician’s
point of view, one could try to group them in the following way.

From the beginning, great effort has been made in coping with the technical
complexity of designing, building, and running robots. This includes many diffi-
cult questions like how a system should be structured, how sensor readings can
be evaluated, and how robots can be controlled.

While major progress was being made in this area, the computational com-
plexity became important, too. A robot’s actions should not be slowed down by
internal computations necessary for recognizing objects and accordingly plan-
ning its motions. This naturally leads to the question of how data should be
organized and processed, that is, to the design of suitable data structures and
efficient algorithms.

Let us assume, for a moment, that all these problems were already solved
to our satisfaction. Then we could put the robots to work, and the remaining
challenge would be to do this in the most efficient way. Some navigation tasks
would now be very simple. For example, if the robot were to move from a start
position, s, to a target at a known position, t, in a known environment, it could
quickly compute the optimum path from s to t 1, and safely follow it.

But if the location of t is not known? Then the robot has to search for the
target in a systematic way. Only with luck will it discover t immediately; in
general, when the robot eventually arrives at t, its path will be more expensive
than the optimum path from s to t. Our interest is in keeping the extra cost
1 See e. g. the survey article [37] for efficient algorithms for computing shortest paths

in known two-dimensional environments.
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as small as possible, by designing a clever search strategy. The best result that
can be achieved in principle is called the competitive complexity of the search
problem at hand2.

This notion is best illustrated by the following well-known example. Suppose
a robot is facing a very long wall. There is a door leading to the other side, but
the robot has no clue as to the location of the door (left or right, distance). The
cost of moving is proportional to the length of the robot’s path, i. e. there is no
charge for turning. The robot will detect the door when it arrives there3.

In order to find the door, the robot has to explore the left part and the right
part of the wall alternatingly, each time increasing the exploration depths before
returning to the start. If the depths are doubled each time, the total path until
the door is found can be at most 9 times as long as the distance from the start
point to the door; this is not hard to verify. Hence, this “doubling” strategy is
competitive with ratio 9. It is quite surprising, and not easy to prove, that no
(deterministic) strategy can achieve a ratio smaller than 9. Therefore, the wall
search problem is of competitive complexity 9.

As opposed to the technical complexity, which lies entirely with the robot,
and the computational complexity, which depends partially on the models used
by the robot and partially on general properties of algorithms, the competitive
complexity is a characteristic property of the navigation task alone.

At first glance the above example may appear a bit contrived. After all, a
single, extremely long wall is an environment rarely encountered. But the above
approach can be generalized to situations where an upper bound to the distance
of the door is known in advance [19], or where m, rather than 2, alternatives
must be searched [23], like corridors leading off a central room. This indicates
that results first obtained for very basic situations may later be generalized to
fit more realistic settings.

We think that knowing about the competitive complexities of basic naviga-
tion tasks is useful for another reason, too. Computer scientists learn that sorting
n keys is of computational complexity n log n. If they ever choose to implement
a simple quadratic sorting algorithm they can rest assured that they are not too
far from the optimum, for small values of n 4. A similar observation may hold in
robotics, i.e., we may be sure that a simple greedy strategy works not too bad
in general.

Our final argument in favor of analysing the competitive complexity of nav-
igation tasks is the following. Even when complete information about environ-
ment and task is available, computing the optimal solution may not be feasible.
For example, computing the shortest inspection tour of a known environment
2 The term “competitive analysis” was coined by Sleator and Tarjan [42] in the wider

area of online algorithms, to express that a player is competing with an adversary
who tries to make his job hard; see the survey volume [15].

3 This search problem was first discovered in the sixties [5], generalized and analyzed
by Gal [16], and “re-invented” by Baeza-Yates et al. [4]. Good improvements can be
found in Schuierer [39].

4 For small problem sizes the quadratic algorithm might even be better because of
hidden constants.
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with obstacles contains the traveling salesperson problem5 and is, therefore,
NP-hard. A good competitive exploration strategy could also be used as an
approximation in this case.

How much do we know about the competitive complexities of basic naviga-
tion tasks? Apart from the wall problem mentioned above, there are only very
few tasks whose complexities are precisely known. One of them is the street
problem originally presented by Klein [26], whose complexity has finally been
determined in Icking et al. [22] and independently by Semrau and Schuierer [40].
This problem is briefly reviewed in Sect. 2 of this paper.

In general it is quite difficult to precisely determine the competitive complex-
ity of a task. Then we can at least try to put in an interval [l, u], by proving that
each possible strategy can be tricked into causing at least l times the minimum
cost, and by providing some strategy that never causes more than u times the
minimum cost, in solving any given instance of the task. A good survey of such
results can be found in P. Berman’s chapter in [15].

Even proving an upper bound for the cost incurred by a particular strategy
can be a complicated matter. For example, we have shown in [20] that any un-
known obstacle-free environment can be explored by a tour at most 26.5 times
longer than the shortest possible inspection tour that could be computed of-
fline, knowing the whole environment. Based on experiments we believe that
our strategy performs much better, but it seems hard to prove a smaller upper
bound.

In this paper we present new results and ongoing research on the competitive
complexity of the exploration task for cellular environments with obstacles. The
environment’s free space consists of quadratic cells of equal size. At each time,
the robot is located in some cell. Witin one step, it can realize which of the four
adjacent cells are free, and move to one of them. On its way, it can maintain a
partial map.

The robot’s task is to start from a given cell on the boundary, visit each cell
of the environment, and return to the start. The number of steps on this tour is
compared with the length of the shortest possible offline tour that visits each cell
at least once. However, computing this optimum tour is known to be NP-hard,
see Itai et al. [25].

In Sect. 3.1 we show that this problem is of competitive complexity 2, by
proving that any exploration strategy can be forced to make twice as many cell
visits as necessary, even if returning to the start is not required.

However, the environments used in the proof are very special, in that they
consist only of long and narrow corridors encircling a rectangular obstacle. The
question arises if for environments that are fleshy, rather than skinny, the com-
petitive complexity of the exploration problem is smaller. Clearly, when there
are large areas of free cells the robot should be able to do better than visit each
cell twice, on the average.

5 We can simulate the cities to be visited by little spiral-shaped obstacles the robot
must enter for inspection.
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This question is investigated in Sect. 3.2. We present an exploration strategy
URC6 that is able to explore fleshy environments quite efficiently, and discuss
its performance. Finally, in Sect. 4, we mention some open problems for further
research.

2 An Optimal Online Strategy
for Searching a Goal in a Street

2.1 History of the Street Problem

Suppose a point-shaped mobile robot equipped with a 360◦ vision system is
placed inside a room whose walls are modeled by a simple polygon. Neither the
floor-plan nor the position of the target point are known to the robot. As the
robot moves around it can draw a partial map of those parts that have so far
been visible. The robot is searching for a goal in the unknown environment and
it will recognize the targetpoint on sight.

In arbitrary simple polygons no strategy can guarantee a search path a con-
stant times as long as the shortest path from start to goal at the most. Therefore
the following sub-class of polygons for which a constant performance ratio can
be achieved was introduced by Klein [26,27].

A polygon P with two distinguished vertices s and t is called a street if the
two boundary chains leading from s to t are mutually weakly visible, i. e. if each
point on one of the chains can see at least one point of the other; see Fig. 3 for
an example. The first competitive strategy [26,27] for searching a street had a
competitive ratio not bigger than 5.72, i.e., the first upper bound for the ratio
was given. Besides, it was shown that no strategy can achieve a competitive ratio
of less than

√
2 ≈ 1.41, the ultimative lower bound to the ratio as turned out

later.
Since then, street polygons have attracted considerable attention concerning

structural properties, generalizations and applications in related fields, see Tseng
et al. [43], Das et al. [9], Datta and Icking [12,13], Datta et al. [11], López-
Ortiz and Schuierer [32,35], Ghosh and Saluja [17], Bröcker and Schuierer [7],
Carlsson and Nilsson [8]. Bröcker and López-Ortiz [6] have shown that a constant
performance ratio can be achieved for arbitrary start- and endpoints inside a
street.

The main research has focussed on search strategies for improving the up-
per bound of 5.72 toward the

√
2 lower bound, see Icking [21] 4.44, Klein-

berg [28] 2.61, López-Ortiz and Schuierer [31] 2.05, López-Ortiz and Schuierer [33]
1.73, Semrau [41] 1.57, Icking et al. [24] 1.51, Dasgupta et al. [10], Kranakis and
Spatharis [29], López-Ortiz and Schuierer [34]. The gap between the upper and
lower bound, also mentioned in Mitchell [37], was finally closed by Icking et
al. [22] and independently by Semrau and Schuierer [40].

6 A java implementation of this strategy is available at
http://www.informatik.uni-bonn.de/I/GeomLab/Gridrobot .
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Fig. 1. A funnel.

2.2 Funnels

The competitive complexity of the street problem can be shown to be the same as
for a subclass of streets called funnels [26]. A funnel consists of two convex chains
starting from s at an opening angle of φ0, that extend outwards; see Fig. 1. Inside
the funnel the robot sees two foremost vertices, vl and vr, at an angle φ > φ0. It
knows that vl belongs to the left, and vr to the right boundary chain, but it does
not know behind which of them the target is hidden. As the robot proceeds, vl

and vr may change. Before the robot gets to the lid of the funnel it will be able
to see the target.

Since the walking direction should be within the opening angle, φ, this angle
is always strictly increasing but it never exceeds π. By this property, it is quite
natural to use the opening angle φ for parameterizing a strategy.

For an arbitrary angle φ, let

Kφ :=
√

1 + sinφ .

2.3 An Optimal Strategy

In a funnel with opening angle π the goal is visible and there is a trivial strategy
that achieves the optimal competitive factor Kπ = 1. So we look backwards to
decreasing angles.

Let us assume for the moment that the funnel is a triangle, and that we have
a strategy with a competitive factor of Kφ2 for all triangular funnels of opening
angle φ2. How can we extend this to opening angles φ1 with π ≥ φ2 > φ1 ≥ π

2 ?
Starting with an angle φ1 at point p1 we walk a certain path of length w

until we reach an angle of φ2 at point p2 from where we can continue with the
known strategy; see Fig. 2. We assume, for a moment, that the current left and
right reflex vertices, vl and vr, see also Fig. 1, do not change.
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Fig. 2. Getting from angle φ1 to φ2.

Let l1 and l2 denote the distances from p1 resp. p2 to vl at the left side and r1
and r2 the corresponding distances at the right. If t = vl, the path length from
p1 to t is not greater than w +Kφ2 l2. If now Kφ1 l1 ≥ w +Kφ2 l2 holds and the
analogous inequality Kφ1r1 ≥ w + Kφ2r2 for the right side, which can also be
expressed as

w ≤ min(Kφ1 l1 −Kφ2 l2,Kφ1r1 −Kφ2r2) , (1)

we have a competitive factor not bigger than Kφ1 for triangles with initial open-
ing angle φ1. Surprisingly, (1) is also sufficient for an overall competitive factor
not bigger than Kφ1 , even if vl or vr change.

So the remaining question is, how should we satisfy (1)? Let us be bold and
require

Kφ1 l1 −Kφ2 l2 = Kφ1r1 −Kφ2r2

or, equivalently
Kφ2(l2 − r2) = Kφ1(l1 − r1) . (2)

This condition describes a nice curve that fulfils (1), see Icking et al. [22].
If the starting angle φ0 is smaller than π

2 it suffices to walk along the angular
bisector of φ this also fulfils (1) as shown in Langetepe [30].

To summarize, our strategy for searching a goal in an unknown street works
as follows: for an example see Fig. 3.

Strategy WCA:
If the initial opening angle is less than π

2 , walk along the current angular
bisector of vl and vr until an opening angle of degree π

2 is reached.
Depending on the actual parameters φ0, l0, and r0, walk along the cor-
responding curve defined by condition (2) until one of vl and vr changes.
Switch over to the curve corresponding to the new parameters φ1, l1,
and r1. Continue until the line tl tr is reached.

Theorem 1. By using strategy WCA we can search a goal in an unknown street
with a competitive factor of

√
2 at the most. This is optimal.
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Fig. 3. A street and the path generated by WCA.

s s

Fig. 4. (i) An exploration tour with two obstacles. (ii) A shortest TSP tour for the
same scene.

3 Exploring an Unknown Cellular Environment

Here we study the model of a rather short-sighted robot. We assume that the
environment is given by a polygon, P , which consists of square cells on an integer
grid and which may contain some impenetrable areas, i. e. obstacles.

The robot starts from a cell, s, adjacent to P ’s boundary. From there it can
enter one of the neighboring cells, and so on. Once inside a cell, the robot knows
which of its 4 neighbors exist and which are boundary edges. The robot’s task
is to visit each cell inside P and to return to the start; see Fig. 4 (i) for an
example. This example shows a tour that visits each cell at least once, and we
are interested in producing an exploration tour as short as possible.

Even though our robot does not know its environment in advance it is inter-
esting to ask how short a tour can be found in the offline situation, i. e. when the
environment is already known. This amounts to constructing a shortest traveling
salesperson (TSP) tour on the cells.
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If the polygonal environment contains obstacles, the problem of finding such
a minimum length tour is known to be NP-hard [25] and there are some approx-
imation schemes [2,3,18,36].

In a simple polygon without obstacles, the complexity of constructing of-
fline a minimum length tour seems to be open. There are, however, some results
concerning the related Hamiltonian cycle and path problems [14,44] and approx-
imations [2,38].

3.1 The Competitive Complexity

The following result holds true no matter if the robot must return to the start
or not.

Theorem 2. The competitive complexity of exploring an unknown cellular en-
vironment with obstacles equals 2.

Proof. Even if we do not know the environment we can apply depth first search
(DFS) to the cell graph7. This results in a complete traversal of a tree on C
nodes, where C is the number of cells. Such a traversal takes 2C−2 steps. Since
the shortest tour needs at least C steps to visit all cells and to return to s, DFS
turns out to be competitive with a factor of 2.

On the other hand, 2 is also a lower bound for the competitive factor of any
strategy. To prove this, we construct a special cell graph which depends on the
behavior of the strategy. The start position s is situated in a long corridor of
width 1. We fix a large number Q and observe how the strategy explores the
corridor. Two cases are distinguished.

Case 1: The robot comes back to s some time after having made at least Q
and at most 2Q steps. At this time, we close the corridor such that there are
only two unvisited cells, one at each end, see Fig. 5 (i). Let R be the number of
cells visited at this point. The robot has already made at least 2R− 2 steps and
needs another 2R steps to visit the two remaining cells and to return to s while
the shortest tour needs only 2R steps to accomplish this task.

Case 2: In the remaining case the robot, more or less, concentrates on one end
of the corridor. Let R be the number of cells visited after 2Q steps. At that time,
we add a fork at a cell b just behind the farthest visited cell on the corridor,
see Fig. 5 (ii). Two paths arise which turn back and run parallel to the long
corridor. If the robots comes back to s before exploring one of the two paths,
then an argument analogous to Case 1 applies. Otherwise, one of the two paths
will eventually be explored till the end at a cell e where it turns out that it is
connected to the other end of the first corridor. At this time, the other path is
fixed to be a dead end of length R′ which closes just one cell after the last visited
cell, e′.

7 The nodes of the graph are the cells, two nodes are joined by an edge if their cells
lie side by side.
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Fig. 5. Proving the lower bound of 2 for the competitive factor.

From e, the robot must still walk to the other end of the corridor and visit
the dead end, and then return to s. Eventually, it will have walked at least four
times the length of the corridor, R, plus four times the length of the dead end,
R′. The optimal path only needs 2R + 2R′, apart from a constant number of
steps.

In any case the competitive factor tends to 2 while Q goes to infinity.

Now consider the case where the robot is not forced to return to the startpoint
after the exploration is finished. This problem has also a competitive complexity
of 2.

Again DFS provides the upper bound. Now the lower bound is even easier to
prove. We let the robot explore the lenghty corridor of Fig. 5 (i). If it passes the
start cell, s, every so often, we proceed as before and close the corridor, leaving
one unexplored cell at either end. Then the robot still has to spend the same
amount of work the optimum solution needs. Otherwise, the robot concentrates
on—say—the right part of the corridor. Then we let it run for a while, and
eventually close it, having one unexplored cell at the left end. To get there, the
robot must backtrack along the very long right part, which is about as costly as
the optimum solution.

3.2 A More Efficient Exploration Strategy

In the previous section we have seen that each exploration strategy can be forced
to make about twice as many cell visits as necessary. On the other hand, the
standard depth first search (DFS) technique makes exactly 2C − 2 steps in any
environment over C cells, while at least C visits are necessary for any strategy.

Yet, we hesitate to call DFS an optimal strategy since the lower bound was
achieved in very thin corridors. For example, an optimum exploration tour for a
rectangle of 3 by m cells makes at most 3m + 1 many steps8, while DFS needs
8 An optimum tour could follow one of the long edges and meander back to the start.

If m is odd, one extra step at the end is unavoidable since each closed tour is of even
length.
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about 6m many steps. In this case the pure competitive analysis leads to the
observation that we have to take the shape of the environment into account.

A simple way of improving DFS would be as follows. When there is no un-
explored cell adjacent to the robot’s current position, it has to backtrack to the
latest unexplored cell encountered on its path, and to resume from there. By the
original DFS algorithm, the robot uses the unique path in the exploration tree
for backtracking. Instead, it could use the shortest path in the environment it
knows of.

In the 3 ×m-rectangle, the resulting strategy DFSO would need an explo-
ration tour of length only 4m, which is quite an improvement. Unfortunately,
this advantage is lost in more general environments. Figure 6 shows an example
of a corridor of width 3 and length m that connects two small rooms. In (i),
the exploration tour generated by DFSO is shown. First, the robot makes a
complete round trip along the wall, cutting off the right part of the right room.
It returns to the right room, and runs out of unexplored cells after clearing its
left part. Now it returns to the left room because there are the unexplored cells
discovered last. Then the robot has to move to the right room again and finish
its right part. Even if the robot were not required to return to the start, a path
of length > 5m would result; if returning is necessary, we are back to the poor
performance of DFS, for large values of m.

To overcome this difficulty, we present a new exploration strategy called
URC. While proceeding with the exploration of new cells, the robot reserves ad-
jacent cells for its return path9. In its forward mode, URC visits unexplored and
unreserved cells by the left-hand rule, preferring a left turn over a straight step
over a right turn. If no unexplored and unreserved cells are adjacent, the robot
enters the backward mode. It follows the shortest known path to the cell reserved
last—in general this cell will be adjacent to the robot’s current position—and
uses the reserved cells for returning. If an unexplored cell is passed on the way,
the robot switches into forward mode, and continues. At each time, the reserved
cells are kept in a stack, sorted by their order of reservation. Figure 6, (ii), shows
the path generated by URC in the corridor example. As by DFSO, the robot first
travels around the wall. When it returns to the left room, the corridor’s center
lane is reserved, in left-to-right order. Now, all cells of the left room that were
not previously reserved, are visited. Only afterwards moves the robot back to
the right room, to get to the remaining cells that were reserved last. Both parts
of the right room are completely finished before the robot follows the reserved
path back to the start. So, it passes the corridor only 4 times.

3.3 The Conjectured Performance of Strategy URC

To distinguish between fleshy and skinny environments we introduce the number
E of boundary edges and the number H of obstacles, in addition to the number
of cells, C. In a fleshy environment, E can be of order

√
C, while it can be as

9 Planning the return path is not only helpful for the final path segment back to the
start; it also helps in getting out of parts of the environment that have been finished.
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(i)

(ii)

Fig. 6. DFSO versus URC.

P ′P P ′′ P ′′′

Fig. 7. Example: decomposing a polygon.

large as 2C in a corridor. We believe that strategy URC can be implemented to
explore any environment by a closed tour of length S such that

S ≤ C +
E

2
+ 3H − 2

holds. We are working towards a proof, using the following approach.
Let P denote the original environment. Now let P ′ denote the environment

that results from P by removing the start cell, s, and all cells that are reserved
for the return path during the first step in P . The start cell, s′, in P ′ is the cell
the robot enters by its first step in P ; see Fig. 7. Now we observe the differences
in the number of steps, cells, edges, and holes, between P and P ′, and check
how the conjectured expression is affected. It turns out that in most cases the
balance is zero. Those situations incurring a negative balance must be counted,
and compared with the situations where the balance is positive. However, this
approach requires the local analysis of quite a few cases, as well as some global
arguments.
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4 Conclusions

Apart from finally settling the exploration problem for cellular environments,
there are some interesting open questions we would like to mention. Both are
addressing a robot with precise and unbounded vision that operates in a polyg-
onal environment containing polygonal obstacles.

It was shown by Albers et al. [1] that the exploration problem in this model is
of competitive complexity at least

√
H, whereH denotes the number of obstacles.

However, the obstacles used in the proof were extremely long and thin. The first
question is the following: Does the competitive complexity become constant if
we assume that all obstacles are fat or have constant complexity10?

The other question is related to the problem of searching for a target whose
position is unknown. How much does it help to know the environment?
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31. A. López-Ortiz and S. Schuierer. Going home through an unknown street. In Proc.
4th Workshop Algorithms Data Struct., volume 955 of Lecture Notes Comput. Sci.,
pages 135–146. Springer-Verlag, 1995.



258 Christian Icking et al.
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Abstract. The recognition community has long avoided bridging the
representational gap between traditional, low-level image features and
generic models. Instead, the gap has been eliminated by either bringing
the image closer to the models, using simple scenes containing idealized,
textureless objects, or by bringing the models closer to the images, using
3-D CAD model templates or 2-D appearance model templates. In this
paper, we attempt to bridge the representational gap for the domain of
model acquisition. Specifically, we address the problem of automatically
acquiring a generic 2-D view-based class model from a set of images, each
containing an exemplar object belonging to that class. We introduce a
novel graph-theoretical formulation of the problem, and demonstrate the
approach on real imagery.

1 Introduction

1.1 Motivation

The goal of generic object recognition is to recognize a novel exemplar from a
known set of object classes. For example, given a generic model of a coffee cup,
a generic object recognition system should be able to recognize “never before
seen” coffee cups whose local appearance and local geometry vary significantly.
Under such circumstances, traditional CAD-based recognition approaches (e.g.,
[25,29,22]) and the recently popular appearance-based recognition approaches
(e.g., [44,31,27]) will fail, since they require a priori knowledge of an imaged
object’s exact geometry and appearance, respectively. Unfortunately, progress
in generic object recognition has been slow, as two enormous challenges face the
designers of generic object recognition systems: 1) creating a suitable generic
model for a class of objects; and 2) recovering from an image a set of features
that reflects the coarse structure of the object. The actual matching of a set of
salient, coarse image features to a generic model composed of similarly-defined
features is a much less challenging problem.

The first challenge, which we will call generic model acquisition, has been
traditionally performed manually. Beginning with generalized cylinders (e.g.,
[4,1,33,6]), and later through superquadrics (e.g., [34,20,42,24,43,28]) and geons
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(e.g., [3,12,14,13,2,37,47,18,10,5]), 3-D generic model acquisition required the de-
signer to not only identify what features were common to a set of object exem-
plars belonging to a class, but to construct a model, i.e., class prototype, in terms
of those features. The task seems quite intuitive: most cups, for example, have
some kind of handle part attached to the side of a larger container-like part, so
choose some parameterized part vocabulary that can accommodate the within-
class part deformations, and put the pieces together. Although such models are
generic (and easily recognizable1), such intuitive, high-level representations are
extremely difficult (under the best of conditions) to recover from a real image.

The generic object recognition community has long been plagued by this
representational gap between features that can be robustly segmented from an
image and the features that make up a generic model. Although progress in
segmentation, perceptual grouping, and scale-space methods have narrowed this
gap somewhat, generic recognition is as elusive now as it was in its prime in the
1970’s. Back then, those interested in generic object recognition eliminated the
gap by bringing the objects they imaged closer to their models, by removing
surface markings and structural detail, controlling lighting conditions, and re-
ducing scene clutter. Since then, the recognition community has eliminated the
gap by steadily bringing the models closer to the imaged objects, first result-
ing in models that were exact 3-D reproductions (CAD-based templates) of the
imaged objects, followed by today’s 2-D appearance-based templates.

Interestingly enough, both approaches to eliminating this gap are driven by
the same limiting assumption: there exists a one-to-one correspondence between
a “salient” feature in the image (e.g., a long, high-contrast line or curve, a well-
defined homogeneous region, a corner or curvature discontinuity or, in the case
of an appearance-based model, the values of a set of image pixels) and a feature
in the model. This assumption is fundamentally flawed, for saliency in the image
does not equal saliency in the model. Under this assumption, object recognition
will continue to be exemplar-based, and generic recognition will continue to be
contrived.

Returning to our two challenges, we first seek a (compile-time) method for
automatically acquiring a generic model that bridges the representational gap
between the output of an image segmentation module and the “parts” of a
generic model. Next, from an image of a real exemplar, we seek a (run-time
or recognition-time) method that will recover a high-level “abstraction” that
contains the coarse features that make up some model. In this paper, we address
the first challenge – that of generic model acquisition.

1.2 An Illustrative Example

Assume that we are presented with a collection of images, such that each image
contains a single exemplar, all exemplars belong to a single known class, and that
1 Take a look at the object models of Marr and Nishihara [30], Nevatia and Binford

[33], Brooks [6], Pentland [34], or Biederman [3], and you will easily recognize the
classes represented by these models.
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the viewpoint with respect to the exemplar in each image is similar. Fig. 1(a)
illustrates a simple example in which three different images, each containing a
block in a similar orientation, are presented to the system. Our task is to find
the common structure in these images, under the assumption that structure that
is common across many exemplars of a known class must be definitive of that
class. Fig. 1(b) illustrates the class “abstraction” that is derived from the input
examples. In this case, the domain of input examples is rich enough to “intersect
out” irrelevant structure (or appearance) of the block. However, had many or all
the exemplars had vertical stripes, the approach might be expected to include
vertical stripes in that view of the abstracted model.

��� ���

Fig. 1. Illustrative Example of Generic Model Acquisition: (a) input exemplars belong-
ing to a single known class; (b) generic model abstracted from examples.

Any discussion of model acquisition must be grounded in image features.
In our case, each input image will be region-segmented to yield a region adja-
cency graph. Similarly, the output of the model acquisition process will yield a
region adjacency graph containing the “meta-regions” that define a particular
view of the generic model. Other views of the exemplars would similarly yield
other views of the generic model. The integration of these views into an optimal
partitioning of the viewing sphere, or the recovery of 3-D parts from these views
(e.g., see [12,14,13]) is beyond the scope of this paper. For now, the result will
be a collection of 2-D views that describe a generic 3-D object. This collection
would then be added to the view-based object database used at recognition time.

1.3 Related Work

Automatic model acquisition from images has long been associated with ob-
ject recognition systems. One of the advantages of appearance-based modeling
techniques, e.g., [44,31,27,7] is that no segmentation, grouping, or abstraction
is necessary to acquire a model. An object is simply placed on a turntable in
front of a camera, the viewing sphere is sampled at an appropriate resolution,
and the resulting images (or some clever representation thereof) are stored in a
database. Others have sought increased illumination-, viewpoint-, or occlusion-
invariance by extracting local features as opposed to using raw pixel values, e.g.,
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[36,38,32,45]. Still, the resulting models are very exemplar-specific due to the
extreme locality at which they extract and match features (e.g., one pixel or at
best, a small neighborhood around one pixel). The resulting models are as far
from generic as one can get.

In the domain of range images, greater success has been achieved in ex-
tracting coarse models. Generic shape primitives, such as restricted generalized
cylinders, quadrics, and superquadrics have few parameters and can be robustly
recovered from 3-D range data [35,42,24,21,43,11]. Provided the range data can
be segmented into parts or surfaces, these generic primitives can be used to ap-
proximate structural detail not belonging to the class. Unlike methods operating
on 2-D data, these methods are insensitive to perceived structure in the form of
surface markings or texture.

In the domain of generating generic models from 2-D data, there has been
much less work. The seminal work of Winston [46] pioneered learning descrip-
tions of 3-D objects from structural descriptions of positively or negatively la-
beled examples. Nodes and edges of graph-like structures were annotated with
shapes of constituent parts and their relations. As some shapes and relations
were abstractions and specializations of others, the resulting descriptions could
be organized into specificity-based hierarchy. In the 2-D shape model domain, Et-
tinger learned hierarchical structural descriptions from images, based on Brady’s
curvature primal sketch features [17,16]. The technique was successfully applied
to traffic sign recognition and remains one of the more elegant examples of fea-
ture abstraction and generic model acquisition.

1.4 What’s Ahead

In the following sections, we begin by presenting a detailed formulation of our
problem and conclude that its solution is computationally intractable. Next, we
proceed to reformulate our problem by focusing on deriving abstractions from
pairs of input images through a top-down procedure that draws on our previous
work in generic 2-D shape matching. Given a set of pairwise abstractions, we
present a novel method for combining them to form an approximation to the
solution of our original formulation. We demonstrate the approach by applying
it to subsets of images belonging to a known class, and conclude with a discussion
of the method’s strengths and weaknesses, along with a glimpse of where we’re
heading.

2 Problem Formulation

Returning to Fig. 1, let us now formulate our problem more concretely. As we
stated, each input image is processed to form a region adjacency graph (we em-
ploy the region segmentation algorithm of Felzenzwalb and Huttenlocher [19]).
Let us now consider the region adjacency graph corresponding to one input im-
age. We will assume, for now, that our region adjacency graph represents an
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Input image 
containing 
exemplar object

Initial region 
adjacency graph

Lattice representing 
the space of all 
possible region 
adjacency graphs 
resulting from 
merging a pair of 
adjacent regions

The top of the lattice 
is the silhouette (all 
regions merged into 
one)

Lowest 
Common 
Abstraction 
(LCA)

Fig. 2. The Lowest Common Abstraction of a Set of Input Exemplars

oversegmentation of the image (later on, we will discuss the problem of under-
segmentation, and how our approach can accommodate it). Under this assump-
tion, the space of all possible region adjacency graphs formed by any sequence of
merges of adjacent regions will form a lattice, as shown in Fig. 2. The lattice size
is exponential in the number of regions obtained after initial oversegmentation2.

Each of the input images will yield its own lattice. The bottom node in each
lattice will be the original region adjacency graph. In all likelihood, if the exem-
plars have different shapes (within-class deformations) and/or surface markings,
the graphs forming the bottom of their corresponding lattices may bear little or
no resemblance to each other. Clearly, similarity between the exemplars cannot
be ascertained at this level, for there does not exist a one-to-one correspondence
between the “salient” features (i.e., regions) in one graph and the salient features
in another. On the other hand, the top of each exemplar’s lattice, representing
a silhouette of the object (where all regions have been merged into one region),
carries little information about the salient surfaces of the object. Following some
preliminary definitions, our problem can be stated as follows:
2 Indeed, considering the simplest case of a long rectangular strip subdivided into

n + 1 adjacent rectangles, the first pair of adjacent regions that can be merged can
be selected in n ways, the second in n − 1, and so on, giving a lattice size of n!. The
lattice is even larger for more complex arrangements of regions.
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Definitions: Given N input image exemplars, E1, E2, . . . , EN , let L1, L2, . . . ,
LN be their corresponding lattices, and for a given lattice, Li, let Linj be its
constituent nodes, each representing a region adjacency graph, gij . We define a
common abstraction, or CA, as a set of nodes (one per lattice) L1nj1 , L2nj2 , . . . ,
LNnjN

such that for any two nodes Lpnjp
and Lqnjq

, their corresponding graphs
gpjp and gqjq are isomorphic. Thus, the root (silhouette) of each lattice is a com-
mon abstraction. We define the lowest common abstraction, or LCA, as the com-
mon abstraction whose underlying graph has maximal size (in terms of number
of nodes). Note that there may be more than one LCA.

Problem Definition: For N input image exemplars, find the LCA.

Intuitively, we are searching for a node (region segmentation) that is com-
mon to every input exemplar’s lattice and that retains the maximum amount of
structure. Unfortunately, the presence of a single, heavily undersegmented ex-
emplar (a single-node silhouette in the extreme case) will drive the LCA towards
the trivial silhouette CA. In a later section, we will relax our LCA definition to
make it less sensitive to region undersegmentation.

3 The Lowest Common Abstraction of Two Examples

3.1 Overview

For the moment, we will focus our attention on finding the LCA of two lattices;
in the next section, we will accommodate any number of lattices. Since the input
lattices are exponential in the number of regions, actually computing the lattices
is intractable. Our approach will be to restrict the search for the LCA to the
intersection of the lattices, which is much smaller than either lattice, and leads
to a tractable search space. But how do we generate this new “intersection”
search space without enumerating the lattices?

Our solution is to work top-down, beginning with a node known to be in the
intersection set – the root node. If one or both of the roots have no children in the
lattice, i.e., the original region segmented image was already a silhouette, then
the process stops and the LCA is simply the root. However, in most cases, each
root (silhouette) has many possible decompositions, or specializations. We will
restrict ourselves to the space of specializations of each root into two component
regions, and attempt to find a specialization that is common to both lattices.
Again, there may be multiple 2-region specializations that are common to both
lattices; each is a member of the intersection set.

Assuming that we have some means for ranking the matching common spe-
cializations (if more than one exists), we pick the best one (the remainder con-
stituting a set of backtracking points), and recursively apply the process to each
pair of isomorphic subregions. The process continues in this fashion, “pushing”
its way down the intersection lattice, until no further common specializations
are found. This lower “fringe” of the search space represents the LCA of the
original two lattices. In the following subsections, we will formalize this process.
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3.2 The Common Specialization of Two Abstraction Graphs

One of the major components of our algorithm for finding the LCA of two
examples is finding the common specialization of two abstraction graphs. In
this subsection, we begin by formulating the problem as a search for a pair of
corresponding cuts through the two abstraction graphs. Next, we reformulate
the problem as the search for a pair of corresponding paths in the dual graph
representations of the two abstraction graphs. Finally, high search complexity
motivates our transformation of the problem into the search for a shortest path
in a product graph of the two dual graphs. In the following subsections, we
elaborate on each of these steps.

Problem Definition. Our specialization problem can be formulated as follows:
Given a pair of isomorphic graphs G1 and G2 in L1 and L2, find a pair of isomor-
phic specializations of G1 and G2, denoted by H1 ∈ L1 and H2 ∈ L2, if such a
pair exists. Two decompositions (in general, two region adjacency graphs) are iso-
morphic if their corresponding regions have similar shapes and similar relations.
For corresponding regions, it is imperative that we define a similarity metric
that accounts for coarse shape similarity. Since the exemplars are all slightly dif-
ferent, so too are the shapes of their abstracted regions. To compute the coarse
shape distance between two regions, we draw on our previous work in generic
2-D object recognition [40,39,41], in which distance is a weighted function of a
region’s part structure and part geometry. For relational (or arc) similarity, we
must check the relational constraints imposed on pairs of corresponding regions.
Such constraints can take the form of relative size, relative orientation, or de-
gree of boundary sharing. We implicitly check the consistency of these pairwise
constraints by computing the shape distance (using the same distance function
referred to above) between the union of the two regions forming one pair (i.e.,
the union of a region and its neighbor defined by the arc) and the union of the
two regions forming the other. If the constraints are satisfied, the distance will
be small.

The Search for Corresponding Graph Cuts. The decomposition of a re-
gion into two subregions defines a cut in the original region adjacency subgraph
defining the region. Unfortunately, the number of possible 2-region decomposi-
tions for a given region may be large, particularly for nodes higher in the lattice.
To reduce the computational complexity of finding a pair of corresponding cuts,
we will restrict ourselves to cuts that generate regions that are simply connected
in the topological sense, i.e., they have no internal “holes”. Despite this restric-
tion, the complexity is still prohibitive, and we need to take further measures to
simplify our formulation.

The Search for Corresponding Paths in a Dual Graph. To find a pair
of corresponding cuts, we first define a dual graph to be any graph with the
property that a cut in the original graph can be generated by a path in its



8 Yakov Keselman and Sven Dickinson

dual graph3. Thus, finding a pair of corresponding cuts in the original graphs
reduces to finding a pair of corresponding paths in their dual graphs. Moreover,
our restriction of open cuts (preventing holes) will result in a corresponding
restriction (preventing cycles) on the paths in the dual graphs. Before we discuss
how to generate a dual graph, which we visit in a later section, we will assume
that the dual graphs exist and proceed to find a pair of corresponding paths in
the dual graphs.

The Product Graph of Two Dual Graphs. Our transformation to the
dual graph has not affected the complexity of our problem, as there could be
an exponential number of paths in each dual graph, leading to an even larger
number of possible pairs of paths (recall our checkerboard example). Rather than
enumerating the paths in each dual graph and then enumerating all pairs, we will
generate the pairs directly using a heuristic that will generate more promising
pairs first. To accomplish this, we define the product graph of two dual graphs,
such that each path in the product graph corresponds to a pair of paths in the
dual graphs. Moreover, with suitably defined edge weights in the product graph,
we can ensure that paths resulting in nearly optimal values of an appropriately
chosen objective function will correspond to more promising pairs of paths in
the dual graphs.

The product graph G = G1 × G2 = (V,E) of graphs G1 = (V1, E1), G2 =
(V2, E2) is defined as follows:

V = V1 × V2 = {(v1, v2) : v1 ∈ V1, v2 ∈ V2}
E = {((u1, u2), (v1, v2)) : (u1, v1) ∈ E1, (u2, v2) ∈ E2} ∪

{((v1, u2), (v1, v2)) : v1 ∈ V1, (u2, v2) ∈ E2} ∪
{((u1, v2), (v1, v2)) : (u1, v1) ∈ E1, v2 ∈ V2}

Hence, a simple path (u1,v1) → (u2,v2) → · · · → (un,vn) in the product graph
corresponds to two sequences of nodes in the initial dual graphs, u1 → u2 →
· · · → un and v1 → v2 → · · · → vn which, after the elimination of successive
repeated nodes, will result in two simple paths (whose lengths may be different)
in the initial dual graphs.

Algorithm for Finding the Common Specialization. Notice that a path
that is optimal with respect to an objective function defined in terms of edge
weights of the product graph may result in unacceptable partitions. Therefore, we
will evaluate several near-optimal paths in terms of similarity of regions resulting
from the partitions. Our generic algorithm for finding the common specialization
of two abstraction nodes is shown in Algorithm 1. In the following sections, we
will elaborate on a number of components of the algorithm, including the choice
of a dual graph, edge weights, and the objective function.
3 While our definition agrees in principle with the usual notion of the dual graph for

planar graphs [23], we have chosen a more flexible definition which does not prescribe
its exact form.



Generic Model Abstraction from Examples 9

Algorithm 1 A Generic Algorithm for Finding a Common Specialization
1: Let A1, A2 be subgraphs of the original region adjacency graphs that correspond

to isomorphic vertices of the abstraction graphs.
2: Let G1, G2 be dual graphs of A1, A2.
3: Form the product graph G = G1 × G2, as described above.
4: Choose an objective function f , compute edge weights wi, and select a threshold

ε > 0.
5: Let Pf be the optimal path with respect to (f, {wi}) with value F (Pf ).
6: Let P = Pf
7: while |f(P ) − f(Pf )| < ε do
8: Let P1 and P2 be the paths in G1, G2 corresponding to P .
9: Let (V1, W1) and (V2, W2) be the resulting cuts in A1, A2

10: if region V1 is similar to region V2, and region W1 is similar to region W2, and
arcs (V1, U

i
1), (V2, U

i
2) are similar for all isomorphic neighbors U i

1, U i
2 of V1, V2

respectively, and arcs (W1, U
i
1), (W2, U

i
2) are similar for all isomorphic neighbors

U i
1, U i

2 of W1, W2 respectively then
11: output decompositions (V1, W1) and (V2, W2).
12: return
13: end if
14: Let P be the next optimal path with respect to (f, {wi}).
15: end while
16: output “no non-trivial specialization is found”.

Choosing a Dual Graph. We now turn to the problem of how to define a
dual graph of an abstraction graph. In this section, we will present two alterna-
tives. However, before describing these alternatives, we must first establish some
important definitions, in conjunction with Fig. 3.

– A region pixel is a boundary pixel if its 8-connected neighborhood contains
pixels belonging to one or more other regions.

– At a given step, our algorithm for computing the LCA of two examples will
focus on a connected subgraph of the input region adjacency graph. A region
belonging to this subgraph is called a foreground region, while any region not
belonging to this subgraph is called a background region.

– A boundary pixel of a region is exterior if it is adjacent to a background
region; it is interior otherwise.

– A boundary segment of a region is a contiguous set of its boundary pixels,
and is interior if all its points (except possibly for the endpoints) are such.

– A junction is a point whose neighborhood of a fixed radius r includes pixels
from at least 3 different regions4. If one or more of the regions are back-
ground, the junction is exterior ; otherwise, it is interior.

4 The radius r is a parameter of the definition and should be chosen so as to counteract
the effects of image noise. In the ideal case, the immediate neighbors of the junction
point will belong to 3 different regions, which may not be true if the boundaries of
the regions are noisy.
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1(ext)2(ext)
3(int)

4(int)

5(ext)

6(ext)

7(int)

8(ext)

Fig. 3. Illustration of Basic Definitions. All the regions belonging to the cube are
foreground. Junctions are labeled as either interior or exterior. The boundary segments
between junctions 2 and 4, and 4 and 7 are interior, while those between 1 and 5, and
5 and 8 are exterior.

Our initial choice for a dual graph representation was a junction graph:

– The junction graph of a region adjacency graph is a graph whose nodes rep-
resent region junctions and whose arcs are those internal boundary segments
that connect junctions5.

Fig. 4 illustrates a junction graph. Since a path between two exterior junctions
along internal boundary segments separates regions into two disjoint groups, a
path in the junction graph between nodes corresponding to external junctions
generates a cut in the region adjacency graph. Thus, the junction graph is dual
to the region adjacency graph.

Despite the simplicity and intuitive appeal of the junction graph, it poses
some limitations. For example, consider the different types of edges that arise
in the product graph. Looking back at its definition, we notice that some edges
are of type “edge-edge”, corresponding to the ((u1, u2), (v1, v2)) terms, while
others are of type “node-edge”, corresponding to the ((v1, u2), (v1, v2)) and
((u1, v2), (v1, v2)) terms. Since edge weights in the product graph will be based
on node and edge data in the dual graphs, a definition of an edge weight in
the junction graph that will result in acceptable paths will require sufficiently
precise geometric alignment of the object silhouettes, such that junctions and
internal boundary segments are closely aligned6. However, such a close align-
ment is unlikely, with both the shapes and locations of the boundary segments
varying across exemplars. As boundary segments possess not only positional but
also local shape information, below we define a graph whose edges and nodes
carry information about internal boundary segments.

If we define a graph on undirected boundary segments, i.e., take boundary
segments as nodes and define node adjacency according to the adjacency of
5 There can be multiple arcs between two nodes corresponding to different internal

boundary segments connecting the two junctions.
6 A simpler, watershed-like method, where blurred dark region boundaries are overlaid

on top of each other, and darkest curves are found, might also be applicable.
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1

3
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(a) (b)

Fig. 4. The Dual Graph of a Region Adjacency Graph. (a) Segmented image with a
path between external junctions shown in black. (b) Junction graph overlaid on the
region adjacency graph, with the corresponding path in the junction graph shown in
black. The path edges cut the region adjacency graph (at the dashed edges) into two
parts, one whose nodes are square and shaded and one whose nodes are circular and
unshaded.

the corresponding boundary segments, then many paths in the dual graph will
not result in cuts in the region adjacency graph due to the presence of 3-cycles
occurring at junction points. Although these unacceptable paths can be modified
to produce cuts in the region adjacency graph, they may still be generated among
near-optimal paths, thus decreasing the overall efficiency. Orienting boundary
segments, i.e., splitting each undirected boundary segment into two directed
copies, eliminates the problem, leading to the following alternative dual graph:

– The boundary segment graph of a region adjacency graph has directed inter-
nal boundary segments of the regions as its node set (two nodes per undi-
rected internal boundary segment), and an edge from boundary segment b1
to b2 if the ending point of b1 coincides with the starting point of b2, unless
b1 and b2 are directed versions of the same undirected boundary segment, in
which case they are not adjacent. Nodes of the graph are attributed with the
corresponding boundary segments, while an edge is attributed with the union
of the adjacent boundary segments corresponding to the nodes it spans.

The directed boundary segment graph possesses the interesting property that
for each path starting at a node v1 and ending at a node v2, there is a “reverse
directed” path starting at the duplicate of v2 and ending at the duplicate of v1,
which is characteristic of undirected graphs. An example of a boundary segment
graph is given in Fig. 5.

Assigning Edge Weights to the Product Graph. Consider now the task
of defining edge weights so that optimal paths will result in regions of similar
shape. The minimal requirement that shape similarity imposes on the paths
is that their shapes are similar and that they connect “corresponding points”
on the object’s silhouettes. Despite the fact that corresponding contours are
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(a) (b)

Fig. 5. Two Possible Boundary Segment Graphs. Nodes representing boundary seg-
ments are placed on or near the segments. A path between any two green nodes in
both graphs corresponds to a cut in the region adjacency graph. Notice that in the
undirected version, (a), cycles have no meaningful interpretation in terms of curves in
the original image. The directed acyclic version of the same graph, (b), in which each
boundary segment is duplicated and directed, eliminates this problem.

unlikely to be closely aligned, their proximity in both shape and position can
be taken into account. We therefore define edge weights as a combination of
metrics reflecting the amount of rigid displacement and the amount of non-rigid
transformation required to align one boundary segment with another. Due to the
special type of the initial boundary segment graphs, whose nodes and edges are
both attributed with boundary segments, it is sufficient to define distances on
pairs of boundary segments from different images. We employ a simple Hausdorff-
like distance between the two boundary segments, yielding a local approximation
to the global similarity of the regions.

Choosing an Objective Function. In our dual graph, smaller edge weights
correspond to pairs of more similar boundary segments. This leads to a number
of very natural choices for an objective function, if we interpret edge weights
as edge lengths. The total path length, tl(p) =

∑
pi∈p

l(pi), is a well-studied
objective function [9]. Fast algorithms for generating successive shortest and
simple shortest paths are given in [15,26]. However, the above objective function
tends to prefer shorter paths over longer ones, assuming path edges are of equal
average length. For our problem, smaller paths will result in smaller regions being
cut off, which is contrary to our goal of finding the lowest common abstraction7.

To overcome this problem, we turn to a different objective function that mea-
sures the maximum edge weight on a path, ml(p) = maxpi∈p

l(pi). A well-known
modification8 of Dijkstra’s algorithm [9] finds paths of minimal maximum edge
weight (minmax paths) between a chosen node and all other graph nodes, and
7 A small region is unlikely to be common to many input exemplars.
8 Instead of summing up edge weights when determining the distance to a node, it

takes their maximum.
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has the same complexity, O(|E| + |V | log |V |), as the original algorithm. How-
ever, efficient algorithms for finding successive minmax paths are not readily
available. Leaving development of such an algorithm for the future, we will em-
ploy a mixed strategy. Namely, we find pairs of nodes providing near-optimal
values of the objective function, and along with the minmax path between the
nodes we also generate several successive shortest paths between them. For this,
we use Eppstein’s algorithm [15], which generates k successive shortest paths
between a chosen pair of nodes in O(|E|+ |V | log |V |+ k log k) time. The mixed
strategy, whose overall complexity is O(|V |(|E| + |V | log |V |)) for small k, has
proven to be effective in preliminary empirical testing.

3.3 Algorithm

Now that we have fully specified our algorithm for finding a common specializa-
tion of two abstraction graphs, we will embed it in our solution to the problem of
finding the LCA of two examples. Recall that our solution to finding the LCA of
two examples computes the intersection of the respective lattices in a top-down
manner. Beginning with the two root nodes (the sole member of the initialized
intersection set), we recursively seek the “best” common specialization of these
nodes, and add it to the intersection set. The process is recursively applied to
each common specialization (i.e., member of the intersection set) until no further
common specializations are found. The resulting set of “lowest” common spe-
cializations represents the LCA of the two lattices. The procedure is formalized
in Algorithm 2.

Algorithm 2 Finding the maximal common abstraction of two region adjacency
graphs.
1: Let A1, A2 be the initial region adjacency graphs.
2: Let G1, G2 denote abstraction graphs belonging to abstraction lattices, L1 and L2

respectively.
3: Let G0

1, G0
2 be the topmost nodes of the lattices.

4: Let G1 = G0
1, G2 = G0

2.
5: while there are unexplored non-trivial isomorphic nodes u1 ∈ G1, u2 ∈ G2 do
6: Let U1 and U2 be the corresponding subgraphs of A1, A2.
7: if there is a common specialization U1 = V1 ∪ W1 and U2 = V2 ∪ W2 then
8: Split the nodes u1 ∈ G1, u2 ∈ G2 by forming the specialization graphs H1 =

(G1 − {u1}) ∪ {v1, w1}, H2 = (G2 − {u2}) ∪ {v2, w2} with edges established
using A1, A2.

9: Let G1 = H1, G2 = H2, and goto 5.
10: end if
11: end while
12: output G1, G2.
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(a) (b)

(a) (b)

Fig. 6. The straightforward computation of the Lowest Common Abstraction of exem-
plars (a)-(d) gives the exemplar in (d). However, (c) is the Lowest Common Abstraction
of exemplars (a)-(c), and therefore is more representative.

4 The LCA of Multiple Examples

So far, we’ve addressed only the problem of finding the LCA of two examples.
How then can we extend our approach to find the LCA of multiple examples?
Furthermore, when moving towards multiple examples, how do we prevent a
“noisy” example, such as a single, heavily undersegmented silhouette from de-
railing the search for a meaningful LCA? To illustrate this effect, consider the
inputs (a)-(d) shown in Fig. 6. If the definition of the pairwise LCA is directly
generalized, thus requiring the search for an element common to all abstraction
lattices, the correct answer will be the input (d). However, much useful structure
is apparent in inputs (a)-(c); input (d) can be considered to be an outlier.

To extend our two-exemplar LCA solution to a robust (to outliers), multi-
exemplar solution, we begin with two important observations. First, the LCA
of two exemplars lies in the intersection of their abstraction lattices. Thus, both
exemplar region adjacency graphs can be transformed into their LCA by means
of sequences of region merges. Second, the total number of merges required to
transform the graphs into their LCA is minimal among all elements of the inter-
section lattice. Our solution begins by relaxing the first property. We will define
the LCA of a set of region adjacency graphs to be that element in the intersec-
tion of two or more abstraction lattices that minimizes the total number of edit
operations (merges or splits) required to obtain the element from all the given
exemplars. As finding the desired abstraction according to this definition would
still involve the construction of many abstraction lattices, whose complexity is
intractable, we will pursue an approximation method.

Consider the closure of the set of the original region adjacency graphs under
the operation of taking pairwise LCA’s. In other words, starting with the initial
region adjacency graphs, we find their pairwise LCA’s, then find pairwise LCA’s
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1
2

3

2

5
4

3

Fig. 7. Embedding Region Adjacency Graphs and their Pairwise LCA’s in a Weighted
Directed Acyclic Graph. The center node is the median, as its distance sum value is
3 + 1 + 2 + 2 = 8, while the sum is 5 + 3 + 4 + 0 = 12 for the topmost node.

of the resulting abstraction graphs, and so on (note that duplicate graphs are
removed). We take all graphs, original and LCA, to be nodes of a new closure
graph. If graph H was obtained as the LCA of graphs G1 and G2, then directed
arcs go from nodes corresponding to G1, G2 to the node corresponding to H in
the closure graph.

Although a graph may not be directly linked to all of its abstractions, if H
is an abstraction of G, there is a directed path between the nodes corresponding
to G and H. Thus, any abstraction is reachable from any of its specializations
by a directed path. Each edge in the closure graph is assigned a weight equal to
the merge edit distance that takes the specialization to the abstraction. The edit
distance is simply the difference between the numbers of nodes in the specializa-
tion graph and the abstraction graph. As a result, we obtain a weighted directed
acyclic graph. An example of such a graph, whose edges are shown directed from
region adjacency graphs to their LCA’s, is given in Fig. 7.

Given such a graph, the robust LCA of all inputs will be that node that min-
imizes the sum of shortest path distances from the initial input region adjacency
graphs. In other words, we are looking for the “median” of the graph. Note that
the resulting solution is bound to lie in the constructed graph, and therefore may
be only an approximation to the true answer. To find a possibly better solution,
one must consider a supergraph of the closure graph. Algorithm 3 computes the
LCA for a set of input examples.

To prove correctness of the algorithm, we must prove that the distance sum
for the output node is minimal. Adopting the convention that edges are directed
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Algorithm 3 Finding the median of the closure graph
1: Let the sink node, s, be the topmost node in the closure graph.
2: Solve the “many-to-one” directed shortest path problem on the graph with the

source nodes being the original adjacency graphs and with the specified edge
weights. Find the distance sum, DS(s), for the sink node.

3: Similarly, find distance sums, DS(si), for all unexplored si ∈ N(s).
4: if mini(DS(si)) ≥ DS(s) then
5: return s
6: else
7: Let s = arg mini DS(si).
8: goto 2.
9: end if

towards the current sink node, we denote R1, . . . , Rk to be those nodes whose
outgoing edges point directly to the sink, and denote L1, . . . , Lk to be subgraphs
with nodes R1, . . . , Rk as their roots (Li will consist of all nodes having Ri as
their abstraction). It suffices to prove that if DS(sink) > DS(Ri) and DS(Ri) ≤
DS(Rj) for all j, then a solution lies in Li.

Consider the original problem restricted to Li’s and call the restricted ob-
jective function of the i-th problem DSi. The values of the objective functions
approximately satisfy the following relations:

DS(Ri) =
k∑

j=1

DSj(Rj) + 2(k − 1)− F (i) (1)

Here 2(k − 1) comes from the fact that to get from an element of Lj , that is
not in Li, to Ri, we must necessarily pass through the two edges connecting the
sink node to Li, Lj . F (i) is the sum of shortest path distances from the original
nodes to Ri taken over the nodes that belong to both Li and Lj (for some
i �= j). Under the assumption DS(Ri) ≤ DS(Rj), we have that F (i) ≥ F (j),
which means that Li wholly contains at least as many shortest paths as any
other Lj . This, in turn, implies that a node minimizing the original objective
function will lie in Li.

To analyze the complexity of the algorithm, notice that the first step, i.e.,
finding the distance sum to the topmost node, can be performed in linear time
in the graph size, since the closure graph is a directed acyclic graph, and the
single source shortest path problem in such graphs can be solved in O(|V |+ |E|)
time [9]. Since the algorithm can potentially examine a constant fraction of the
graph nodes (consider the case of a line graph), the total running time can be
as high as O(|V |(|V |+ |E|)). The complexity can be somewhat reduced by using
the relations (1). The average case complexity will depend on the particular
distribution of the initial data and is beyond the scope of this paper. In practice,
the algorithm stops after a few iterations.

The possibility that the size of the generated graph is exponential in the size
of the initial region adjacency graphs cannot be ruled out. This could happen,
for example, when the images are segmented too finely, and different pairs of
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region adjacency graphs are abstracted to similar but unequal graphs. We hope
to address this issue in the future. Alternatives include resegmenting the images
when the size of the generated closure graph exceeds a threshold value, and
subsampling the graph in a randomized fashion.

5 Experiments

In this section, we begin by showing two results of our approach applied to syn-
thetic image data, and follow that with two results using real image data. As
mentioned before, images were region segmented using the approach of Felzen-
zwalb and Huttenlocher [19]. For the experimental results shown below, consid-
erable parameter tuning in the region segmentation algorithm was performed to
avoid region oversegmentation.

5.1 Synthetic Imagery

The first input exemplar set to our program consisted of four synthetic images
of books, whose segmentations are shown as rectangular nodes with black, bold
outline in the closure graph, shown in Fig. 8. The other two nodes are the LCA’s
of each pair of nodes just below them. Edges of the graph are labeled with the
merge edit distance between the nodes, while nodes are labeled with the distance
sum value. Although the three upper nodes are labeled with the same minimal
value, 9, the upper node is optimal according to the algorithm. Our computed
LCA agrees with our intuition given the input set.

The next input set to our program consists of four images of bottles, whose
segmented versions are shown as rectangular nodes with black, bold outline in
the closure graph, shown in Fig. 9. The fifth, upper node is the LCA of the two
nodes just below it. Again, edges of the graph are labeled with the merge edit
distance between the nodes, while nodes are labeled with the distance sum value.
The center node, with rounded corners and boldest outline, is optimal according
to the algorithm.

On the positive side, the computed LCA preserved all features present in the
majority of the inputs. For example, the four rectangular stripes, into which the
region segmentation algorithm segmented the label of the bottle, are preserved,
as is the region corresponding to the cork. However, on the negative side, the
subdivision of the label into four stripes is undesirable, as it does not correspond
to a partition of the object into meaningful structure based on coarse shape.
This is more a limitation of the original exemplar set. As was pointed out ear-
lier, our algorithm finds the finest-level common structure present in the input
region adjacency graphs, which may not correspond to the desired shape-based
structure. If additional examples of bottles were available, in which the label
was not segmented into several pieces or was segmented very differently, a more
appealing answer would likely have resulted.
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Fig. 8. The LCA of Multiple Books. The upper node is optimal. See text for details.

5.2 Real Imagery

We now turn to two examples of our approach applied to real imagery. In the
figures below, each of the two rows corresponds to one entry, the first column
containing the original intensity image, the second column containing its region
segmentation, and the third column containing the LCA of the two region seg-
mentations (although each lattice’s LCA is shown for completeness, either one
could be chosen for inclusion in a database).

In the first example, we compute the LCA of two input image exemplars, as
shown in Fig. 10. The computed LCA captures the coarse structure with one
exception. The ideal LCA would assign the handle two regions rather than one.
The reason the “hole” was left out of the handle is that the shape matching mod-
ule found that the “handle silhouette” regions (i.e., the union of the handles with
their holes) were sufficiently similar in shape, while the two-region (handle,hole)
representation was found to exceed the shape dissimilarity threshold. This is a
deficiency of the current implementation of the shape similarity module, and it
will be eliminated in the near future.

Our second example, again computing the LCA of two exemplars, is shown in
Fig. 11. In this case, the results deviate more significantly from our expectation.
For example, the handle of the second cup was not segmented from the body
of the cup. This illustrates the need for a region splitting operation, which we
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Fig. 9. The LCA of Multiple Bottles. The node in the center, with rounded corners, is
optimal. See text for details.

discuss in the next section. Notice, however, that even if the second cup was
better segmented, the segmentation of the first cup would have prevented the
algorithm from obtaining the correct abstraction, since the handle of the first
cup is directly attached to the top portion, while in the second cup, it is attached
to the body portion. In this case, a split would be required on the first cup. The
other undesirable feature computed in the LCA is the stripe at the bottom of
the LCA. As has been already mentioned, this stripe would disappear if there
were other examples, most of whom lacked the stripe.

6 Limitations

There are a number of limitations of our proposed approach that deserve men-
tioning. As we discussed earlier in the paper, we have assumed that a lattice can
be formed from an input region adjacency graph through a sequence of adjacent
region merge operations. However, this assumes that the input region adjacency
graph is oversegmented. This is a limiting assumption, for lighting effects and
segmentation errors can lead to region undersegmentation9. Granted, our algo-
9 Frequent undersegmentation of our input data was the main reason we did not use

the segmentation algorithm of Comaniciu and Meer [8]



20 Yakov Keselman and Sven Dickinson

Original images Initial segmentations Resulting LCA

Fig. 10. The LCA of Two Cups.

Original images Initial segmentations Resulting LCA

Fig. 11. The LCA of Two Cups.

rithm for computing the LCA of multiple examples, through its search for the
median of the closure graph, can avoid the influence of an undersegmented ex-
ample, such as a silhouette. Nevertheless, a more direct approach to recovering
from region undersegmentation would be appropriate. Such an approach might
decompose selected regions in each input exemplar into a set of subregions which
could remain intact, merge with each other, or merge with other neighbors. Al-
though discretion must be exercised in selecting which regions should be split
(undue oversegmentation would result in a much more complex and possibly
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ineffective input graph), we are fortunate in that the shock graph representation
of regions specifies a finite number of splits (branches in the shock graph, which
can be severed).

A second limitation involves the method by which a common specialization
of two graphs is found. Recall that this consists of finding corresponding paths
through two graphs that yield matching subregions. In order to reduce the com-
plexity of examining a possibly exponential number of corresponding paths (not
to mention application of the shape similarity function), we reformulated the
problem as a search for the shortest path in a product graph. The limitation
arises from the fact that in order to make the search tractable, our edge weights
capture local information. Thus, although the algorithm may find a global mini-
mum path, such a path may not represent the best cut. We are investigating the
incorporation of additional information into the edge weights, including more
global shape information.

Finally, more experimentation is needed to better understand the perfor-
mance of the framework as a function of the number and nature of the input
exemplars. For example, although the algorithm for finding the LCA of mul-
tiple examples (i.e., the median of the closure graph) can theoretically handle
any number of input exemplars, our experiments to date have included only a
few input exemplars. Experiments using larger numbers of input exemplars are
necessary to establish the performance of the algorithm. In addition, although
our experiments to date have included some undersegmentation and overseg-
mentation, we have not evaluated the performance of the entire framework as a
function of degree of segmentation error. A more thorough set of experiments,
parameterized in terms of number of exemplars and degree of segmentation error,
is essential before the approach can be fully evaluated.

7 Conclusions

The quest for generic object recognition hinges on an ability to generate abstract,
high-level descriptions of input data. This process is essential not only at run-
time, for the recognition of objects, but at compile time, for the automatic
acquisition of generic object models. In this paper, we address the latter problem
– that of generic model acquisition from examples. We have introduced a novel
formulation of the problem, in which the model is defined as the lowest common
abstraction of a number of segmentation lattices, representing a set of input
image exemplars. To manage the intractable complexity of this formulation, we
focus our search on the intersection of the lattices, reducing complexity by first
considering pairs of lattices, and later combining these local results to yield an
approximation to the global solution. We have shown some very preliminary
results that compute a generic model from a set of example images belonging to
a known class. Although these results are encouraging, further experimentation
is necessary and a number of limitations need to be addressed.

Our next major step is the actual recognition of the derived models from a
novel exemplar. Our efforts are currently focused on the analysis of the conditions
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under which two regions are merged. If we can derive a set of rules for the
perceptual grouping of regions, we will be able to generate abstractions from
images. Given a rich set of training data derived from the model acquisition
process (recall that the LCA of two examples yields a path of region merges), we
are applying machine learning methods to uncover these conditions. Combined
with our model acquisition procedure, we can close the loop on a system for
generic object recognition which addresses a representational gap that has been
long ignored in computer vision.
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Abstract. This paper presents the framework of the new context-based
reasoning components of the GRUFF (Generic Recognition Using
Form and Function) system. This is a generic object recognition system
which reasons about and generates plans for understanding 3-D scenes of
objects. A range image is generated from a stereo image pair and is pro-
vided as input to a multi-stage recognition system. A 3-D model of the
scene, extracted from the range image, is processed to identify evidence
of potential functionality directed by contextual cues. This recognition
process considers the shape-suggested functionality by applying concepts
of physics and causation to label an object’s potential functionality. The
methodology for context-based reasoning relies on determining the sig-
nificance of the accumulated functional evidence derived from the scene.
For example, functional evidence for a chair or multiple chairs along with
a table, in set configurations, is used to infer the existence of scene con-
cepts such as “office” or “meeting room space.” Results of this work are
presented for scene understanding derived from both simulated and real
sensors positioned in typical office and meeting room environments.

1 Introduction

Over the last decade, the GRUFF project has explored the extent to which
representing and reasoning about object functionality can be used as a means
for a system to recognize novel objects and produce plans to interact with the
world. The reasoning behind this approach is that an object’s function is often
a geometric function. The function of a room is to be an enclosing volume.
The function of a chair, desk or table is to be a flat surface at a comfortable
height for sitting, writing, eating, etc. The recognition system can search for the
proper geometric information that fulfills a pre-defined functional requirement.
For example, find a sittable surface so I can rest.

The basic approach is as follows. GRUFF analyzes an object shape to 1)
confirm the existence of required surfaces according to the required function (e.g.
a surface or group of essentially co-planar surfaces of the proper size to support
a sitting person); 2) confirm the relationship of required surfaces according to
the required function (e.g. the handle of a hammer must be below and essentially
orthogonal to the potential striking surface); and 3) confirm the accessibility or
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Fig. 1. The GRUFF project has encompassed the study of function-based reasoning
applied to isolated rigid and articulated complete 3-D shapes, as well as partial 3-D
shapes acquired from range and stereo systems. The area of expansion studied in this
paper is highlighted in the bottom right corner.

clearance of potential functional elements1 (e.g. the rim of the glass or cup must
be accessible in order to use for drinking).

It has been argued that the function-based model is merely a structural
model, specifying the required structure to pass the functional requirement tests.
One can consider the function-based description as a weak structural model,
which specifies not only the minimal required elements of structure and their
relationships, but also the required absence of structure. The wide range of
allowable structure can be best realized through example. Consider the chairs
depicted in the left side of Figure 1. Each is confirmed to have an accessible
sittable surface which can be stably supported essentially parallel to the ground
plane within a certain height range. An accessible back supporting surface which
is essentially orthogonal to the seat is also confirmed. The structure that exists
between the sittable surface and the ground is of no interest to the recognition
system, as long as it in some way provides the support and does not interfere
with the usefulness of the object as a chair. All three of the chairs were identified

1 Functional elements are defined as portions of the object structure identified as
possibly fulfilling the functional requirement.
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Microbot Alpha
five-axis robot arm

SunSPARC Ultra 1 running SunOS 5.x

isolated objects
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structured light scanner projector

+ CCD camera

Fig. 2. The mounted workspace version of the GRUFF system was used to design and
test interaction-based reasoning modules. At the time of its development, the overall
cost of this system was roughly $15,000.

as straight back chairs by GRUFF despite the fact that one chair is supported
by four legs, another by two legs and the third by essentially no legs (i.e. the
hanging basket chair). What is important to remember is that all were recognized
using the same representation.

The GRUFF approach has been methodical, in that initial work confirmed,
using the category chair as the test case, the feasibility of a function-based
representation for object recognition. Ideal (complete 3-D models) of chair and
non-chair objects were tested, with promising results [26]. Over the years the
knowledge base of domains has been extended to include a number of categories
of furniture, dishes and handtools [26,35].

As shown in Figure 1, the GRUFF project began with the study of isolated
3-D objects in simulated environments. The project has evolved to include anal-
ysis of articulated objects such as handtools and objects in real-world scenes
using visual and haptic sensors. Our most recent work included the incorpora-
tion of an Interaction-based Reasoning Subsystem [33]. As shown in Figure 2,
this version of the system was based on individual objects located in a static en-
vironment, utilizing a K2T GRF-2 structured light scanner and Microbot Alpha
five-axis robot arm with workstation-based connectivity. It should be noted that
all versions of GRUFF shown in Figure 1 have operated under an “expectancy
paradigm” where functional evidence derived from bottom-up 3-D shape analy-
sis has instantiated top-down exploratory modules. Although the systems have
always been generative (i.e. capable of recognizing previously unencountered ar-
tifacts), the scope of the sensor-based version has previously been limited to a
mounted workspace environment. This limited its utility to dynamic environ-
ments which mimic the types of applications we envision for the future.
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The next obvious step in the evolution of the GRUFF project has therefore
been to work with scenes rather than isolated objects. Through evaluation of
a scene, the gathering of evidence is guided by cues provided by contextual
information. Allowing multiple objects in a scene implies a high likelihood of
occlusion. It is for this reason we must relax the GRUFF recognition process
to simply find evidence, rather than to require the confirmation of functionality.
The original GRUFF system discontinued probing for evidence of a back support
if a sittable surface could not be identified. This requirement must be relaxed
when considering models composed of multiple objects, as the surface may be
occluded by a table top. Similarly, the requirement of surface accessibility must
also be relaxed.

The key is that the functional evidence that can be observed must exist in
the proper configuration to be considered. Humans do this all the time. When
you walk into a meeting room where chairs are pulled up to the table, you still
infer that it is a table surrounded by chairs. You see the backs of the chairs
but no sittable surfaces to confirm the objects are actually chairs. You use the
contextual information of knowing you are in an office building and expect a table
surrounded by chairs as a common configuration. GRUFF exploits context using
this same reasoning.

The layout of the remainder of the paper is as follows. Sections 2 and 3 explain
related research in function, interaction, and context-based object recognition.
Section 4 provides an overview of the experimental platform and equipment
upon which the GRUFF system is based. Section 5 summarizes the evaluation
techniques and preliminary experimental results of the implemented system.
Finally, Section 6 provides a conclusion and directions for future research.

2 Background

The idea of using function to represent object categories for recognition purposes
is not new. Binford and Minsky, among other researchers, have argued that
object categories are better defined by focusing on the intended functionality of
objects [4,22]. The concept of how the use of function could be integrated into
a computer vision system has matured over the years.

One body of work has looked at problems for which the assumed input is
a complete symbolic description (e.g., a semantic network) of an object and
its functionally relevant parts [38,39]. This well-known work by Winston et al.
explores reasoning by analogy between parts and functional properties of objects.
Rivlin et al. also integrated function and object parts “by combining a set of
functional primitives and their relations with a set of abstract volumetric shape
primitives and their relations” [23].

Another body of work concentrated on producing and recognizing a function-
oriented symbolic description of the object through reasoning about the ‘raw’
shape description rather than decomposing the object into parts. It was assumed
that the input to the problem is a complete 3-D shape description (e.g., a bound-
ary representation) of an object [8,27,28,35,18]. This work bypasses the ‘real’
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vision problem, at least to some extent, by assuming complete shape models as
input.

Functional information gained through an initial evaluation of an object can
be used to help guide interaction with the object. Interaction can then be per-
formed based on hypothesized areas of functional significance [6,17,25,34]. A
recent extension to the GRUFF research project also uses interaction for the
purpose of verifying a functionality that was suggested by the object’s shape
[33]. This differs from the previously mentioned work in that the GRUFF sys-
tem performs shape-based functional object labeling first, as a means to guide
later interaction.

Functionality in object recognition has continued to gain attention as an
alternative to the strict model-based approach. A broad sampling of other work
that falls into this category can be found in the proceedings of the 1993 and
1994 AAAI Workshops on reasoning about object function [1,2] and the special
issue of Computer Vision and Image Understanding on functionality in object
recognition [5,7,12,13,24,23].

Our goal in this work is to further extend the function-based recognition capa-
bilities of the GRUFF system to scenes of objects. This extension undoubtedly
increases the complexity of the task. Cues that aid the process of disregard-
ing irrelevant information in the scene (where relevance is defined according to
the current task) are exploited to narrow the search space. This paper presents
our approach to how context, defined in terms of required functional properties
for a task, can be used to focus processing to verify whether specific geometric
relationships exist that can fulfill the function.

3 Functional Context in Vision

Context is defined as both prior knowledge or background and the present sit-
uation or environment that is relevant to a particular event or action [36]. It
is widely accepted that context can play an important role in the process of
recognition.

The VISIONS image-understanding system, developed at the University of
Massachusetts, was one of the early applications of context-based reasoning to
resolve perceptual ambiguities in a scene [20]. This work incorporated schemas to
capture object descriptions and contextual constraints relevant to prototypical
outdoor and road scenes.

The work by Jensen, Christensen and Nielsen incorporate causal probabil-
ity networks (CPN) along with Bayesian methods to model and interpret con-
texts [16]. The concept of agents-with-instincts was introduced as their control
paradigm. Two agents, an image processor and an interpreter using a CPN, were
used. It was found that “CPNs are very good for modeling scenes consisting of
parts whose interpretation is context dependent.” It was stated that this context
dependence was “fairly easy to represent as conditional probabilities.”

Fischler and Strat note that context was not being used as effectively as it
could be by recognition systems [11]. The focus of their work was in recognizing
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objects in a natural environment using context. Their goal was to design a “per-
ception system that not only recovers shape but also achieves a physical and
semantic understanding of the scene” [11].

The focus of the work discussed in this paper is recognition of human artifacts
instead of natural objects. However, the goal is essentially the same as the above
mentioned work. The desire is to exploit context in the process of achieving a
symbolic labeling of objects in a scene.

There are many different types of context available at different levels of pro-
cessing. For example, in the area of image understanding, Hoogs [14] enumerates
the following types of context that can be exploited:

1. image context (e.g. image resolution, image intensity, viewpoint)
2. geometric context (e.g. models of buildings or objects)
3. temporal context (e.g. time of day, image history)
4. radiometric context (e.g. orientation of the sun, material properties)
5. functionality context (e.g. orientation of vehicles in a parking lot, airport

and railyards have an expected geometry stored as a model along with a
description of the functionality)

Each of these types of context provide cues that aid the system in understanding
the complex image data that must be interpreted. A broad sampling of other
work that falls into this category can be found in the Proceedings of the Workshop
on Context-Based Vision [3].

Our research effort is specifically concerned with demonstrating how func-
tional context can be effectively exploited in the task of object recognition. It
will be shown how functional context strongly influences which geometric rela-
tions are relevant. One of the major problems encountered in computer vision is
discriminating what is really important and what is extraneous information. As
discussed earlier, if the task at hand is to find a chair on which to sit and rest,
the number of legs that support the chair should not be relevant, as long as the
seat is stable. One can also ignore the fancy woodwork that decorates the back
and legs of the chair. That information is not relevant in deciding if the object
can function properly.

For the work being presented here, the task changes slightly. We may desire
to find a meeting room that can accommodate up to ten people around a table.
The first cue would be to find a room that is large enough to hold ten people
which has a large table surface, normally, but not always, situated in the center of
the room. There must be evidence of chairs in the room. Once again, the normal
configuration would be that the chairs are arranged about the table. Supporting
evidence for the chair functional requirement would be sittable surfaces and/or
back supports.

The desire is to be able to capture this type of functional context of scenes
in a representation that can be used in a vision system. In the next section the
function-based recognition system GRUFF-2000, which is an implementation of
such a representation, will be described.
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4 Functionality in the Large:
The Context-Based Framework and Platform

Another way to view the expansion of the GRUFF system is to consider it as
the study of the implementation of a system which can attempt to do scene
understanding by reasoning about “functionality in the large.” The system was
also designed with cost in mind, and a desire to test the platform in more re-
alistic, potentially dynamically changing environments. An overview of the flow
of control in the overall system, which includes both the older interaction-based
modules and the new context-based analysis is provided in Figure 3. The system
is composed of separate subsystems, as follows:

1. Model Building - the subsystem which builds 3-D world models from range
images derived from stereo images of the scene

2. Shape-based Reasoning - the subsystem which performs static shape-based
labeling of the 3-D scene model to identify functionally significant areas in
the space, using scene probes (also called procedural knowledge primitives
or PKPs) which assess clearance; stability; the proximity, dimensions, or
relative orientation of surfaces; and/or the existence of enclosable areas

3. Interaction-based Reasoning - the subsystem which normally uses the visual
and robotic components to perform dynamic confirmation of the 3-D model,
by interacting with the object in the scene and analyzing subsequent 2-D
intensity images

4. Context-based Reasoning - the subsystem which determines and reasons
about the significance of the accumulated functional evidence derived from
the scene

More specifically, the overall flow of the Context-based Reasoning Subsystem
is shown in Figure 4. As an example, the functional label for provides potential
seating can be realized by the acquisition of functional evidence for sittable areas
and/or back support. In this way, partially occluded scene areas do not termi-
nate scene processing. It should be noted that processing will terminate under
two conditions; when no evidence can be found or the measure of the evidence
found is below a specified threshold. Measures are returned by the procedu-
ral knowledge primitives. These measurements are combined for each functional
requirement. For a more detailed description of how evaluation measures are
combined see [26].

To get a better understanding of how the GRUFF recognition system would
work, consider the scene depicted in Figure 4 of a table with nine chairs. It is
actually four tables, but since the work surfaces are co-planar, the system would
merge this into a single work surface. What draws our attention is the large
workspace provided by the tables. GRUFF would label this area as providing
potential work surface. From there, evidence of chairs would be investigated.
GRUFF will try to identify object surfaces that could provide potential seating.
Contextual cues thus drive the system to investigate the area near the work
surface. The best evidence of a chair would be a sittable surface. For this example,
four potential sittable surfaces are observable.
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Fig. 3. The GRUFF system is based on a set of modules which label and reason about
functionally significant areas in the scene. (The example OPUS (Object Plus Unseen
Space) 3-D models shown in the Shape-based Reasoning box include real surfaces seen
in a given view plus surfaces which bound the occluded areas in the scene [15,21])
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Fig. 4. The Context-based Reasoning Subsystem performs scene understanding by
inferring and reasoning about contextual relationships of functional areas in the world
model.

Processing continues by using the sittable surface evidence to find corre-
sponding back support. Only one of the chairs (front left in the scene) has both
a back and seat partially visible. Recognizing this, at this point the system
would have strong evidence of one chair along with weaker evidence for three
other chairs. Processing once again continues, looking for back support areas
that are essentially orthogonal to the work surface and close such that the po-
tential back of the chair is oriented toward the table. This would lend evidence
toward a chair which is situated at the table with its sittable surface hidden
under the table. Three other potential chairs are identified in this way.

Looking at the big picture, the system has identified, to some degree, seven
of the chairs around the table. It should be noted that at this time, GRUFF
restricts the labeling of a potential back support to surface areas which are in
the proper orientation in relationship to a potential sittable surface and surface
areas that are facing the table surface. Therefore, in this scene, two of the chairs
on the right side of the table are not identified.

The recognition processing is guided by traversal of the function-based rep-
resentation captured in the category definition tree depicted in Figure 5. As
shown in Figure 5, incorporating context into the GRUFF structure involved
augmenting the hierarchically stored world information which included base-level
categories such as chairs, tables, etc. (see right side of Figure 5) with functional
definitions of scene concepts such as “office” or “meeting room space” (see left
side of Figure 5). The original GRUFF representation for base-level categories
(see right side of Figure 5) required the identification of the key functional ele-
ments such as the stable support and sittable surface of the chair. The extension
of the system to include functional definitions of scene concepts (see left side
of Figure 5) allows more flexibility. Now the system need only identify poten-
tial work surfaces and potential seating evidence in the proper configuration to
build contextual evidence of an office space. GRUFF can use both left and right
function-based representations; however, the focus of our discussion will be on
traversal of the functional definitions of the scene concept. The confirmation of
this information involves the processing steps summarized in Figure 6.
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Fig. 5. The incorporation of scene concepts such as “business space” or “office” involves
providing a hierarchical definition derived from category concept theory in humans.
The procedural knowledge primitives (PKPs) probe the scene and measure the level of
functional evidence for the category labels at the leaves of this world knowledge tree.

The next section summarizes initial experimental results using both simu-
lated and real data.

5 Experimental Results

In order to design and test the Context-based Reasoning Subsystem, images
derived from both simulated and real sensors positioned in typical office and
meeting room scenes were used. Simulated data utilized to test the system was
derived in two ways:
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Name:   Infer worksurfaces         

Realized  By:  

CONTEXT-BASED REASONING

Name:    Provides_potential_

                      worksurfaces

Type:      FUNCTION LABEL

Realized  By:  
Reasoning  about  3-D   shape

Name:    Provides_potential_seating

Type:      FUNCTION LABEL

Realized  By:  

Reasoning  about  3-D   shape

Fig. 6. The verification plan for an office space in the world.

1. Complete 3-D models, where all faces were considered “real”, with no occlu-
sion surfaces.

2. Partial 3-D models, derived from utilizing a laser range finder (LRF) simula-
tion tool (lrfsim). These models contain both “real” and occlusion surfaces.

The items in (1) would be similar to those types of models which could be
built if the system could move around a scene and combine information from
multiple views. In practical terms, even with this type of combination of data, a
completely accurate model, including all possible occluded surfaces such as the
underside of the table, is unlikely to be recovered. The items in (2) are more
typical of the types of models we expect systems can generate from a single
viewpoint. Observed or real surfaces can be reconstructed by the system as a
first step. The system can then make reasonable estimates of occluded areas,
dependent upon the viewpoint and viewing direction.

Figures 7 and 8 provide examples of such type (2) data. Although the range
image in Figure 7 is derived assuming a perfect sensor, not all derived segmen-
tations are useful for model-building. In this example, pixels associated with the
floor are erroneously merged with object pixels belonging to the chairs. This sub-
sequently caused the Model-Building Subsystem to reject the current viewpoint,
as a valid 3-D could not be created. When this occurs, no further scene analysis
is possible until additional parameter-seeking heuristics can be instantiated.

Alternatively, Figure 8 demonstrates a recovered model for a simpler office
space. In this case, the segmentation produces a reasonable 3-D model for ad-
ditional analysis. From this model, the system finds evidence of a workspace
area and several cues to possible sittable areas (two back support surfaces and
one seat). From the category definition tree for this example, the accumulated
functional evidence supports the recognition of the scene being a possible office.
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complete 3-D shapes simulated range image
(using lrfsim) segmented range image

Fig. 7. Partially successful system result utilizing simulated sensor for a complex meet-
ing room space.

complete 3-D shapes simulated range image
(using lrfsim)

recovered 3-D modelsegmented range image

Fig. 8. System result utilizing simulated sensor for a simpler office space.

As stated earlier, the methodology of the GRUFF research plan is to first
test the feasibility of extensions to the system, such as the scene evaluation
extension, using a controlled (simulated) environment. Our long term goal is
to be able to capture the required 3-D data as well as maneuver about the
environment, gathering additional information as required. Where to look next
would be driven by the results of the function-based analysis of the scene along
with contextual cues. Such a system requires a stereo head and mobile base.

The newer setup we envision (shown pictorially in Figure 9) is currently PC-
based, utilizing a low cost stereo head. We expect the stereo system depicted in
Figure 9 to be mounted on the mobile base shown in the lower left image. We
are in the process of developing such a platform, but in the interim have been
able to acquire stereo images for processing assuming a stationary base. The
real sensor data included here was therefore captured using of pair of wireless
standalone cameras. The cameras were aligned such that the image planes of
the two cameras were essentially co-planar (cameras level and viewing directions
parallel). An example of real data acquired using this stereo pair is depicted in
Figures 10 and 11.

SRI’s (Stanford Research Institute’s) Small Vision System software was then
used to process the stereo pairs in these figures to obtain disparity maps, which
subsequently produced the range images2. One of the characteristics of stereo
vision is that without texture it is difficult if not impossible to extract corre-
spondences to obtain a good disparity map. A trip to our local fabric store

2 Software was acquired from Videre Design.
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stereo camera setup

scenes of objects

mobile platform

PC running Linux 2.x
(wireless connections)

Fig. 9. The newer “world-based” version of the GRUFF-2000 system allows dynamic
movement around a world space. This system is being developed at a more practical
cost of under $3,000.

stereo image pairs disparity image segmented range imagerange image

Fig. 10. System result based on actual stereo images taken of an isolated object in an
office space. This example shows a system failure due to the missing data around the
bottom portion of the seat back.

transformed our office chair and common office scene into a rather wild, but
highly textured scene. This is one of those situations where, as computer vision
researchers, we acknowledge the shortcomings of the current approach but can
say that this approach helped us to test what we were really trying to test -
context in function-based reasoning. Figure 10 represents how lack of texture
affects the segmenter. In this case, there is an area where the back and seat
surfaces meet which lacks texture. This area is ultimately merged with the floor
area (which also lacks texture), subsequently causing a model-building error.

Figure 11 shows examples of more promising segmentation results derived
from a textured office scene. In this case, the generated OPUS (Object Plus
Unseen Space) [15,21] model recovered from the sensor data includes both visible
and occlusion surfaces. The visible surfaces are the ones representing the areas
of the tabletop, back, and seat. In this case, a model can be recovered, but it
ultimately fails to provide any usable surfaces for additional processing.
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stereo image pairs disparity image

segmented range images

range image

recovered model

Fig. 11. Partially successful system result based on actual stereo images taken of a
more complex scene with multiple objects in an office space.

6 Discussion and Future Work

This paper has summarized the new directions we will be taking the GRUFF
project. We have augmented our knowledge base with context-based categories
such as office and meeting room. Preliminary results with simulated sensors
indicate we can derive functional evidence from scenes representative of these
categories. Results utilizing real sensors are less successful at this point, due to
lack of texture or surface fitting errors during the model-building stage. Since
a closed solid model is ultimately not needed for processing, we are working on
a new methodology in the Model-Building Subsystem which would allow us to
relax the constraints for deriving a model. The alternative approach we envision
would allow a coarse description of the 3-D surfaces in view to be processed.

Ultimately the final scene labeling acquired from context-based reasoning is
to be incorporated into a mobile version of the interaction-based component of
the GRUFF-I (Generic Recognition Using Form, Function and Interaction)
system. One contextual cue which could potentially prove useful is determining
the size of a room or space surrounding the robot. The mobile base shown in
Figure 9 has its own collection of sensors (ultrasonics, encoders, etc) which are
used for navigation, localization and environment mapping. The locations of
these sensors are such that it is difficult to get the “larger picture” of a space
without the robot actually moving about within the space. For example, the
ultrasonics are arranged to detect objects near the floor in order for the robot
to avoid obstacles while moving. They are therefore incapable of discerning the
relative distance between the walls of a room, unless the room is devoid of objects
on the floor. We plan to investigate the selection and positioning of sensors for
the specific purpose of estimating room size by detecting walls. One approach is



Exploiting Context in Function-Based Reasoning 371

to mount ultrasonic sensors at “eye level”, above tables and chairs, and to limit
the “line of sight” of the sensors so that only objects within a narrow range of
heights are detected. Although the robot would need to move about to gain a
more accurate estimate of the room size, it should not need to traverse the room
as much as a robot with only navigational ultrasonics.
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Abstract. Particle filtering has come into favor in the computer vision
community with the CONDENSATION algorithm. Perhaps the main
reason for this is that it relaxes many of the assumptions made with other
tracking algorithms, such as the Kalman filter. It still places a strong
requirement on the ability to model the observations and dynamics of
the systems with conditional probabilities. In practice these may be hard
to measure precisely, especially in situations where multiple sensors are
used.
Here, a particle filtering algorithm which uses evidential reasoning is pre-
sented, which relaxes the need to be able to precisely model observations,
and also provides an explicit model of ignorance.

1 Introduction

This paper is concerned with the task of state estimation for tracking, also known
as “filtering”. The problem is generally formulated as the task of estimating the
unknown internal state of some system that can be observed only though noisy
observations.

This problem has many useful applications in computer vision and robotics,
such as tracking a person in a video sequence, or estimating position through
reading noisy GPS data.

A popular attack for solving this problem has been through a Bayesian ap-
proach, where a PDF modeling the probability of an observation given a state
is assumed to be known, which is combined with a prior distribution to produce
a PDF estimating the state given the observations.

This approach has produced many impressive results, but the requirement to
model the observations with an explicit probability can sometimes prove difficult,
and an incorrect model will produce incorrect results. Furthermore, it is useful
to have a measure of confidence, so that a higher level process using the results
of the tracker may make intelligent decisions.

It is these two aspects of the tracking problem that will be addressed here.
The tool used to solve them is evidential reasoning, which will be introduced
below, after a short review of the Bayesian method.

1.1 Bayesian Tracking

There is a nice introduction to filtering, and in particular the Bayesian approach
to filtering in Chapter 2 of MacCormick’s thesis [7]. A summary is given here to
motivate further discussion below.

G.D. Hager et al. (Eds.): Sensor Based Intelligent Robots, LNCS 2238, pp. 305–316, 2002.
c© Springer-Verlag Berlin Heidelberg 2002
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Let X be a state space of possible configurations of some process that is to
be estimated over time. This space can include dimensions describing the static
position of the object to be tracked, such as 3-dimensional Cartesian coordinates,
the dynamics of the object, such as its velocity or acceleration, the internal
configuration of the object, such as joint angles of an articulated object, or
anything else that may be desired to track through time. At each point in time
t, we wish to reason about possible configurations of the tracked system, x ∈ X .

The only source of information on which to base this reasoning on is a series
of observations up to time t, Zt = {Z1,Z2, . . . ,Zt}. These observations are
frequently in a different space than the states, as the state can not be measured
directly (otherwise filtering would not be a hard problem). For instance, it may
be the case that the task is to track an object in a video stream. The state
space may be the Cartesian coordinates of the object, but the measurements
may be limited to image features such as gray values or edges. In order to
relate Zt to some configuration xt, it is assumed that there is an observation
model, p(Zt|xt). The assumption is made that observations are independent, so
p(Zt|Zt−1,xt) = p(Zt|xt).

Furthermore, it is assumed that there is some rule governing the dynamics
of the system, such that xt = f(xt−1). This expresses the physics that govern
the system. For instance it might relate velocity to position, or it might describe
how uncertainty increases over time. Although this rule might not be known
explicitly, it is assumed that there is some model of it that is known, which is
expressed as p(xt|xt−1).

Armed with these models, and the observations Zt, it is possible to deter-
mine pt(xt|Zt). This is done by an application of Bayes’ rule combined with an
application of the dynamics equation to obtain:

pt(xt|Zt) =
pt(Zt|xt)

∫
xt−1

pt(xt|xt−1)pt−1(xt−1|Zt−1)dxt−1

pt(Zt)
(1)

This is not something that is likely to be directly implemented in real time
for the general model described above. One solution is to limit the observation
model to be Gaussian, and to limit the dynamics model to be linear, which
produces the Kalman filter [5]. A more general solution is particle filtering, known
in the computer vision community as the CONDENSATION algorithm [3,4].
CONDENSATION represents the PDFs in equation 1 with weighted sets of
“particles”. These allow the representation and efficient manipulation of multi-
modal PDFs, which can be a great improvement over the Kalman filter in cases
such as clutter.

1.2 Evidential Reasoning

Suppose we wish to do particle filtering on a sensor that can give only positive
information. An example of such a sensor is an IR proximity sensor, commonly
used on mobile robots. These are binary sensors, that in the ideal case, have a
sensing distance ds, such that if there is an obstacle along their axis at distance
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1

d
s

x

Fig. 1. A representation of a simple model P (zo|do = x) for a near-IR-proximity
sensor. This does not model the false negatives that can occur when the obstacle does
not reflect in the near-IR wavelengths.

do, the sensor will return true (we will call this observation zo for the obstacle
observation), otherwise the sensor returns false (which we will label z¬o). Of
course, there will be some uncertainty about the exact position at which it turns
on or off. Examining how P (zo|do) changes with do, might reveal a Gaussian
convolved with a step function, both centered about ds. This is shown in figure 1.

This may seem like a good model so far, except that these sensors tend to
be highly dependent on how the obstacle interacts with light in the near-IR
wavelengths. For instance, black trash cans are not detected by the sensors, nor
are black jeans. This clearly leads to problems when using the above model in
environments that have not been white-washed ahead of time.

To simplify the following argument, consider only the cases when do � ds

(called O, the obstacle predicate), or do � ds (called ¬O). Furthermore, simply
assume that the tails of the Gaussian describe above are truncated off at this
point, so they are 0 or 1. For notation, letW be the “obstacle is white” predicate,
and B ≡ ¬W .

Now consider the conditional distribution for zO. The following conditions
hold:

P (zo|O,W ) = 1
P (zo|¬O,W ) = 0
P (z¬o|O,W ) = 0

P (z¬o|¬O,W ) = 1

P (zo|O,B) = 0
P (zo|¬O,B) = 0
P (z¬o|O,B) = 1

P (z¬o|¬O,B) = 1

In order for this information to be useful when B and W are not part of the
tracked state, we have to have a prior model for P (B) to obtain P (Zo|O) and
the others. There are several ways to approach this. The simplest is to simply go
out and measure what fraction of the world is white, and what fraction is black.
This has clear drawbacks. First, it is difficult to get an accounting of the fraction
of the world that is different colors. Second, you may not be able to train on the
same environment as you test on. Third, the regions of black and white are not
evenly distributed. For instance, taking time into account for locality, it may be
the case that P (Bt|Bt−1)� P (Bt|Wt−1). Clearly if an accurate model is to be
made, it will get very complicated very quickly.
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One way to handle these problems is to fold the model into the state to be
estimated by the filtering process. So you could add one dimension to the state
representing “black obstacle or “white obstacle”, and have the tracker flip back
and forth between models as appropriate. This has in fact been done by [2]. In the
case when multiple sensors are being used, the number of additional dimensions
needed may grow quickly, rapidly increasing the complexity of the filtering task,
so this is not always a desirable solution.

Rather than trying to model every aspect of the world explicitly, it can be
advantageous to admit ignorance in certain situations. This can be done by
generalizing probabilities into belief, by relaxing the constraint that P (A) +
P (¬A) = 1 into Bel(A) + Bel(¬A) � 1. [9] So a modified model for the above
sensor might be:

Bel(zo|O) = w
Bel(z¬o|O) = b

Bel(zo|¬O) = 0
Bel(z¬o|¬O) = 1

where w is a lower bound on the expectation of seeing white, and b is a lower
bound on the expectation of seeing black. This might not seem very different than
what would be obtained by using probability theory, in which case w = P (W )
and b = P (B), but the key is that here w + b � 1, so if absolutely nothing is
known about P (W ), then w and b may both be set to 0. The result is that the
model does not need to be as detailed, since by explicitly modeling ignorance,
things that are not modeled can not come back to cause problems later when
assumptions are violated.

While all of the above has been discussed in the context of one sensor, it
should be noted that there are many sensors that have such characteristics. One
example is stereo range sensors, where many stereo algorithms produce either a
range value of a “don’t know” token (i.e., [6]). In addition, consider the case of
tracking edges in both visible and long-wave IR cameras. (See figure 2.) When
entering a shadow region, the visible camera will return only black, which could
be considered a “don’t know” as well. There are similar occurrences for the IR
sensor, such as when an object passes behind glass. This is an interesting case
where the two sensors can provide more information than just one. A tracker for
this camera is under development.

A model of ignorance can be useful on another level as well. There are cases
when the additional semantics of ignorance vs. uncertainty can be useful. Take,
for example, a tracker whose job it is to track people through a cluttered scene,
and take snapshots of the people entering an area. Here it is important that the
precise moment in time at which the shutter release is pressed, there is a high
degree of confidence in the tracked state, or the camera may “miss” the target.

2 Filtering with Evidential Reasoning

To evaluate how evidential reasoning can be used in a particle filtering frame-
work, a test system has been built. The key questions in building the system
are first how to represent the particles, and second, how to propagate them with
time. The solutions provided here are not definitive answers to these questions,
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(a) (b) (c)

Fig. 2. Output under various conditions of a coregistered visible to long-wave IR (8-
12µm) sensor. The column (a) shows the visible channel, the column (b) shows the
long-wave IR channel, and column (c) shows a color visualization with the visible on
the green channel and the IR on the red channel. Three scenes are shown, illustrating
the trade-offs between the channels. The first scene shows a hot cup being held. In the
second scene, the lights are turned off, while in the final scene, the cup passes behind
a glass window.

but do provide a working algorithm. A more formal framework is the subject of
ongoing research.

2.1 The Particles

To describe how the particles are defined in the evidential framework, some more
background on belief functions is needed. Belief functions are defined over a frame
of discernment Θ, which is an exhaustive set of mutually exclusive possibilities.
An example from above would be “there is an obstacle present” or “there is not
an obstacle present”. In this case the frame of discernment is Θ = {O,¬O}. A
mass function is then defined over subsets of the frame of discernment. The two
constraints on a mass function are that it sums to unity:

∑

X∈2Θ

m(X) = 1 (2)

and no mass is assigned to nothing: m({}) = 0. This mass function is then used
to define both belief and plausibility. Belief is the sum of all mass that must be
assigned to a set,
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Fig. 3. Strat’s continuous frame of discernment.

Bel(X) =
∑

Y ⊆X

m(Y ) (3)

Plausibility is the sum of all the mass that could be assigned to a set,

Pls(X) =
∑

Y ∩X �={}
m(Y ) (4)

A key question that should arise at this point is what happens when the
belief to be represented involves continuous values. For instance, suppose the
belief in a sonar range sensor’s value given a distance to obstacle needs to be
represented in a mass function. What should the frame of discernment be? One
possibility is to split the range into several discrete quanta, such as between
1 and 2 feet, between 2 and 3 feet, etc. To have these approach a continuous
spectrum, there must be an increasingly large frame of discernment, which in
turns means that the number of subsets that the mass function must be defined
over grows exponentially. To get around the problem, mass functions can be
limited to convex subsets. [10] In this manner the exponential growth is limited
to quadratic growth, while still retaining most of the likely subsets to have mass
assigned to. Under most situations, belief is not assigned to non-convex intervals,
so this is a minor limitation.

To help visualize this type of mass function, it can be seen as a right triangle
where one side is the start of an interval, and the other side is the end of an
interval. The interval [a, b] is simply represented by the Cartesian coordinate
(a, b). The belief for an interval [a, b] is simply found by integrating the region
of the triangle that [a, b] contains, and the plausibility is simply the region that
covers intervals intersecting [a, b]. This can be seen visually in figure 3.

The particles used in the filtering test system are simply points in the interval
space. If the state space is more than one dimension, the interval space will
have twice as many dimensions. To date, testing has been done with only one
dimension.
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2.2 Combining Beliefs

There are many ways in which multiple sources of belief may be combined.
One such way is the Dempster-Shafer rule of combination. [9] Given two mass
functions, ma and mb, these can be combined to produce mc = ma ⊕ mb as
follows:

mc(Z) =
∑

X∩Y =Z ma(X)mb(Y )
1−∑X∩Y ={}ma(X)mb(Y )

(5)

Dempster-Shafer combination is not well suited to particle filtering appli-
cations due to several problems. Murphy [8] points out several problems and
invalid assumptions, some of which are:

1. Observations are assumed to be independent.
2. Combination is commutative.
3. Combination with total ignorance is the identity.

None of these assumptions and properties apply in the filtering application.
First, observations are not independent; an observation at time t can be

highly dependent on the observation at time t−1 1. Intuitively, taking the same
observation twice should not increase your belief in the result more than the
portion of your uncertainty due to sensor noise. If however the same observa-
tion is combined with itself repeatedly using Dempster-Shafer combination, the
combined belief will quickly converge to absolute certainty.

Furthermore, combination should not be commutative. The sequence of ob-
servations A,B,A,B,A,B should intuitively produce a high degree of uncer-
tainty, while the sequence A,A,A,B,B,B should first converge to A, and then
rapidly converge to B. In essence, events further back in history should not be
as heavily weighted as current events.

The third flaw is related to the second one. If an agent observes ignorance, it
should reduce its total belief, since memory alone will not prove useful over a long
time. The Demspter-Shafer rule of combination only allows for the accumulation
of evidence, so uncertainty cannot increase with time.

Of these, the most serious flaw is the first one. The second two could just as
well be covered by the process model. The process model should produce more
uncertainty when it is applied, since it includes a model of noise. If the process
model relaxes the belief in the prior model, the the second two problems are
avoided. This doesn’t entirely fix the problem of the rule of combination over-
committing belief, but it does help to mitigate the problem, by relaxing belief at
each stage. It also leaves open the question of how exactly to apply the process
model, since clearly it shouldn’t be done with Dempster-Shafer combination, or
the relaxation would not occur. While alternatives exists (ie. [8]), here we stick
to Dempster-Shafer for simplicity.
1 Note that this is not the same assumption that the CONDENSATION algorithm

makes. Here we are considering direct evidence for a state: the belief in a state given
the observation. CONDENSATION examines the probability of an observation given
a state. This conditional probability is independent of past observations.
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2.3 Filtering

The evidential filtering algorithm works in the following stages, where mt is the
mass function representing belief at time t:

1. Predict m′
t from mt−1.

2. Relax m′
t.

3. Observe to produce m′′
t .

4. Combine observation m′′
t with knowledge m′

t to produce the updated knowl-
edge mt = m′

t ⊕m′′
t , and prune.

To elaborate, the first two steps correspond to the process model. The first step
is the deterministic part of the model. For each mt−1(X ∈ 2Θ), m′

t(F (X)) =
mt−1(X), where F : 2Θ −→ 2Θ applies the dynamics f to each element of the
set it operates on:

F (X) = {f(x)|x ∈ X} (6)

This is essentially convolution by the predictive part of the process model.
The second step is relaxation, where the belief in the model from the previous

stage is reduced. It is possible to again simply convolve by a noise model, as is
done in CONDENSATION, to handle the non-deterministic part of the process
model, but this is not quite desirable. The reason is essentially the same as
the reason why re-sampling must be performed before the convolution step in
the CONDENSATION algorithm. Consider what happens to an impulse mass,
m(x ∈ Θ), when uncertainty is added. The noise model will be some distribution,
and if you move this one mass by a random value from the distribution, you loose
the rest of the distribution. CONDENSATION gets around this by re-sampling,
so the single mass will (if it has sufficient mass) get split into multiple masses
each of which can undergo a different random perturbation. Since masses in the
belief framework cover sets of states, not just a single state, a different approach
can be used to relax belief and apply this noise model. It is best described
pictorially, so see figure 4. The single mass is split into several masses that
model the distribution. Given a PDF, there are several ways that the masses
can be assigned. See, for example [11].

The observation step (step 3) of the filtering is straightforward, the sensor
used should provide some belief function m′′

t . This is then combined with the
result of prediction to produce the final result in step 4. Simple Dempster-Shafer
combination is used. This is not ideal, as has been mentioned above, but the
relaxation stage serves to discount the belief in memory, and helps to avoid
amassing belief too quickly.

Since combination can significantly increase the number of particles, a prun-
ing is done as part of the combination step. After combination is done, if there
are more than M particles, M particles are chosen from the set of particles
with probability of the particle’s mass. This is a rather crude way of doing the
pruning, but it seems to work in practice. Several other methods of making
the combination more computationally feasible are reviewed in [1]. Using one of
these methods is a matter for future work.
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Fig. 4. Applying a noise model to an impulse interval. On the left is the original mass,
on the right is has been split into several masses to model the noise and uncertainty.

Fig. 5. The map used in egolocation trials. The map was created by blending together a
sequence of ceiling snapshots to create a mosaic. This particular mosaic was collected in
a hallway at the University of Rochester. The white grid is composed of bars suspended
from the ceiling above which, wires, smoke detectors, air-conditioning conduits, and
other building internals are attached.

3 Results

This filtering method has been tested in an egolocation framework. The “state”
to be tracked is the position of the observer. Observations are ceiling images
taken by the observer (a mobile robot) and compared to a ceiling mosaic image.
In addition, the odometer of the robot is made available for rough local distance
measurements. For this test, the position is limited to only one dimension. So
the state space is X = [0, N ], where N is the number of pixels in the map. The
initial position is unknown.

In general, given any single image of the ceiling to match with the map, there
are many possible matches, since the ceiling has a regular structure. However,
as more images are collected, it is possible to rule out certain possibilities, and
more evidence will be collected for the true position.

The map is shown in figure 5. Since observations must assign mass to intervals
[a, b] ∈ X , a multi-scalar approach is used. A sum of absolute difference metric
is used. Thus if It(x, y, s) is the intensity of the pixel at position (x, y) at scale
s and time t, and M is the same function for them map, then

m′′
t ([a, b])−1 ∝ max

y

w∑

i=0

h∑

j=0

∣∣∣∣It

(
i, j,

1
b− a

)
−M

(
a+ b

2
+ i, y + j,

1
b− a

)∣∣∣
∣

(7)
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Note that no account is taken for the depth of the object being matched to the
map; the map is simply assumed to be planar. This holds well for most indoor
office environment scenes, where there is a regular grid of ceiling tiles suspended
from the ceiling. In our case, this does not entirely hold, since the architect of the
building chose to just use the frames for ceiling tiles, omit the tiles themselves,
and paint everything above the frame black. Close examination of the hallway
image sequence reveals that there are features effected by parallax, but in general
the effect is not significant enough to prevent decent matching.

The observation is guided by the knowledge. Rather than evaluate the belief
at some fixed set of intervals, belief is evaluated at locations determined by the
knowledge from previous iterations. For each interval in the knowledge model,
there are four possibilities as to how it can direct the observation. First, it may be
chosen with probability proportional to its weight to be split into several smaller
intervals. The motivation for this is that a large interval represents ignorance,
but if a large mass is applied to this large area, then effort should be put into
disambiguating the interval, so it is split into equal length intervals spanning
the same total interval, and each of these sub intervals will be evaluated. Of
the intervals that are left after splitting, intervals that significantly overlap are
joined into one interval. The rationale behind this is that if one interval can
explain several intervals without significantly increasing its size (and therefore
increasing uncertainty), the representation is more efficient. Third, if an interval
spans too many pixels for the evaluation to make sense, it is simply ignored. For
instance, this is the case when an interval is wider than the map is tall. In the
sub-sampling stage, nothing is left of the image, so no comparison can take place.
Finally, all the remaining intervals are left as-is and evaluated as such. This has
the effect of dynamically adapting the size of the sample set. In this experiment,
the sample size fluctuated from about 80 to 250 samples. The algorithm runs
significantly faster when it can get by with a smaller sample size.

The dynamics used for the experiment simply used the odometry to translate
masses. The odometry used was not actually from wheel encoders but estimated
by hand to be a fixed 100 centimeters per frame. The noise model used splits
each interval mass into a pyramid distribution. If a granularity of n is used, then
the single mass m([a, b]) will be split into n masses:

mi

([
a− iσ

2n
, b+

iσ

2n

])
=
m([a, b])

n
(8)

for 1 � i � n.
At each iteration, belief and plausibility histograms were produced. Selected

results are shown in figure 6. The upper left plot is for the third frame in the
sequence. At this point, there are still several plausible hypotheses for the correct
state. The upper right plot shows a few frames later when there is only one hy-
pothesis. In the lower left panel, some contradictory evidence has been received:
the odometry was significantly off, causing it to contradict the observation. The
process model put all of the mass from the previous time at a place where there
was little evidence to support it with the image observation. This lowers the
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Fig. 6. Results for the egolocation trial at several time instances. The upper line rep-
resents the plausibility, while the lower line represents the belief.

belief in the current hypothesis relative to the plausibility. A few frames later,
in the lower right panel, belief is recovered as more information comes in.

4 Conclusion

In the previous sections, a method of particle filtering with belief functions has
been demonstrated to work. The performance is similar to what can be obtained
using other techniques such as CONDENSATION, but there are two advantages
to this system.

First, the task of modeling observations and the process as simplified by using
a looser framework. This also makes it easier to combine sources of information.
Second, there is an explicit model of ignorance, which is part of the output of the
tracker. This extra information can be used to decide when to perform critical
tasks, such as take a picture of a target.

Not only is the explicit model of ignorance useful to the user, but it is used by
the algorithm to guide the observations, and to automatically adjust the number
of particles to use in tracking. This dynamic re-sizing leads to dramatic speed
improvements when it is able to get by with fewer particles.

These advantages do come at a price. The computational cost of using this
method are roughlyO(n2), which is significantly more expensive than theO(n log
n) cost for CONDENSATION. Another drawback, is that since some of the
problems with Dempster-Shafer combination are overcome with heuristics, the
formalism of CONDENSATION and the Bayesian approach are lost.
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Given this, we feel that evidential reasoning is an important method to con-
sider in future filtering applications and research.
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Abstract. Supervising robotic assembly of multi-functional objects by
means of a computer vision system requires components to identify as-
sembly operations and to recognize feasible assemblies of single objects.
Thus, the structure of complex objects as well as their construction pro-
cesses are of interest. If the results of both components should be con-
sistent there have to be common models providing knowledge about the
intended application. However, if the assembly system should handle not
only exactly specified tasks it is rather impossible to model every possi-
ble assembly or action explicitly. The fusion of a flexible dynamic model
for assemblies and a monitor for the construction process enables reliable
and efficient learning and supervision. As an example, the construction
of objects by aggregating wooden toy pieces is used. The system also
integrates a natural speech dialog module, which provides the overall
communication strategy and additionally supports decisions in the case
of ambiguities and uncertainty.

1 Introduction

Natural instruction of robots and natural communication with robots are major
challenges if we want robots to be used as service or flexible construction tools.
In both cases, the machine must be able to acquire knowledge about the envi-
ronment it is working in and about the tasks it has to provide. The acquisition
process should at least be supported by sensory input. Programming should not
be involved or should be reduced to minimal effort. But even if no programming
is necessary by the end-user there is a certain amount of a priori skills, tasks, and
dialog capabilities that must be implemented for the system. In the following we
will call these the baseline competence of the system. Communication between
system and user enables the acquisition of further competencies.

In order to establish this communication as naturally as possible, instructions
based on speech dialog, on gestures, and on presentation must be supported by
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the baseline competence of the system. Learning of new words, new objects, new
skills, new plans and strategies relies on such communication processes. Incre-
mentally, the robot enriches its acquired competence. Already a simple instruction
like “Bring me a cup of coffee” can illustrate different aspects of a priori nec-
essary capabilities and possible learning procedures. Assume this would be the
first command to the system in a so-far unknown environment. Speech recog-
nition with a sufficient lexicon is expected by the user. Even knowledge about
the meaning of almost all words in this sentence is assumed. The problems start
with the linkage between environment and words. According to the fixed service
task, the system knows something about apartments or offices. A map can be
partially or completely acquired by some automatic tools or by communication.
This map may also include information about some special objects and their
locations. The word “me” indicates the goal location of the “bring”-process, but
this location is not known at the moment the process starts. The person could
move. Therefore, features characterizing the person must be stored, and strate-
gies to find a person must be implemented as a baseline competence. “a cup of
coffee” refers to both a place where coffee is available and a location where cups
are. The cup to bring can be specialized according to “me”, which may select
one unique cup out of a certain set. But it can also denote one arbitrary object of
type “cup”. In both cases either some information about the object class “cup”
must be covered by the baseline competence or a communication is necessary to
explain the object “my cup” or the visual concept for “cup”. If knowledge that
is necessary to perform the task is not available according to the baseline and
already-acquired competence, the system must initiate a dialog to acquire and
learn the necessary information. Also in cases of ambiguities, uncertainty and
errors the dialog capability can improve robustness and support decisions.

Of course, we can not present a system that is able to cover all the capabili-
ties and behaviors described so far. It is even debatable which competences are
required for a baseline system and which ones are due to communication-based
acquisition processes. Additionally, the acquisition processes can be done in sep-
arated learning phases or just be part of task-oriented communication. The goal
of the research work presented in this contribution is to achieve natural man-
machine communication that integrates speech, gestures, object recognition as
well as learning capabilities and to go some steps towards system capabilities
as described above. As an example, the cooperative construction of objects by
aggregating wooden toy pieces is used. Figure 1 gives an impression of the en-
vironment, called the baufix scenario. According to the toy pieces, the set of
baseline objects and possible construction rules is fixed. The set of aggregated
objects is not known and not limited. Instructing by showing in task oriented
communication is natural due to this environment. Learning the meaning of
words as well as visual features and concepts according to real-world objects,
events, and actions can be clearly described as tasks that enrich step by step the
competence of the system.

Supervising and learning assembly processes of multi-functional objects by
means of a computer vision system requires components to identify assembly op-



Structure and Process 319

Fig. 1. The baufix scenario: a human instructor advises the system in an construction
task. The scene on the table is received by a stereo head consisting of two cameras. A
third camera in the background captures hand actions such as connecting parts of the
scene.

erations and to recognize feasible assemblies of single objects. Thus, the structure
of complex objects as well as their construction processes are of interest. If the re-
sults of both components should be consistent, there have to be common models
providing knowledge about the intended application. However, if the assembly
system should handle not only exactly specified tasks it is rather impossible to
model every possible assembly or action explicitly. The fusion of a flexible dy-
namic model for assemblies and a monitor for the construction process enables
a reliable and efficient acquisition and improvement of competences.

The remaining part of this introduction will give a short outline of the system
competences and along the way an outline of the presentation. One important
baseline competence is the recognition and location of the elementary objects of
the baufix set. In cases of overlapping and already aggregated pieces, knowledge
about spatial or temporal context, the construction process, or the construction
rules is necessary to solve this task. In a cooperative construction environment,
speech recognition and, as a consequence, the construction of interrelations be-
tween objects in the scenes and verbal descriptions is of great importance. In
section 3 a probabilistic model for multi-modal scene understanding using visual
and verbal object and spatial descriptions is presented. This baseline competence
enables the natural communication about objects in the scene, their features and
locations. It therefore also provides algorithms for the construction of a visual
semantics of words. Learning to construct or recognize aggregated objects be-



320 G. Sagerer et al.

comes feasible if the basic construction rules and actions are available. The base-
line competence of the system performs both a pure symbolic and a visual based
module for action detection and classification. The first one takes into account
that for every construction action by a human two hands are used, objects disap-
pear, and a new aggregated object occurs in the scene. If the construction rules
are known, this simple model allows an automatic plan construction for complex
objects and can provide context information for the module recognizing elemen-
tary objects. But of course there are some limitations of this approach. The
results depend on the quality of the elementary recognition and the detection of
object changes. Some actions cannot be distinguished. Therefore, a visual action
recognition module is added. It detects hands and is able to classify their actions
according to a set of elementary and complex actions. For both modules, an ini-
tial set of actions is integrated into the baseline competence. Complex actions
and plans can be acquired by observing construction processes and combining
already known categories. Complex objects are results of construction processes
but are also restricted to structural rules giving information about geometry
and topology. Structural and process information together allows one to build
up models that support object recognition and enables learning by watching
capabilities. In the summary a qualitative result of the overall system will be
discussed. Recognition rates and other quantitative evaluations are presented for
the different modules in the corresponding sections.

2 Recognition of Elementary Objects

The recognition system is characterized by a combination of multiple cues from
segmentation and classification algorithms (Fig. 2). The cues deliver different
kinds of results, that differ in their information content and also in their relia-
bility and robustness. In order to exploit these results, they are integrated into
a unified representation for segmentation and classification. This is analyzed to
get hypotheses for location and type of elementary objects. In the following the
modules are described briefly, before the integration mechanism is outlined.

Following the mean-shift algorithm [Com97] the color region segmentation
is done using problem-independent color properties. The algorithm reduces the
number of colors occurring in the image by clustering within the color space. Af-
terwards pixels are associated to color classes and regions of equal color classes in
space are built. Fig. 3(a) shows an example of the segmentation results. Contour-
based perceptual grouping is done on the basis of Gestalt laws independent of the
concrete scenario. The edge elements resulting from a standard Sobel operator
are approximated with straight line segments and elliptical arcs. In order to
overcome fragmentation and obtain more abstract image primitives, grouping
hypotheses are built up using various Gestalt laws [Maß97]. Besides others, hy-
potheses for closed contours are extracted based on collinearity, curvilinearity
and proximity and are used as hypotheses for object surfaces (Fig. 3(b)).

The hybrid classification module [Hei96] provides hypotheses for Baufix ele-
ments based on regions with Baufix color. The center of gravity of each region



Structure and Process 321

Color Input Image

Segmentation
Color Region

Contour Approximation
Grouping

Segmentation

without Region Information
Object Hypotheses with or

Object Hypotheses
and Color Regions

Element Descriptions

as Parts of Baufix Elements
Classifying Interesting Points

Assemblies
Describing and Structuring 

Region Information

Object Hypotheses

Classification
Hybrid Recognition of
Isolated Baufix Elements

Focussing Characteristic
Parts of Baufix Elements

Extracting Object Hypotheses

Constructing Unified Representation

Context Knowledge

Fig. 2. Outline of the recognition module.

serves as a point of interest, where features are calculated in an edge enhanced in-
tensity image and classification is done by an artificial neural network. This result
initializes the instantiation process of a semantic network exploiting knowledge
about the set of Baufix elements and the features of the color regions (Fig. 3(c)).

The goal of a second classification module is to recognize parts of Baufix
elements in order to be independent of perspective occlusions. For this purpose
windows around interesting points in the image, called focus points, are classified
using a suitable set of classes of subparts of Baufix elements [Hei98]. Detecting
these focus points is done either by searching for points with high entropy and
symmetry of the gray value gradients or by taking the centers of gravity of
homogeneous color regions. The classification of a window around a focus point
as part of a Baufix element is done by a neural classifier (Fig. 3(d)). Additional
object hypotheses are generated from knowledge about complex objects, which are
assemblies built from elementary objects (see Sec. 6). Given a set of hypotheses
for elementary objects, the assembly module is able to generate hypotheses for
previously unlabeled color regions from assemblage knowledge [Sag01].

In our system object hypotheses are generated by identifying image regions,
which are probably object regions, and labeling them. To find object regions in
spite of structures on the surfaces, shadows etc., the different segmentation and
classification results are integrated into a unified representation, a hierarchy of
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(a) (b) (c) (d)

Fig. 3. Results for the single modules: (a) Color-based region segmentation (mean-shift
algorithm, pseudo colors); (b) Closed contours from perceptual grouping; (c) Hybrid
object recognition; (d) Holistic detection of object parts
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Fig. 4. Hierarchy of segmented areas. Available object labels are attached.

segmentation results with attached object labels. In a first step, all detected seg-
ments are represented as areas obtained by approximating the outer border of
the segments with polygons. In doing so a hierarchical structure of areas contain-
ing other areas can be established. Areas from perceptual grouping may overlap
several segments partially (e.g. see the area for the bar in Fig. 3(b) overlapping
the bolt region of Fig. 3(c)). Those areas are excepted from the hierarchy and are
considered later on. Object labels resulting from the classification modules are
attached to the segmentation results within the hierarchy (Fig. 4). Region-based
object hypotheses are associated with the corresponding area while point-based
hypotheses are attached to the innermost area that contains the corresponding
point (for details see [Sag01]). Neighbored areas on the highest level are clus-
tered. As we expect one assembly or one isolated element per cluster, the clusters
are processed independently from each other.
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Fig. 5. Examples for competing results from data driven modules.

The interpreting procedure examines the independent areas sequentially, for
each starting with its innermost parts. Object hypotheses for an area are gen-
erated according to the attached object labels by applying the plurality voting
strategy [Par94]. The weight vector thereby used is obtained in two different
ways. For a label from holistic object recognition, a classification error matrix
is applied, which was generated from a test set labeled by hand. For the other
labels, each weight vector contains a single nonzero element provided by the
recognizer. Labels from the different sources are weighted equally against each
other. For an area of a higher hierarchy level the labels directly attached to
it and those attached to contained areas (which are assumed to belong to the
same object) participate in the voting process for this area. Applying this voting
strategy results for our example in a correct label for the bolt and the label ’un-
known’ for the cube, although there is one single focus point, which is classified
as ’part of a cube’.

Besides classification errors, which are considered in applying the voting
strategy, contradicting object labels within the hierarchy for one area possi-
bly indicate that several objects are covered by this one area (think of a bolt
area contained in a bar region). The existence of more than one object is also
indicated by a higher level area containing several areas, which describe together
the same image region. Within our example data, this situation occurs for the
crossed bars (see Fig.4). There are two bars in the scene and the highest level
area containing both occurs due to undersegmentation. During the interpreta-
tion of each level of the hierarchy these indicators, formulated as set of rules, are
applied resulting in the generation of competing interpretations. The decision
for the final interpretation is postponed in order to take additional information
into account.

Fig. 5 shows the competing interpretations resulting from the uncertainty
for the bar region. To complete the exploitation of the segmentation results the
former excluded areas from perceptual grouping are incorporated. Additional
competing results are generated by these areas replacing fully contained segments
(Fig. 5, right).

The competing results obtained from data driven modules represent the con-
text for the assembly module. This module hypothesizes elementary objects from
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Fig. 6. Competing results for integrated recognition of elementary objects.

assembly knowledge for the competing interpretations independent from each
other. For our example it generates ’cube’ labels in both cases. Repeating the
voting procedure with all object labels attached to the area results in ’cube’
labels (Fig. 6).

Because subsequential modules expect a unique final result, the competing
results for each cluster of image areas are evaluated. This is done according to the
state of assemblage and the evaluation for the elementary objects, that results
from the voting procedure of the single hypotheses. For a detailed description of
the hierarchy and its analysis see [Sag01].

3 Verbal Descriptions

A vision system does not stand on its own. In our scenario it enables a human
instructor to refer to objects in the scene in a natural way. He or she might
advise the system to take some parts, tie them together, add another part,
and put the constructed assembly back into the scene. Therefore, verbal object
descriptions have to be related with observable objects. In order to realize this
task in a natural way, the user should not adapt to the system, but the system
has to be designed for the user. In our case the system can be instructed by
speech, it is independent of the speaker, and the instructor needs to know neither
a special command syntax nor the exact terms or identifiers of the objects.
Consequently, the system has to face a high degree of referential uncertainty
from vague meanings, speech recognition errors, unmodeled language structures,
and, on the visual input channel, erroneous object classification results.

In this section we will briefly describe the speech understanding and speech
and image integration parts of the system. More detailed information can be
found in various articles (see e.g. [Fin99, BP99, Wac99, Wac00]). An essential
aspect of the approach is that verbal descriptions play an active part in the
interpretation of the visually observable scene instead of being a pure querying
language. In order to cope with the different kinds of uncertainties Bayesian
networks are employed. They provide a structured way of modeling probabilistic
coherences and relationships.
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3.1 Speech Recognition and Understanding

In the context of a multi-modal scene understanding system, speech is inter-
preted as a second source of information describing the visually perceived scene.
Therefore, special attention is given to verbal object descriptions. The principle
idea of the approach is to use a vertical organization of knowledge representation
and integrated processing, in order to overcome the drawbacks of the traditional
horizontal architecture: instead of organizing syntactic and semantic knowledge
in isolated interpretation layers it is distributed in the understanding and recog-
nition component of the system [BP99]. The integrated architecture makes use
of an enhanced statistical speech recognizer as a baseline module [Fin99]. The
recognition process is directly influenced by a partial parser which provides lin-
guistic and domain-specific restrictions on word sequences [Wac98]. Thereby,
instead of simple word sequences, partial semantic structures such as object
descriptions are generated, e.g.

(OBJECT: the (shape-adj: thick) (object-noun: ring))),

or specifications of reference objects, e.g.

(REF OBJECT:(rel: left) to the (sizeadj: short) (object-noun: bolt))).

These can easily be combined to form linguistic interpretations. Though there
has been some progress recently, the detection of out-of-vocabulary words can
still not be performed robustly on the level of acoustic recognition. Therefore,
we employ a recognition lexicon that exceeds the one used by the understanding
component but covers all lexical items frequently found in our corpus of human-
human and human-machine dialogs. If such an additional word is used in the
grammatical context of an OBJECT or REF OBJECT description, it is interpreted
as an unknown object noun.

3.2 Establishing Cross-Modal Interrelations

In order to calculate a common interpretation of the multi-modal input, we have
to relate the visual representation of the scene and the partial scene description
extracted from an instruction. Therefore, we propose a probabilistic model that
integrates spatial information and evidences that indicate an object class. It is
realized by using the Bayesian network formalism (cf. e.g. [Pea89]). An exemplary
instantiation of a graphical model that is generated from a qualitative scene
representation and the instruction is shown in Fig. 7.

The qualitative scene representation (Fig. 7d) comprises two complementary
aspects. The nodes are associated with visual feature evidences color and type
which indicate the class of an object and a polygon describing the boundary of the
object. The first ones are used to instantiate the FV

i type/color random variables
of the probabilistic model (Fig. 7b). The last one is instantiated as a positional
feature from vision PV

i . The edges represent possible object pairs that might be
verbally related by a spatial proposition [Wac99]. They are labeled by a direction
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“Please, take [the thick ring]0 left to [the short bolt]1.”
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Fig. 7. Multi-modal scene understanding: An instruction (a), that includes the descrip-
tion of an intended object, a projective relation, and a reference object, is related to
the qualitative visual representation of the scene (d) by a probabilistic model (b). The
nodes in this model represent random variables where upper indices V and S refer to
vision and speech, respectively. The edges are labeled by conditional probabilities. In
the object recognition results (c), the bar (object 6) obtained no type label, and is
interpreted as an unknown wooden object. The red felly (object 4) is wrongly classified
as a cube. Unknown black regions are assumed to represent shadows and are subse-
quently ignored. By Bayesian inference, the most probable explanation consisting of
the intended visual object IO = 4, the reference object RO = 5, and the intended
object class CV

4 = ‘red-felly’ can be calculated.
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vector which is calculated from the positional features of the adjacent objects.
In the following, we describe how we exploit the interpretation of the instruction
in order to improve the reliability of the scene interpretation.

Psychologists distinguish the what system and the where system in the hu-
man brain [Ung82]. In this regard, Jackendoff [Jac92] has noted that there are
many ways to describe what an object is, but few ways to describe where an
object is. Nevertheless, the spatial meaning of linguistic expressions is not easy
to capture (cf. e.g. [Muk97]). In our system spatial relations are represented by a
computational model of space with a small finite vocabulary [Wac99]. We use the
projective relations ‘left’, ‘right’, ‘in-front-of’, ‘behind’, ‘above’, ‘below’,
and combinations of them. The projective relations are interpreted with regard
to a speaker-centered reference frame which is assumed to be the default selec-
tion of the speaker. The spatial model calculates a degree of applicability of a
projective relation to an object pair that is based on the graph structure of the
qualitative scene representation and the directional information associated with
it.

The meaning of attributes and nouns that verbally describe the visual ap-
pearance of an object is even harder to represent. Due to their huge number
these cannot be completely modeled in a system – resulting in the vocabulary
problem in human-system communication [Fur87].

We address this problem on different levels. First, we extract a list of fre-
quently used words from a corpus of human-human and human-machine dialogs
recorded in our domain context. In order to match these words to object classes
used in the visual object recognition, we estimate conditional probabilities from
data collected in two psycholinguistic experiments described in [Soc98]. In the
first, type and color attributes are extracted from 453 utterances which name a
marked object from a scene that is presented on a computer screen. In the sec-
ond, size and shape attributes are collected from a multiple-choice questionnaire
in the World Wide Web. All object classes are shown in eight different scene
contexts. The subjects have to select all attributes from the multiple-choice list
that correctly describe the marked object. A Total of 416 people completed the
questionnaire. We estimate the conditional probabilities by counting the uttered
types and colors, as well the selected sizes and shapes for each object class
CV = c:

P (FS
att = f |CV = c) =

#(f is selected for an object class c)
#(marked object has object class c)

att ∈ {color, type, shape, size}

The conditional probabilities are used for all verbal object specifications in
the probabilistic model, e.g. P (FS

1 size = short|CV
5 = c,RO1 = 5) = P (FS

size =
short|CV = c). These probabilities describe only elementary objects. Assembled
objects are frequently denoted by metonymic names from various domains, like
‘plane’ for an assembled toy-plane. Such names are handled as an unknown
object name in the understanding component that may match to an arbitrary
elementary object or, with a somewhat higher probability, an assembled object.



328 G. Sagerer et al.

The visual evidences used in the Bayesian network are ‘type’ and ‘color’.
Both may be affected by diverse sources of error, such as shadows, light reflec-
tions, or occlusions. Therefore, we estimated conditional probabilities for each
object class using a hand labeled test set of 156 objects on 11 images:

P (FV
type/color = f |CV = c) =

#(feature f was classified for object class c)
#(object belongs to class c)

These probabilities are used for all visual objects in the probabilistic model.
The meaning of spatial relations is defined by the applicability function (App)

of the computational model, which takes a projective relation r, a reference
frame ref (currently, we assume only a speaker-centered reference frame), and
the two polygons defining the object regions. It provides an applicability value
which is based on the connectivity in the qualitative scene representation and
the accordance with regard to the specified direction [Wac99]. Therefore, the
corresponding conditional probabilities are defined as:

P (Rel = r|PV
i = [polygoni], P

V
j = [polygonj ], IO = i, RO = j)

= αApp(r, ref, [polygoni], [polygonj ]) where α is a normalizing constant.

The Bayesian network is evaluated in the following way. The most probable
explanation {(io∗, ro∗

1, . . . , ro
∗
m), c∗io} is calculated applying the following equa-

tions. In order to simplify the notation, variable names with fewer indices denote
sets of random variables, e.g. FS

0 = {FS
0j |j = 1 . . . k}:

(io∗, ro∗
1, . . . , ro

∗
m) = argmax

i,r1,...,rm

P (FS , FV , RelS , PV |IO = i, ROj = rj , j = 1 . . . m)

c∗
io = argmax

c
P (FS

0 , FV
io∗ |c)

In the first identification step the configuration with the maximal probability
for all evidences is selected. However, there may be other configurations that
explain the observed evidence with a probability of similar magnitude. In such a
case the assignment of the intended object io∗ is said to be ambiguous, and all
possible identification results are selected. Then the human instructor is asked
to utter a more precise object description in the next dialog step.

If the verbal information is matched to a unique object, further inferences can
be drawn and the most probable class c∗io of the intended object io∗ is calculated.
The object class c∗io that is derived from the visual and verbal evidences may
be different than that hypothesized by the visual recognition process (Fig. 7). If
we assume that the instructor definitively speaks about the perceived scene on
the table, we can use this information in order to detect inconsistencies between
the visual and the verbal interpretation and even to recover from erroneous
classification results of the object recognizer by using this inferred object class.

4 Symbolic Actions and Plans

Besides analyzing image data to gain knowledge about a certain scene the in-
formation about previous actions leading to the actual situation can be used. In
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case of our Baufix domain the actions executed during the assembly construction
process can be monitored to obtain information about the parts utilized for the
assembly construction as well as a hypothesis for the resulting assembly. This in-
formation can serve as an additional cue for the visual recognition of elementary
objects as well as for recognizing complex objects, i.e. assemblies.

To detect actions, a symbolic approach was developed based on the current
state of the scene and the changes of parts in the scene. In the following, we
will refer to parts as being either elementary objects (see Section 2) or complex
objects (see Section 6) from the Baufix domain. The new and disappeared parts
are extracted based on the results of the object recognition algorithm. Therefore
this approach is computationally cheap since the object recognition results are
needed by other modules, e.g. speech understanding, anyway.

As the actions are strongly related to the parts and their functions, we first
turn to the description of the available parts before describing the symbolic
action detection.

4.1 Assembly Model

To ensure flexibility, our system should be able to recognize any assembly that
can be constructed using Baufix parts. As there are numerous different combina-
tions of elementary parts, it is impossible to model every imaginable assembly.
Thus, methods to represent assembled parts depending on specific knowledge
of individual assemblies [Cha97,Hom90] will not solve our problem. Approaches
that model feasible geometric transformations of elementary parts to cope with
any possible assembly [Ana96,Tho96] are not applicable either. Our system must
be able to recognize assembled parts in image data. However, qualifying the spa-
tial relation of any two parts requires accurate geometric information, which is
difficult and time-consuming to gain by means of vision. Therefore, we devel-
oped a syntactic method of modeling assemblies, which is based on the func-
tional properties of their constituent parts. We understand an assembly to be
composed of functional units, which are either represented by elementary parts
or by subassemblies.

All the assemblies in our scenario are of the bolt-nut-type where miscel-
laneous parts like rings and bars can be put on bolts and are fastened using
nut-type parts like cubes or rhomb-nuts. Hence, an assembled part consists at
least of a bolt and a nut and optionally of several miscellaneous parts. Conse-
quently, we model assemblies to be composed of a bolt part, a nut part and of an
optional miscellaneous part. All parts either consist of single parts or of assem-
bled parts. Using this compact model of bolted assemblies hierarchical structural
descriptions can be derived for every possible assembly in our scenario.

Written as a grammar with terminals (Baufix parts in lowercase letters) and
variables (uppercase letters) the model is:
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ASSEMBLY: (BOLT PART MISC PART∗1 NUT PART)
BOLT PART: ASSEMBLY2 | round head bolt | hexagon bolt
MISC PART: ASSEMBLY2 | 3 h bar | 5 h bar | 7 h bar | felly | socket | ring
NUT PART: ASSEMBLY2 | cube | rhomb nut

Fig. 8. The recursive assembly model.

Note that the list of parts in an assembly is ordered, always starting with
BOLT PART followed by any number of MISC PART and ending with NUT
PART.

It is important to note that there are several possible structural descriptions
derivable from our model if an assembly contains more than one bolt. Gener-
ally, the number of different descriptions grows exponentially with an increasing
number of assembled bolts.

4.2 Action Detection

For the detection of actions we use a two-hand model to hold the current state
of the scene, which may not be completely observable since only the table scene
is contained in the camera images used for object recognition. Two hand states
are used to represent the parts or assemblies that are currently in the hands.

Possible hand states: empty | BOLT PART | MISC PART | NUT PART
| (BOLT PART MISC PART+ 3) | ASSEMBLY

The state (BOLT PART MISC PART+) represents a partial assembly that
is not yet tightened with a NUT PART to form a complete assembly.

Using the hand states of our two-hand model together with information about
new and disappeared parts extracted from object recognition results allows to
apply a rule-based approach to infer actions occurring in the scene. Figure 9
shows the rules for the actions currently implemented; the presentation is similar
to the notation for planning operators. To infer, for example, the Take X action
two preconditions must be true: the part X must be on the table and one hand
state must be empty. If the object recognition algorithms no longer detect part
X on the table the action detection module is notified about its disappearance.
Now the Take X action can be inferred since all preconditions are met. As a
result the appropriate hand state is changed accordingly to capture the new
state of the hand holding part X.
1 The star operator indicates the possibility to put any number of MISC PART on a

BOLT PART limited by the length of the thread of the BOLT PART.
2 A function can only be assigned to an assembly if there are free “ports” to use the

assembly as a part (e.g. an assembly needs to have at least one free thread to be a
NUT PART).

3 The plus operator indicates the possibility to put at least one MISC PART on a
BOLT PART limited by its length.
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New X
Preconditions: ¬ (hand: X) ∧ X → new
Effects: X on table

Take X
Preconditions: X on table ∧ hand: empty ∧ X → disappeared
Effects: ¬ (X on table) ∧ hand: X

Put X Y
Preconditions: hand 1: X (BOLT PART) ∧ hand 2: Y (MISC PART)
Effects: hand 1: XY ∧ hand 2: empty

Screw X Y
Preconditions: hand 1: X (BOLT PART) ∧ hand 2: Y (NUT PART)
Effects: hand 1: XY ∧ hand 2: empty

Put down X
Preconditions: X → new ∧ hand: X
Effects: X on table ∧ hand: empty

Fig. 9. The rules for inferring actions from the actual states of the two-hand-model
and the changes in the scene. The notation hand 1 and hand 2 is only used to indicate
the two different hand states, each of the two hand states can be hand 1 or hand 2.

In the introduced symbolic approach the Put and Screw actions are not ob-
servable because mounting parts together does not lead to new or disappeared
parts. Without additional information from visually observing the hands of the
constructor these actions can only be inferred if the next Take action has hap-
pened: If both hand states contain parts satisfying the preconditions of the
Put/Screw action, it is inferred that the parts have been connected together
if another part disappears. Inferring the Put/Screw action results in one hand
state containing the (partial) assembly and the other hand state being empty.
This empty hand state can now be used to hold the disappeared part.

Figure 10 shows an example assembly together with the action sequence
derived during construction of the assembly.

Since our approach is based purely on symbolic information it is very im-
portant to reliably detect the scene changes. Besides this a few limitations are
introduced by the fact that no direct visual observations of the hands are avail-
able: One important limitation is that the user may hold only one part or (par-
tial) assembly as modeled by the hand states. This design of the hand states is
motivated by the goal to monitor actions independently from whether a robot
or a human is acting in the scene. Another limitation is that no parts may be
put down outside the visual scene, as this cannot be detected without visual
observation of the hands and therefore the two-hand-model would still contain
the parts.

As all of these limitations are due to the lack of direct visual observations we
developed a visual action recognition for our construction domain. This second
approach is described in the next chapter and is intended to be integrated with
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(MISC_PART)
Assembly2

Assembly3

(BOLT_PART)

(NUT_PART)

Assembly1
1. Take Assembly1 (BOLT PART)

2. Take Assembly2 (MISC PART)

3. Connect Assembly1 Assembly2

4. Take Assembly3 (NUT PART)

5. Connect Assembly1 Assembly3

6. Put down Assembly1

Fig. 10. Example assembly with action sequence resulting from symbolic action detec-
tion.

..

...

.

Action: Pick/Place Actions: Put, Screw

0-2 Hand Trajectories

Tracking and Selection of Hand Hypotheses

Color Classification + Judgment from Motion

n Hand Hypotheses

Segmentation and Classification of Trajectories

Action: Connect

Frequency analysis of trajectories

Fig. 11. Hierarchical processing strategy for the action classification.

the symbolic action detection to make it more robust and to allow for direct
detection of the Put and Screw action instead of its delayed inference.

5 Visual Action Recognition

Figure 11 gives an overview of the system intended for the visual action recogni-
tion. The hierarchical architecture is domain independent on the first two levels.
This enables the easy application to other scenarios with humans executing ac-
tions differing from the construction actions presented here. In the following
subsections this system is described and an evaluation of its performance is
given.
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Fig. 12. Flowchart of the region calculation.

5.1 Fast Hand Segmentation

To segment skin-colored regions in images various methods have been proposed,
see e.g. [Hun94], [Stö99], [Wei99], or [Boe98]. As the input image can contain
many skin-colored regions, a reliable detection of hands based only on the color
cue is not possible. Therefore we use motion as a second cue. Figure 12 shows a
flowchart of the realized process, including the input image, the judged output
regions and two intermediate images.

In the scenario, the lighting conditions are rather constant, making an ap-
proach with a static classifier with a large set of parameters for a detailed mod-
eling of the input space feasible. Based on the classifier described in [Kum98],
we chose a polynomial classifier of sixth degree using the YUV-values of every
pixel of the input image as a three-dimensional feature vector. To speed up the
classification, a lookup table containing the classification results for all possi-
ble input vectors is used. The output classes are skin color and background. To
obtain the likelihood of a pixel belonging to the skin color class we applied a
confidence mapping on the trained polynomial classifier as described in [Sch96].

After smoothing with a median filter, the image is thresholded and all regions
contained in the binary image are approximated by polygons. During this step,
different features like the size and the center of mass of the regions are calculated.
Small regions are deleted. For each segmented region the average confidence value
of all pixels inside the region is used as a judgment. This judgment is increased
by using motion information from a difference image. This takes into account
that hands often move while skin colored regions in the background or even faces
typically move much less or not at all.

The difference image is calculated using the V-channel of two subsequent
input images. After thresholding, the size and the center of mass of all regions
contained in the image are calculated and small regions are deleted. For each
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difference region the distances between its center of mass and the polygons of
the skin colored regions are calculated. The difference region is assigned to the
closest skin colored region if it lies inside or close to the skin colored region and
no other region lies in a comparable distance. The judgment of the skin colored
regions is increased by adding a weighted size of the assigned regions.

5.2 Tracking the Hands

To determine the actions executed by the user the trajectories of segmented
regions are analyzed. As the region segmentation yields several regions with
judgments indicating their dynamics, it is not possible to determine which re-
gions are representatives of the human hands based on a single image. During
movements of objects in the foreground or due to shading, static objects can get
high judgments in a single image. A second problem is the low judgment of hand
regions while they are not moving.

To cope with these difficulties we track the center of mass of every skin
colored region using standard Kalman filters. For every new input image all
previously initialized Kalman filters are associated with the region that is closest
to the predicted new position. We use a distance threshold to avoid assigning a
region that is too far away. To restrict the tracking to dynamic regions for all
untracked regions, a new Kalman filter is initialized only if the region reveals a
high judgment. The two hands are selected based on the lifetime of the tracked
trajectory and its distance from its initialization position.

5.3 Recognizing Complex Actions

After identifying the two trajectories generated by the hands of the human con-
structor we can now classify these trajectories. The actions to be classified consist
of Pick (left hand/right hand (L/R)), Place (L/R), Put, and Screw. We use a
hierarchical approach for the recognition. Put and Screw are discriminated from
a Connect action by a post processing step. Pick, Place, and Connect are repre-
sented by the following elementary actions:

Pick/Place: {Hand down,Hand up}L|R

Connect: {Approach,Move away}
The selected algorithm should be able to cope with the facts that the start

and end points of the actions are not explicitly given and that the actions are not
performed in the same way each time. The algorithm selected for the identifica-
tion of the Pick, Place, and Connect actions is based on the Conditional Density
Propagation (Condensation) algorithm, which is a particle filtering algorithm
introduced by Isard and Blake to track objects in noisy image sequences [Isa96].
Black and Jepson used the Condensation algorithm in order to classify the
trajectories of drawn commands at a blackboard [Bla98].

The actions are represented by parameterized models, which are consisting
of 5-dimensional trajectories made up of the x- and y-velocities of both hands
and the distance between them. The complex actions are concatenations of the
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Fig. 13. The action sequence Pick(L), Pick(R), Connect, and Place(R). a) Tra-
jectories of the hands; b),c) Velocities of the hands; d) Probabilities for the model
completion.
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Fig. 14. Velocities and their Fourier transformations for a Screw action with one active
hand regrasping the bolt while the passive hand just holds the threaded part.

elementary actions linked together by transition probabilities. For a detailed
description see [Fri00]. Figure 13 shows an example trajectory of several complex
construction actions and the corresponding hand velocities and classification
results.

Due to the strongly varying length of time required by the Screw action, the
recognition rates for this action performed with the Condensation algorithm
are poor [Fri00]. Therefore we perform the discrimination of Put and Screw in an
additional post processing step performed after a Connect action is recognized.
As the characteristic of a Screw action is the repeated movement of the hands to
regrasp and turn the threaded bolt, we perform a Fourier transformation on the
derivatives of the two Kalman trajectories, i.e. the hand velocities. In case of a
Screw action the transformation exhibits high amplitudes in the low-frequency
range (’Active Hand’ in Figure 14). For a hand that is not moving, the resulting
transformation exhibits no characteristic peak (’Passive Hand’ in Figure 14).
The difference in the FFT-magnitude between the maximum amplitude and the
mean value of each hand is used together with the duration of the action as
a three-dimensional feature vector for classifying the action with a k-nearest
neighbor classifier.
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Table 1. Results for 36 action sequences. The post processing step is only performed
if the Connect model was recognized correctly.
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Model Elementary actions Complex actions PostPro.
# Actions 57 57 87 87 72 72 468 57 87 72 216 36 36
# Recognized 51 54 78 86 64 70 430 50 77 64 191 32 32
Recognized (%) 89 95 90 99 89 97 92 88 88 89 88 89 89

5.4 Results

Using two Workstations (SPECInt95 13.9 and 27.3) the image segmentation and
region tracking as well as the Condensation algorithm are working in real-time.
The segmentation is done at a frame rate of 25 Hz using an image size of 189x139
pixels. The Condensation algorithm works with 3500 states.

Since the classification is done on trajectory data from a single camera we
have only two-dimensional trajectories. This imposes the restriction on the acting
humans to orient themselves towards the camera and execute the actions in an
explicit way, i.e. not taking the parts and connecting them together directly on
the table without any visible trajectory. The system was tested using 36 action
sequences of 5 different people following these restrictions. Each action sequence
consisted of taking a bolt and a bar, putting the bar onto the bolt and securing
the parts with a cube screwed onto the bolt before placing the assembly back
on the table. Each construction sequence therefore contained 6 complex actions
(3 Pick, 2 Connect, 1 Place) with a total of 13 elementary actions. The results
for the action classification with real-time constraints are shown in table 1.

6 Complex Objects

Techniques to recognize assemblies play a central role in vision-based construc-
tion cell analysis. As complex objects not only are the final product of an as-
sembly process but usually appear at intermediate states, automatic observation
has to cope with them. Concerning assembly recognition, however, little work
has been reported yet. Moreover, most of these contributions deal with failure
detection rather than with object recognition (cf. e.g. [AH97]). Known systems
to recognize assemblies make use of highly specialized sensors like laser-range-
finders [Ike94,Miu98] whereas pure vision systems merely deal with simple block
world objects [Llo99].

This limitation to accurate sensors or simple objects is not surprising since
in the cited works recognition relies on geometric object features. This, however,
brings with it three major drawbacks with an impact on recognition: geometric
features are sensitive to perspective occlusions, which occur naturally if objects
are assembled; an accurate determination of geometric features by means of
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Fig. 15. 15(a) An assembly, 15(b) the result of an assembly detection process, and
15(c) the corresponding high-level sequence plan.

virtual holes

center

Fig. 16. A detail from Fig. 15(a) and the corresponding labeled image regions with
2D positions of mating features. As occupied holes of a cube are not visible, virtual
positions are estimated. They are supposed to be the points where a line reaching from
a bolt to the center of the cube intersects the border of the cube region.

vision is difficult and time consuming; it is rather impossible to provide a ge-
ometric model of every feasible assembly that might appear in a flexible and
non-standardized construction environment.

6.1 From Hierarchical Models to Planar Graphs

In preliminary work we presented syntactic methods to detect assemblies in
image data [Bau98,Bau00]. This kind of approach is well suited to detect assem-
blies since it can describe a large variety of feasible objects and does not rely
on geometric features. Given the syntactic model described in section 4 and the
results of elementary object recognition outlined in section 2, assembly detection
is realized as a structural analysis of clusters of 2D objects yielding hierarchical
descriptions (Fig. 15).

The topological appearance of a cluster of elementary objects yields mating
relations among the objects, and our system automatically infers which holes of
a bar or a cube are occupied by bolts. Therefore, syntactic descriptions enhanced
with mating relations enable the generation of assembly plans [Bau99]. Note that
these plans (Fig. 15(c)) do not contain information of spatial object positions but
nevertheless are sufficient to generate high-level assembly sequences as defined
in [Cha97].
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However, syntactic methods cannot really recognize individual assemblies.
Most complex objects have several syntactic structures and processing different
views of an assembly usually results in different descriptions. But recognition re-
quires matching a description against a prototypical model which is burdensome
in case of hierarchical structures or plans.

Therefore we introduce another representation of assemblies which is based
on the semantics of syntactically derived plans. All feasible plans of an assembly
encode topological relations among its parts. They all describe how objects are
attached to each other, i.e. they relate the mating features of elementary objects
comprised in an assembly.

Mating features enable and characterize mechanical connections. Nut-type
objects, for instance, have threaded holes to be rigidly connected to bolts. Due
to their significance to mechanical connections, mating features are of course
well known in assembly modeling. Even if by now their geometric properties
were of primary concern (cf. e.g. [Rab96]) they also have topological signifi-
cance. Relations among mating features uniquely characterize the structure of
an assembly. Therefore, a graph describing the relations among mating features
can be understood as the semantics of a set of high-level assembly plans. Such
mating feature graphs extend the concept of liaison-graphs which qualify rela-
tions among objects and are well known from assembly planning literature (cf.
e.g. [De 99]).

Figure 17(a) depicts the mating feature graph derived from the plan in
Fig. 15(c). As mating feature graphs represent the semantics of a set of se-
quence plans, there is of course an abstract function calculating the semantics
of any syntactically correct plan4. In this contribution we restrict ourselves to a
short discussion of what is actually encoded in this graph: its vertices represent
visible subparts of the objects constituting the assembly. They are labeled with
their type and color. The edges relate the subparts, their direction indicates that
objects were sequentially put onto bolts. Vertices connected by a pair of edges
belong to the same object. Bolts connected to the same object are related by
edges that are labeled with an angle specifying how these bolts are situated with
respect to each other.

6.2 3D Reconstruction of Complex Objects

After transforming a sequence plan into a mating feature graph, assembly recog-
nition becomes a problem of graph matching: an input graph obtained from
image analysis has to be compared with a set of model graphs. Using graphs
to encode knowledge for object recognition is a well established technique in
computer vision (cf. e.g. [Son93, Cos95, Sid99]) In our system we make use of
the graph matching toolkit of the University of Berne which implements a fast
algorithm for calculating error-correcting subgraph isomorphisms developed by
Messmer and Bunke [Mes98].

4 An exemplary implementation using Haskell can be found under [Bau01].
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Fig. 17. 17(a) A mating feature graph describing the relations of functional subparts
of the assembly in Fig.15. The virtual model in 17(b) was generated by means of a
rough 3D reconstruction based on the calculated positions of mating features depicted
in 17(c) and 17(d).

According to all previous considerations, our system realizes assembly recog-
nition in a two-step procedure. After deriving a mating feature graph from an
assembly plan, the graph is matched against a database of previously calculated
graphs. If no match is found, the graph is assumed to represent an unknown
assembly and is inserted into the database. This, in fact, realizes a self learning
vision system which automatically extends its knowledge.

Another application of mating feature graphs lies in the field of 3D recon-
struction. To this end vertices are labeled with image coordinates of the corre-
sponding subpart which are calculated during plan generation. The position of
a hole of a cube, for instance, is supposed to be the point where the line con-
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necting the 2D centers of the cube and a bolt intersects the border of the cube
region (Fig. 16). In this way only those holes can be labeled that are connected
to a bolt. Thus, the center of a cube is regarded as a virtual mating feature.
Consequently, cubes are represented by means of the maximum number vertices
available (here: 3).

Matching two graphs derived from stereo images yields pairs of image coordi-
nates that can be used to estimate the 3D spatial position of the corresponding
features [Fau93]. Up to now, we used calibrated cameras in our experiments.
Figure 17(c) and Fig. 17(d) show an example of a pair of stereo images with the
calculated subpart positions cast into them. The corresponding coarse estimates
of 3D positions are sufficient to create the virtual prototype of the assembly
shown in Fig. 17(b). This is done using a CAD tool for virtual assembly de-
veloped within our research project [Jun98]. Given an assembly plan, this tool
virtually interconnects the objects and automatically corrects faulty coordinates
by means of detailed CAD models.

7 Summary

This contribution presents a system that performs learning of complex objects
in a cooperative construction scenario. Visual models and construction plans
are achieved during a task-oriented human-robot communication. The system
covers already most components necessary for learning of words, skills, object
models, and tasks. The baufix scenario — a wooden toolkit with multi-functional
parts — allows a clear and obvious separation of baseline competences the system
must provide a priori and competences to be acquired during communication. (i)
Recognition and location of elementary objects, (ii) cross-modal interrelations of
speech and visual data for objects, features, and spatial expressions, (iii) models
for symbolic and visual action detection, and (iv) structural rules for complex
objects form the baseline competences of the system. Complex objects and their
verbal descriptions and naming are learned according to both their structure and
their construction process. Fig. 18 shows an example. The object in 18(a) has
been constructed and the objects in the scene were recognized. The structural
description in 18(b) has been achieved and names that occurred during the
process were assigned to the object and its substructures. The mating feature
graph 18(c) provides a model for recognition of the object. For the construction
of objects and their visualization the system Cody [Wac96] is used. The result
of the corresponding virtual re-construction of the object is shown in 18(d).
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Fig. 18. 18(a) A scene containing a complex object that was constructed during
an interactive session. 18(b) A structural description of this object where names and
identifiers introduced during the construction are assigned to substructures. 18(c) The
corresponding mating feature graph used for unique assembly recognition. 18(d) A
virtual reconstruction of the scene.
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V. Matoušek, P. Mautner, J. Oceĺıková, P. Sojka (Hrsg.): Lecture Notes in
Artificial Intelligence, Bd. 1692, Springer, Berlin, 1999, S. 229–234.

Fri00. J. Fritsch, F. Loemker, M. Wienecke, G. Sagerer: Erkennung von Kon-
struktionshandlungen aus Bildfolgen, in Mustererkennung 2000, 22. DAGM-
Symposium Kiel, Informatik aktuell, Springer-Verlag, 2000, S. 389–396.

Fur87. G. Furnas, T. Landauer, L. Gomez, S. Dumais: The Vobabulary Problem in
Human-System Communication, Communications of ACM, Bd. 30, Nr. 11,
1987.

Hei96. G. Heidemann, F. Kummert, H. Ritter, G. Sagerer: A Hybrid Object Recog-
nition Architecture, in C. von der Malsburg, W. von Seelen, J. Vorbrüggen,
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Abstract. We discuss a task for mobile robots that can only be solved
by robots that are able to learn fast in a completely autonomous fashion.
Furthermore we present technical details of a rather inexpensive robot
that solves this task. Further details and videos of the robot are available
from http://www.igi.tugraz.at/maass/robotik/oskar.

1 Introduction

We will discuss a task for an autonomous robot that requires learning insofar as
a solution of this task by a non-learning robot is inconceivable (at least on the
basis of budget constraints and currently available technology). On the other
hand this task is also too difficult to be solved by a human. People can learn,
but they do not have the mechanical skills which this task requires.

The task had been posed in the form of a student competition (Robotik
20001) at the Technische Universität Graz. It can be outlined as follows. A
2 × 5 m white platform – surrounded by a black wall – had been divided by a
black line into a release zone of about 1 m length and a target zone of about 4
m length (see Figure 1).

For each instance of the task one out of a large variety of green colored hills
was placed at an arbitrary position – but at least 40 cm away from all walls –
into the target zone. The hills were formed out of different kinds of hardening
or non-hardening resins. These hills had a relatively rough surface and all kinds
of odd shapes (diameters 30-60 cm), but they all had a round dip on the top of
about 2 cm depth, with a diameters ranging from 8 to 12 cm, see Figure 2. The
task was to accelerate and release a red billiard ball (diameter 5 cm, weight 142
g) in the release zone on the left part of the platform so that it comes to rest
in the dip on top of the hill. To solve this task the ball has to be released with
just the right speed v and angle α. For most hill positions the set of parameters
� This research was partially supported by the Land Steiermark (Austria), project Nr.

P12153-MAT of the FWF (Austria), and the NeuroCOLT project of the EC.
1 detailed information about this competition can be found online under

http://www.igi.tugraz.at/maass/robotik

G.D. Hager et al. (Eds.): Sensor Based Intelligent Robots, LNCS 2238, pp. 345–356, 2002.
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initial ball position

release
zone

target zone

Fig. 1. Layout of the environment for the task.

Fig. 2. Two of the hills that were used in the competition

〈α, v〉 that solved the task was so small that even an experienced human typically
needed 40 or more trials before the first success. The number of trials needed for
a second successful shot was not significantly smaller, indicating that in spite of
all trying a human can solve this task essentially just by chance.

After any unsuccessful trial the robots in the competition had to find the
ball, move it back to the release zone, and initiate the next shot. All of this –
just as the trials themselves – had to be done completely autonomously, using
only on-board sensors, computing devices and power supply (the latter had to
last for at least 45 minutes). The only signals or interventions from the outside
that the robots were allowed to receive were the start-signal at the beginning
(by pushing a button) when the ball had been placed on the initial ball position
marked in Figure 1, and a repeat-signal after a successful trial. The repeat-signal
was given by pushing another button on the robot, and it signaled to the robot
that the ball had been removed by a person from the top of the hill and had
been placed again on the initial ball position, whereas the hill and hill position
had been left unchanged2. The performance measure for the competition was
2 We did not encourage that the robots themselves remove the ball from the top of

the hill after a successful trial in order to protect our hills.
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Fig. 3. This is the fast learning robot Oskar. The raised “lasso” for recapturing the ball
is visible on his left. His hammer (visible on his right) has been pulled up, indicating
that Oskar is about to shoot the ball from his ball-holding-bay underneath.

the total time needed by a robot until he had succeeded three times for the
current hill and hill-position, averaged over a fair number of different hills and
hill-positions.

A direct computation of the proper release values 〈α, v〉 from measurements
and other sensory data appears to be not feasible for an autonomous robot based
on presently available technology3. Therefore a robot that was to be successful
in this competition had no choice but to learn from his preceding trials in order
to avoid a time consuming reliance on mere luck.

The winner of the competition was the robot Oskar4 (see Fig. 3 and Fig. 4),
designed and built by the second and the third author of this article. For technical
details see Appendix B. Oskar usually needs 1-8 trials until the first successful
shot, with a very high success rate for subsequent trials for the same hill in
the same position. Oskar moves via two wheels powered by step motors, with

3 More precisely: based on technology that can be afforded within the budget limit of
4000 Euro for each robot in the competition.

4 see his homepage http://www.igi.tugraz.at/maass/robotik/oskar
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Fig. 4. The robot Oskar shown while recapturing the ball (which is visible just in front
of the robot). The camera in the white housing suspended from the square metal frame
is used for controlling the recapture operation. Oskar’s main camera, which is used for
localization, shot planning, and learning is visible close to the top of the raised “lasso”.

two Castor wheels in the back. For the control architecture see Figure 7. After
recapturing the ball Oskar repositions himself in the release zone with a precision
of 1 mm and an angular precision of 0.2 degrees, using the visual markers on the
field for localization. As one camera looks othogonally down onto the lines of
the platform from 30 cm above, the accuracy of the repositioning is only limited
by the mechanical precision. This accuracy in repositioning is essential in order
to turn experience from preceding trials into useful advice for the next trial.
Oskar accelerates the ball by hitting it with a hammer that can be pulled up
to variable heights, thereby allowing control over the initial speed v of the ball.
Oskar catches the ball by lowering a flexible “lasso”. He transports the ball back
into the bay in front of the hammer through a suitable body movement initiated
by his two wheels (“hip swing”). Oskar receives sensory input from 2 on-board
cameras and 3 photo sensors. Processing the input of both cameras requires the
whole CPU time. Therefore the management of all actors was outsourced to
a micro controler board, which communicates with the PC via serial interface.
Fig. 7 shows a diagram of Oskar’s control system.

Videos that show the performance of Oskar and competing robots can be
downloaded from the homepage of the robot competition http://www.igi.tugraz.
at/maass/robotik/.

2 Oskar’s Learning Strategies

Oskar uses both a longterm- and a shortterm learning algorithm. In order to
compute the initial speed v for a new instance of the task he uses longterm
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Fig. 5. A typical hill, as seen by the onboard camera of Oskar. Oskar approximates the
hill by a trapezoid as shown and feeds its 4 corner points into a neural network that
estimates a promising value for the speed v of the first shot.

learning via a sigmoidal neural network (MLP) with 4 hidden units. The inputs
to the neural network are the coordinates of the 4 corner points of a trapezoid
(see Fig. 5) that approximates the segmented video image of the hill, recorded
from the starting position.

The neural network is trained via backprop, with training examples provided
by preceding successful trials. The neural network started to make useful predic-
tions after it was trained with data from 60 successful trials (error on training
set: 1.2%). The other parameter α for the first trial on a new hill is simply com-
puted by aiming at the center of the upper horizontal line segment (“Top”) in
the trapezoid that approximates the hill.

Since the first trial of Oskar is likely to succeed only for very simple hills
(e.g., for small hills with a fairly deep dip at the top), the key point of his
operation is his capability to learn via shortterm learning autonomously from
preceding unsuccessful trials for the same instance of the task. For that purpose
Oskar records for each shot the trajectory of the ball, and extrapolates from
it an estimated sequence of positions of the center of the ball (see Fig. 6 for
a few examples)5. This sequence of points is placed into one of 6 classes that
characterize specific types of failures for a shot:

1. ball went too much to the right
2. ball went too much to the left
3. ball reached the dip, but went through it

5 Oskar records 12 frames per second, yielding typically 3 to 25 frames for the period
when the ball is on the hill.
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Fig. 6. Typical trajectories of the (estimated) center of the ball for unsuccessful trials,
as computed by Oskar from his video recording. The trajectories shown were classified
by Oskar into the classes 1,2, and 3. The characteristic feature of a trajectory in class
3 is that it goes up, down, and up again in the immediate vicinity of the hill.

4. ball rolled back from the hill
5. success
6. anything not fitting into classes 1-5

If the trial was unsuccessful, Oskar computes with the help of his learning algo-
rithm QUICK-LEARN the parameters 〈α, v〉 for the next trial from the classi-
fications of the ball trajectories for the last 4 shots and a quantitative measure
for their deviations to the left or right.
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Fig. 7. Block diagram of Oskar’s control system. It was designed to be simple and
inexpensive. The main part is a low power Single Board PC. All control tasks except
actor control are implemented on this PC. The actor control was sourced out to a
microcontroller, to release the PC. The main sensors are two cameras connected to a
4-channel frame grabber on the ISA-Bus. To avoid an extra I/O-Module, the 3 photo
sensors are read in via the parallel port.

There are no theoretical results known to us which could guide the design
of such learning algorithm. There exists some theoretical work on binary search
with errors (see for example [1]; pointers to more recent work can be found in [2]).
However these studies focus on a worst case analysis under the assumption that
the total number of erroneous answers lies below some known bound. In contrast
to that, we need here a learning algorithm that converges very fast on average
in the presence of stochastically distributed errors. Furthermore in our case the
probability that an answer is erroneous is highly non-uniform: it is quite large if
one is already close to the target, but it drops quickly with the distance between
the current query and the unknown target value. To the best of our knowledge,
no theoretical analysis of binary search with errors is known that can be applied
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to this more realistic case. In addition, our target vector lies in a 2-dimensional
space. Since it can be shown empirically that for most instances of the task the
solution set does not form a rectangle in this 2-dimensional space, the search
problem cannot be reduced to two independend binary search procedures.

The algorithm QUICK-LEARN merges two simultaneous binary searches,
for the right angle α and the right speed v, where each of these binary search
procedures receives just partially reliable feedback through the classification of
previous trials into the classes 1 to 6. The algorithm QUICK-LEARN proceeds
in all cases except one on the assumption that the parameters α and v can be
determined independently.

The parameters α and v are left unchanged if the last trial was classified into
class 6. Classifications of failures into the classes 1 and 2 are used as feedback for
the binary search for α, and classifications into the classes 3 and 4 are interpreted
as feedback for the binary search for v. This feedback assignment is only partially
justified, since for example a ball that is a little bit too fast and a little bit too
far to the right frequently runs along the distant inner rim of the dip on the hill
and rolls back from the left side of the hill. Such misinterpretation, along with
various other sources of noise and imprecision, causes errors in the binary search
procedures for α and v.

When a trial yields for the first time a trajectory belonging to a class in {1, 2}
or {3, 4}, the corresponding parameter α or v is changed by some minimal step
size in the obvious direction. Special precautions are built into QUICK-LEARN
that allow it to recover quickly from erroneous feedback. The step size of the
relevant binary search procedure is halved - like in the classical binary search
procedure - only if the last two trials have produced trajectories that belong
to classes that reflect complementary errors for the parameter in question, like
the classes 1 and 2 for α, or the classes 3 and 4 for v. Whenever the trajectory
switches between the groups of classes {1, 2} and {3, 4}, the binary search is
switched to the other parameter (with a step size equal to the last value when
that other binary search had been interrupted). The step size for binary search
is left unchanged if the trajectories for the last 2 or 3 trials all fall into the
same class. If the last 4 trials have produced trajectories that all fall into the
same class in {1, 2, 3, 4}, the corresponding parameter is not only moved into
the appropriate direction, but in addition the step size is doubled. Furthermore
after 4 or more trials that yielded trajectories in one of the classes 3 or 4, not
only the speed v is changed, but also the angle α is changed by some minimal
step size in the direction which is suggested by a quantitative measure dev that
evaluates left/right deviations of the ball that were caused by the hill (for details
see the pseudocode of the algorithm QUICK-LEARN given in Appendix A).

3 Discussion

In contrast to many other applications of machine learning in robotics, where
robots learn to avoid obstacles or other functions that can also be solved without
learning, the robot Oskar that we have discussed in this article is the result of an
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evolutionary challenge where learning was indispensable to solve the given task.
This given task happened to be one which is too difficult for humans in spite
of their learning skills, because they are inferior to robots with regard to their
precision and reproducibility of movements. Hence one may argue that Oskar
solves a task that can neither be solved by non-learning robots nor by humans,
thereby demonstrating the tremendous potential of autonomous adaptive robots.

On a more abstract level, the task that is solved by Oskar requires a very
fast search in a multi-dimensional space for a parameter vector that provides a
solution of the current instance of the task. This search has to be carried out
without any human supervision, by computing autonomously suitable feedback
for learning from the sensory input of the robot. Tasks of a similar nature arise
in many application areas where one needs to procede by trial und error, for
example in the area of construction, repair, or rescue. Many of these tasks arise
in environments that are inaccessible or too hostile for humans, and therefore
are interesting application areas for robotics. In the area of medical robotics
miniature robots that learn fast to solve a task of skill in an autonomous fashion
may potentially be useful for carrying out surgical procedures inside a human
body that are so delicate that human supervision is too unreliable.

The robot Oskar that we have discussed in this article has become one of the
longest serving autonomous adaptive robots that are known to exist. He has been
running continuously 9 hours per day (for permanently changing hills and hill-
positions) during the 6 months of a major exhibition6 in Graz (Austria), during
which Oskar delivered 31.108 shots (6.127 of which were successful). Hence this
robot demonstrates that autonomous learning capabilities can be implemented
in a mobile robot in a stable and reliable manner, at a very low cost7.

Acknowledgement

We would like to thank Prof. A. Pinz, Prof. R. Braunstingl, Prof. G. Wiesspeiner,
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Appendix A:
Pseudocode for the Learning Algorithm QUICK-LEARN

Definitions:
last: array with the classifications for the last 4 trajectories
last[0]: classification of the immediately preceding trajectory
dev: horizontal deviation at the hill of the last trajectory1

delta−a: current step size in binary search for angle
(initial value = 1/6 of the width of the hill at the base)

delta−v: current step size in binary search for velocity
(initial value = 1/20 of the value suggested by the neural network)

a: parameter angle
v: parameter velocity

a−min: minimal step size in search for angle2

v−min: minimal step size in search for velocity3

delta−a is never allowed to assume values less than a−min.
delta−v is never allowed to assume values less than v−min.

QUICK−LEARN(classes last[4], dev)
switch(last[0])
{
class−1:
if (all last == class−1) // last 4 trajectories too far right:
delta−a *= 2 // double step size for angle
else

if (last[1] == class−2) // last 2 trajectories in classes 1
delta−a /= 2 // and 2: halve step size for angle
delta−a = max(delta−a, a−min) // step size not smaller than minimum

// step size

if (last[1] == class−5) // failure (of class 1) after success
a -= a−min4 // (class 5): minimal change for

// angle
else
a -= delta−a

class−2:
if (all last == class−2) // last 4 trajectories too far left:
delta−a *= 2 // double step size for angle
else

if (last[1] == class−1) // last 2 trajectories in classes 1 and 2:
delta−a /= 2 // halve step size for angle
delta−a = max(delta−a, a−min) // stepsize not smaller than minimum step size

if (last[1] == class−5) // failure (of class 2) after success:
a += a−min // minimal change for angle
else
a += delta−a
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class−3:
if (all last == class−3) // last 4 shots too fast (class 3):
a += sign(dev) * a−min // additional minimal change of angle5

if (last[1] == class−4) // last 2 trajectories in classes 3 and 4:
delta−v /= 2 // halve step size for velocity
delta−v = max(delta−v, v−min) // step size not smaller than minimum step size

if (last[1] == class−5) // failure (of class 3) after success:
v -= v−min // minimal change of velocity
else
v -= delta−v // for all other classes: change with stepsize

class−4:
if (all last == class−4) // last 4 shots too slow (class4):
a += sign(dev) * a−min // additional minimal change of angle5

if (last[1] == class−3) // last 2 trajectories in classes 3 and 4:
delta−v /= 2 // halve step size for velocity
delta−v = max(delta−v, v−min) // step size not smaller than minimum step size

if (last[1] == class−5) // failure (of class 4) after success:
v += v−min // minimal change of velocity

else
v += delta−v // for all other classes:

// change with step size

class−5:
a = a // last shot was successful:
v = v // leave parameters unchanged
store−example // save angle, velocity and hill

// features as training example
// for the longterm neural
// network learning algorithm

class−6:
a = a // leave parameters unchanged,
v = v // no information extracted

}

Remarks:
1 dev is the average of the horizontal deviations of points on the trajectory while the
ball was on the hill, from a linear extrapolation of the initial segment of the trajectory
defined by the points of the trajectory just before the ball reached the hill. Thus dev
essentially measures the horizontal deviation of the ball caused by the hill.
2 The minimum step size for the angle is one step of one of the two driving motors.
The direction of the change determines which motor has to move.
3 The minimal step size for the velocity is one step of the stepping motor that pulls up
the hammer.
4 Angles and angle changes to the left are counted negativ, angles and angle changes
to the right are counted positiv. Angle 0 is defined by the straight line to the middle
of the top of the hill (see Fig. 5).
5 This rule prevents the algorithm to get stuck in just changing the velocity. Because of
this rule one cannot view the algorithm as an implementation of 2 independent binary
search procedures.
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Appendix B:
Technical Data of the Learning Robot “Oskar”

Processor board
Single-Board-PC 586LCD/S by Inside Technology AMD 586 @ 133 MHz, 32 MB
Ram, ISA and PC 104 Bus runs under DOS and the DOS-Extender DOS4GW
by Tenberry
2,5 Laptop-Harddisc with 400 MB memory

Image processing
b/w-framegrabber pcGrabber-2plus by phytec with four camera inputs, ISA Bus
color-CCD-camera VCAM 003 by phytec for ball/hill-analysis, no-name-wide-
angle b/w-camera for navigation and obstacle avoidance

Motor/servo-steering
Risc-Microcontroller AT90S8515 by Atmel,
8kB integrated flash-program-memory
running under operating system AvrX by Larry Barello

Driving
two 1,8◦ stepping motors in differential drive

Shooting
one 0,9◦ stepping motor + hammer (250g)

Power Supply
High Performance NiMH-Accu with 2,6Ah capacity and 12V. Two DC/DC Con-
verters provides the also needed 5V and -12V.
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Abstract. This paper introduces at the specification level CoolBOT, a
component-oriented programming framework for robotics designed to as-
sist robotic system developers in obtaining more structured and reusable
systems without imposing any specific architecture. Within this frame-
work components are conceived as Port Automata (PA)[13] that interact
through their ports and that can be composed to build up new compo-
nents from existing ones. Components, no matter if they are atomic
or compound, are internally modeled as Discrete Event Systems and
controlled using the same state control graph. CoolBOT hides the pro-
grammer any aspects related to communications and provides standard
mechanisms for different modes of data exchange between components,
exception handling and support for distributed computing environments.

1 Introduction

During the last years we have known about a number of successful projects in
robotics in very different fields, ranging from exploration in space and harsh
environments on Earth to medical robotics and entertainment. These systems
illustrate from different perspectives that there is actually a wealth of well de-
veloped solutions to many of the basic problems that need to be solved and
integrated when designing a robotic system, even though many of them still re-
main as very active research fields. This situation is fostering the development
of more ambitious systems of increasing complexity to face new challenges but
also makes evident some difficulties.

One of them is the lack of a methodology to develop robotic systems in
a principled way, a problem that has been identified by several authors, who
have recognized that traditional programming and validation techniques are not
adequate for intelligent robotic systems [10][4]. This methodology should help
in designing systems that were more scalable, reusable in new scenarios, more
robust and reliable, and easier to debug and profile.

G.D. Hager et al. (Eds.): Sensor Based Intelligent Robots, LNCS 2238, pp. 282–304, 2002.
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These problems have been often tackled proposing new robot architectures
and specification languages (see [4] for a good up-to-date review). Certainly, some
architectures seem better suited than others to favor the goals stated above as
proved by the fact that majority of current intelligent robot systems use some
sort of hybrid architecture [9][2][1][11], effectively combining the advantages of
reactive and deliberative architectures.

Other research has been focused in the design of specification languages for
robot systems, with a large variety in objectives and scope. Relevant to the
research presented here, are those languages designed for task-level control as
RAP [6], ESL [8] or TDL [12]. Typically, these languages offer primitives for
task coordination and control, task communication, and also basic primitives for
exception handling. An advantage of ESL and TDL is that they are, respectively,
extensions of Lisp and C++. This allows to use the same language for coding
the whole system, that is, not only for task control, but also for the rest of
computations.

Along this paper we will introduce CoolBOT, a component-oriented pro-
gramming framework being developed at ULPGC, whose main goal is to bridge
the gap between these two approaches for tackling the design of complex robot
systems. That is, CoolBOT is aimed at providing the designer of such systems
with a powerful environment where it is possible to synthesize different architec-
tures using the same specification language. As it will be explained, CoolBOT’s
basic building blocks, i.e. components, are modeled as Port Automata [13] that
share the same control and communication models.

Reactivity, adaptability, modularity, robustness and stability are some of the
design goals for almost any system. All of them are related to or dependent
on how the components of a system interact among themselves and with the
environment. In CoolBOT, all components share the same interfaces and control
scheme. In this way, it is possible to define a modular system that uses a set of
common abstractions to carry-out communication, coordination and exception
handling among modules.

The rest of this paper discusses first the design goals that are guiding the
development of CoolBOT, followed by a description of the elements that make up
CoolBOT’s model of a component. Finally, a simulated programming example
is explained in detail.

2 Objectives & Design Principles

Latest trends in Software Engineering are exploiting the idea of Components as
the basic units of deployment when building complex software systems, specially
if software reuse, modular composition and third-party software integration are
important issues. CoolBOT should be understood as a component framework,
in the sense defined in [15], as it offers ”a collections of rules and interfaces that
govern the interaction of components plugged into the framework. A compo-
nent framework typically enforces some of the more vital rules of interaction by
encapsulating the required interaction mechanisms”.



284 J. Cabrera-Gámez, A.C. Domı́nguez-Brito, and D. Hernández-Sosa

The following are the most important considerations that have guided the
design of CoolBOT:

– Component-Oriented. CoolBOT is conceived as a component-oriented
programming that relies on a specification language to manipulate compo-
nents as building blocks in order to functionally define a robotic system by
integrating components. This approach not only enforces modularity and
discipline but requires well defined rules for interfacing and interaction. We
consider these as basic requirements for achieving the long term goal of inter-
operability with third-party developed components (i.e. developed by other
research groups or companies) [10].

– Component Uniformity. A component-based approach clearly demands
certain level of uniformity among components. Within CoolBOT this unifor-
mity manifests itself in two important aspects. First a uniform interface is
defined for all components based on the concept of port automata. Addition-
ally, a uniform internal structure for components facilitates its observability
and controllability, i.e. the possibility of monitoring and controlling the inner
state of a component. We consider that these properties are key elements
when defining robust systems, making its design and implementation less
error-prone. At the same time, component uniformity sets the real basis for
development of debugging and profiling tools.

– Robustness & Controllability. A component-oriented robot system will
be robust and controllable because its components are also robust and con-
trollable. A component will be considered robust when:
1. It is able to monitor its own performance, adapting to changing operat-

ing conditions, and it also implements its own adaptation and recovery
mechanisms to deal with all errors that are detectable internally.

2. Any error detected by a component that cannot be recovered by its own
means, should be notified using standard means through its interface,
bringing the component to an idle state waiting for external intervention,
that either will order the component to restart or to abort. Communi-
cations sent or received by a component when dealing with exceptions
should be common to all components.

Furthermore a component will be considered controllable when it can be
brought with external supervision - by means of a controller or a supervi-
sor - through its interface, along an established control path. In order to
obtain such an external controllability, components will be modeled as au-
tomata whose states can be forced by an external supervisor, and where all
components will share the same control automaton structure [7].

– Modularity & Hierarchy. The architecture of a robot system will be de-
fined in CoolBOT using selected components as elementary functional units.
As in almost any component-based framework, there will be atomic and com-
pound units. An atomic component will be indivisible, i.e. one that is not
made up of other components. A compound component will be a component
which includes in its definition other components, atomic or not, and pro-
vides a supervisor for their monitoring and control. With this vision, a whole
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system is nothing else but a large compound component including several
components, which in turn include another components, and so on, until
this chain of decompositions finishes when an atomic component is reached.
Thus, a complete system can be envisioned as a hierarchy of components
from the coordination and control point of view.

– Distributed. The distribution of components over a distributed computing
environment is a basic need in many control systems. CoolBOT manages
communications between components that are being executed in the same
or different computers exactly in the same manner.

– Reuse. Components are units that keep their internals hidden behind a
uniform interface. Once they have been defined, implemented and tested they
can be used as components inside any other bigger component or system.
Modern robot systems are becoming really complex systems and very few
research groups have the human resources needed to build systems from
scratch. Component-oriented designs represent a suitable way to alleviate
this situation. We believe that research in robotics might enormously benefit
from the possibility of exchanging components between labs as a mean for
cross-validation of research results.

– Completeness & Expressiveness. The computing model underlying
CoolBOT should prove valid to build very different architectures for robotic
systems and expressive enough to deal with concurrence, parallelism, dis-
tributed an shared resources, real time responsiveness, multiple simultaneous
control loops and multiple goals in a principled and stable manner.

3 Elements of the System: Components

In CoolBOT, components are modeled as Port Automata [13][14][5] which defines
an active entity which carries out a specific task, and performs all external
communication by means of its input and output ports. A component usually
executes in parallel or concurrently with other components that interact and
communicate between them through their input and output ports. Hence, a
system programmed with CoolBOT could be seen as a network of components
interacting among them to achieve the pretended system’s behaviors.

Components act on their own initiative and are normally weakly coupled, that
is, no acknowledgements are necessary when they communicate through their
ports. Most components could be described as a data flow machine, producing
output whenever it has data on its input. Otherwise, the component is idle
waiting for new input data to process.

Components can be atomic, i.e. indivisible, or compound when it is made up
of a composition or assemblage of other atomic and/or compound components.
With independence of its type, components are externally equivalent, offering the
same uniform external interface and internal control structure. These properties
are extremely important in order to attain standard mechanisms that guarantee
that any component can be externally monitored and controlled.

Once a component, atomic or not, has been designed, implemented and
tested, it can be used wherever it should be necessary, it can be instantiated
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Fig. 2. The internal view of a component.

once or multiple times, locally or remotely in a computer network. Therefore
components constitute in CoolBOT the functional building blocks to program
robotic systems.

3.1 Components as Port Automata

Components have been modeled as port automata because this concept estab-
lishes a clear distinction between the internal functionality of an active entity,
the automaton, and its external interface, the input and output ports. Figure 1
displays the external view of a component where the component itself is repre-
sented by the circle, input ports (ii) by the arrows oriented towards the circle,
and output ports (oi) by arrows oriented outwards. As shown by the figure, the
external interface keeps the component’s internals hidden. Figure 2 depicts an
example of the internal view of a component, concretely the automaton that
models it, where the circles are the states of the automaton, and the arrows,
the transitions between states. These transitions are triggered by events (ei),
caused either by incoming data through a port, by an internal condition, or by
a combination of port incoming data and internal conditions. Doubled circles
are automaton final states. Modeling the internal functionality as an automaton
provides with a mean to make the component observable and controllable.
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3.2 The Default Ports

In order to be able to build modular systems from reusable units, in CoolBOT
all components must be observable and controllable at any time from outside
the component itself. The approach followed is to impose a uniform interface
and a common control structure on components. Figure 3 displays part of this
external uniform interface, the default ports, present in every component:

– The control port c. A component can be externally controlled using the so
called controllable variables.

– The monitoring port m. Variables exported by the component, termed ob-
servables, can be monitored through this port.

3.3 The Default Automaton

Figure 4 shows the automaton that represents the possible states and transition
between them for every component. This default automaton contains all pos-
sible control paths for a component. In the figure some transitions are labeled
as ci’s denoting that they are provoked by a command through the control port
c displayed in figure 3. The default automaton is said to be ”controllable” be-
cause it can be brought externally by means of its control port c to any of the
controllable states of the automaton: ready, running, suspended and dead,
in finite time. The rest of states are reachable only internally, and from them
a transition to one of the controllable ones can be forced. The running state,
the dashed state in figure 4, represents the state or set of states that structures
the specific functionality of a certain component. This particular automaton,
termed user automaton, varies among components and must be defined by
the developer/user when the component is implemented.

When a component is instantiated, it is brought to the starting state, where
the component captures resources needed for its operation and performs its ini-
tialization. Any error requesting resources may provoke a new attempt of asking
for them, until a maximum number of attempts has been tried. In such a case,
initialization is unsuccessful and the automaton transits to the starting error
state, where it must await for external intervention through the control port,
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before jumping to the dead state for its destruction. Alternatively, if initial-
ization is accomplished successfully, the component is brought into the ready
state, there the component waits idle either for its first task execution getting
into the user automaton by means of the running state, or for its destruction if
it is driven to dead state. The running state is the part of the automaton – the
user automaton – defined by the user/developer who implements the component
and endows the component with its particular functionality. This automaton
has its own states and transitions, but the default automaton imposes some
requirements on it:

1. From any of the user states the component can be driven to the suspended
state of the default automaton. This implies that the component should be
externally interruptible at any user state, with a latency that will depend on
its internal design. The component should save its internal status in case of
continuing task execution, transition labeled as cr in the default automaton.
From suspended state the component can also be reset, i.e. driven to ready
state, or destroyed, i.e. taken to dead state.

2. Some states, provided by the default automaton to indicate general states
in all components, must be accessible from states in the user automaton:
– error recovery: this state is reached when an error is detected during

task execution, and it is conceived as a state for recovering from an error
without canceling task execution. In this state, an error recovery proce-
dure can be tried several times, until a maximum number of attempts
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have been tried unsuccessfully. In that case, the automaton goes to the
running error state (see below). If the error is fixed in any of the recov-
ery attempts, the automaton continues where normal task execution was
interrupted previously. That implies that the component internal status
must be preserved during error recovery as well.

– running error: when a component has not been able to recover itself
from a error, it transits into this state. Only external intervention can
drive the component again to ready state to start a new task execution,
or to dead state and instance destruction.

– end: if a component has finished its task, then it goes directly to the
end state. From that state it can be brought to destruction, or it may
start a new task execution by means of transiting to the ready state.

3.4 Observable and Controllable Variables

Additionally, components may define observable and controllable variables.

– An Observable Variable. Features of components that should be of inter-
est from outside, should be declared as observable variables. Any change in
an observable variable within a component is published for external observ-
ability through the component’s monitoring port.

– A Controllable Variable. It is a variable in a component that represents
an aspect of it which can be controlled, i.e. modified or updated, externally.
Controllable variables are accessed through the component’s control port.

As implied by figure 4, CoolBOT will endow all components with several
default observable variables:

– State. The default automaton state where the component is at each instant.
– User State. The state where the automaton is when the component is in

the user automaton, i.e. the actual state within the running pseudostate.
– Result. This variable indicates if a task has been finished by a component,

and in that case, the results achieved. More precisely, this observable can
take three values:
• null: The component is not in the end state.
• success: The component is in the end state, and task execution was

completed successfully.
• fail: The component is in the end state, and task execution failed.

Aside from the value published through this observable, a component will
probably have specific output through which it may communicate not only
the results, but also a description of the situation in which it succeeded or
failed.

– Error Description. When the component enters starting error or run-
ning error states, information about the situation could be provided through
this variable.

and one default controllable variable:
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– New State. It is used to bring the component to one of the controllable
states of the default automaton, requesting its modification through the
component’s control port.

3.5 Port Compatibility and Cardinality

A pair output port/input port constitutes a connection between two compo-
nents. Data is transmitted through port connections in discrete units called port
packets, like in [5]. Port packets can carry information or not. In the last case
they are used to signal the occurrence of an event and are called event packets;
the other ones will be termed data packets. Each port can only transmit a type
of data packet. To establish a port connection it is necessary that both ports, the
output port and the input port, match the port packet type they can transmit.
Currently, CoolBOT provides three typologies for output ports:

– Poster. A poster output port is a finite-length circular buffer that stores
the data packets issued through it. When it is full, a new transmitted packet
overwrites the oldest previously stored port packet. A poster output port is
used by a component to publish data for multiple components, and is overall,
used to uncouple consumers of data from the data producer [7].

– Tick. A tick output port is not buffered and just emits event packets.
– Generic. A generic output port may be associated to any kind of port

packet, usually data packets. It is not buffered.

The typologies for input ports are:

– Poster. A poster input port is the counterpart of a poster output port.
– Tick. It is the counterpart of a tick output port. They will be normally used

to associate timers to components.
– Circular or LIFO. It is one of the counterparts of generic output port

packets. It is a finite-length buffered input port storing received port packets
that always delivers the most recent data first (Last In First Out). When
the buffer gets full, any new received port packet overwrites the oldest port
packet previously stored.

– FIFO. Another counterpart for generic output port packets. The input port
is a FIFO - First In First Out - buffer with two variants, depending on if
its depth is fixed or it can grow until a limit is reached. The policy followed
when the buffer gets full and/or it cannot grow further is to overwrite the
oldest data with the most recent.

– Unbounded FIFO or UFIFO. It is a FIFO whose depth is not limited.
When the buffer gets full its depth is increased, so that new port packets do
not overwrite previously stored ones.

Table 1 resumes the compatibility and cardinality of connections among the
different kinds of input and output ports. Remember that, to establish a con-
nection between an input port and an output port, besides of the restrictions
depicted on the table, it is also necessary that both ports match the type of port
packet they transport.
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Table 1. Compatibility and Cardinality (n, m ε N ; n, m ≥ 1).

Ports Compatibility Input Ports
& Cardinality Poster Tick Circular FIFO UFIFO

Output Poster 1 → n - - - -
Ports Tick - n → m - - -

Generic - - n → m n → m n → m

3.6 Port Communication Models

There are two basic communication models for port connections:

– Push Model. In a push connection the initiative for sending a port packet
relies on the output port part, that is, the data producer sends port packets
on its own, completely uncoupled from its consumers.

– Pull Model. A pull connection implies that packets are emitted when the
input part of the communication – the consumer – demands new data to
process. In this model the consumer keeps the initiative, and it supposes
that it is necessary to send a request whenever a port packet is demanded.
Only ”pulled” pairs of output/input ports can be connected together. The
pull model only can be used with Circular, FIFO and unbounded FIFO input
ports.

As experience demonstrates communications is one of the most fragile as-
pects of distributed systems. In CoolBOT, the rationale for defining standard
methods for data communications between components, is to ease interopera-
tion among components developed independently offering optimized and reliable
communication abstractions.

3.7 Atomic Components

An atomic component is embodied as a thread and models a port automaton [5].
It is atomic in the sense that it is indivisible and can not be decomposed in other
components. Atomic components have been devised to abstract hardware like
sensors and effectors, and/or other software libraries like third party software.

As any component in CoolBOT, an atomic component is implemented as a
port automaton following the model of the default automaton shown in figure
4. For each component it is necessary to define the part of the component au-
tomaton that is specific to its internal control. That part of the automaton, the
user automaton, is represented by the dashed running state in figure 4.

Once the developer has completed the automaton defining the user automa-
ton, he/she will have to complete the component coding filling in the transitions
between automaton states and the states themselves where several possible sec-
tions are provided for each state:

– entry point: this is the starting code section and it is executed each time
the automaton gets into the state.
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Fig. 5. Two atomic components: a and b.

– exit point: this is the ending code section and it is executed each time the
automaton is about to leave the state.

– period: this is a periodic code section that is executed periodically when
the automaton remains in the state. The period can be established statically
or dynamically.

It is not necessary for the developer to fill in all these sections and transitions
for all automaton states, default or not. The developer will fill in certain sections
and transitions depending on the functionality of the component that is being
coded. Unused ones will remain by default empty or idle.

Atomic components are implemented as simple DES, according to the def-
inition given in [5]. Their definition declares observable, controllable and local
variables, input and output ports, the states of the user automaton and transi-
tions between them, and sections of code that were required.

The transitions and the states of the default automaton for each component
are empty by default. If any of these transitions or sections of one of these states is
also necessary, they must be also included in the definition of the component. At
the same time, the description code should include information about what third
party libraries - hardware drivers or other software libraries - must be linked with
the component to achieve an executable component. This component description
will be then compiled generating a C++ class embodying the component where
all transitions and necessary state sections will be codified as class function
members that should be filled in by the developer. Also the necessary makefiles
will be created to compile the component with the specified third party libraries.

3.8 Compound Components

A compound component, is a composition of instances of another components
which, in turn, can be either atomic or compound. Figure 6 graphically illus-
trates this concept, where the compound component c is a composition of two
instances, one of an atomic component a, ai, and one of another atomic compo-
nent b, bi, both shown in figure 5. Figure 7, depicts a compound component d
made of an instance of the compound component c, ci, and an instance of the
atomic component b, bi, evidencing that instances of compound components
are functionally equivalents to atomic components in terms of composition and
instantiation. Control and monitoring ports are not shown.

A compound component is a component that uses the functionality of in-
stances of another atomic or compound components to implement its own func-
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Fig. 6. The compound component c:
a composition of atomic components a
and b.
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Fig. 7. The compound component d:
a composition of compound component
c and atomic component b.

tionality, and similarly to atomic components, it is modeled as a port automaton.
Components whose instances are used inside a compound component will be its
local components, thus, b and c are local components of d in figure 7.

The Supervisor. The automaton that coordinates and controls the functional-
ity of a compound component is called its supervisor, and like atomic compo-
nents it follows the control graph defined for the default automaton (see figure
4). It must be completed by the developer/user specifying the part of it that has
been previously termed the user automaton.

Similarly to atomic components, compound components will be specified by
means of a description code. In it, the developer/user completes the rest of the
automaton describing the states and state transitions that constitute the user
automaton, and also what sections – entry point, exit point and period – will
be filled in on each state. Alike atomic components, when this description code
is compiled, a C++ class is generated implementing the compound component.
The description code of the compound component must specify all its interface.
This includes how its local components’ input and output ports of are mapped as
input and output ports of the compound component; its observable and control-
lable variables, where some of them can be either completely new or mappings
of observable and controllable variables of instances of its local components. Ad-
ditionally local variables, internal to the compound component can be defined
too.

It is at the level of compound components where we can talk about compo-
nent oriented programming, as new components can be assembled from existing
ones and their supervisors deal directly with components, through instructions
that manipulate different components using the same abstract model. In the
scope of the automaton of a compound component, new instances of any com-
ponent can be created dynamically, then they can be observed and controlled
through its control and monitoring ports, these instances can reside locally in
the same machine, or remotely in another machine reachable through a com-
puter network. Once an instance is created it can be run for a task execution,
suspended, run again, . . . and finally killed.
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Rules. Automaton transitions between states in the supervisor of a compound
component are triggered by rules which are conditions involving observable and
controllable variables of its local components and its own local variables.

3.9 Exception Handling

CoolBOT’s exception handling mechanisms exploits two basic ideas. First, all
components, no matter if they are atomic or compound share the same exception
handling, communication and control schemes. Second, CoolBOT capitalizes on
the idea presented in 2 to build up a reliable system from reliable components.
These ideas dictate the following design guidelines:

– A component should incorporate the capability to measure its own perfor-
mance. For example, in case of performing a periodic task, it should verify
that it is respecting its frequency of operation. Also timers can be associated
with input ports, so that if another component that should be sending data
is not keeping the pace or not working at all, it can be identified easily.

– The component’s definition includes a list of the exceptions that the com-
ponent can detect, along with specific ”continuity plans” whenever they are
available. Currently, in CoolBOT exceptions are declared using the following
simple pattern:

On Error: <error_id>
<description>
<handler> [<retries> <lap>]
<on_success_handler>
<on_failure_handler>

where first the error number and description are declared; then it is declared
the error handler for this error, normally a function internal to the compo-
nent; optionally it can be specified how many times and how frequently it
should be triggered. The last two fields contain, respectively, the handlers
that should be invoked if the error recovery procedure has succeeded or if it
failed.

– The evolution of the component’s state when an exception has occurred is
the same for all components. The possible transitions are evident from the
control graph of the default automaton (see figure 4 in section 3.3).

As it was explained previously, when a component detects an error that it
cannot deal with, either because there is not any possible recovery mechanism
at this level or because the error recovery plan has failed, it communicates the
error to its supervisor, and goes into a running error state where it waits for
external intervention to restart or die.

Errors arriving to a supervisor from included components must be managed
first by this supervisor. They can be either ignored, propagated to higher levels
in the hierarchy or handled as explained above. However, when handling ex-
ceptions within compound components some standard recovery mechanisms are
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possible, aside from the obvious re-instantiation of the faulty component. Let’s
suppose, for example, that we have several components that constitute equiva-
lent alternatives for developing the same task, possibly using different resources,
but offering the same external interface. Such components could be used alter-
natively to carry out a specific task and hence, a general strategy to cope with
components in running error might be just substitution of one component with
another one providing an equivalent interface and functionality. A complemen-
tary strategy may also be useful to avoid suspending a compound component
whenever a member of the composition gets into running error. Equivalent com-
ponents can be declared as redundant and executed concurrently or in parallel
(i.e. if redundant components execute on different processors), so that if one of
then fails, the others will keep the whole component running.

When a local component instance gets into running error, if a substitute
exists, the supervisor will create an instance of it to carry out a substitution
and keep the compound component working, and the erroneous instance will be
put in a queue of instances to be recovered. Instances in that recovery queue
are restarted periodically to check out if the running error persists. There is
a deadline for each instance in this recovery queue, if the deadline expires the
instance is deleted from the queue and destroyed. Otherwise, if any of them is
recovered, the previous situation before its substitution is restored.

If a local instance in a running error can not be substituted, it will be added to
the recovery queue previously mentioned. If its deadline in the queue is reached
then the instance is retired from the queue and destroyed. This may provoke
the whole compound component to go to running error, or not, depending on its
functionality.

An error that needs a special treatment is when a component hangs during
execution. In such a situation, it can not attend its control and monitoring port,
turning it uncontrollable. When this exception is detected the component is
destroyed, this time using an operating system call like kill(), and obviously it
is not added to the recovery queue.

4 Example

To illustrate the concepts explained previously along this document, we will
present as a qualitative example how a goto behavior for a mobile robot could
be defined using CoolBOT. Figures 8 and 9 depict the kind of mobile robot
conceived for this example compounded by a mobile platform and a visual stereo
system mounted on a robotic head. The pictures show the robot ELDI [3], a
Museum Robot developed for the Science and Technology Museum of Las Palmas
de Gran Canaria, which has been in daily operation since December 1999.

The goto behavior we are going to devise is depicted as a component in fig.
10. In this figure and the following ones components are represented as rounded-
corner rectangles. Input ports are the arrows oriented inwards the component,
and output ports are the ones oriented outwards. In this example, the goto
component provides several controllable and observable variables, and one local
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Fig. 8. The robot Eldi.

Fig. 9. The robot Eldi interacts with visitors en-
gaged in some demos and games that are carried
out on a backlighted board.

Fig. 10. The goto component.

variable. On figure 11 we can see the portion of the description code which
corresponds to the graphic shown previously on fig. 10.

Apart from default variables and ports transparently added by CoolBOT,
the component has been endowed with one extra controllable variable, one local
variable, an several input and output ports which will be briefly explained:

– The controllable variable destination that, on each task execution, indicates
where the goto behavior should drive the robot.

– The local variable attempts tracks the number of failed attempts of any of
the behaviors that the component uses internally: a door crossing behavior, a
corridor navigation behavior, and a freeway behavior (to be presented later).

– Three input ports, namely localization, obstaclemap and visualdata, permit
the component to receive respectively, the position of the robot in the world
coordinate system, and obstacle map and visual data. This information is
supplied by other component/s in the system not shown in the example. The
visual data could be used by the component, for example, to localize certain
objects in the scene that were relevant to the navigation purposes, e.g. to
locate the door’s knob.
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component goto {
...

input ports
{

/*
* NOTE: The control port is transparently defined
* by CoolBOT.
*/

localization ... ;
obstaclemap ... ;
visualdata ... ;

};

output ports
{

/*
* NOTE: The control port is also transparently
* defined by the software framework.
*/

basecommands ... ;
headcommands ... ;

};

controllable variables
{

/*
* NOTE: The framework adds implicitly the default
* one: newstate.
*/

location destination;
};

observable variables
{

/*
* NOTE: The default ones are: state, userstate,
* result, reason and errordescription.
*
* No other observable variable is needed.
*/

};

local variables { integer attempts; };
...

};

Fig. 11. Skeleton definition of goto component: input and output ports and variables.

– The goto component’s two output ports connect with the controller of the
head system and with the motion controller of the mobile platform or base.

Once the goto component were completely designed and tested, the proce-
dure to use it at runtime would be:

1. Instantiate the component.
2. Connect its inputs and output ports to other interacting components.
3. Once connected and ready, on each execution, it should receive a destination

and then set the newstate controllable variable to running.
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Fig. 12. The goto component: a typical situation.

4. Execution finishes when the state gets to end with the observable variable
result indicating if execution was successful or not. In case of failure, the
observable variable reason will hold the identified cause.

5. At any time during execution the component may be suspended or aborted
by means of the controllable variable newstate, setting it to suspended in
order to suspend execution, and then either setting running again to resume,
or ready to restart execution.

6. To destroy the component we have to drive it to dead using the controllable
variable newstate.

It is worthy to note that updating the controllable variable newstate is equiv-
alent to send control port commands to the component to make it transit along
the default automaton, see fig. 4.

Typically, the goto component is activated in a situation like that depicted in
figure 12, where the robot in order to get to a destination point should navigate
through different environments, namely corridors, doors and open spaces. The
goto component incorporates specialized components to deal each situation, see
figure 13, that will be described below.

The planner component, shown in figure 13 performs path planning along
an ideal map known a priori. Such a planning is carried out in terms of behav-
iors that should be used to go from place to place along a trajectory inside this
map. Through its input port localization it knows the robot’s position inside the
map and computes a trajectory to reach the destination point. This trajectory is
divided into steps with its own sub destinations inside the whole trajectory, each
one of these steps is classified depending on what behavior should be used to
complete the step, i.e. door crossing, corridor traversing and free space travers-
ing. To use this component we must set its controllable variable destination
to the the final location where we want the robot to move. The planner will
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Fig. 13. The goto component: internal components.

finish current execution successfully when localization data match this control-
lable variable. During execution, each time its controllable variable attempts is
updated, the planner carries out path planning in the following terms: if the
variable is 0, then it has to plan the next step inside the trajectory to the final
destination. If the variable is greater than 0, it means that the behavior launched
to complete the previous step failed because maybe either a door was closed or a
corridor was blocked by an obstacle. Situation that the component tries to solve
looking for an alternative trajectory. Besides, it uses attempts to track how many
unsuccessful attempts have been launched to complete a specific trajectory step.
When the number of failed attempts exceeds a maximum value, it considers that
current task has failed and finishes itself updating its observable variable result
accordingly.

The remaining components of figure 13 implement the different behaviors
that will drive the robot to reach a goal position in three different situations:
door crossing – component door –, corridor traversing (or wall following) – the
component corridor –, and free space navigation, the component freeway. All
of them present the same external interface, they have a controllable variable,
destination, where the goal position to complete the behavior should be set
before running the component. During task execution, as input, they get sensory
information from the different sources available in the system, as output of these
behaviors, the robot actuators’ are commanded.

On figure 14 internal components and internal connections for the goto com-
ponent are depicted. An excerpt of the code describing this component appears
on figure 15. Note how the supervisor, the automaton supervising the component,
controls and monitors all internal components through control and monitoring
ports. The rest of connections must be explicitly described by the component
designer as shown in figure 15. The software framework makes a lot of work
behind the scenes as mentioned in the commented text in figure 15.

The Supervisor in figure 14 embodies the automaton which monitors and
controls the goto component. Figure 16 depicts part of the automaton defining
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Fig. 14. The goto component: internal connections. Rounded-corner rectangles rep-
resent automaton states and oriented arrows state transitions.

the Supervisor of the goto component. The condition provoking a transition is
put in square brackets and the action to carry out along the transition appears
after a slash following the condition. Actions to be executed when a state is
reached, the entry point, are expressed following a slash after the state name.
This figure shows how the component launches a door crossing behavior de-
pending on what the planner decides on each step. Although only two states
basically are depicted, planning and door, there are currently two additional
states, corridor and freeway, that do not appear because its related transitions
and actions will be equivalent to the corresponding ones of door state. Here also
the software framework makes work behind the scenes and the designer does not
have to code instantiation of internal components and internal mapping, this is
included transparently as part of the default automaton, figure 4, and the same
holds for destruction of instances when the whole component goes to dead state,
or when the component is suspended. For further clarification figure 17 presents
the code corresponding the automaton representation of figure 16.

5 Final Discussion

Along this paper we have presented the underlying concepts and ideas that are
guiding the implementation of CoolBOT, an undergoing research initiative being
developed at ULPGC.

Systems developed with CoolBOT will share the same communication ab-
stractions and inner control organization for the making up components, so that
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component goto {
components instances
{

/*
* NOTE: The supervisor is generated implicitly by the software framework.
*/

planner Planner;
door Door;
corridor Corridor;
freeway FreeWay;

};
input ports
{

/*
* NOTE: The control port is transparently defined by the framework.
*/

localization to Planner.localization,
Door.localization,
Corridor.localization,
FreeWay.localization;

obstaclemap to Door.obstaclemap,
Corridor.obstaclemap,
FreeWay.obstaclemap;

visualdata to Door.visualdata,
Corridor.visualdata,
FreeWay.visualdata;

};
output ports
{

/*
* NOTE: The monitoring port is also transparently defined
* by the software framework.
*/

basecommands to Door.basecommands,
Corridor.basecommands,
FreeWay.basecommands;

headcommands to Door.headcommands,
Corridor.headcommands,
FreeWay.headcommands;

};
internal mapping
{

/*
* NOTE: The framewok establishes transparently internal
* connections between control and monitoring ports of
* each instance and the supervisor.
*/

/*
* No internal mapping is necessary in this component.
*/

};

...
};

Fig. 15. The goto component: description code for internal connections.

it will be possible to monitor and debug any of these components using a stan-
dard set of tools. We expect that theses features will reveal as essentials to
achieve reliable, modular and easy to extend systems.

CoolBOT shouldn’t be understood as a new architecture for perception-
action systems but as an alternative design methodology and its associated set
of development tools, that should assist the robotics researcher in the process of
conceiving and validating different architecture proposals.

In our opinion, it is just in this aspect in which CoolBOT differences itself
from many other architecture proposals for perception-action systems that pop-
ulate the robotics literature. We think it belongs to a group of recent proposals
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Fig. 16. The goto component: partial view of the user automaton.

that are aimed at defining new languages (e.g. ESL[8] or TDL [12]) not new
”architectures”.

Obviously, it is too premature to make any claims about the superiority of
the approach described in this paper over others addressing the same or similar
goals. Only a posteriori, that is, through extensive experimentation and cross-
validation it will be possible to validate the CoolBOT’s approach if the systems
so built proved to be more reliable, extensible and easier to maintain or adapt.
With this aim we will be willing to release CoolBOT to other interested research
groups that would like to apply ColBOT in the development of their systems.
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