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Preface

Robotic agents, such as autonomous office couriers or robot tourguides, must
be both reliable and efficient. This requires them to flexibly interleave their
tasks, exploit opportunities, quickly plan their course of action, and, if neces-
sary, revise their intended activities. In this book, we describe how structured
reactive controllers (SRCs) satisfy these requirements. The novel feature of
SRCs is that they employ and reason about plans that specify and syn-
chronize concurrent percept-driven behavior. Powerful control abstractions
enable SRCs to integrate physical action, perception, planning, and commu-
nication in a uniform framework and to apply fast but imperfect computa-
tional methods without sacrificing reliability and flexibility. Concurrent plans
are represented in a transparent and modular form so that automatic plan
management processes can reason about the plans and revise them.

The book makes three main contributions. First, it presents a plan rep-
resentation that is capable of specifying flexible and reliable behavior. At
the same time, the plan representation supports fast and robust execution
time plan management. Second, it develops Probabilistic Hybrid Action Mod-
els (PHAMs), a realistic causal model for predicting the behavior generated
by modern concurrent percept-driven robot plans. PHAMs represent aspects
of robot behavior that cannot be represented by most action models used
in AI planning: the temporal structure of continuous control processes, their
non-deterministic effects, and several modes of their interferences. Third, it
describes XfrmLearn, a system that learns structured symbolic navigation
plans. Given a navigation task, XfrmLearn learns to structure continuous
navigation behavior and represents the learned structure as compact and
transparent plans. The resulting plans support action planning and oppor-
tunistic task execution.

We present experiments in which SRCs are used to control two au-
tonomous mobile robots. In one of them an SRC controlled the course of
action of a museum tourguide robot that has operated for 13 days, more
than 94 hours, and has performed about 3200 execution time plan manage-
ment operations.
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1. Introduction

Over the last years, the perception, navigation, planning, and reasoning
capabilities of autonomous robots have been considerably improved. As
a consequence, autonomous service robots acting in human working en-
vironments such as autonomous office couriers (Simmons et al., 1997b;
Beetz, 2001) or museum tour-guides (Burgard et al., 1998; Thrun et al., 2000)
have become challenging test beds for developing and testing computational
models of competent agency.

Controlling autonomous robots entails specifying how the robots are to
react to perceptual input in order to accomplish their goals (McDermott,
1992a). AI-based robotics researches specializations of this control problem.
One of these specializations’ key challenges is the creation of autonomous
robots that perform everyday activity in real-world environments over ex-
tended periods of time. Everyday activity requires such robots to accom-
plish complex routine jobs in changing environments where they face familiar
but often not completely known situations. To ensure continuing utility, the
robots must manage their tasks and execute them flexibly and reliably.

We believe that in order to generate such flexible and goal-directed ac-
tivity, autonomous robots need to exhibit activity patterns that are typical
for human everyday activity. Such activity patterns include the flexible in-
terleaving of different jobs and the exploitation of unexpected opportunities.
Exhibiting such patterns also requires the robots to quickly plan their course
of action and revise their intended activities in order to resolve conflicts be-
tween interfering jobs. To perform their everyday activity reliably, robots
even have to reconsider their course of action in the light of new information.

Our overall research goal is the investigation of computational models for
accomplishing everyday activity and their realization on autonomous robots.
We take, as a prototypical example, a robot office courier. Essentially, a robot
office courier satisfies user requests of the form “get an item at location s
and bring it to location d.” As a consequence, the robot’s task management
mechanism must decide the order, in which objects are to be picked up and
delivered. At the same time, the robot has to decide when batteries should
be reloaded and when to re-localize itself in order to avoid getting lost and to
avoid delivering items at the wrong places. The decision making for the task
management also must ensure that the robot meets the deadlines for the user

M. Beetz: Plan-Based Control of Robotic Agents, LNAI 2554, pp. 1–20, 2002.
c© Springer-Verlag Berlin Heidelberg 2002



2 1. Introduction

requests and is not carrying items that can be confused. Besides the reliable
satisfaction of user requests, the fast completion of the deliveries is another
important objective.

Task management is complicated by the fact that the robot may — at any
point in time — perceive additional information that might warrant changes
in its intended course of action while it performs its activities. Consider the
following situation. In the midst of carrying out a planned delivery tour
the robot recognizes, while passing an office, that a door that it previously
assumed to be closed is in fact open. What should the robot do? Should it
simply ignore the open door and continue its intended course of action? Or,
should it consider the open door as an opportunity to achieve its jobs in a
better way? A robot, passing offices at walking speed, must decide quickly
and based on incomplete and uncertain information. Taking an open door as
an opportunity might yield subtle side effects in the future part of the robot’s
intended course of action. For example, taking an opportunity might cause
delays or affect the items that the robot will be carrying.

In this book we develop a task management mechanism for autonomous
robots that can make such execution time decisions quickly, competently, and
with foresight. The mechanism controls a physical robot that is equipped with
general and reliable navigation skills, routines for estimating certain states of
the environment, basic image processing capabilities, and some basic means
for communicating and interacting with the robot.

1.1 The Challenges of Controlling Robot Office Couriers

The properties of robotic agents, their jobs, and the environments they are
acting in imply several challenges for the task management and task execution
mechanisms of robotic office couriers.

First, the robot office courier must satisfy multiple complex user requests
that are dynamically added, revised, or canceled. Sometimes a user request
cannot be accomplished without taking into account the other activities of
the robot because the intended activities for accomplishing each individual
user requests might be incompatible. Thus, accomplishing all user requests
reliably requires the robot controller to infer possible interactions and to
avoid or exploit them.

A physical robot that is to accomplish multiple and complex tasks under
dynamically changing circumstances typically yields a broad variety of execu-
tion failures including missed deadlines whilst exploiting incidental opportu-
nities and the confusion of items that are to delivered. In order to anticipate
and forestall these kinds of failures, the task management mechanism needs
very realistic and detailed models of the control routines that perform the
tasks and the behavior produced by them.

The second challenge consists of the task management being tightly cou-
pled to the robot’s perceptual and action apparatus. The action apparatus
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includes physical actions, such as navigation, communication and interaction
with people, reasoning, and planning. The nature of these different kinds of
actions and interactions is very different. For example, physical actions are
mostly movements. Movements have continuous effects with temporal and
spatial structure. These effects should be continually monitored and excep-
tional situations must be reacted to. User interactions, on the other hand,
have very different characteristics. Such interactions can be initiated by the
robot, but after their initiation the interactions are to be continued by other
agents, and therefore, interaction is only partially under the control of the
robot. Clearly, the flexible and reliable performance of such different actions
and interactions requires mechanism-specific control patterns.

The same holds for the different components of the perceptual apparatus.
Most autonomous robots today are equipped with passive sensors, such as
range sensors. Typically, range sensors continually measure the distance to
the closest obstacles. Such sensors and the corresponding sensor data process-
ing routines provide the task management mechanism with an asynchronous
stream of percepts, which might require reconsideration of the course of ac-
tion. Many robots also employ active perception mechanisms, where the con-
trol system is requesting a specific piece of information that is to be selectively
acquired. A large fraction of image processing tasks are of this sort. To get
reliable results and process images at a satisfactory speed, the control system
should avoid the request of general information, such as “what is in the cam-
era view?” and rather ask specific questions in specific contexts, such as “is
the door I am looking at open?”. Again the coupling of the plan management
system with passive perception routines is very different from the one with
active routines.

We conjecture that plan management and execution cannot view the in-
tended courses of actions as partially ordered sets of atomic actions fully un-
der the control of the agent without losing important means for the control
and coordination of the robot’s different mechanisms. Plans for the flexible
and reliable satisfaction of user requests must employ more powerful and feed-
back driven control patterns and allow for a tight coupling between sensing
actions and physical actions — even at a high level of abstraction.

The third challenge is concerned with the integration of plan manage-
ment and execution. A competent robotic agent must monitor the execution
of its intended course of action and change the action course, if necessary.
This requires the robot to continually decide when to revise which parts of
its intended activities. In addition, reasoning more carefully about the con-
sequences of these decisions at the cost of arriving at control decisions later
reduces the risk of making suboptimal plan management decisions. This also
implies that the agent has to decide how long it intends to reason before
committing to a decision. Performing execution time plan management also
requires the smooth installment of plan revisions and the successful continu-
ation of the intended activity.
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Finally, the fourth challenge is that a competent robotic agent must be
capable of effectively managing and executing its intended course of action
based on uncertain information. Typically, the robot is uncertain about the
accurate state of the environment, about the durations and outcomes of its
intended activities, and the occurrence of exogenous events. This uncertainty
has two kinds of consequences for the robot courier. First, it should use plans
that specify flexible and reliable behavior. These flexible plans, however, vi-
olate assumptions underlying most action models used for planning — in
particular, the assumptions about the irrelevance of the temporal structure
of actions and the exclusion of interferences between concurrent actions. Sec-
ond, for managing the tasks it should take the various kinds of uncertainty
into account and reason through contingencies whose likelihoods are a priori
unknown and varying in order to improve the expected performance of its
activity. These kinds of uncertainty include uncertainty about the accurate
state of the environment, the durations and outcomes of actions, and the
occurrence of exogenous events.

There are several other important challenges that must be met by success-
ful realizations of flexible and reliable robot office couriers. These challenges
include among others object recognition and object manipulation. We will
not address these issues in this book because our robot does not provide the
necessary perceptual and manipulation repertoire.

1.2 The Control Problem

In general, the control problem for autonomous robot is the generation of
effective and goal-directed control signals for the robot’s perceptual and ef-
fector apparatus within a feedback loop. Within each cycle the robot has only
a fixed amount of computational resources available for selecting the control
signals for the next cycle.

In this book we investigate a specialization of this control problem, in
which the robot generates the control signals by maintaining and executing
a plan that is effective and has a high expected utility with respect to the
robot’s dynamically changing belief state. In this control paradigm plan man-
agement operations and plan execution are performed in concurrent threads
of control. The plan management operations precompute control decisions
and install them into the plan. The plans generate the control signals for the
subsequent feedback cycles.

Plan-based control is often more economical than the computation of the
next control signals from scratch. This happens in particular if the robot’s
tasks are complex and possibly interfering and the environment is changing
and only partly accessible using the robot’s sensors. Under these conditions,
the belief state of the robot may change from cycle to cycle and the choice
of the control signals with the highest expected utility might require to rea-
son through all possible future consequences of the decision. The use of plans
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helps to mitigate this situation in at least two ways. First, it decouples compu-
tationally intensive control decisions from the time pressure that dominates
the feedback loops. Precomputed control decisions are reconsidered only if
the conditions that have justified the decisions have changed. Second, plans
can be used to focus the search for appropriate control decisions. They can
neglect control decisions that are incompatible with its intended plan of ac-
tion.

While plan management aims at reducing the number of computationally
expensive reasoning tasks that have to be performed, the reasoning tasks
themselves include robot planning, the generation, refinement, and revision
of robot plans based on prediction (McDermott, 1992a). Unfortunately, robot
planning is a computationally very expensive reasoning task.

In Computer Science it is common to characterize the computational
problems a program can solve through the language in which the input for
the program is specified. For example, we distinguish compilers for regular
and context-free programming languages. The same is true for plan-based
control of agents. Typically, planning problems are described in terms of an
initial state description, a description of the actions available for the agents,
their applicability conditions and effects, and a description of the goal state.
The planning system is to compute a sequence of action that transforms any
state satisfying the initial state description in another state that satisfies the
given goals.

The three components of planning problems are typically expressed in
some formal language. The problem solving power of the planning systems
is characterized by the expressiveness of the languages for the three inputs.
Some classes of planning problems are entirely formulated in propositional
logic while others are formulated in first order logic. We further classify the
planning problems with respect to the expressiveness of the action represen-
tations that they use; whether they allow for disjunctive preconditions, con-
ditional effects, quantified effects, and model resource consumption. Some
planning systems even can solve planning problems that involve different
kinds of uncertainty.

The crux with planning problems being formulated this way is, as Mc-
Dermott (1992a) points out, that those formulations result in planning prob-
lems that are both too hard and too easy. They are too hard because even
severely simplified versions are unsolvable or — at the very best — computa-
tionally intractable. They are too easy because the resulting action sequences
are insufficient, sometimes even deceptive, as behavior specifications for au-
tonomous robots.

On the other hand, the fact that people manage and execute their daily
tasks effectively suggests, in our view, that the nature of everyday activity
should permit robotic agents to make assumptions that simplify the compu-
tational problems that need to be solved to produce competent activity. As
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Horswill (1996) puts it, everyday life must provide us with some loopholes,
structures and constraints that make everyday activity tractable.

We believe that in many applications of robotic agents that are to oper-
ate in human working environments the following assumptions are valid and
constitute loopholes that allow us to simplify the computational problems
that are part of controlling a robot:

1. Robotic agents are familiar with the activities for satisfying single user
requests and the situations that typically occur while carrying out these
activities. They carry out everyday activities over and over again and are
confronted with the same kinds of situations many times. As a conse-
quence, conducting individual everyday activities is simple in the sense
that they do not require a lot of plan generation from first principles.

2. Appropriate plans for satisfying multiple user requests can be determined
in a greedy manner. The robot can first determine a default plan for
accomplishing multiple requests through simple and fast heuristic plan
combination methods. The robot can avoid the remaining interfering in-
teractions between its sub-activities by predicting and forestalling these
interactions.

3. Robotic agents can monitor the execution of their activities and thereby
detect situations in which their intended course of action might fail to
produce the desired effects. If such situations are detected, the robots
can adapt their intended course of action to the specific situations they
encounter.

The working hypothesis underlying this research is that robotic agents can
competently accomplish complex and dynamically changing everyday tasks in
human working environments if they use general, flexible routines, recognize
problems, opportunities, and interactions between sub-activities, and adapt
their activity if necessary.

Designing a control system according this hypothesis implies that the
plan management operations have to reason through highly conditional and
flexible plans and perform execution time plan revisions. As a consequence,
researchers have shied away from implementing robot control systems that
fully reflect the hypothesis because of the seeming computational complexity
of the reasoning tasks.

The nature of the assumptions that we make also deserves some further
discussion because it is very different from the nature of those made in clas-
sical planning. In classical planning assumptions are made about the robot
being omniscient, being the only agent acting in the environment, having full
control about its actions, and carrying out one action at a time. We have
learned that even making such strong assumptions does not prevent the clas-
sical planning problem from being computationally intractable (Bylander,
1991). Yet, the resulting plans are brittle and most of the time inappropriate
to specify competent robot behavior.
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Our assumptions, on the other hand, are about the properties of jobs, the
plan schemata available to the agent, and about the frequency and nature of
the interactions between sub-plans. Consider the job of a robot office courier.
Performing individual deliveries is routine. The robot goes to the place where
the item is to be picked up, retrieves the item, goes to the destination to
unload it. There are many different kinds of situations that a robot might be
confronted with. Doors might be closed, people might not be at their desks,
people might not be responding, and so on. These situations are typical for
individual deliveries and agents have been confronted with these situations
often before.

Because of their frequency, a robot can learn from experience how to deal
with such situations appropriately and precompile the learned decisions as
situation-specific default decisions into the plans. Also, when having to satisfy
a set of requests, the interactions between the requests are typically weaker
than those in block stacking problems. The individual delivery requests can
be satisfied in many orders. The robot can order them to obtain shorter de-
livery tours, rearrange them to satisfy more urgent requests earlier, postpone
deliveries that can at that time not be completed, insert opportunistic steps,
and so on. The point is: because these interactions are weak, the robot can
plan a first default delivery tour quickly using heuristic methods and improve
the tour after having started carrying it out. Also, the robot can replan its
tour in dynamically changing situations.

As we will see in the remainder of this book, competent plan manage-
ment can be performed concurrently with the execution of scheduled activity
without slowing down the execution of delivery plans.

1.3 The Computational Model

If we accept the assumptions about the nature of activity that is carried out
by autonomous robots in human working environments as reasonable, then
a high-level controller that exploits these concepts can be based upon the
following computational principles:

1. The controller has a library of routine plan schemata for everyday activ-
ities. Primary activities are concurrent, percept-driven, process-oriented,
flexible, robust, general. Primary activities are appropriate only under
certain assumptions.

2. The controller has fast heuristic methods for putting plans together from
routine activities. It is able to project problems that are likely to occur
in its intended course of action and revise its course of action to avoid
these problems.

3. The controller performs execution time plan management. It runs pro-
cesses that monitor the beliefs of the robot and are triggered by certain
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belief changes. These processes revise the primary activities while the
primary activities are carried out.

Our control model distinguishes between primary and constraining (sec-
ondary) sub-plans, a distinction first introduced by McDermott (1977).1 A
primary plan is one whose intent may be specified in isolation, for example,
achieve a certain state of affairs. Secondary plans are executed successfully
by executing some other task in a particular way. The execution of secondary
plans amounts to monitoring and if necessary, influencing the execution of
primary tasks. An example of a secondary task constraining the execution
of a primary task is carrying out delivery tours without letting the battery
voltage getting too low.

The computational principles are realized through nested self-adapting
plans that contain so-called plan adaptors. Plan adaptors are triggered by
specific belief changes. Upon being triggered the adaptors decide whether
adaptations are necessary and if so perform them. Let us consider the follow-
ing two self-adapting plans as examples:

With plan adaptor Whenever the robot receives new requests
if its set of Jobs J might interfere

then it changes the course of action
to avoid these interferences

Concurrent reactive plan

With plan adaptor Whenever the robot detects an open door
that was assumed to be closed

if this situation is an opportunity
then it changes its course of action

to make use of the opportunity

Concurrent reactive plan

There are two reasons why we want to represent plan management mech-
anisms explicitly as part of the plan. The first one is expressiveness. Plan
adaptors enable the robot to specify revisions of behavior specifications in
addition to specifying behavioral responses. Besides local criteria for choos-
ing the action plan, adaptors can take global criteria, such as interactions
between plan steps, into consideration. It is difficult to accomplish such func-
tionality without plan management capability. The second reason for rep-
resenting plan management mechanisms explicitly rather than hiding them
1 Secondary plans have been called policies. We will try not to use the term policy
to avoid confusion with the term policy as it is used in the literature on solving
Markov decision problems. Instead we will use the term constraining plan or
constraining task.
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in separate modules is that this way the robot can make the interactions
between plan management and execution explicit. In addition to the interac-
tion the decision logic underlying the plan adaptors can also be made explicit.
Explicit representation of the interactions between plan management and ex-
ecution and the plan revision logic are the representational prerequisites for
reasoning about execution time plan adaption and automatically learning
plan adaption mechanisms.

The execution of such self-adapting plans confronts the robot with a series
of challenges that the robot’s plan management mechanisms have to meet.
First, the plan adaptors must reason about and manipulate plans that spec-
ify concurrent reactive behavior. Second, in order to decide whether or not a
plan adaptation should be performed the robot must accurately predict how
the world might change as the robot executes its plan. This requires accu-
rate probabilistic prediction of the continuous physical effects of executing
concurrent reactive plans based on uncertain and incomplete information.
Third, because the applicability of plan adaptations is tested while the plan
gets executed, the robot must decide quickly. Fourth, because plan execution
proceeds while the plan adaptor reasons about candidate revisions of the
plan, the resulting revisions must be integrated smoothly into the ongoing
activity.

We will describe and discuss how these challenges can be met in the body
of this book.

The self-adapting plans are realized as structured reactive controllers
(srcs) (Beetz, 1999). srcs are collections of concurrent reactive control rou-
tines that adapt themselves to changing circumstances during their execution
by means of planning. srcs employ and reason about plans that specify and
synchronize concurrent percept-driven behavior. The plans are represented in
a transparent and modular form so that automatic planning techniques can
reason about them and revise them. srcs are implemented in rpl (Reactive
Plan Language) (McDermott, 1991). The reactive control structures that are
provided by rpl are also used to specify how the robot is to react to changes
of its beliefs.

1.4 An Adaptive Robotic Office Courier

Let us now consider how a robotic office courier working according these con-
trol principles will manage and execute its delivery tours. While carrying out
the delivery tour, the robot reschedules its delivery tasks; and symbolically
predicts the course of action, and forestalls execution failures. In the course
of action the robot exhibits several behavior patterns that are typical for
everyday activity.

In this example, we will use the mobile robot Rhino (see Figure 1.1),
a B21 robot manufactured by “Real World Interface Inc.” (RWI). Rhino is
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equipped with on-board PCs connected to a computer network via a tether-
less radio link. The sensor system consists of 24 ultra-sonic proximity sensors,
56 infrared sensors, 24 tactile sensors, two laser range finders, and a stereo
color camera system mounted on a pan-tilt unit. The range sensors measure
the distance to the closest obstacles. These distance measures are then in-
terpreted to detect obstacles, to build maps of the environment, to estimate
the robot’s position within the map, and to estimate the opening angles of
doors.

Stereo Camera

Radio Link

Sonar Sensors

Laser Range Finders

Pan-Tilt Head

Synchro Drive

Buttons

LCD Display

Fig. 1.1. The autonomous mobile robot Rhino with its main sensors and actuators

The stereo color cameras enable Rhino to recognize objects in its envi-
ronments. The radio link is the robot’s means for transmitting and receiving
digital information. Among other things, the radio link enables the robot to
send and receive “electronic mail” in order to communicate with people in
its environment.

Rhino is equipped with a library of routine plans for its standard tasks
including delivering items, picking up items, and navigating from one place to
another one. The routine plan for deliveries specifies thatRhino is to navigate
to the pickup place, wait until the letter is loaded, navigate to the destination
of the delivery, and wait for the letter to be unloaded. The routine plans also
contain safe and fast navigation routines that dynamically adapt the travel
mode to the surroundings that the robot is navigating through (Beetz et al.,
1998). Using adaptive navigation plans the robot can drive slowly in offices
(because they are cluttered) and quickly in the hallway because they are
typically only sparsely cluttered.
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Consider the following delivery tour that is carried out by Rhino using
its plan-based controller. Rhino receives two requests (see Figure 1.2): “put
the red letter on the meeting table in room A-111 on the desk in A-120.” and
“deliver the green book from the librarian’s desk in room A-110 to the desk
in A-113.”

Cmd: CMD-1

Object: RED LETTER

Pickup: RHINO-GROUP's

SMALL-TABLE

Destination: MICHAEL's DESK

Room

A-111

Room

A-120

Room

A-110

Room

A-114

Cmd: CMD-2

Object: GREEN BOOK

Pickup: HOELZER's DESK

Destination: MARTIN's DESK

Fig. 1.2. The figure shows Rhino’s operating environment for the robot office
courier application. The environment consists of a small hallway with adjacent
offices, a library, and a classroom. The figure also depicts two delivery requests

Whenever Rhino carries out a set of delivery jobs, it quickly computes
an default schedule (Beetz, Bennewitz, and Grosskreutz, 1999). Rhino’s ini-
tial schedule is to deliver the red letter first and the green book afterwards.
Proposing a schedule implies making assumptions about whether doors are
open and closed. In our example run Rhino assumes that the rooms A-110,
A-111, A-113, and A-120 are open. To adapt its schedule flexibly, Rhino

monitors the scheduling assumptions while performing its deliveries: when-
ever it passes a door it estimates the opening angle of that door and revises
the schedule if necessary.

Figure 1.3, 1.4(a), and 1.4(b) picture three qualitatively different event
traces that the src has produced while carrying out the delivery jobs under
different circumstances. We will explain the one depicted in Figure 1.3 in more
detail. Initially, all doors in the environment are open. Rhino starts with the
delivery of the red letter and heads to the meeting table in A-111 where the
letter is loaded (step 1). Then the door of A-120 is closed (step 2). Thus,
when Rhino enters the hallway to deliver the red letter at Michael’s desk it
estimates the opening angle of the door of room A-120 and detects that the
door has been closed (step 3). A failure is signaled.
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(5) EVENT:
A-120 IS OPENED

(2) EVENT:
A-120 IS CLOSED

(6) RECOGNIZING OPPORTUNITY

OPENED-DOOR-A120

(1) LOADING
RED LETTER

(3) RECOGNIZING CONDITION

DOOR-A120 IS CLOSED

(3) LOADING
GREEN BOOK

(7) UNLOADING
RED LETTER

(8) UNLOADING
GREEN BOOK

Fig. 1.3. Complete trajectory and event trace for a delivery tour. The figure shows
the complete trajectory and event trace of the delivery tour for the two delivery
requests from figure 1.2. In this event trace office A-120 is closed while the robot is
in office A-111 and opened again while it is in office A-110

SinceRhino does not know when room A-120 will be open again, it revises
the schedule such that it now delivers the green book first and accomplishes
the failed delivery as an opportunity. Thus,Rhino navigates to the librarian’s
desk in A-110 to pick up the green book to room A-113 (step 4). At this
moment room A-120 is opened again (step 5).

As Rhino heads towards A-113 to deliver the green book it passes room
A-120 (step 6). At this point the door estimation process signals an oppor-
tunity: A-120 is open! To cope with the situation that might constitute an
opportunity, Rhino does two things. First, it makes a quick decision to in-
terrupt its current delivery to complete the delivery of the red letter because
A-120 is often closed. Second, it starts at the same time reasoning through the
future consequences of taking the opportunity, a computational process that
might take a considerable amount of time. If Rhino’s prediction implies a
substantial chance of taking the opportunity causing execution failures later,
then it revises its plan again to ignore the opportunity and continue with
its original plan. In the other case, if no problems are predicted it completes
the opportunity first and then continues with the remaining parts of its plan.
In our scenario no problem is predicted and the robot keeps taking the op-
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portunity. After the delivery of the red letter is completed (step 7), Rhino

continues the delivery of the green book (step 8).

(1) LOADING
RED LETTER

(2) UNLOADING
RED LETTER

(3) LOADING
GREEN BOOK

(4) UNLOADING
GREEN BOOK

(1) LOADING
RED LETTER

(3) RECOGNIZING CONDITION

DOOR-A120 IS CLOSED

(4) LOADING
GREEN BOOK

(5) UNLOADING
GREEN BOOK

(2) EVENT:
A-120 IS CLOSED

(a) (b)

Fig. 1.4. Two event traces for the same delivery tour in different situations. Sub-
figure (a) shows an event trace for the two deliveries if all doors are open. Sub-
figure (b) shows an event trace for the case that office office A-120 is closed while
the robot is in A-111 and stays closed afterwards

Figures 1.4(a) and 1.4(b) show the behavior generated by the same src

if all doors stay open (Figure 1.4(a)) and if A-120 is closed but not opened
again (Figure 1.4(b)).

with plan adaptors (1) integrate command revisions (P-1)

(2) replan/reschedule when necessary (P-2)

(3)
reschedule when A-110, A-111,
A-113, or A-120 are closed

(P-3)

primary activities

CMD-1: Deliver the red letter ...

CMD-2: Deliver the green book ...
:order CMD-1 CMD-2

Fig. 1.5. The figure shows the top-level structure of the src after the plans for
the two delivery requests have been inserted. The src also contains a plan adaptor
that triggers a rescheduling process when one of the doors that have to be passed
on the delivery tour is detected to be closed

The self-adapting plan that accomplishes these behaviors consists of the
primary activities that specify the course of action for satisfying the user
requests — the delivery tour. The constraining plans comprise two stabi-
lizing plans: one for reloading the battery when it gets empty and one for
re-localizing the robot when it gets lost. They also contain two general plan
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adaptors. The first one makes sure that the intended course of action contains
delivery tasks for every actual user request and no unnecessary delivery tasks.
Thus, whenever a user request is added, deleted, or revised, the plan adap-
tor performs the necessary changes on the intended primary activities. The
second plan adaptor makes sure that the pickup and the handing over steps
of the delivery tour are ordered such that there are no negative interactions
between the steps and that the intended tour is fast.

In the course of the example run the src changes itself as follows. In
the beginning, Rhino carries out no primary activities. Its policies ensure
that new commands are received and processed. Upon receiving the two jobs
(event “start” in Figure 1.3) the plan adaptor P-1 puts plans for accomplish-
ing them into the primary activities. The insertion of the commands triggers
the scheduler of the plan adaptor P-2.

with plan adaptors (1) integrate command revisions (P-1)

(2) replan/reschedule when necessary (P-2)

(3)
reschedule when A-110
or A-113 are closed (P-3)

primary activities

with plan adaptors as soon as OPEN?(A-120)

reschedule CMD-1 ...

CMD-2 ...

Fig. 1.6. Structure of the src after A-120 is detected to be closed. The completion
of the delivery for room A-120 is handled as an opportunity. As soon as Rhino

learns that A-120 is open, the plan for the request is inserted in the actual schedule

The plan adaptor for rescheduling also adds an additional plan adaptor
P-3 that monitors the assumptions underlying the schedule, that is that the
rooms A-110, A-111, A-113, and A-120 are open. The src after this revision
is shown in Figure 1.5. After Rhino has picked up the red letter and left
room A-111, it notices that room A-120 has been closed in the meantime
(event 3 in Figure 1.3). Because Rhino cannot complete the delivery of the
red letter the corresponding command fails. This failure triggers the replan-
ning plan adaptor P-2 which transforms the completion of the delivery into
an opportunity (see Figure 1.6). Thus, as soon as Rhino notices room A-120
to be open (event 6) it interrupts its current mission, completes the delivery
of the red letter (event 7), and continues with the remaining jobs after the
red letter has been delivered.



1.5 Previous Work 15

1.5 Previous Work

To put this book into context we have to briefly review other approaches to
controlling everyday activity and plan-based control of robotic agents.

1.5.1 Descriptive Models of Everyday Activity

A number of researchers in the fields of Psychology, Philosophy, Economy,
Cognitive Science, and Artificial Intelligence have proposed and studied var-
ious competing models for capturing the nature and essence of conducting
everyday activity. Miller, Galanter, and Pribram (1960) propose a view in
which people perform everyday activity by starting from a goal, choosing an
appropriate plan, and then executing the plan in closed-loop control. The
plan is controlling the sequence of operations that the agent is carrying out.
This view is dominant in much of the AI planning research and the earlier
work on the plan-based control of autonomous robots.

Suchman (1985) argues that attributing human action to the formula-
tion and execution of plans is untenable. She argues that the inherent unpre-
dictability of the world makes all activity fundamentally improvised and that
long-term planning can only guide the activity. The execution of plan steps
requires the adaptation of the plan step to the particular, immediate situa-
tion. This process of fitting can, in the worst case, involve arbitrary domain
knowledge, reasoning, and supporting activity in the world.

Bratman (1987) proposes that activity consists largely in the adoption,
refinement, and reconsideration of intentions and plans. Plans have two im-
portant characteristics. First, they are typically incomplete. Second, plans
are stable: normally, one reasons about how to execute and fill in one’s plan,
but not, unless special circumstances arise, about whether to reject the plan
in favor of some other. Because plans are stable, plans make the practical
reasoning one has to do manageable by framing one’s deliberations, and so
restricting the number of options that need to be considered.

Our approach exhibits characteristics of all three approaches. As Miller,
Galanter, and Pribram (1960) we view all of the robot’s activities as produced
by plans. Here, we share McDermott’s (1992a) view, who observes that any
robot is under the control of a program and that a plan is simply that part of
the control program that the robot explicitly reasons about and manipulates.
We agree with Suchman (1985) in that the successful conduct of everyday
activity requires improvisation and adaptation to specific situations. We dis-
agree with her in that this implies that the robot is only guided but not
controlled by a plan. For example, Firby (1989) has shown that control pro-
grams can be made to exhibit improvisational and situation specific behavior
by adding specific control structures to the behavior specification language.
From Bratman (1987) we borrow the idea that plans are valuable resources
for focusing execution time deliberation.
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1.5.2 Computational Models of Everyday Activity

Besides these descriptive models of everyday activity there have also been
a number of computational models for controlling everyday activity. In this
section we only consider the ones that are directly related to our approach
to plan-based control.

Sussman (1977) has developed the Hacker computer system as a com-
putational model of skill acquisition. Hacker is a problem-solving system
that has been applied to the problem of stacking blocks in the blocks world.
Sussman considers a skill to be a set of procedures each of which solves some
problem in its domain. Sussman’s model of problem-solving works as follows:
An agent first tries to analyze the problem it intends to solve. If it knows of
a method to solve the problem, a skill, then it applies the skill. Otherwise
it must construct a new method or plan by applying more general problem-
solving strategies. In the construction of the new methods the agent tries to
avoid known problems and pitfalls (Sussman, 1990). If the method works it is
remembered for future use. If not, the failures are examined and analyzed in
order to apply debugging methods for repairing the method. Often the anal-
ysis of the failure can also be classified and abstracted and be remembered as
a pitfall. Hacker can thereby learn critics which inspect the plans for known
generalized bugs. Unfortunately, the computational techniques implemented
in Hacker make all the assumptions from classical planning and therefore
the techniques cannot be transferred easily to the problem of controlling
robotic agents.

Despite the differences in the assumptions underlying the computational
problems we consider, I borrow several ideas from Sussman’s seminal work.
First, the idea that agents learn from experience plan schemata for the prob-
lems they are intended to solve. Second, the idea of heuristically constructing
almost good plans first, and then correcting the plans by examining and ana-
lyzing the flaws they produce. The analysis of the bugs often provides valuable
information that suggests how the plan should be modified to be good.2

Wilensky (1983) has developed pandora a knowledge-based, common-
sense planner. The assumptions underlying the pandora system are that
plans for common problems are stored as canned plans indexed by the goals
they are intended to achieve. The overall plan fails to achieve all goals if the
plans for the individual goals interfere negatively. Thus planning is an iter-
ative process that performs the following steps. First, detect the goals that
might arise either through the user commands or from the use of the pro-
posed plans. Second, select a possible plan by either finding a stored plan that
matches the current goals or propose a new plan using the system knowledge.
The plans are then projected, mentally executed, in order to check for condi-
tions that will not be met, to notice bad side effects, and to adopt additional
2 Note, in the general case, the generation of plans through plan debugging is as
complex as generating the plans by chaining together primitive actions (Nebel
and Koehler, 1995).
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goals that are needed to address discovered problems. In the last step, the
plan evaluation step, the planner decides whether the plan is acceptable.

The main ideas that we take away from Wilensky’s Thesis are that plans
for everyday activities can be pasted together from the plans for the individual
goals using fast heuristic methods. The remaining flaws of the plan can be
detected by projecting the plan, that is, predicting how the world will change
as the plan gets executed.

prs (ProceduralReasoning System), which has been developed byGeorgeff
and Ingrand (1989), is a computational model of the practical reasoning ap-
proach introduced above. prs enables control systems to perform real-time
task management that exploits information received asynchronously from
multiple information sources such as the robot’s sensors. The main ideas
proposed in this approach is that task and plan management operations are
triggered by asynchronous belief changes and that plans are useful data struc-
tures to focus the execution time reasoning needed for plan management.

McDermott (1978) describes nasl a very generic and flexible problem-
solving system that interleaves planning and execution. nasl is applied to the
domain of automatic electronic circuit design. nasl’s plan language provides
powerful control structures that allow for the flexible activity and for different
kinds of synchronization between actions. McDermott also introduces the
concept of constraining plans (secondary plans or policies) that are performed
successfully if the subplans within their scope are executed in a particular
way (“get all the groceries without spending more then twenty USD”). These
control structures and the process of carrying out plans specified in the nasl

plan language has also been formalized by McDermott (1985b). Many of the
control structures used by the plan language employed in our research are
reminiscent of the nasl plan language.

xfrm (McDermott, 1992b) is an experimental transformational planning
system that is embedded in a simulated robot with restricted and noisy sen-
sors and imperfect effector control. xfrm reasons about and manipulates
reactive plans, that is, plans whose steps are conditional on the results of
sensing actions. The plans are written in rpl (Reactive Plan Language),
which has also been developed by McDermott (1991). xfrm operates as fol-
lows: (1) Given a set of commands from a user, it retrieves from a library a set
of default plans for carrying those commands out; (2) it projects the plans,
yielding a set of time lines that correspond to possible execution scenarios;
(3) it runs critics on the scenarios, yielding suggested plan transformations;
(4) the most promising transformation is carried out, and the process repeats.
In parallel with this planning activity, the best current plan is being executed.
When the planner thinks it has a better plan, it tells the executor to stop work
on the current plan and switch to the improved version. Beetz et al. (2001);
Beetz (2001) has extended the xfrm planning system by incorporating
declarative goals into the reactive plans, developing a language for con-
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cisely specifying transformations of reactive plans, and realizing more ef-
fective means for execution time planning.

The plan-based controllers described in this book are implemented using
the representational, inferential, and plan manipulation means provided by
the extended xfrm system.

1.6 Contributions

This book describes part of an enterprise in which we seek to investigate
computational principles that allow for the realization of a new class of plan-
based controller for autonomous robots (Beetz et al., 2000). These plan-based
controllers are characterized by using plans that are formulated in a very rich
behavior specification language and can therefore produce flexible and reliable
activity. They have very realistic and detailed models of their plans and the
behavior the plans might produce. They are able to apply fast inferences for
plan management because they assume that the robot is to carry out everyday
activity. Therefore the robot already has flexible and reliable routine plans
for carrying out its daily standard tasks. Plan management only operates
to resolve interactions between individual plans and to handle dynamically
changing situations. Finally, the controller can learn the plans for its routine
activities from experience.

We believe that the research described in this book brings at least three
important technical contributions to the problem of plan-based control of
robotic agents.

1. A plan representation for robotic agents performing everyday
activity. We show how the different mechanisms of autonomous robots
including physical action, perception, planning, and communication can
be represented and integrated into symbolic high-level plans without ab-
stracting away from the different ways how the mechanisms work (Beetz
and Peters, 1998). We will see that this requires that the plan represen-
tation provides the expressiveness of modern event-driven and real-time
programming languages including loops, program variables, processes,
and subroutines as well as high-level constructs (interrupts, monitors)
for synchronizing parallel actions.
This does, however, not need to entail that the execution time plan man-
agement operations have to perform automatic programming tasks for
arbitrarily complex programs. Rather the concurrent plans can be de-
signed to allow for fast prediction and plan failure diagnosis, transparent
access to the relevant plan pieces, and to enable successful continua-
tions after revisions and interruptions. We support the fast and reliable
execution of plan management operations by identifying common con-
trol patterns and encapsulating them into task-specific sub-plan macros,
which represent complex control fragments modularly and transparently.
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2. Advanced inference mechanisms for plan-based control of
robotic agents. The first contribution in the area of inference mecha-
nisms for robot planning are Probabilistic Hybrid Action Models (phams)
(Beetz and Grosskreutz, 2000), a realistic causal model for predicting the
behavior generated by modern concurrent percept-driven robot plans.
phams represent aspects of robot behavior that cannot be represented
by most action models used in AI planning: the temporal structure of
continuous control processes, their non-deterministic effects, and several
modes of their interferences. We will give a formalization of phams and
proofs that the formalized model generates probably, qualitatively ac-
curate predictions. In addition, we describe a resource-efficient inference
method for phams based on sampling projections from probabilistic ac-
tion models and state descriptions (Beetz and Grosskreutz, 1998).
The second contribution in the area of inference mechanisms for robot
planning is Probabilistic Prediction-based Schedule Debugging (ppsd)
(Beetz, Bennewitz, and Grosskreutz, 1999), a novel planning technique
that enables autonomous robots to impose order constraints on concur-
rent percept-driven plans to increase the plans’ efficiency. The basic idea is
to generate a schedule under simplified conditions and then to iteratively
detect, diagnose, and eliminate behavior flaws caused by the schedule
based on a small number of randomly sampled symbolic execution sce-
narios.

3. Acquisition of symbolic robot plans.We will describe XfrmLearn,
a system that learns symbolic structured plans for standard navigation
tasks (Beetz and Belker, 2000b). Given a navigation task, XfrmLearn

learns to structure continuous navigation behavior and represents the
learned structure as compact and transparent plans. The structured plans
are obtained by starting with monolithic default plans that are optimized
for average performance and adding sub-plans to improve the navigation
performance for the given task. Compactness is achieved by incorporat-
ing only sub-plans that achieve significant performance gains (Beetz and
Belker, 2000a). The resulting plans support action planning and oppor-
tunistic task execution.

As evidence of the feasibility of our approach to plan-based control of
robotic agents and of the performance gains that might be expected from its
application, we have performed several longterm demonstrations. The first
demonstration has been an src controlling the high-level course of action of
a museum tour-guide robot for thirteen days and showed the flexibility and
reliability of runtime plan management and plan transformation. During its
period of operation, it was in service for more than 94 hours and made about
3200 plan transformations while performing its tour-guide job (Thrun et al.,
1999; Thrun et al., 2000). In another experiment we have evaluated more
specific capabilities of the plan-based controller. In one experiment, we have
shown how predictive plan transformation can improve the performance by
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outperforming controllers without predictive transformations in situations
that require foresight while at the same time retaining its performance in
situations that require no foresight (Beetz, 2001).

1.7 Overview

In the remainder of this book we proceed as follows. In the next chapter,
we begin our discussion with basic models that will be used throughout the
book. We introduce the dynamic system and the rational agent model of
autonomous robot control. In this chapter we will also give an overview of
the overall control system, in which the plan-based control is integrated.
Finally, the chapter describes the structure and the operational principles of
the high-level controller.

The following chapter describes the self-adapting plans and our plan rep-
resentation for the robot’s primary activities. We start with explaining the
integration of the robot’s mechanisms into the plan language. After the de-
scription of the low-level plans we will then discuss how plans for delivery
tours can be represented transparently and modularly. At the end of the
chapter we will explain how the plan management operations are specified.

The fourth chapter describes a causal model of the behavior exhibited by
a mobile robot when running concurrent reactive plans. The model represents
and predict aspects of robot behavior that cannot be represented by other
action models used in AI planning: it represents the temporal structure of
continuous control processes, several modes of their interferences, and various
kinds of uncertainty. We will detail the causal models and show that the
models can, with high probability, make quite accurate predictions. The last
part is about how the prediction mechanism can be implemented to economize
computational resources.

The problem of learning symbolic plans that support action planning
and opportunistic task execution is addressed in the fifth chapter. We will
show in the context of learning structured reactive navigation plans that the
robot can automatically learn to structure continuous navigation behavior
and represent the learned structure as compact and transparent plans. We
will explain how these plans can be obtained by starting with monolithic
default plans that are optimized for average performance and adding sub-
plans to improve the navigation performance for the given task.

Chapter 6 describes the field tests and the feasibility studies that we have
performed to evaluate our approach to plan-based control.

We conclude with an evaluation and a discussion of related work.
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This chapter describes our conceptualization of, and a software architecture
for, plan-based control of robotic agents. The chapter is organized as follows.
We will start in section 2.1 with describing an abstract control model for the
class of robot control problems that we investigate. This model integrates as-
pects of a dynamic system model, which is primarily used in control theory,
with a “rational” agent model, that is primarily used for the characterization
of problem-solving systems in Artificial Intelligence. Section 2.1 also intro-
duces key concepts and terminology used in the remainder of this Thesis.
Section 2.2 describes different environment representations that support in
particular the plan-based control of the robotic agent. Section 2.3 outlines the
computational structure of the overall control system in which our plan-based
control mechanisms are integrated.

2.1 Abstract Models of Robotic Agents

An important prerequisite of the successful investigation of control methods
for autonomous robots is the use of appropriate models of the robot, its en-
vironment, its perception of the environment, and the way control is exerted.
In this section we will introduce such a model that integrates aspects of the
dynamic system model and the rational agent model. The dynamic system
model is used for the conceptualization of the interaction between the robot
and its environment. The rational agent model is concerned with how the
robot chooses the right actions to perform.

2.1.1 The Dynamic System Model

In the dynamic system model, the state of the world evolves through the in-
teraction of two processes: one denoted the controlling process — the robot’s
control system — and the other the controlled process, which comprises
events in the environment, physical movements of the robot and sensing op-
erations.1 The physical objects involved in the controlled process are the
1 Dean and Wellmann (1991) and Passino and Antsaklis (1989) give very informa-
tive overviews of the use of dynamic system models in AI planning.

M. Beetz: Plan-Based Control of Robotic Agents, LNAI 2554, pp. 21–42, 2002.
c© Springer-Verlag Berlin Heidelberg 2002
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hardware components of the robot and the objects in the robot’s operating
environment. The purpose of the controlling process is to monitor and in-
fluence the evolution of the controlled process so that the controlled process
satisfies the given constraints and meets the specified objectives. Using the
terminology of control theory, we will denote the controlled process as the
plant and the controlling process as the controller.

"rational agent"
Controller

Belief
State

Plan

State
Estimators

and
Monitors

Controlled Process

Controlling Process

Sensors

Environment
Robot
Behavior

Plant

Fig. 2.1. Block diagram of our dynamic system model for autonomous robot con-
trol. Processes are depicted as boxes and interactions as arcs. The dynamic system
consists of the controller (or controlling process) and the plant (or controlled pro-
cess). The plant is decomposed into the environment and sensor process and the
controller into the state estimation and the ration agent process

Figure 2.1 shows a block diagram of the dynamic system model that
underlies the design of our robot control system. The processes are depicted as
boxes and the interactions between them as arcs. There are two interactions
between the controlling and the controlled process. The first interaction is
initiated by the controlling process that sends control signals to the controlled
process in order to influence the evolution of the controlled process in the
desired way. In general, the controlled process is only under partial control of
the controlling process. Concurrently with the stream of control signals events
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that are not under the control of the controller occur and change the state of
the controlled process, too. The second interaction consists of the controlling
process observing the controlled process by interpreting the sensor data that
are produced by the controlled process.

For autonomous robot control, it is often useful to decompose the con-
trolled process into an environment and a sensing process (Dean and Well-
mann, 1991). The environment process comprises the actions of the robot,
which are primarily different kinds of movements and communication ac-
tions, that cause changes of the environment state. The robot concurrently
performs multiple actions that might interfere. For example the effects of
different movements might interfere through transposition. The subprocesses
of the environment process have discrete as well as continuous effects. When
the robot is navigating through the environment, its position is changing con-
tinuously. The actions of the robot are not the only processes that change
the environment. The environment also changes due to the occurrence of ex-
ogenous events such as the opening and closing of doors and due to physical
processes such as the coffee getting colder while it is delivered.

The sensing process maps the world state into the sensor data, the input
of the controlling process. Sensors can provide continuous streams as well
as individual bits of sensor data. It is important to note that the robot’s
sensors can, in general, access only partial information about the state of
the environment. The sensor data measured might also be inaccurate and
must therefore often be interpreted to be useful for controlling the robot.
The inaccuracy, locality of sensor data as well as the data interpretation
processes yield data that are incomplete, inaccurate, and ambiguous.

The decomposition of the controlled process suggests an analogous de-
composition of the controlling process into a state estimation and a “rational
agent” process. For now, we will consider the rational agent process to be a
black box that continually receives percepts generated by the state estima-
tion processes and outputs control signals for the controlled process. We will
discuss what the rational agent should do and how it should be designed in
the next section. The state estimation processes compute the robot’s beliefs
about the state of the controlled system. The monitoring processes signal
system states for which the controlling process is waiting. The results of the
state estimation and monitoring processes are stored in the belief state of the
robot controller. The belief state contains information such as the robot’s
estimated position, the accuracy and a measure of the ambiguity of the po-
sition estimate, the state of objects to be delivered, and opening angles of
doors. It is important to note that state estimation and monitoring processes
are often passive and run continuously. As a consequence, the belief state
changes asynchronously with the robot’s own actions.

The agent controller specifies the control signals that are supplied to the
controlled process as a response to the estimated system state. At the physical
level most inputs generated by the controlling process are voltages for the
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different motors of the robot. At a higher level of abstraction the control
signals are realized by a more abstract programming machine that provides
the control system’s application programmer’s interface.

2.1.2 Autonomous Robots as Rational Agents

Let us now turn to the question of what the rational agent process is sup-
posed to do and how it can be implemented. The reason that we realize the
robot controller through a so-called rational agent process instead of an ordi-
nary control program is that for complex and dynamically changing jobs and
complex environments it is often impossible to think through all these deci-
sions in advance or specify them concisely. For such applications it is often
more promising to equip the robot controller with decision criteria and let
the robot decide at execution time based on its assessment of the immediate
situation. Such an approach is best described using the abstract model of a
“rational agent.”

The General Agent Model. Russell and Norvig (1995) consider agents
to be systems that they want to characterize in terms of their perceptions
and actions. Agents interact with their environment by means of sensing their
environment and acting in response to these percepts in order to change envi-
ronment’s state. The agent is carrying out a feedback loop in which it selects
the next action based on the sequence of percepts that it has received so
far. The execution of the action produces behavior which in turn changes the
state of the environment. The sensors of the agent then produce the percepts
that are used for the action selection in the next cycle of the agent’s opera-
tion. Thus, the agent’s operation in the environment is adequately described
as an interaction with the environment.

In this model, agents and environments are defined in terms of the actions
and percepts that they exchange and the states that they traverse. What an
agent does can be described abstractly by a function, the so-called agent func-
tion, that maps sequences of percepts into an action chosen to be executed.
In designing the controller of an autonomous robotic agent, the key problem
is to realize agent functions that choose the “right” actions quickly enough.

Before we can state what the right actions are, we must first establish how
we measure the performance of the agent. An external observer can evaluate
the performance of an agent by recording the sequence of states that the
environment traverses while the robot performed a problem-solving episode
and mapping the state sequence using a measurement function into a value
that represents how well the agent did in the corresponding problem-solving
episode. This process of measuring the performance of an agent is depicted
in Figure 2.2.

Rational Agency. Now that we know how to measure the performance of
an agent, we are in the position to state what we mean by an agent be-
ing rational. A rational agent is an agent that attempts to maximize its
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Fig. 2.2. The figure shows the interaction of an agent, characterized by its agent
function, with its environment. The performance of the agent is measured by an ex-
ternal observer using a function that maps the state sequence that the environment
process traverses into a numerical value

expected performance in the eyes of an external observer. The agent does
so by making informed action selections on the basis of its percepts and its
knowledge. Thus, an agent function is rational, if there exists no other agent
function that can be expected to produce better performance with respect
to the beliefs of the agent. In the case where the agent has to select its
actions based on uncertain information, decision theory provides the math-
ematical foundation for the realization of the agent function (Ramsey, 1931;
Haddawy and Rendell, 1990). Using decision-theoretic action selection, the
best action is chosen using utility functions that map state sequences into
numerical measures. Utility functions are subjective to the agent and also
encode the agent’s attitude towards risks, whether the agent is risk avers-
ing or risk seeking (Koenig and Simmons, 1994; Haddawy and Hanks, 1992).
Note, the expectation is taken according to the agent’s own beliefs; thus,
perfect rationality does not require omniscience.

Resource-Bounded Rationality. Recall that agent functions have to
supply the robot with a chosen action in each perception-action cycle.
On the other hand, executing the agent function on the robot’s com-
puter, which only provides limited computational resources, might yield
the controller arriving at a decision after the decision is needed. If no ac-
tion is chosen, the robot must either wait or execute a default action,
both of which typically reduce the performance of the robot. As a conse-
quence, the computational resources required to select an optimal action
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may reduce the overall performance of the robotic agent (Zilberstein, 1996;
Russell and Wefald, 1991). This state of affairs is captured by the notion of
resource-bounded rationality (Simon, 1982). The notion of resource-bounded
rationality is stricter than that of computability and complexity because
resource-bounded rationality relates the operation of a program on a ma-
chine model with finite speed to the actual temporal behavior generated by
the agent (Russell and Subramanian, 1995). The goal is the optimization of
computational utility given a set of assumptions about expected problems
and constraints on resources (Horvitz, 1988).

Resource-adaptive decision procedures have been proposed to deal with
these requirements (Dean and Boddy, 1988). Such decision procedures re-
turn default or heuristic solutions quickly and try to compute better results
given more computational resources. The problem of assigning computational
resources to composite decision processes requires sophisticated reasoning
mechanisms (Zilberstein and Russell, 1995). Russell and Subramanian (1995)
observe that competent resource-bounded decision procedures for stochastic
deadlines often require more complex program structures.

2.1.3 The BDI Model of Rational Agents

The bdi (belief, desire, intention) model is a specific framework for the real-
ization of the agent functions of bounded rational agents (Rao and Georgeff,
1992). The bdi model is tailored towards agents that act in dynamic and
uncertain environments and are limited with respect to the information that
they can access and the computational resources they can consume. The bdi

controller receives percepts asynchronously and outputs streams of control
signals (Georgeff and Ingrand, 1989).

To deal with these characteristics the computational state of a bdi con-
troller is composed of three main data structures: the beliefs, goals, and plans
of the agent. The beliefs comprise information about the environment, the
state of the environment, the agent state, and the actions that the agent
may perform. Beliefs are essential because the world is dynamic and the
system only has a partial view of the world. Moreover, as the system is re-
source bounded, it is advantageous to cache important information rather
than recompute it from base perceptual data over and over again. The goals
represent some desired end or intermediate states and thereby give the agent
important means to recover from failures and find alternative means for ac-
complishing the agent’s jobs. bdi architectures are plan-based systems that
use plan libraries with plan schemata for achieving particular goals. At exe-
cution time plans are pasted together and filled out with sub-plans based on
the actual state of the world. The plans are the courses of actions that the
agent intends to perform. Plans are used to focus the reasoning of the agent
by filtering out options that conflict with the intended plans.

The content of the belief and goal data structures of a bdi agent deter-
mines how events and goals give rise to plans and how plans lead to action
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and the revision of beliefs and goals. The mechanisms of a bdi agent en-
sure that beliefs, goals, and intentions evolve rationally. That is, that events
are responded to in a timely manner, that beliefs are maintained consistently,
and that the plan selection and execution proceeds in a manner which reflects
certain notions of rational commitment.

Bratman, Israel, and Pollack (1988) have developed irma (Intelligent
Resource-Bounded Machine Architecture) as a specific realization of a bdi

architecture. The key idea in irma is that agents should, in general, bypass
full-fledged deliberation about new options that conflict with their existing
commitments, unless these options can easily be recognized as potentially
special in some way. To achieve this balance between commitment to exist-
ing plans and sensitivity to particularly important new options, Bratman,
Israel, and Pollack (1988) propose a filtering mechanism with two compo-
nents. The first checks the compatibility of a new option against existing
plans, and the second checks whether the new option is important enough to
warrant deliberation even if already intended sub-plans must be suspended
or revised if the new option is accepted.

The Procedural Reasoning System (prs) is another implementation of
a bdi architecture that is specifically designed for resource-bounded, goal-
directed, and situated control (Ingrand, Georgeff, and Rao, 1992; Georgeff
and Ingrand, 1989). The architecture enables control systems to perform
real-time task management that exploits information received asynchronously
from multiple information sources such as the robot’s sensors.

prs has been successfully applied to very complex control problems in-
cluding space shuttle fault diagnosis (Georgeff and Ingrand, 1990), mobile
robot control (Myers, 1996), air traffic control, and air battle management.

2.1.4 Discussion of Our Robotic Agent Model

Our robotic agent can be characterized as a bounded rational agent that acts
as the controller in a dynamic system. The controlled process is composed of
concurrent, temporally extended, subprocesses that have continuous, possibly
interfering, effects. The behavior of the controlled process is best described
as trajectories in the state space that is spanned by the state variables of the
system. The controlled process is only partially observable and the observa-
tions of the observable part are imperfect. The inputs for the rational agent
process is generated by the state estimation and monitoring processes and
are received asynchronously with respect to the controller’s own operation.

The controller is realized as a bdi agent where the beliefs concerning the
state of the controlled process are computed by the state estimation processes.
The task of the controller is to manage a plan that is consistent with the
robot’s beliefs and the user requests. Given that situations which require
reactions from the robot controller can arise asynchronously with respect to
the controller’s operation, control routines are made robust by incorporating
the monitoring of actions and by reactions triggered by observed events.
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The main difference between the research conducted in this Thesis and the
research conducted on the bdi systems discussed before is that the designers
of the prs system, for example, interpret the notion of planning fairly general.
In their view planning is any choice as to which course of action to pursue, no
matter how the system does it. In this Thesis the focus is on developing plan
representations that are specifically designed to facilitate execution time plan
management. We also develop powerful inference mechanisms for difficult
reasoning tasks, such as predicting the behavior generated by concurrent
reactive plans realistically, that should make prediction-based execution time
plan management feasible.

2.2 The Environment Maps

Many plan-based robot controllers use maps, models of their operating en-
vironments, as a resource for performing their tasks more reliably and effi-
ciently. In general, the kinds of information stored in robot maps and the way
information is organized is tailored for the robot’s tasks. A cleaning robot, for
instance, profits from a map that allows for fast retrieval of the regions to be
cleaned and that supports the generation of optimal tours that cover the area
to be cleaned. A tour-guide robot, on the other hand, should use maps that
support self-localization even when the environment is crowded with people
and that contain obstacles that cannot be detected by the robot’s sensors.

Fig. 2.3. Environment map used by Rhino’s plan-based controller. The environ-
ment map contains the walls, doors, and the pieces of furniture that are assumed to
be static. The items modeled in the map have a hierarchically structured geometric
model and a symbolic description associated with them

Rhino’s plan-based controller uses a symbolically-annotated 3D map
(satd map) (Beetz et al., 1999), which enables Rhino to perform tasks such
as “get a book from the shelf in room A-120 and bring it to Wolfram’s desk.”
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To provide the necessary information satd maps store models of the task-
relevant objects such as desks and shelves. The task-relevant objects them-
selves are represented as hierarchically structured 3D models, which enables
Rhino to identify the part of the camera image that corresponds to the ta-
ble top of a desk. Object models can be retrieved through relational symbolic
queries such as “the desk in room A-120.” Finally, aspects of the environment
structure are represented explicitly. This enables Rhino to adapt its behav-
ior to the different parts in the environment (different driving strategies in
offices and hallways, etc) and detect problems such as closed doors.

An satd map consists of a set of object models and a set of structural
elements. An object model has a name and consists of a specification of its
category (desk, shelf, table, ...), a geometric model, the position of the center
of the object and its orientation, and a set of attribute-value pairs of the
form {〈category,desk〉, 〈color,red〉, ...}. Structural elements, such as smoking
areas or rooms, represent regions of the environment. With each region is
associated a set of doorways through which the region can be entered and
left (cf. (Kortenkamp and Weymouth, 1994)).

Figure 2.3 shows a satd map of part of our institute. The query

select d where d.category = desk ∧ d.room = A-120

retrieves all desks in room A-120. The result of the query is shown in Fig. 2.4.

Fig. 2.4. Result of a query to a symbolically annotated 3D map. The figure shows
the items in the satd map that satisfy the query select d where d.category = desk
∧ d.room = A-120

satd maps improveRhino’s problem solving competence in various ways.
For example, Rhino uses satd maps for interpreting locational descriptions
of objects to be searched. The locational descriptions are then translated into
probability distributions for the locations of objects. Figure 2.5(b) shows a
probability distribution for the location of a letter given that the letter is
probably close to a desk.

satd maps can also be used to generate occupancy grid maps for robot
self-localization. These grid maps are generated by making a projection of
the 3D map at a given height (e.g., the height of the robot’s sonar sensors)
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(a) (b)

Fig. 2.5. Two task-specific environment maps. (a) An occupancy grid map in
table height for self localization and navigation planning. (b) An object probability
grid map that represents the probability distribution for an object’s location for
informed object search. The brighter a grid cell the more likely it is that the target
object is at this position

(see figure 2.5(a)). These maps are used by a localization method (Fox et al.,
1999) to estimate the robot’s position with an average accuracy of 5-10cm.
Other uses of the satd maps include simplifications of place recognition and
restricting visual search to certain regions of the image, such as the top of a
table. Or, to enable the robot to perceive events such as passing a door or
entering the hallway (Beetz et al., 1998).

2.3 The Computational Structure of the Control System

After having described the abstract control model and the environment maps
that we use, we will discuss in this section an orthogonal issue: the compu-
tational structure of our control system.

Figure 2.6 depicts the computational structure of the variant of Rhino-
control system that is used in this Thesis. The control system is composed of
two layers: the functional and the task-oriented layer. At the functional layer
the system is decomposed into distributed modules where each module pro-
vides a particular function (cf. (Alami et al., 1998)). A function could be the
control over a particular actuator or effector, access to the data provided by
a particular sensor subsystem, or a specific function of the robot’s operation,
such as guarded motion. The functional layer is decomposed into the per-
ception and the action subsystem. The modules of the perception subsystem
perceives states of the environment and the modules of the action subsystem
control the actuators of the robot.

The task-oriented layer is constituted by the Structured Reactive Con-
troller that specifies how the functions provided by the functional layer are
to be coordinated in order to perform specific jobs such as the delivery of
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Fig. 2.6. The computational structure of the Rhino control system. The figure
depicts the two layers of the system. We consider the functional layer as being
decomposed into a perception and an action subsystem. The task-oriented layer
is constituted by the Structured Reactive Controller. The perception subsystem
computes the information for setting the fluents of the src. The process modules
that are activated and deactivated by the Structured Reactive Plan control the
modules of the action subsystem

objects. The perception subsystem computes the information for setting the
fluents of the src. The process modules that are activated and deactivated by
the Structured Reactive Plan control the modules of the action subsystem.

In the remainder of this section, we will proceed as follows. Section 2.3.1
describes the main modules at the functional layer at a greater detail.
Section 2.3.2 describes the abstract machine that constitutes the interface
between the functional layer and the Structured Reactive Plan, which is
sketched in Section 2.3.3.

2.3.1 The Functional Layer

The functional layer of the Rhino system consists of approximately 20 dis-
tributed modules, each of which is designed to monitor or control dedicated
aspects of the robot and additionally to provide information to other mod-
ules. Each module is capable of performing a number of different but related
functions. The modules at the functional layer provide the basic means for
moving the robot, sensing the surroundings of the robot, interacting with
humans (using the robot’s buttons), etc.

We distinguish between server modules and robot skill modules. Server
modules are associated with a particular device. The camera server, for ex-
ample, enables the robot to request an image of a particular type and obtain
the image. The pantilt server allows the robot to point the camera into a
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specified direction. Other server modules include the laser, sonar, buttons,
and the robot base server.

The robot skill modules provide the robot with specific skills, such as
guarded motion, navigation planning, image processing, map building, and
position estimation. The software modules communicate using an asyn-
chronous message-passing library.

The robot skill modules share important design characteristics. Many of
them solve computational problems that can be compactly described in math-
ematical terms. The localization module, for example, computes the proba-
bility distribution over the robot’s position, or the path planner computes the
shortest paths from all locations to a given destination. The robot skill mod-
ules typically employ iterative algorithms with simple update rules and can
therefore run many iterations per second. Such fast iterative algorithms are
particularly well suited to the low-level control system because they are able
to react almost immediately, can promptly accommodate asynchronously ar-
riving information and often perform anytime computations which produce
initial results very quickly and can continue to improve upon these results
given more computation time.

The functional layer also employs hli (High-level Interface) (Hähnel, Bur-
gard, and Lakemeyer, 1998) as a module that monitors the operational status
of the modules at the functional level, resets and reconnects modules after
module failures, and provides some basic means for performing non-trivial
tasks more more reliably. It does so by synchronizing the operations at the
functional layer in task specific ways and by recovering from local execution
failures.

Perceptual Subsystems. Rhino’s perceptual subsystem contains state es-
timation, image processing, button interaction, and email server modules.

Probabilistic State Estimators. Taking inaccurate, local, and incomplete sen-
sor measurements as input, Rhino’s state estimators provide abstract per-
cepts to the high-level system. Examples of such abstract percepts are open-
ing angles of doors, the position of the robot, inaccuracy and ambiguity of
the perceived position, etc. Other Rhino modules can register for updates of
abstract percepts, for example of a door which needs to be passed, or of the
position of a wastebasket for which the robot is looking. The state estimators
then check for this information and send updates to the high-level system
every time a change is detected.

A key prerequisite for effective and efficient navigation is that the robot
knows its own position within its environment. To maintain a position es-
timate of its position the controller concurrently executes a particular state
estimation process: the localization process (Fox et al., 1999). The estimate
computed and maintained by the localization process is represented as a prob-
ability distribution over the possible positions of the robot. This distribution
is updated continually using the motion commands that the controller issues
and comparing the measured distances to the next obstacles to those that can
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Fig. 2.7. The figure shows a probability distribution over the robot’s position in
the environment. The darkness of a position represents the probability that the
robot is at this position

be expected based on the environment map. Figure 2.7 shows a probability
distribution over the robot’s position in the environment. The darkness of a
position represents the probability that the robot is at this position.

(a) (b)

Fig. 2.8. This figure pictures the door state estimation process. (a) Topview of
the robot and the laser distance readings that it receives. (b) Visualization of the
estimated opening angles of the doors (Source: (Schulz and Burgard, 2001))

The probability distribution is abstracted into three state variables: the
robot’s position and orientation, the accuracy of the robot’s position estimate
(the diameter of the global maximum of the probability distribution), and
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the ambiguity (the number of local maxima that exceed a certain probability
threshold).

For the robot office courier we use an additional state estimator, which es-
timates the state of objects, based on the information provided by 180 degree
laser range scanners. This state estimator handles objects which are perma-
nent parts of the dynamic world model and which are subject to infrequent
state changes like doors, chairs, wastebaskets and so on (Schulz and Bur-
gard, 2001). The state density of these objects is estimated using a template
matching approach which compares the real sensor measurements against
ideal measurements for each sample state.

Image Processing Subsystems. The Rhino system’s visual and image pro-
cessing components comprise a system module and a programming frame-
work called Recipe: Reconfigurable, Extensible, Capture and Image Process-
ing Environment (Arbuckle and Beetz, 1999 and 1998). As a programming
framework Recipe provides a standardized, multi-threaded, environment in
which modules for image processing are dynamically loaded and unloaded.
The framework provides standardized facilities for resource management and
image capture to improve system robustness and to promote code re-use.
Recipe modules, as well as being run-time loadable, are scriptable, active,
entities.
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Fig. 2.9. Software architecture of Recipe’s image processing server. Control mes-
sages sent by remote modules are parsed and processed by the control scheduler,
which loads and unloads special purpose image processing modules and passes re-
quests to the responsible module

As a system module, Recipe is responsible for the capture and process-
ing of the visual information controlled. It has two principal components — a
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capture server and several copies of an image processing server. The capture
server is a lightweight, robust process which has three main responsibilities.
It stores the images captured by the system’s cameras. It also stores all im-
portant system data and configuration information for Recipe. The capture
server acts as a watchdog for all image processing servers, restarting and
reconfiguring them if their processing should cause them to hang or crash.

The image processing server forms the heart of the Recipe system. It
is a script controlled modular architecture for the implementation of image
processing operations and pipelines. The image processing server loads and
unloads image processing functionality according to commands sent by the
remote modules, for example the plan-based robot controller. An image pro-
cessing server is shown in figure 2.9.

Email Server. To provide natural language communication capabilities the
Rhino system has been extended by two additional modules: the “email
server” and the “natural language server.” The “email server” broadcasts
each electronic mail sent to the computer account “RHINO” to the modules
that have subscribed to “automatic” email update. It also provides the func-
tions necessary for sending electronic mails. The “natural language server”
provides the functions required for transforming electronic mails into an inter-
nal representation and analyzing the content of the email using the Rhino’s
world model.

(a) (b)

Fig. 2.10. Rhino’s navigation system consists of a navigation path planner (a) and
a reactive collision avoidance module (b). Subfigure (a) shows an intended path.
Subfigure (b) shows the laser and sonar readings and a circular trajectory computed
by the collision avoidance module that will not cause any collision within the next
two seconds

Navigation System. The navigation system as currently used is described
in (Thrun et al., 1998). It is a safe and reliable high-speed navigation system
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which has shown impressive results in several longterm experiments (e.g.,
(Thrun et al., 1999)). Conceptually, the Rhino navigation system works as
follows. A navigation task is transformed into a Markov decision problem and
solved by a path planner using a value iteration algorithm. The solution is a
policy that maps every possible location into the optimal heading to reach the
target. This policy is then given to a reactive collision avoidance module that
executes the policy taking the actual sensor readings (and thereby unmodeled
obstacles) and the dynamics of the robot into account (Fox, Burgard, and
Thrun, 1997).

2.3.2 The “Robotic Agent” Abstract Machine

While the functional layer provides the basic functionalities of the robot
control system – such as localization and navigation methods – in the form
of continuous control processes that can be activated and deactivated, it
does not provide effective means for combining the processes into coherent
task-directed behavior. Without additional functionality, therefore, it would
be tedious and error-prone to specify reliable and efficient control programs
that were to perform non-trivial and composed control tasks.

This additional functionality is provided by the “Robotic Agent” abstract
machine. The heart of the “Robotic Agent” abstract machine is constituted
by rpl (Reactive Plan Language) (McDermott, 1991) the language in which
the robot’s plans are specified. rpl provides conditionals, loops, program
variables, processes, and subroutines as well as high-level constructs (inter-
rupts, monitors) for synchronizing parallel actions. To make plans reactive
and robust, it incorporates sensing and monitoring actions, and reactions
triggered by observed events.

The primitive components of the abstract machine are percepts and pro-
cess modules, which form a uniform interface to continuous control processes.
In addition to the primitive components the abstract machine provides mech-
anisms for combining percepts into more specific percepts and control struc-
tures for combining control processes into more sophisticated ones.
Connecting Control Routines to “Sensors”. Successful interaction with
the environment requires robots to respond to events and to asynchronously
process sensor data and feedback arriving from the control processes. rpl

provides fluents, registers or program variables that signal changes of their
values. In order to trigger control processes fluents are often set to the truth
value true in one interpreter cycle and reset in the following one. We call
this setting and resetting of fluents pulsing. Fluents are also used to store
events, sensor reports and feedback generated by low-level control modules.
Moreover, since fluents can be set by sensing processes, physical control rou-
tines or by assignment statements, they are also used to trigger and guard
the execution of high-level control routines.

For example, the robot plans use fluents to store the robot’s estimated
position and the confidence in its position estimation. Fluents can also be
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combined into digital circuits that compute derived events or states such as
being in the hallway. For example, figure 2.11 shows a fluent network, which
has the output fluent IN-HALLWAY? that is true if and only if the y-coordinate
of the robot’s global position larger than 780cm and smaller than 1330cm.

1330

780

<

>

IN-HALLWAY?robot-y

Fig. 2.11. Fluent network computing the percept “leaving a room”. The fluent
network receives the y- coordinates of the robot’s estimated position as its inputs.
The output of the fluent network is true, if and only if the value of the estimated
y-position lies between 780 and 1330 cm, that is if the robot is in the hallway

Fluents are best understood in conjunction with the rpl statements that
respond to changes of fluent values. The rpl statement whenever F B is an
endless loop that executes B whenever the fluent F gets the value “true.”
Besides whenever , wait for (F ) is another control abstraction that makes use
of fluents. It blocks a thread of control until F becomes true.

DEACTIVATEACTIVATE

CONTROL INPUTS

PROCESS
PARAMETERS

OUTPUT
FLUENTS

FEEDBACK SIGNALS

SUCCESS FAILURE

PROCESS-
MODULE

PARAM1

FLUENT1

...

PARAMn

FLUENTn

Fig. 2.12. Process modules provide an encapsulation for control processes with
a uniform interface that can be used to monitor and control continuous control
processes. Control processes can be activated and deactivated and return upon
their termination success and failure signals. They also allow the high-level plans
to monitor the progress of their execution by updating fluents that can be read
from the plan
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Process Modules. To facilitate the interaction between control routines
and continuous control processes, the abstract machine supports a uniform
protocol (cf. (McDermott, 1992b; Firby, 1994)). The control abstraction that
implements this protocol is called a process module. Process modules are
elementary program units that constitute a uniform interface between “high-
level” plans and the “low-level” continuous control processes, such as image
processing routines. A schematic view of process modules is shown in fig-
ure 2.12.

The process module GRAB-IMAGE , for example, which is provided in our
image processing extension of rpl is activated with a camera name, image
size, and whether the image is to be color or grayscale as its parameters. The
module updates the fluents IMAGE , in which the grabbed image is stored,
and DONE? , which is pulsed upon process completion.

with local fluents (IMG-ID-FL DONE-FL)
GRAB-IMAGE(:CAMERA :LEFT

:SIZE (240 320)
:COLOR :TRUE
:GRABBED-IMAGE IMG-ID-FL
:DONE DONE-FL)

wait for (DONE-FL)
FLUENT-VALUE(IMG-ID-FL)

Fig. 2.13. rpl plan fragment for capturing an image. The plan fragment creates
two local fluents for communicating with the process module GRAB-IMAGE . The
process module is activated and parameterized through the call of GRAB-IMAGE .
The plan fragment then waits for the control process to terminate, which is indicated
by pulsing the fluent DONE-FL and returns a pointer to the grabbed image

Figure 2.13 shows an rpl plan segment that grabs a 240 × 320 pixel image
with the left camera, returning an index for the image. The program segment
creates two local fluents IMG-ID-FL and DONE-FL. It passes the fluents as call
parameters to the process module GRAB-IMAGE . The module sets IMG-ID-

FL to the index of the grabbed image and pulses the fluent DONE-FL upon
completion.

The segment activates the module GRAB-IMAGE , waits for the image cap-
ture to complete and returns the value of the fluent IMAGE-ID-FL.

Control Process Composition. The abstract machine provides rpl’s con-
trol structures for reacting to asynchronous events, coordinating concurrent
control processes, and using feedback from control processes to make the
behavior robust and efficient (McDermott, 1991).

Figure 2.14 lists several control structures that are provided by rpl and
can be used to specify the interactions between concurrent control subplans.
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The control structures differ in how they synchronize subplans and how they
deal with failures.

Control Structure Example of its usage

in parallel do p1 ...pn in parallel do navigate(〈235,468〉)
build-grid-map()

try in parallel p1 ...pn try in parallel

detect-door-with-laser()
detect-door-with-camera()

with constraining plan p b with constraining plan relocalize-if-nec()

deliver-mail()
plan with name N1 p1

...
with name Nn pn

order ni < nj

plan with name S1 put-ontable(C)

with name S2 put-on(A,B)
with name S3 put-on(B,C)

order S1 ≺ S3,
S3 ≺ S2

Fig. 2.14. Some rpl control structures and their usage

The in parallel do -construct executes a set of subplans in parallel. The
subplans are activated immediately after the in parallel do plan is started.
The in parallel do plan succeeds when all of his subplans have succeeded. It
fails after one of its subplans has failed. An example use of in parallel do
is mapping the robot’s environment by navigating through the environment
and recording the range sensor data. The second construct, try in parallel ,
can be used to run alternative methods in parallel. The compound statement
succeeds if one of the subplans succeeds. Upon success, the remaining sub-
plans are terminated. with constraining plan P B, the third control structure,
means “execute the primary activity B such that the execution satisfies the
constraining plan P .” Policies are concurrent subplans that run while the
primary activity is active and interrupt the primary if necessary. Finally, the
plan -statement has the form plan steps constraints, where constraints
have the form order S1 ≺ S2. steps are executed in parallel except when
they are constrained otherwise. Additional concepts for the synchronization
of concurrent subplans include semaphores and priorities.

2.3.3 The Structured Reactive Controller

The Structured Reactive Controller (src), which is shown in Figure 2.15, is
the top-level controller at the task-oriented layer. The main components of a
structured reactive controller are the process modules, the fluents, the struc-
tured reactive plan, and the rpl runtime system. The elementary program
units in the structured reactive controller are the process modules. Fluents,
which are updated continually according to the messages sent by the modules
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of the perceptual subsystem and received by the src. The messages provide
information about the current state of the other modules of the control sys-
tem. The structured reactive plan specifies how the robot is to respond to
events and feedback from the process modules to accomplish its jobs. The
src is a collection of concurrent control routines that specify routine activities
and can adapt themselves to non-standard situations by executing planned
responses (Beetz and McDermott, 1994).

STRUCTURED REACTIVE CONTROLLER

STRUCTURED REACTIVE PLAN

PRIMARY ACTIVITIES

POLICIES
   LOCALIZE-ACTIVELY

DELIVER FAX TO WOLFRAM

DELIVER MAIL TO MICHAEL

PROCESS
MODULES

LOCALIZE

TRACK

GRAB-IMAGE

NAVIGATE

NR-OF-
NAV-GOALS

FLUENTS

POS-
CERTAINTY

ROBOT-Y

NAVIGATION-
ACTIVE?

ROBOT-X

ACTIVATE/
DEACTIVATE

CPU

RPL 
RUNTIME SYSTEM

PLAN
LIBRARY

INTER-
PRETER

Fig. 2.15. Components of a structured reactive controller. The structured reactive
plan specifies how the robot responds to changes of its fluents. The interpreta-
tion of the structured reactive plan results in the activation, parameterization, and
deactivation of process modules

Structured reactive controllers work as follows. When given a set of re-
quests, the structured reactive controller retrieves routine plans for individual
requests and executes the plans concurrently. These routine plans are general
and flexible — they work for standard situations and when executed concur-
rently with other routine plans. Routine plans can cope well with partly
unknown and changing environments, run concurrently, handle interrupts,
and control robots without assistance over extended periods. For standard
situations, the execution of these routine plans causes the robot to exhibit
an appropriate behavior in achieving their purpose. While it executes rou-
tine plans, the robot controller also tries to determine whether its routines
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might interfere with each other and watches out for non-standard situations.
If it encounters a non-standard situation it will try to anticipate and fore-
stall behavior flaws by predicting how its routine plans might work in the
non-standard situation and, if necessary, revising its routines to make them
robust for this kind of situation. Finally, it integrates the proposed revisions
smoothly into its ongoing course of actions.

After having explained how the src manages the plan according to the
changes of the robot’s belief state, we will now describe how the plan gets
interpreted. The interpreter executes the structured reactive plan, causing the
process modules to be activated and deactivated. Threads of control become
blocked when they have to wait for certain conditions to become true. For
example, if the robot is asked to go to a location x and pick up an object, the
controller activates the behavior of moving towards x. The interpretation of
the subsequent steps is blocked until the robot has arrived at x (that is until
the move behavior signals its completion).

Finally, we will look at how structured reactive plans (srps) is organized.
srps are structured in a modular and transparent way so that automatic
plan transformation techniques can easily retrieve subplans with particular
roles — such as monitors or opportunities — and modify these plans without
making them opaque for subsequent plan revision processes.

with plan adaptors Global Plan Adaptors

with stabilizers Global Stabilizers

Primary Activities

with constraining plans Opportunistic Primaries

Active Primaries
partial order

CMD1: Plan1

...

CMDn: Plann

order Order Constraints

Fig. 2.16. The figure shows the block structure of an src. The activities that
are needed to satisfy the user requests are contained in the active primaries. The
execution of the active primaries is constrained by the opportunistic and the global
policies

The rpl implementation of an src (Figure 2.16) consists of the primary
activities that contain the plans for accomplishing the jobs and the sur-
rounding global plan adaptors and stabilizers. The primary activities are
separated into the opportunistic primaries and the active primaries.
The active primaries are the ones that the robot is able to accomplish
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without help. The (partial) order in which the navigation subplans of the
active primaries are executed is given by the order constraints. The op-
portunistic primaries are the ones that the robot cannot accomplish by
itself. Rather it has to wait for enabling conditions. For example, since Rhino

cannot open doors it might have to wait for the opportunity of certain doors
becoming open to complete its deliveries.



3. Plan Representation for Robotic Agents

In order to enable robot controllers to reason about and manipulate them-
selves, large fractions of the controllers have to be implemented as plans.
Plans are symbolic specifications and descriptions of the robot’s intended
activity that can be reasoned about, revised, and executed. The robot uses
plans as a resource for improving its problem-solving behavior. In this chap-
ter, we will discuss the representation of plans that are intended to control
autonomous robotic agents.

A plan representation consists of a plan language, a mechanism for in-
terpreting plans written in this language, a set of inference mechanisms, and
mechanisms for manipulating plans. The plan language provides the means
for specifying the behavior of the robot. The inference mechanisms enable
the planning mechanisms to infer information about a given plan. These in-
ference mechanisms include ones for inferring goals from sub-plans and for
predicting what will probably happen when the robot executes its plan. The
plan manipulation mechanisms enable the robot to revise its intended courses
of actions as its beliefs about the state of the environment change.

Plan representation for robotic agents is primarily concerned with two
questions. First, what control patterns are necessary and sufficient for a
robotic agent to solve a particular class of control problems? Second, how
can the control patterns be represented to allow for effective plan generation,
management, and execution?1

For the following discussion, we consider plan representation as a specific
form of knowledge representation. Like domain knowledge representations,
plan representations should be representationally and inferentially adequate
and inferentially and acquisitionally efficient (Rich and Knight, 1991). We
consider the representational adequacy of plan representations to be their
ability to specify the necessary control patterns. Inferential adequacy is the
systems’ ability to infer information necessary for plan management and to
perform the relevant plan management operations. Inferential efficiency is
concerned with the time resources that are required to perform the plan
management operations. Finally, acquisitional efficiency is the ability of plan
representation systems to acquire new plan schemata and planning knowl-
1 Steels (1984) has detailed a similar view for knowledge representation systems.

M. Beetz: Plan-Based Control of Robotic Agents, LNAI 2554, pp. 43–88, 2002.
c© Springer-Verlag Berlin Heidelberg 2002
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edge automatically. In this chapter, we concentrate on the design of the plan
languages.

To be more specific, we believe that our requirement that plans should be
able to improve the robot’s problem-solving behavior imposes the following
constraints on the design of plans.

1. Plans must be capable of controlling concurrent, interacting
processes that have rich temporal structure, interact with the
environment, and be event-driven. To make plans tolerant of sensor
error, execution failures, and changing environments, plans can be im-
plemented as collections of concurrent, event-driven control routines and
specify how the robot is to respond to asynchronously arriving sensory
data and other events. Many control patterns others than those provided
by common plan representations have been proven to be necessary for
flexible and reliable robot control (Firby, 1989).
In addition to being capable of producing flexible and reliable behavior,
the syntactic structure of plans should mirror the control patterns that
cause the robot’s behavior — they should be realistic models of how the
robot achieves its intentions. Plans cannot abstract away from the fact
that they generate concurrent, event-driven control processes without the
robot losing the capability to predict and forestall many kinds of plan
execution failures.

2. Plans should provide mechanism-specific control patterns. A suc-
cessful plan representation for robotic agents must also support the con-
trol and proper use of the robot’s different mechanisms for perception, de-
liberation, action, and communication. The full exploitation of the robot’s
different mechanisms requires mechanism-specific control patterns. Con-
trol patterns that allow for effective image processing differ from those
needed for flexible communication, which in turn differ from those that
enable reliable and fast navigation.
To fully exploit the robot’s different mechanisms, their control must be
transparently and explicitly represented as part of the robot’s plans. The
explicit representation of mechanism control enables the robot to apply
the same kinds of planning and learning techniques to all mechanisms
and their interaction.

3. Plans must support economic inference and plan management.
The generation of effective goal-directed behavior in settings where the
robots lack perfect knowledge about the environment and the outcomes
of actions and environments are complex and dynamic, requires robots
to maintain appropriate plans during their activity. They cannot afford
to entirely replan their intended course of action every time their be-
liefs change. Maintaining an appropriate and working plan requires the
robot to perform various kinds of plan management operations including
plan generation, plan elaboration, commitment management, environ-
ment monitoring, model- and diagnosis-based plan repair, plan failure
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prediction, learning flexible and reliable plan schemata, a requirement
that is stressed by Pollack and Horty (1999).
Unfortunately, most plan representations so far have been tailored for
plan generation and have therefore been primarily designed to struc-
ture the search space that plan generation systems span. In contrast
to these common plan representations, plan representations for robotic
agents should enable the robotic agents to perform the plan management
operations listed above both effectively and reliably.
The support of economic plan management is comprised of different as-
pects. First, the design of plans such that inferences that are common in
plan management can be performed by pattern-directed retrieval rather
than through the time consuming construction of long inference chains.
Such inference tasks that are typical for plan management include the
inference of the purpose of a given sub-plan, a sub-plan that is intended
to achieve a given goal, and a sub-plan that causes some given effects.
Second, the plans should enable the application of anytime plan manage-
ment operations, which propose initial plan revisions quickly and tend
to propose better revisions given more computation time (Zilberstein,
1996; 1995). The effective use of such anytime plan management opera-
tions requires plans to be prepared so that plan revisions can be proposed
asynchronously while the plan is executed (Beetz and McDermott, 1996).

To summarize, we aim at developing a plan language that provides a uni-
form framework for controlling the different mechanisms of the robot and that
is, at the same time, tailored for fast and reliable plan management. The plan
language provides a uniform framework for mechanism control views routines
for controlling the mechanisms as actions that need to be controlled, mon-
itored, and synchronized and plans that can be generated, reasoned about,
and revised. These features are crucial constituents of effective, fast, and
robust mechanism control. Execution time plan management is supported
representing sub-plans transparently and modularly, which enables pattern-
directed access to plan pieces. In addition, plans are designed to allow for
revisions during their execution. Our design choice is to reduce the general-
purpose emphasis of plan languages for the sake of performing fast inferences
on plans written in expressive plan languages.

In order to achieve the desiderata that we have outlined above, we use,
extend, and specialize the xfrm plan representation (McDermott, 1991;
McDermott, 1992b; Beetz, 2000). The extended xfrm plan representation
provides the following components. First, it provides an interface to low-
level control system based on the concept abstractions for control processes,
state variables, and events. The plan language offers many of the control ab-
stractions provided by modern event-driven programming languages includ-
ing loops, program variables, processes, and subroutines as well as high-level
constructs (interrupts, monitors) for synchronizing parallel actions. A macro
mechanism allows for abstracting away from common and complex control
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patterns by means of defining sub-plan macros. Finally, the system provides
a mechanism for implementing inference procedures and plan revision rules ;
and a framework for integrating plan management operations into the plan
language.

Using the xfrm plan representation, we will develop in this chapter a
plan language for a robotic agent by first, defining the interface between
the plan representation and the robot’s different mechanisms by specifying
the control processes that the mechanisms provide, the state variables that
characterize the state of a mechanism, and the events that the mechanism
generates. Second, we develop control patterns for the flexible and reliable
control of mechanisms. The control patterns for flexible and reliable execu-
tion that often yield complex sub-plans are then transformed into modular
and transparent sub-plan schemata by using sub-plan macros that restrict
and modularly represent mechanism specific and application specific interac-
tions between sub-plans. Using the sub-plan macros plans can be designed to
allow for fast and transparent access to the relevant plan pieces and success-
ful continuations after revisions and interruptions. Finally, we specify plan
adaptors for plan management and integrate them into the overall plan.

In the remainder of this chapter we proceed as follows. The next section
describes the interface of our plan representation with the different mech-
anisms provided by the Rhino control system. The plan representation it-
self distinguishes between two layers of plans: low-level plans and high-level
plans. Low-level plans, which are described and discussed in section 3.2, are
situation-specific plans that perform some extended activity, such as navi-
gating to a given destination or loading a particular object. The high-level
plans, which are explained in section 3.3 specify behavior that is effective
under a wider range of circumstances and represent the behavior modularly
and transparently to facilitate inferences about plans and their modification.

3.1 Low-Level Integration of Mechanisms

The lack of appropriate control abstractions provided by common plan rep-
resentations brought researchers to side-step plan representations when they
specified the control and integration of mechanisms other than those con-
cerning physical robot actions. Complex behavior specifications have been
represented and specified in other formalisms, even if planning methods were
applied to the control of these mechanisms. As a consequence, the mechanisms
became black boxes from the point of view of the high-level robot control sys-
tem. Examples of such approaches are: the situation-specific configuration of
image processing routines (Firby et al., 1995); the use of dialogue grammars
(Cole et al., 1997) and communication rules (Barbuceanu and Fox, 1995)
that are compiled into finite state automata instead of using planned speech-
act sequences (Cohen and Perrault, 1979); and the sequencing mechanism in
layered hybrid architectures (Bonasso et al., 1997).
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In this section, we will describe and discuss the nuts and bolts of integrat-
ing navigation, plan management mechanisms, communication, and image
processing into the plan-based robot controller. The interfaces to the differ-
ent mechanisms constitute an abstract robot control machine, which provides
mechanism-specific fluents and process modules.

3.1.1 Navigation

One of the most crucial and essential capabilities of autonomous mobile
robots is their capability to navigate reliably and effectively to specified lo-
cations within their environments. Navigation is the computation and exe-
cution of paths from the robot’s current position to specified destinations.
Detailed overviews on different approaches to robot navigation can be found
in (Latombe, 1991) and (Borenstein, Everett, and Feng, 1996). The effective
control of navigation with plans requires means for estimating the robot’s
position, computing and following paths, and for avoiding collisions.

We have seen in section 2.3.1 that the robot maintains a position estimate
of its position in the environment. The estimate is represented as a probabil-
ity distribution over the possible positions of the robot. For the purpose of
high-level control, the probability distribution is abstracted into three state
variables: the robot’s position and orientation, the accuracy of the robot’s
position estimate (the diameter of the global maximum of the probability
distribution), and the ambiguity (the number of local maxima that exceed a
certain probability threshold). These state variables are stored in the fluents
ROBOT-X , ROBOT-Y , POS-ACCURACY , and POS-AMBIGUITY .

The process module ROBOT-GOTO can be activated with a final desti-
nation and a sequence of intermediate destinations as its arguments. The
sequence of intermediate destinations specifies constraints on the path that
the robot has to take in order to reach the final destination. The naviga-
tion process performed by the process module causes the robot to move
to the target points in the specified order. The module detects the suc-
cessful completion of a navigation task by detecting that the robot is close
enough to its final destination. A failure of the navigation task is signaled
if the robot detects that it is unable to reach its destination (Firby, 1992;
Firby, 1994). While active, the process module for navigation updates the
fluent NR-OF-REMAINING-DESTS containing the number of remaining target
points to be reached by the robot as a measure of the progress of the navi-
gation process.

There are two more process modules that are provided by the low-
level interface to the navigation system. The first one is the process mod-
ule POSITION-TRACKING which continually estimates the robot’s position
and updates the fluents ROBOT-X , ROBOT-Y , POS-ACCURACY , and POS-

AMBIGUITY . The sensing process is passive, which means that it does not
generate any control inputs for the controlled process (Burgard, Fox, and
Hennig, 1997). It only observes the odometry and other sensor readings and
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updates the position estimate accordingly. The position tracking process does
not terminate unless it is deactivated by the controlling plan.

Fluents

ROBOT-X , ROBOT-Y Fluents that store the values of the state
variables for the robot’s estimated x- and y-
coordinates and the robot’s orientation.

POS-ACCURACY Accuracy of the position estimate in the
global maximum of the probability distribu-
tion for the robot’s position.

POS-AMBIGUITY Number of local maxima with a probability
that exceeds a given threshold probability.

REMAINING-PATH Fluent that is updated by navigation pro-
cesses. It contains the number of destinations
that the robot still has to reach.

Process Modules

ROBOT-GOTO Process module that encapsulates navigation
processes.

ACTIVE-LOCALIZATION Module that directs the robot to explore lo-
cations in order to minimize the uncertainty
in the robot’s position estimate.

POSITION-TRACKING Process module that passively tracks the
robot’s position estimate.

Set Parameters

SET-TRAVEL-MODE Command to reset the parameters of naviga-
tion processes. By setting the travel mode,
the robot can be asked to drive very carefully,
quickly, etc.

Fig. 3.1. The integration of navigation mechanisms into srcs. The table shows the
fluents and process modules for interfacing the robot’s navigation mechanisms. The
fluents provide the robot with a concise representation of the current position esti-
mate and the status of navigation tasks. The mechanism-specific process modules
are the ones for active and passive localization and for navigation

The last process module is called ACTIVE-LOCALIZATION and its internal
operation is described in (Beetz et al., 1998). The purpose of this process mod-
ule is to resolve ambiguities and eliminate inaccuracies in the robot’s position
estimate. Given a probability distribution over the robot’s current position
that contains ambiguities and inaccuracies, the active localization process
iteratively performs relative moves in order to maximally disambiguate the
position estimate. The active localization processes causes, as a side effect,
changes in the robot’s position.

Finally, the interface to the navigation system provides a command for
setting the mode of the navigation system. This mode is determined by two
factors. The first factor is the choice of the sensors used for the detection of
obstacles in the environment. The second component is some determination
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of how boldly or carefully the robot moves. It is often appropriate to move
more cautiously in cluttered surroundings and more boldly in open areas.

The programming interface provided by the low-level integration of the
navigation mechanisms is summarized in Figure 3.1.

3.1.2 Communication Mechanisms

Rhino’s communication mechanisms comprise a restricted natural language
facility which allows for the sending and receiving of electronic mails, means
for transforming natural language text into sound files, displaying text and
graphics on the screen of the onboard computer, and a button interaction
facility which enables the robot to let buttons blink and monitor the buttons
for being pressed.

The ability to perform natural language conversation significantly en-
hances robots’ capabilities, augmenting both their abilities to perceive their
environment and to effect changes within it. For instance, using natural lan-
guage a robot can ask a person to open a door which it cannot open by itself.
Being able to perform natural language communication also enables robots
to receive a wider range of job specifications and acquire information that
cannot be sensed using their sensors.

Fluents

LAST-EMAIL The fluent contains the last electronic mail
sent to the robot.

NEW-EMAIL? The fluent is pulsed whenever the robot re-
ceives a new electronic mail.

Process Modules

INTERPRET-SPEECHACT The process module is activated with an
email as its argument and translates the
email into the internal speechact represen-
tation.

EXECUTE-SPEECHACT The process module is activated with an in-
ternal speechact representation, translates
the speechact into an email, and sends the
email off to execute the speechact.

Fig. 3.2. The integration of conversation mechanisms based on electronic mail.
The interface contains two fluents: one is pulsed whenever a new electronic mail
for the robot has arrived and the other one stores the last electronic mail. The
process modules for controlling conversation contain one module for interpreting
emails and translating them into an internal speechact representation and another
one for executing a spechact by sending a corresponding email

We have chosen electronic mail as the primary channel to communicate
with people in its environment. Compared to spoken language, electronic mail
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allows for some important simplifications of the natural language communi-
cation task. The email is already a sequence of words. It is more reasonable
to ask for writing correct English sentences. The identification of the dialog
partner is simple: the name is contained in the sender line of the mail header.
Finally, the real-time requirement for electronic mail is less challenging than
in spoken language dialog.

The electronic mail communication mechanism (Beetz and Peters, 1998)
is integrated through the fluents LAST-EMAIL, which contains the last elec-
tronic mail sent to the robot and NEW-EMAIL? , which is pulsed whenever the
robot receives a new email. The extension further contains the two process
modules INTERPRET-SPEECH-ACT and EXECUTE-SPEECH-ACT . INTERPRET-

SPEECH-ACT takes an electronic mail and translates it into a speechact with
the content transformed into the robot’s internal representation. EXECUTE-

SPEECHACT takes an internally represented speechact, transforms it into an
email, and sends it off.
Interpreting Electronic Mails. The interpretation of electronic mails pro-
ceeds in three steps: (1) transforming the electronic mail into an internal
speech act representation; (2) parsing the content of the speech act; and (3)
computing and analyzing the meaning of the speech act using the satd map
(see section 2.2).

From: peters2@cs.uni-bonn.de
Date: Fri, 24 Oct 1997 12:03:57
To: rhino+tcx@cs.uni-bonn.de
Subject: Library book

Could you please bring the yellow
book on the desk in room a-120 to
the library before 12:30

request
:sender (THE PERSON

(FIRST-NAME Hanno)
(LAST-NAME Peters))

:receiver (THE ROBOT
(NAME RHINO))

:time (THE TIME-INSTANT
(DAY 24) (MONTH OCT)
(TIME 12:03))

:reply-with “Re: Library Book”
:content content of the email
:deadline (A TIME-INSTANT

(BEFORE
(TIME 12.30))))

(a) (b)

Fig. 3.3. A typical electronic mail sent to the robot (sub-figure (a)) and its internal
speech act representation (sub-figure (b)). The speech act representation indicates
that the email contains a request and explicitly represents the sender, receiver of
the email and the time of receipt. The representation of the email content is shown
in figure 3.4

Step 1: Transforming Electronic Mail into Internal Speech Acts. Emails are
represented internally as kqml statements. kqml (Knowledge Query and
Manipulation Language) is a standardized language for the exchange of in-
formation between different knowledge-based systems (Finin, Labrou, and
Mayfield, 1995). kqml messages communicate whether the content of a mes-
sage is a request, order, etc (Cohen and Levesque, 1995). The robot can
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receive and perform requests, questions, acknowledgments, replies, and infor-
mative performatives.

The advantage of having representations of the purpose of electronic mails
that abstract away from the contents of the mail is that this way the dia-
log behavior can be more concisely specified. In particular, at this level of
abstraction we can specify which performatives are valid answers, whether
responses are required, and so on.

Figure 3.3(left) shows a typical electronic mail sent to the robot. Its inter-
nal representation using kqml is shown in figure 3.3(right). The algorithm
for constructing kqml statements from emails determines the type of speech
act, extracts the sender, the subject, and the time when the email was sent,
transforms the pieces of information into the corresponding kqml statement.
Step 2: Parsing the Content of Electronic Mails. After the kqml represen-
tation for an electronic mail is constructed, the content is parsed and trans-
formed into a representation internal to the robot. This structured representa-
tion facilitates reasoning, retrieval, and plan construction. It provides logical
connectives, is hierarchically structured and distinguishes between object de-
scriptions, location descriptions, state descriptions, event specifications, and
others.

(ACHIEVE
(LOC (THE BOOK

(COLOR YELLOW)
(ON (THE DESK

(OWNER (THE PERSON
(NAME MICHAEL)))

(IN (THE ROOM (NUMBER A-120))))))
(THE LOC (IN (THE ROOM

(FUNCTION LIBRARY)))))

Fig. 3.4. Representation of the content of the electronic mail shown in Fig-
ure 3.3(a). It says that it is to be achieved that the object satisfying the description
given as the first term of the LOC predicate will be at the location given by the
second term

We assume that the content of the electronic mail is written in correct
English that satisfies the following additional restrictions. The body of the
email is a single, self-contained sentence. Only a subset of correct English
sentence constructions is accepted. Furthermore, the vocabulary is restricted
to correctly spelled words from the office delivery domain. The parser signals
an error if the sentences are not parsable. These failure signals can then be
caught by control structures of the plan that make the plan tolerant against
such failures. Recovery strategies might then ask the person sending the elec-
tronic mail for clarifications using examples of parsable sentences.
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The contents of electronic mails are parsed using a Definite Clause Gram-
mar (Pereira and Warren, 1980). In particular, we use an extension of the
grammar described in (Russell and Norvig, 1995) and (Norvig, 1992). The
grammar is extended by augmenting the vocabulary relevant for office deliv-
ery tasks (most notably rules for parsing temporal statements, room names,
etc.). The second extension of the grammar enables the robot to parse the sen-
tences it generates (see next section). Besides extending the expressiveness of
the language, we reduced the time required for grammatical processing using
pattern matching techniques to filter out irrelevant grammar rules. Finally,
we made the parser interruptible so that parsing processes can be terminated
prematurely by deactivating them.

Step 3: Interpreting the Content of Electronic Mails. The next step in the
interpretation of electronic mails is the identification of the objects the office
courier has to pick up and the locations where they are to be picked up or to
which they are to be delivered. To discuss how Rhino interprets an object
description generated by the parsing step consider the following example:

(THE BOOK
(COLOR YELLOW)
(ON (THE DESK

(OWNER (THE PERSON
(NAME MICHAEL)))

This object description contains a perceptual description of an object to
be localized (LO), a description of a reference object (Michael’s desk) and
the spatial relation between them (cf. (Gapp, 1994; Stopp et al., 1994)).
Since in spatial descriptions reference objects are usually stationary objects
with salient features, Rhino requires reference objects to be contained in its
environment model.

Thus, as a first step, the semantic interpretation component extracts the
descriptions of the reference objects and retrieves in the second step the set
of objects in the environment model that satisfy these descriptions. If the
query returns more than one map object, the job description is ambiguous.
If the query returns no map object then the job specification is inconsistent
with the robot’s model of the environment. In both cases Rhino has to start
a dialog to clarify the job specification.

Generating and Executing Speech Acts. For the generation of speech
acts we use an extension of the language generation facilities of Duck (Mc-
Dermott, 1985a). Essentially Duck takes formulas written in predicate cal-
culus and translates them into pseudo English sentences. To obtain better
translations, the programmer can define skeletons for expressing predicates
which are then compiled into rules. The rules for expressing logical connec-
tors and handling the recursive structure of predicate calculus expressions
are built into the system.
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We have extended the facilities of the Duck pseudo-English generator to
enable it to handle object and location descriptions and the different kinds
of speech acts that the Rhino control system can generate. Thus, a typical
object description like

(THE BOOK (COLOR YELLOW)
(ON (THE DESK (SIZE BIG)

(IN (THE ROOM (NUMBER A-120))))))

is translated into “the yellow book on the big desk in room A-120.”
Since in electronic mail dialogs the content of an electronic mail is included

in the answer, we have extended the parser so that it can parse the sentences
that the pseudo-English generator produces.

3.1.3 Execution Time Planning

Execution time planning is integrated by providing two process modules
(Beetz and McDermott, 1996): one for starting planning processes on sub-
plans and one for installing revisions in a concurrently executed plan. Plan-
ning processes behave like sensing routines. Whenever a better plan is found,
the planning process sends a signal. Planning processes provide and continu-
ally update their best results in the fluents BEST-PLAN and BETTER-PLAN? .

CRITIC

STATE PGM

STATE PGM

REVISECRITICIZE

DONE?

BETTER-PL?

BEST-PLAN

CRITICS

PLAN FOR TASK

TSK

CTXT

ACTIVATE DEACTIVATE

SUCCESS FAILURE

Fig. 3.5. Process module for the execution time planning of local sub-plans. The
module is activated with the computational task for interpreting the sub-plan. The
task data structure contains the plan as well as the data required to reconstruct the
robot’s belief state. The critics parameter specifies the kind of flaws the planning
module should try to eliminate and the parameter CTXT specifies the context for
which the sub-plan should be replanned

Figure 3.5 pictures the realization of execution time planning as a process
module. The planning process can be started and deactivated. It takes the
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task for which a better plan is to be found and the critics to be used as
arguments. The planning process automatically updates three fluents. The
fluent BETTER-PLAN? is set true whenever the planner believes that it has
found a better plan. The fluent DONE? is false as long as the planner is still
looking for better plans. The fluent BEST-PLAN contains the best plan for
the given task that the planner can offer at this moment.

The process module RUNTIME-PLAN enables the robotic agent to plan in
a flexible and focused manner: it can reflect on how to perform its jobs while
accomplishing them, focus on critical aspects of important subtasks, and ig-
nore irrelevant aspects of their context. It can also postpone planning when
lacking information, reconsider its course of action when noticing opportuni-
ties, risks, or execution failures, and integrate plan revisions smoothly into
its ongoing activities.

The uniformity of the interfaces to navigation and execution time plan-
ning and the control structures provided by rpl enable a programmer to
concisely specify a wide spectrum of interactions between planning and exe-
cution. rpl becomes a single high-level language that can handle both plan-
ning and execution actions. Providing the extensions for local planning of
ongoing activities as primitives in rpl enables rpl’s control structures to
control not only the robot’s physical actions but also its planning activities.
It also allows rpl plans to synchronize threads of plan execution with local
planning processes and to specify the communication between them.

Fluents

BEST-PLAN Fluent that always contains the best plan so
far computed by a runtime planning process.

BETTER-PLAN? Fluent that is pulsed whenever the robot has
generated a better plan.

DONE? The fluent DONE? is pulsed when the runtime
planning process has terminated.

Process Modules

RUNTIME-PLAN A process module that runs an execution time
planning process.

Operation

SWAP-PLAN An operation that takes a plan and a sub-
task of the overall plan as its arguments and
installs the plan for the execution of the sub-
task.

Fig. 3.6. The integration of execution time planning into srcs. The fluents repre-
sent the computational state of the planning process: the best plan it has produced
so far, whether it has produced better plans, and whether the planning process is
completed. The process module is called RUNTIME-PLAN. An additional operation
SWAP-PLAN integrates new plans into the ongoing activity
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3.1.4 Image Processing

To accomplish its jobs, the office delivery robot must also process various sorts
of visual information. Consider, for instance, the following job: “get the red
letter from Dieter’s desk.” Such a job specification contains visual descriptions
of the objects to be delivered as well as the locations where these objects are
to be picked up and delivered. Thus, the job could be accomplished by a plan
of the following form:

1. find Dieter’s desk and approach it
2. when you’re close enough, search the desk for a red letter
3. if you can’t find the book then
• look for a person in the office and ask for help
• if the person finds the book
then take the book from the person

A brief analysis of the plan above shows that the office delivery robot
has to perform different kinds of visual tasks like recognizing pieces of furni-
ture and parts thereof, visually searching regions in images, detecting people
(perhaps through motion detection), and tracking books in streams of camera
images. Moreover, visual routines are closely coupled to the context of the
control program. Visual routines must be synchronized with other actions
of the robot. The control system has to recover locally from the failure of
a visual routine to accomplish its job, or start additional visual routines to
recover from execution failures. In addition, the robot often has to run several
visual routines concurrently, which causes problems in the usage of restricted
resources, such as access to cameras and processing time.

To realize plan-based control of image processing, we have extended rpl

with an abstract machine that allows the programmers of the control software
for autonomous robots to implement the image processing routines necessary
for accomplishing a particular task themselves (Beetz et al., 1998).

The integration of image processing mechanisms is, in several aspects,
different from the integration of other mechanisms. The main reasons for
these differences are that image processing is a computationally very difficult
problem and that the general interpretation of images captured by the cam-
era is not feasible. Image processing by Rhino is therefore performed using
libraries of special-purpose image processing routines that can be combined
to perform more complex image processing tasks. Furthermore, unlike navi-
gation tasks where the robot can only perform one navigation task at a time,
an autonomous robot often performs several image processing tasks concur-
rently. There are also two kinds of image processing tasks. One type is that
of image transformation tasks that receive an image captured by the camera
and transform the image into other images and information. A second one is
that of reactive image processing tasks that monitor sequences of images for
the occurrence of certain events, such as gestures.



56 3. Plan Representation for Robotic Agents

These characteristics of image processing for advanced service robot ap-
plications have consequences for their integration into structured reactive
controllers. Let us consider the following program segment that grabs a 240

× 320 pixel image with the left camera, returning an image as an example.
The segment activates the module GRAB-IMAGE , waits for the image capture
to complete and returns the value of the fluent IMAGE-ID-FL. The program
segment operates as follows. It creates two local fluents IMG-ID-FL and DONE-

FL, which it passes as call parameters to the process module GRAB-IMAGE .
The module sets IMG-ID-FL to the index of the grabbed image and pulses
the fluent DONE-FL upon completion. Note, that image processing routines
do not communicate via predefined fluents. Rather the control plans locally
create the fluents for communication and synchronization.

with local fluents img-id-fl ← null

done-fl ← null

do
grab-image(:camera :left

:size 240 × 320

:color :true

:grabbed-image img-id-fl
:done done-fl)

wait for done-fl
fluent-value(img-id-fl)

The interface provides operations for loading and unloading image pro-
cessing functionality, process modules that perform primitive image process-
ing operations and can be assembled into larger routines, and routines for
vision-based monitoring.

The operations LOAD-RECIPE-MODULE and UNLOAD-RECIPE-MODULE

load and unload a given module of image processing routines respectively.
Image processing operators that transform images and extract informa-

tion from images are provided as process modules. The modules differ in the
types of parameters they accept and the types of results they compute. The
process module GRAB-IMAGE , for example, which we have used in the code
segment discussed before, is activated with a camera name, image size, and
whether the image is to be color or gray-scale as its parameters. The module
updates the fluents IMAGE , in which the grabbed image is stored, and DONE? ,
which is pulsed upon process completion. Another process module, PROCESS-

IMAGE , takes an image, a region of interest ROI to be processed, the image
processing operator, and additional parameters for tuning as its arguments.
The image processing operators include edge detectors (Sobel, Canny, ...),
line followers, segmentation operators, and so on. The image and region of
interest parameters are the indices of the images and regions of interest to
be found in the image and ROI tables of the Recipe module. The fluents
that are updated by the PROCESS-IMAGE module are the IMAGE , ROI , and
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a b

c d

Fig. 3.7. Results of alternative image processing operation sequences. The opera-
tion sequences can be specified as sub-plans and performed in parallel. Concurrent
reactive plans can then specify more effective image processing routines by selecting
the sub-plans in situation specific ways and monitor the evidence for the results
that is accumulated by the different sub-plans

DONE fluents that contain the image resulting from the application of the
operator and the done signal. There are also process modules for matching
lines, generating regions of interest, segmenting images, displaying images,
and so on. There are also fluents that store the different kinds of image data
such as images (or rather, indices for images), regions of interest, lines, and
segments.

The process module START-WATCHING-OUT-FOR-VISUAL-EVENTS takes
several parameters, one of which is a visual event description such as mark-
of-laser-pointer, active-computer-screen, image-region-with-motion, thumb-
detected, and arm-pointing-to-side. In addition to the event class description
the operation requires a list of fluents that are used for synchronization and
communication between the image processing process and the thread of con-
trol in which it is embedded. This interaction between image processing and
the controlling process is realized by three fluents. The first one contains the
status of the image processing process: whether the process is ready, active,
interrupted, or terminated. The second fluent is pulsed whenever the image
processing subsystem has detected a new visual event. Finally, the third flu-
ent contains a description of the last visual event that has been detected.
The data structure representing such descriptions is called a designator. The
components of a designator comprise its local identifier used by the image
processing process, the class of event (laser pointer mark, arm pointing ges-
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a b

Fig. 3.8. Results produced by process modules that track pointing gestures. Point-
ing gestures (a) in image sequences produce target areas (b)

ture, and thumb gesture), and the bounding box of the event in the image.
STOP-WATCHING-OUT-FOR-VISUAL-EVENTS deactivates a visual monitoring
process.

3.1.5 Summary of Low-Level Integration

In this section we have described how the robot’s mechanisms can be inte-
grated into the robot plans. The integration consisted of specifying for each
mechanism a set of process modules that constitute the interface to the con-
trol processes of this mechanism and a set of fluents that represent the state
variables that are affected by the mechanism.

An integration of robot mechanisms through process modules and fluents
is, in various ways, more general than an integration through predefined dis-
crete actions. First, process modules can specify continuous control and be
executed concurrently. Second, the fluents enable the plan-based controller
to monitor and change the execution of active process modules. Because the
process modules generate upon termination success and failure signals, they
can be used as basic plan units and combined into more complex plans by
the use of rpl control structures.

3.2 Low-Level Plans

In our approach to the plan-based control of robotic agents we distinguish
between low-level and high-level plans. The high-level plans are designed to
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facilitate execution time plan management and use low-level plans to accom-
plish their purpose.

In this section we will describe and discuss the realization of low-level
plans. Typically, low-level plans in srcs are situation-specific plans for the
direction of a control process. Low-level plans realize flexible and reliable
control for mechanism- and application specific tasks. They monitor the exe-
cution of a control process and perform situation-specific reparameterization.
They also perform trivial local failure recovery and signal failures if such a
local recovery is not possible.

Let us consider a simple low-level plan for turning the robot to travel
into the opposite direction as a simple example. Our plan makes use of a
simple function →facing-dir? that, given a goal direction and an expected
tolerance, returns a fluent that signals when the robot is facing the goal
direction. Using this function, we can generate a rotation task specific fluent
as we have done in the low-level plan turn-backwards. The low-level plan
turn-backwards first starts the rotation. It then waits for the fluent to
signal the completion of the rotation and then issues a command to stop the
robot.

Function →facing-dir? returns fluent (goal-o,tolerance)
1 create-fluent(tolerance <| robot-o− goal-o |)

RPL procedure turn-backwards( )
1 with local fluents turned-far-enough?
2 ← →facing-dir?

3 (remainder(robot-o + 180, 360), 5)
4 do
5 robot-start-turn-right()
6 wait for turned-far-enough?
7 robot-stop

Unfortunately, this simple low-level plan is neither robust against inter-
ruptions nor flexible and failure tolerant. These properties can be achieved
by wrapping the basic commands into the appropriate control structures.
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RPL procedure turn-backwards( )
1 with valve wheels
2 do with local fluents turned-far-enough?
3 ← →facing-dir?

4 (remainder.
5 (robot-o + 180, 360),
6 5)
7 do
8 n-times 3
9 do
10 robot-start-turn-right()
11 try in parallel
12 wait for turned-far-enough?
13 wait for robot-stopped?
14 wait time 10
15 robot-stop

16 until turned-far-enough?
17 if ¬turned-far-enough?
18 then fail “:uncompleted-turn :angle ...”

In the remainder of this section we will describe and discuss the imple-
mentation of flexible and reliable low-level plans for different mechanisms.

3.2.1 Low-Level Navigation Plans

We will now look at the problem of specifying adaptive and constrained low-
level navigation plans. To achieve execution time adaptability, we consider
navigation behavior to be the result of interacting and concurrent control
processes: the first one causes the robot to follow a path and the second one
asks the robot to adapt its behavior as it passes certain regions.

Figure 3.9 pictures such a concurrent reactive navigation plan (Beetz et
al., 1998). The plan consists of two components. The first one specifies a
sequence of target points (the location indexed through the numbers 1 to 5
in Figure 3.9) to be reached by the robot. The navigation between the target
points is accomplished by a standard path planner (Thrun et al., 1998). The
second component specifies in detail when and how the robot is to adapt its
travel modes as it follows the navigation path. In many indoor environments
it is advantageous to adapt the driving strategy to the surroundings: to drive
carefully (and therefore slowly) within offices because offices are cluttered;
to drive with maximal clearance in doorways; and to drive quickly in the
hallways. This part of the plan is depicted through regions with different
textures for the different travel modes “office,” “hallway,” and “doorway.”
Whenever the robot crosses the boundaries between regions the appropriate
travel mode is set in our collision avoidance module (Beetz et al., 1998).
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Fig. 3.9. Topological navigation plan for navigating from room A to B with re-
gions indicating different travel modes and small black circles indicating additional
navigation path constraints

The subsequent plan sketches the rpl code of a navigation process spec-
ification for leaving the office. The two components following the prescribed
path and adapting the travel mode are implemented as concurrent sub-plans.
The second component uses a fluent to measure the distance to the center of
the doorway and two dependent fluents that signal that the robot enters and
leaves the doorway. Initially, the travel mode is set to “office.” Upon entering
and leaving the doorway the travel mode is adapted.

concurrent reactive plan ( )
1 in parallel do
2 sequentially
3 do start-nav-plan(1 2)
4 wait for (navigation-completed? )
5 with local fluents distance-to-doorway
6 ← fluent-network(| 〈x, y〉 − 〈xdw, ydw〉 |)
7 do with local fluents entering-dw? ← distance-to-door < 1m
8 entering-hw? ← distance-to-door > 1m
9 do set-navigation-strategy(office)
10 wait for entering-dw?
11 set-navigation-strategy(doorway)
12 wait for entering-hw?
13 set-navigation-strategy(hallway)

The distinctive feature of this plan representation is that behavior is spec-
ified through the interaction and interference of concurrent sensor-driven con-
trol processes as it is usually done in behavior-based robotics (Arkin, 1991).
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This gives the plans much more flexibility and reliability. Despite the com-
plexity of the plans and the rich temporal and spatial structure of the effects
that they generate, Beetz and Grosskreutz (2000) have shown that robot ac-
tion planning systems can be equipped with action models for these kinds of
plans that allow for realistic symbolic predictions.
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Fig. 3.10. A fluent network that computes qualitative task-specific percepts. The
output fluents of the network compute whether the robot has already arrived at
the destination of its current navigation task, whether it is in the hallway, and
whether the position estimate is so inaccurate or unreliable that active localization
is necessary

This raises a final issue. How does the robot detect qualitative events
such as “passing a door,” “a door being open,” and “having arrived at the
destination”? Such qualitative events are typically computed by fluent net-
works. Figure 3.10 shows fluent networks for the robot being in the hallway,
having arrived at its destination, and having lost track of its position. The
networks are essentially digital circuits through which the values of the fluents
ROBOT-X , ROBOT-Y , POS-ACCURACY , and POS-AMBIGUITY are propagated,
whenever their values change, in order to update the fluents that signal the
occurrence of the above events.

3.2.2 Low-Level Image Processing Plans

To reason about image processing routines, they have to be implemented
as plans. Image processing pipelines are common and appropriate means of
representing complex image processing routines as plans because pipelines
are modular, transparent and make the sequencing of image processing op-
erations explicit (Rasure and Young, 1992). Image processing pipelines are
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data flow programs, directed graphs, in which each node represents an image
processing operation and each directed arc represents a path over which data
such as images, regions of images, or extracted lines, flow.

ROI-SPEC IMAGE

CREATE-ROI

ROI

IMAGEROI-SPEC

PROCESS-IMAGE

IMAGE

IMAGEIMG-OP

CANNY

ROI

ROI

IMAGE

Fig. 3.11. A simple image processing pipeline containing two image processing
steps: one for creating a region of interest in the image and a second one that
applies a Canny edge detector to the selected region in the image

Figure 3.11 shows a simple image processing pipeline for detecting edges
in a specified region of an image. The pipeline has to be provided with an
image captured by the camera and a region of the image in which the edges
are to be detected. These inputs to the pipeline have the names ROI-SPEC and
IMAGE . The pipeline is a sequence of two operations. The first one, CREATE-

ROI , extracts the region specified by ROI-SPEC from the image and provides
the region named ROI as its outputs. The second pipeline step applies an
edge detector (called Canny (Canny, 1986)) to the region. The image that is
produced by this step is the result of the pipeline.

Image Processing Pipelines as RPL Plans. As low-level plans, image pro-
cessing pipelines are specified using the macro IMAGE-PROCESSING-PIPELINE ,
which has the form

IP pipeline pipeline-name(pipeline interface)
1 pipeline steps
2 :connections pipeline connections
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where Pipeline Interface specifies the input and output data paths, Pipeline
Steps the image processing operators, and the Pipeline Connections are the
data paths between the pipeline steps. The following code shows the low-level
plan that corresponds to the pipeline depicted in Figure 3.11 .

IP pipeline ip-example(:input img-in , :output img-out)
1 :step create-roi

2 rpl-create-roi(:borders 〈〈100, 10〉, 〈240, 240〉〉)
3 :step process-image

4 rpl-process-image(:operator :canny

5 :threshold 80)
6 :connections (:input :image)→ (process-image :input :image)

7 (:input :image)→ (create-roi :input :image)

8 (create-roi :output :roi)

9 → (process-image :input :image)

The expansion of the image processing pipeline on page 64 into an rpl

plan is shown in figure 3.12. Connections are implemented as shared fluents
declared in the with local fluents statement: one image processing operator
writes the fluent that the next one takes as an input. Each plan step starts
the image processing operation and waits for its completion. The connections
are then transformed into :order constraints for the plan statement so that
a pipeline step can run only if all steps that produce the step’s inputs have
been completed.

Image processing pipelines can be procedurally abstracted into rpl pro-
cedures, which can then be called as subroutines of the overall plan.

Controlling Image Processing Routines. The following piece of code shows
the synchronization of image processing routines with the rest of the robot
control system. We use a sub-plan find-a-predicted-line that executes an
image processing pipeline.

with valve wheels
do with valve camera

do try in parallel
sequentially

do find-a-predicted-line(pred-line-fl ,
...,
done? )

wait for done?
wait for confidence-fl > 0.7
wait time 5

To avoid destructive cross-process interferences, no other process should
be able to make the robot leave its current location or redirect the camera.
This is done using valves, semaphores that processes must own in order to
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Macro Expansion ip-example(img-in, img-out)
1 with local fluents create-roi-done-fl
2 ← create-fluent(f1, false)
3 create-roi-roi-fl
4 ← create-fluent(f2, false)
5 process-image-done-fl
6 ← create-fluent(f3, false)
7 process-image-image-fl
8 ← create-fluent(f4, false)
9 process-image-roi-fl
10 ← create-fluent(f5, false)
11 do
12 drive (img-out,process-image-image-fl)
13 partial order named subplan create-roi

14 do rpl-create-roi(fluent-value(img-in)),
15 100, 10, 240, 240,
16 create-roi-roi-fl ,
17 create-roi-done-fl)
18 wait for create-roi-done-fl
19 named subplan process-image

20 do rpl-transform-image

21 (fluent-value(img-in)),
22 fluent-value(create-roi-roi-fl)),
23 2, 80,
24 process-image-image-fl,
25 process-image-roi-fl ,
26 process-image-done-fl)
27 wait for process-image-done-fl
28 :order create-roi ≺ process-image

Fig. 3.12. The expansion of the image processing pipeline on page 64 into an rpl

plan. The communication between the pipeline steps is realized through the local
fluents that are created in the declaration part of the with local fluents construct
(line 1-10). The pipeline steps are defined in the lines 13-27. Each step waits for
the completion of the corresponding image processing process. The sequencing of
the pipeline is achieved through the order clause (line 28) of the partial order plan

issue particular kinds of commands. Thus, any process that causes the robot
to move to another place must first request the valveWHEELS , move the robot
upon receiving the valve, and then release the valve after the completion of
the movement.

Another important aspect of controlling image processing routines is the
assignment of computational resources to image processing tasks. In the ex-
ample above we use the TRY-ALL statement to do this. The TRY-ALL state-
ment succeeds if five seconds have passed, the confidence fluent exceeds the
confidence threshold of 0.7 , or if the FIND-A-PREDICTED-LINE routine has
completed. Thus, the code segment above runs the FIND-A-PREDICTED-LINE

pipeline until there is enough evidence for a correctly recognized object and



66 3. Plan Representation for Robotic Agents

at most for five seconds. The valves WHEELS and CAMERA ensure that the
robot and the camera are not moved.

Application of Alternative Methods. We can apply rpl control structures in
order to combine alternative IP methods, for example, different methods for
recognizing a piece of furniture. If, for instance, the item has a distinctive
color, the robot can first extract similarly colored segments and then apply
the other operations only to these segments. The different methods can be
applied in parallel or sequentially, until one method acquires enough evidence
or the accumulated evidence of all methods surpasses a given threshold. This
can be specified using such rpl control structures as TRY-ALL.

Failure Recovery. Robust control systems must deal with failures of their im-
age processing routines. Consider the routine FIND-A-PREDICTED-LINE which
will fail if the furniture has been moved, if the robot is uncertain about its po-
sition, if the piece of furniture is (partly) occluded, and so on. Rhino ’s plans
that execute the image processing routines try to detect if the routines fail
and signal failures in these situations. Thus FIND-A-PREDICTED-LINE signals
a failure if the predicted line could not be recognized or could be recognized
only with a low confidence. In the case of failure, robust control structures
can then check the robot’s confidence in its position estimate or use laser and
sonar range finders to detect possible occlusions and recover from recognition
failures.

3.2.3 Low-Level Conversational Plans

Achieving the intended effects of speech acts often requires complex dialogs.
For example, courier jobs given to a robot in natural language are sometimes
ambiguous and have to be clarified. To equip a robot with reliable communi-
cation capabilities it is therefore insufficient to simply provide the necessary
natural language understanding and generation capabilities. It is also neces-
sary that the robot properly controls and synchronizes the execution of its
speech acts, monitors their effects, and reacts properly to the speech acts
performed by the people in its working environment.

Such control patterns for conversations are specified as low-level plans.
The example below shows part of Rhino’s overall plan highlighting the plan
steps for performing or processing speech acts. We see two global policies
that ensure that incoming emails are processed immediately and ambiguous
commands clarified. The other two conversational actions are part of the
robot’s primary activities, the ones intended to accomplish the robot’s tasks.
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with policy whenever new-email-arrived?
do process incoming email

do with policy whenever ambiguous-cmd?
do clarify command

do ...
ask for help

...
inform people

...

The robot generates conversation acts when it perceives situations that
it cannot handle on its own. For example, a navigation plan might contain a
sub-plan to ask for help when the door by which the robot intends to leave
is closed. Another example that shows the advantages of tight integration of
communication mechanisms into the robot control system is taken from an
autonomous tour guide application. When the robot explains an exhibit and
its distance sensors show that people are standing around the robot it points
with its camera to the exhibit instead forming a natural language description
of the exhibit. In this case the integration allows for the synchronized use of
different modalities for communication purposes.

3.2.4 Task-Specific Low-Level Plans

Besides mechanism-specific low-level plans, Rhino also makes use of task-
specific ones. The low-level plans for loading and unloading letters are typical
examples. Basically, loading a letter works as follows. The robot stands at
a desk and asks the person sitting at the desk to put the letter into the
robot’s container. The person then takes a letter and puts it into the robot’s
container. After loading the letter the person presses one of the buttons of
the robot. Pressing the button signals the robot that the loading is completed
and the color of the letter that is loaded. Loading the letter is decomposed
into a basic plan try-load-letter that handles the interaction part and a second
plan load-letter that calls try-load-letter and does the synchronization, failure
handling, and the updating of the load status of the container and the object
description of the letter.
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RPL procedure try-load-letter(letter-desig)
1 n-times 2
2 do
3 execute-speech-act

4 (request :sender robot

5 :content (achieve (on-board letter-desig)),
6 :channel :sound)

7 robot-ask-button(params)
8 try in parallel
9 wait time 15wait for button-pressed?
10 until button-pressed?
11 if ¬button-pressed?
12 then fail “:nobody-loaded-a-letter”

The low-level plan above repeatedly asks a person to load a particular
letter described by letter-desig on to the robot until the letter is loaded but
at most twice. The person is asked by executing a speech act of the type
request. The letter is loaded if the person has pressed a button that indicates
the color of the letter. The load-letter plan listed below makes sure that no
other concurrent process moves the robot or interacts via the buttons while
the letter is loaded. The first step in the plan is to call try-load-letter , the plan
continues only if try-load-letter has been carried out successfully, otherwise it
fails. If the loading was completed successfully, the location slot of the letter
designator and the content of the robot’s container is updated. The last step
signals a failure if the robot is carrying two identical letters.
RPL procedure load-letter(letter-desig)
1 with valve wheels
2 do with valve buttons
3 do try-load-letter(letter-desig)
4 update-desig(letter-desig

5 :color pressed-button
6 :loc container)
7 update-robot-container(:add letter-desig)
8 if length(get-desigs(:color pressed-button
9 :loc container))
10 > 1
11 then
12 fail “carrying two identical letters”

3.2.5 Summary of Low-Level Plans

The implementation of different capabilities as sub-plans of srcs has sev-
eral advantages. The navigation behavior is made adaptive by using fluents
that signal when the robot is entering an office, a doorway or the hallway
and trigger the appropriate adaptations of the travel mode. The navigation
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behavior is made robust and interruptible by adding policies that detect in-
terrupts and handle them. Concurrent navigation behaviors are synchronized
through semaphores. The communication behavior is made robust by detect-
ing situations which require communication, for instance when commands
are found to be ambiguous. In these situations, the robot performs dialogues
via electronic mail to clarify commands. During these dialogues, the robot
has to wait until its dialogue partner answers and remind its partner if he or
she forgets. The use of concurrency and event driven execution allow for the
implementation of image processing routines as dataflow programs — a com-
mon method for the transparent specification of image processing strategies
(Beetz et al., 1998). srcs also allow for the situation-specific generation of
special purpose routines, the coordination of the use of restricted resources—
such as the cameras and computational resources—and the recovery from
failed image processing routines.

In conclusion, srcs use a single language (rpl) to control different ca-
pabilities and specify their internal operations. srcs view these capabilities
as actions that need to be controlled, monitored, and synchronized as well
as plans that can be generated, reasoned about, and revised. These features
are crucial constituents of the effective, efficient, and robust integration of
different modalities of the robot.

3.3 Structured Reactive Plans

While low-level plans are suitable means for handcoding task-specific plans,
they have been found to be complicated for autonomous learning and au-
tomatic plan management. Plan-based robotic agents need reliable and fast
algorithms for the generation of mission-specific plans, the anticipation and
diagnosis of execution failures, and the editing of sub-plans during their ex-
ecution. In this section we develop modular and transparent representations
that facilitate reasoning and plan management operations.

The robotic agent disposes of a plan library that contains plan schemata
for achieving, perceiving, and maintaining some set of states s. For example,
the plan library contains plans indexed by achieve loc(robot,〈?x,?y〉),
which asserts that the robot will be at location loc(robot,〈?x,?y〉). If dur-
ing operation the robot needs to go to a particular location, say loc(robot,

〈100,100〉), plan management operations can retrieve the plan schema, in-
stantiate it, and insert the instantiated plan schema into the plan.

3.3.1 Properties of SRCs and Their Sub-plans

To avoid unsolvable computational problems, srcs use methods that make
strong assumptions about plans to simplify the computational problems. As a
consequence, srcs can apply reliable and fast algorithms for the construction
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and installment of sub-plans, the diagnosis of plan failures, and for editing
sub-plans during their execution. Making assumptions about plans is attrac-
tive because planning algorithms construct and revise the plans and can
thereby enforce that the assumptions hold.

In a nutshell, the set of plans that an src generates is the reflexive,
transitive closure of the routine plans with respect to the application of plan
revision rules. Thus, to enforce that all plans have a property Q it is sufficient
that the routine plans satisfy Q and that the revision rules preserve Q .

We propose that srcs use routine plans that are general, embeddable,
transparent, and interruptible. These properties make it particularly easy
to reason about the plans while the plans can still specify the same range
of concurrent percept-driven behavior that rpl can. Below we will describe
these properties and explain why they are important.
1. Generality. A routine plan p with goal g is called general if it accom-
plishes its goal for typical situations and typical events that might occur
while performing plan p. Plans can be made general by equipping them with
means for situation assessment, alternative situation-specific plans (Schop-
pers, 1987), and for failure detection and recovery (Firby, 1987). The routine
plan p for a goal g should be implemented such that based on the percept
history of the robot plan p has the highest expected utility for accomplishing
goal g for the prior distribution of situations and events. At the moment the
routine plans are handcrafted but in the long run they should be automati-
cally learned. The use of general plans makes planning easier because general
plans do not require the planners to accurately predict the contexts in which
plan steps are to be taken.
2. Embeddability. A routine plan p with goal g is called embeddable if it
achieves it’s goal g even when run concurrently with a set of routine plans
p1, ..., pn. Embeddability is important because, in general, concurrent con-
trol processes interfere and can thereby cause each other to fail. Thus, an
embeddable plan for searching for a book on a table must prevent concurrent
plans moving the robot or pointing the camera in different directions. Em-
beddability is typically achieved by adding synchronization mechanisms, such
as semaphores, to the plans. Using embeddable plans the planner does not
have to reason about all possible interferences among concurrent sub-plans.
Note, however, that a set of concurrent embeddable plans does, in general,
not guarantee that the conjunction of their goals holds after their successful
conclusion.
3. Interruptibility. A routine plan p with goal g is called interruptible
if for any routine plan p’ that does not make g unachievable, the plan
with policy whenever f p’ p accomplishes g. To handle interruptions and
their possible side effects, a routine plan p must detect the interruptions, as-
sess the situation after the interruptions have ended, and call the appropriate
continuation to achieve its goal g. The use of interruptible sub-plans enables
the planning algorithms to specify additional constraints for the execution of
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sub-plans in a modular way (using policies) without risking making sub-plans
unexecutable.
4. Transparency. A routine plan is called transparent if it has the form
reduce achieve g p if and only if the purpose of a plan p is to achieve
g. Transparent plans support a planning algorithm in inferring whether the
robot has tried to achieve, maintain, or perceive a given state. They specify
the purpose of sub-plans in terms of states of the environment (using declar-
ative rpl statements (Beetz and McDermott, 1992)) and enable planning
modules to infer important aspects of the plan by syntactic matching and
pattern-directed retrieval.
5. Locational Transparency.We call a plan location transparent if and
only if every sub-plan p that is to be performed at a particular location l has
a symbolic name and is reduced from a plan of the form at location 〈x,y〉 p.
In addition, ordering conditions on at location sub-plans are either specified
in the form of rpl statements or explicit :order clauses (see below).

For location transparent plans, a scheduler can traverse the plan recur-
sively and collect all names of the at location sub-plans, the locations where
they are to be performed, and the ordering constraints on these sub-plans.
The scheduler then determines an extension on these ordering constraints
that maximizes the expected utility of the overall plan and installs these
ordering constraints in the plan.

3.3.2 High-Level Navigation Plans

Let us now investigate the representational issues in the development of high-
level plans in the context of specifying navigation behavior. We will do so by
stepwise developing a plan representation for an autonomous robot office
courier. We will first make the low-level navigation plans more transparent
and modular to support the autonomous acquisition of good environment
specific navigation plans. In the next step, we will take these basic navigation
plans and extend them so that they can be carried out opportunistically or
interrupted by opportunistic plan steps. Finally, we will make the plans that
employ these general and interruptible navigation routines more transparent
and represent the navigation tasks in an entirely modular way.

Structured Reactive Navigation Plans. While concurrent reactive plans
are suitable means for handcoding navigation plans, they have been found
to be complicated for autonomously learning better navigation plans. We
learned by experience that plan representations that support learning better
navigation plans should contain modular sub-plans that correspond to the
behavior stretches they control. They should also represent the parameters
for the low-level navigation processes explicitly. Finally, in our case we wanted
the plan representation to mirror the fact that a learned navigation plan is a
default plan optimized for average performance with additional sensor-driven
behavior modifications.
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We call the plan representation that we have designed to satisfy these re-
quirements structured reactive navigation plans (srnps). srnps specify
a default navigation behavior and employ additional concurrent, percept-
driven sub-plans that overwrite the default behavior while they are active.
The activation and deactivation conditions of the sub-plans structure the con-
tinuous navigation behavior in a task-specific way. srnps have the following
form.

structured reactive navigation plan (s,d)
with sub-plans subplan-call(args)

parameterizations p1 ← v1, ..., pn ← vn
path constraints 〈 x1,y1〉, ..., 〈 xm,ym 〉
justification just

...
default-go-to ( d ).

where pi ← vi specifies a parameterization of the subsymbolic navigation
system. In this expression p is a parameter of the subsymbolic navigation
system and v is the value p is to be set to. The parameterization is set when
the robot starts executing the sub-plan and reset after the sub-plan’s com-
pletion. The path constraints are sequences of points that specify constraints
on the robot’s path. The sub-plan call specifies when the sub-plan starts and
when it terminates. To be more specific, consider the following srnp.

navigation plan (desk-1,desk-2)
with subplans

traverse-narrow-passage(〈635, 1274〉,〈635, 1076〉)
parameterizations sonar ← off

colli-mode ← slow
path constraints 〈635, 1274〉,〈635, 1076〉
justification narrow-passage-bug-3

traverse-narrow-passage(...)
traverse-free-space(...)

default-go-to ( desk-2 )

The srnp above contains three sub-plans: two for traversing doorways and
one for speeding up the traversal of the hallway. A sub-plan for leaving an
office is shown in more detail. The path constraints are added to the plan for
causing the robot to traverse the narrow passage orthogonally with maximal
clearance. The parameterizations of the navigation system specify that the
robot is asked to drive slowly in the narrow passage and to only use laser
sensors for obstacle avoidance to avoid the hallucination of obstacles due to
sonar crosstalk.

The plan interpreter expands the declarative navigation plan macros into
procedural reactive control routines. Roughly, the plan macro expansion does
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the following. First, it collects all path constraints from the sub-plans and
passes them as intermediate goal points for the mdp navigation problem.
Second, the macro expander constructs for the sub-plan call a monitoring
process that signals the activation and termination of the sub-plan. Third,
the following concurrent process is added to the navigation routine: wait for
the activation of the sub-plan, set the parameterization as specified, wait for
the termination of the sub-plan, and reset the parameterization.

Interruptible and Embeddable Navigation Plans. The navigation
plans would be of little use if they could not be employed in diverse task
contexts. This can be achieved by turning structured reactive navigation
plans into interruptible and embeddable plans.
highlevel-plan achieve(loc(rhino, 〈x, y〉))
1 with cleanup routine abort-navigation-process

2 do with valve wheels
3 do loop
4 try in parallel
5 wait for navigation-interrupted?
6 with local vars nav-plan← generate-nav-plan(c,d)
7 do swap-plan (nav-plan,nav-step)
8 named subplan nav-step

9 do dummy

10 until is-close?(〈x, y〉)

The lines 6 to 8 make the navigation plan independent of its starting
position and thereby more general: given a destination d, the plan piece com-
putes a low-level navigation plan from the robot’s current location c to d and
executes it (Beetz and McDermott, 1996).

To run navigation plans in less constrained task contexts we must pre-
vent other — concurrent — routines from directing the robot to different
locations while the navigation plan is executed. We accomplish this by using
semaphores or “valves,” which can be requested and released. Any plan that
asks the robot to move or stand still must request the valveWHEELS , perform
its actions only after it has received WHEELS , and release WHEELS after it is
done. This is accomplished by the statement WITH-VALVE in line 2.

In many cases processes with higher priorities must move the robot ur-
gently. In this case, blocked valves are simply pre-emptied. To make our
plan interruptible, robust against such interrupts, the plan has to do two
things. First, it has to detect when it gets interrupted and second, it has to
handle such interrupts appropriately. This is done by a loop that generates
and executes navigation plans for the navigation task until the robot is at
its destination. We make the routine cognizant of interruptions by using the
fluent NAVIGATION-INTERRUPTED? . Interrupts are handled by terminating
the current iteration of the loop and starting the next iteration, in which a
new navigation plan starting from the robot’s new position is generated and
executed. Thus, the lines 3-5 make the plan interruptable.
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To make the navigation plan transparent we name the routine plan
ACHIEVE(LOC(RHINO, 〈x,y〉)) and thereby enable the planning system to syn-
tactically infer the purpose of the sub-plan.

Interruptible and embeddable plans can be used in task contexts with
higher priority concurrent sub-plans. For instance, a monitoring plan that
our controller uses estimates the opening angles of doors whenever the robot
passes one. Another monitoring plan localizes the robot actively whenever it
has lost track of its position.

with policy whenever pos-uncertainty > 0.8
do activate(active-localization)

wait for pos-uncertainty ≤ 0.8
do active-primaries

Delivery Tour Plans. To facilitate online rescheduling we have modular-
ized the plans with respect to the locations where sub-plans are to be executed
using the at location plan schema. The at location 〈x,y〉 p plan schema
specifies that plan p is to be performed at location 〈x, y〉. Here is a simplified
version of the plan schema for at location .

named subplan Ni

do at location 〈x, y〉 p by
with valve Wheels

do with local vars done?← false

do loop
try in parallel

wait for Task-Interrupted?(Ni)
sequentially

do Navigate-To〈x, y〉
p
done?← true

until done? = true

The plan schema accomplishes the performance of plan p at location 〈x, y〉
by navigating to the location 〈x, y〉, performing sub-plan p, and signaling that
p has been completed (the inner sequence). The with valve statement obtains
the semaphoreWheels that must be owned by any process changing the loca-
tion of the robot. The loop makes the execution of p at 〈x, y〉 robust against
interruptions from higher priority processes. Finally, the named sub-plan state-
ment gives the sub-plan a symbolic name that can be used for addressing the
sub-plan for scheduling purposes and in plan revisions. Using the at location

plan schema, a plan for delivering an object o from location p to location d
can be roughly specified as a plan that carries out pickup(o) at location p and
put-down(o) at location d with the additional constraint that pickup(o) is to
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be carried out before putdown(o). If every sub-plan p that is to be performed
at a particular location l has the form at location 〈x,y〉 p, then a scheduler
can traverse the plan recursively and collect the at location sub-plans and
install additional ordering constraints on these sub-plans to maximize the
plan’s expected utility.

To allow for smooth integration of revisions into ongoing scheduled ac-
tivities we designed the plans such that each sub-plan keeps a record of its
execution state and if started anew skips those parts of the plan that no longer
have to be executed (Beetz and McDermott, 1996). We made the plans for
single deliveries restartable by equipping the plan p with a variable storing
the execution state of p that is used as a guard to determine whether or not
a sub-plan is to be executed. The variable has three possible values: to-be-
acquired denoting that the object must still be acquired; loaded denoting that
the object is loaded; and delivered denoting that the delivery is completed.

if ¬ execution-state(p, delivered)
then sequentially

do if execution-state(p, to-be-acquired)
then At-Location L pick-up(o)

if execution-state(p, loaded)
then At-Location D put-down(o)

A plan for a delivery tour has the form plan steps orderings where steps

are instances of the delivery plan schema. Constraints have the form :order
s1 s2 where the sis are name tags of sub-plans (e.g., the name tags of the
at location sub-plans. :order s1 s2 means that s1 must be completed before
s2 is started. steps are executed in parallel except when they are constrained
to be otherwise.

We call a tour plan for a set of delivery commands restartable if for any
sequence of activations and deactivations of the tour plan, terminating after
the activation of the last plan step guarantees that (1) every pickup and
putdown operation has been executed; (2) the order in which the sub-plans
have been executed satisfies the ordering constraints; (3) every pickup and
putdown operation has been executed at most once.

This kind of plan representation has been employed in the probabilistic
prediction-based runtime rescheduling of robot courier tasks (Beetz, Ben-
newitz, and Grosskreutz, 1999). The representation allowed for extremely
fast access to plan steps that need scheduling and the modularity of the rep-
resentation allowed for a very simple installation of scheduling constraints.
The fact that the navigation plans used by the at location sub-plan are em-
beddable and interruptible enabled a very flexible and reliable execution.
The robot courier using the representation could be shown to outperform
scheduling approaches that do no predictive planning.
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3.3.3 Structured Reactive Plans for Other Mechanisms

Structured Reactive Image Processing Plans. Making their image pro-
cessing capabilities efficient and reliable often requires robots to (1) use con-
textual information to simplify image processing tasks, (2) tailor image pro-
cessing routines to specific situations, (3) tightly integrate the image pro-
cessing capabilities into the operation of the control system, and (4) make
optimal use of the robot’s computational resources.

There are many image processing parameters that the robot can adjust
by sensing but cannot predetermine. For example, the quality of lighting
within a room can be perceived by the robot’s sensors but the robot cannot
know in advance whether a room will be adequately lit. Thus, the image
processing operation sequences need to be tailored to fit the robot’s particular
circumstances and environment. Instead of requiring the image processing
routines to have general applicability and reliability,Rhino applies a selection
of context-specific image processing routines that work well in the contexts
for which they have been tailored.

It is possible to dynamically modify the image processing pipelines be-
cause SRIPPs are plans and because specific tools provided by rpl permit
processes to (1) project what might happen when a robot controller exe-
cutes a SRIPP (McDermott, 1992b); (2) infer what might be wrong with a
SRIPP given a projected execution scenario; and (3) perform complex revi-
sions on SRIPPs (McDermott, 1992b; Beetz and McDermott, 1994)2. Thus,
explicitly representing image processing routines in the robot’s plan enables
the robot to apply various methods to simplify its vision tasks. It can pose
more specialized vision problems (Horswill, 1995) and adapt the computer
vision strategies to the particular context (environment, task, image) during
execution (Prokopowicz et al., 1996).

Image processing pipelines are also very similar to partial-order plans and
causal link plans (McAllester and Rosenblitt, 1991) which are plan represen-
tations that are widely used by AI planning techniques. Techniques from
these areas can therefore be applied to this tailoring process.

3.4 The Plan Adaptation Framework

This section presents an approach to runtime plan adaptation which is based
on the following ideas:

1. Plan adaptation is performed by self-adapting plans that contain so-
called plan adaptors. Plan adaptors are triggered by specific belief
changes. Upon being triggered, the adaptors decide whether adaptations
are necessary and, if so, perform them.

2 These facilities have been fully implemented for the physical actions of the robot
but are not yet fully applicable to the image processing routines.
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2. Runtime plan adaptation is carried out as a two stage process that first
makes a very fast tactical adaptation that decides on how to continue
at that very moment, and then immediately starts a strategic adapta-
tion process that may later (when it arrives at a decision) revise the
tactical adaptation. The strategic decision reasons through the possible
consequences of plan adaptations and performs revisions based on fore-
sight.

3. Plan adaptation processes are specified explicitly, modularly, and trans-
parently and are implemented using declarative plan transformation
rules.

4. The plans that the plan adaptation processes reason about and revise are
adaptable. They are designed to allow the plan adaptation processes fast
and transparent access to the relevant plan pieces. Adaptable plans are
also capable of continuing their execution after revisions.

The most salient advantages of our computational model of runtime plan
adaptation are as follows.

• Plan adaptation processes are specified as sub-plans of the robot’s over-
all plan. As a consequence, all decision making is represented explicitly
within the plan and not hidden in a separate sequencing system, which
enables the robot to add, delete, and revise in the same way as other plan
steps. Furthermore, the interaction between plan adaptors and the plans
is explicitly specified in the plan.
• Implementing plan adaptation as a combination of tactical and strategic
adaptations also has advantages. The robot can exploit the fact that many
delayed decisions, if they require revisions at all, can easily be incorporated
into a plan because they only affect future parts of the plan that have yet
to begin. The robot therefore does not have to stop to replan and is always
under the control of a plan.

The remainder of this section describes and discusses the components
of our plan adaptation framework, which is a rational reconstruction of the
use of plan revision methods in srcs (Beetz, 1999) and is also implemented
using transformational planning of reactive behavior (McDermott, 1992b;
Beetz and McDermott, 1994).

Plan Adaptors. The plan adaptation methods of a plan adaptor are divided
into tactical adaptations that are performed instantaneously and strategic
adaptations that may take a considerable amount of computation time to
arrive at a decision. Thus, a plan adaptor is defined by
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define plan adaptor name (args)
:triggering-belief-change bc
:tactical-adaptation t-adpt∗

:strategic-adaptation s-adpt∗

where bc is the triggering belief change, t-adpt∗ a possibly empty set of tactical
adaptation methods and s-adpt∗ a possibly empty set of strategic adaptation
methods.

Since plan adaptations might have global consequences that cannot be
easily foreseen, tactical decisions are sometimes shortsighted. Therefore, plan
adaptation is implemented as a two step process: first a tactical plan adap-
tation is performed which buys time and then a strategic adaptation is made
that might overwrite the tactical decision. Of course, there are cases in which
stopping the execution of the current plan and waiting for a new plan is the
best execution strategy. This is just a special case of a plan adaptor, in which
the tactical adaptation inserts an additional plan step into the plan that
blocks further execution until the strategic adaptation methods have reached
a decision on how to continue. To realize reactive decisions we specify plan
adaptors without strategic adaptation methods.

Adaptable Plans. Our plan adaptation framework uses plan adaptation meth-
ods that make strong assumptions about plans in order to simplify the com-
putational problems. As a consequence, plan adaptation methods can apply
reliable and fast algorithms for the construction and installation of sub-plans,
the diagnosis of plan failures, and for editing sub-plans during their execu-
tion. Making assumptions about plans is attractive because plan adaptation
methods construct and revise the plans and can thereby enforce that the as-
sumptions hold. To enforce that a self-adapting plan satisfies a property Q

throughout its existence, it is sufficient that it satisfies Q at the beginning
of execution and that its plan adaptors preserve Q (Beetz, 1999). A robot
office courier that schedules its activities in order to shorten the paths the
robot has to follow, for example, might enforce that the locations at which
actions have to be performed are represented explicitly and the actions to
be performed at the same locations collected modularly in sub-plans. These
properties facilitate runtime plan scheduling drastically.

Self-Adapting Plans. Self-adapting plans are specified using the construct

with plan adaptor Adpt
Pl

which means carry out plan Pl but whenever the triggering belief of the plan
adaptation process Adpt changesAdpt is executed. For example, the following
piece of plan
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with plan adaptor handle-unexpected-open-door({A-110,A-120})
delivery plan

tells the robot to carry out delivery plan but if it learns that office A-110 or
A-120 has become open it should then run the plan adaptation procedure
handle-unexpected-open-doors .

Since self-adapting plans are themselves plans, other plan adaptors can
reason about them, delete, insert, or revise them. For example, a global sched-
uler for office delivery jobs can add ordering constraints on the execution of
the individual delivery steps but also on the plan adaptors for rescheduling
that are triggered if the robot subsequently learns that assumptions under-
lying the schedule are violated.

The with plan adaptor sub-plan macro roughly expands into the pseudo
code shown below. The expanded macro is a policy that tries to revise the
srp whenever the fluent revisioni-necessary-trigger? is pulsed. The result of the
rule application is stored in the variable PROPOSED-REVISION. If a revision
is proposed, the fluent new-srp? is pulsed. To allow for concurrent revision
the srp is embedded in an endless loop. An iteration is completed if the
srp is completely executed or a plan revision proposed. Each iteration first
swaps the proposed plan into the srp and executes it afterwards. This plan
swapping in the midst of execution can be performed because the srp is
revisable.

whenever revisioni-necessary-trigger?
do with valve revision-authority

do with local vars proposed-revision

← apply(rev-rulei,srp)
do if proposed-revision

then new-srp← proposed-revision

pulse (new-srp? )

Plan Adaptation Rules. The plan adaptation capabilities are realized through
plan revision rules which are explained in section 3.4.2.

3.4.1 Properties of Revision Rules and Revisable Plans

The planning capabilities of srcs are realized through policies that apply plan
transformation rules to the srp. These plan revision policies are triggered by
local plan failures or exceptional situations that are observed and signaled
during plan execution. The following three properties are important for plan
revision.
1. Invariance. The properties of srcs described above are invariant with
respect to the application of plan transformation rules. The empty src satis-
fies the conditions and, for all plan revision rules, “if C then transform P into
P’ ” holds: if P satisfies the required properties then P’ will satisfy them too.



80 3. Plan Representation for Robotic Agents

2. Coverage. A plan library of an src covers a set of states S if, for any
state s ∈ S, the plan library contains the plans ACHIEVE(s), MAINTAIN(s),
BELIEF(s), and PERCEIVE(s). The existence of these plans allows a very
abstract formulation of the plan transformation rules. If the robot cannot
achieve s then the highest utility plan might be one that signals the corre-
sponding failure.
3. Revisability. A plan P is revisable if the src can repeatedly start execut-
ing P, interrupt the execution, and start it anew, with the resulting behavior
of the robot then being very similar to the behavior displayed by executing
the plan only once. Restartability facilitates the smooth integration of plan
revisions into ongoing activities: a partially executed restartable plan can be
revised by terminating the plan and starting the new plan that contains the
revisions (Beetz and McDermott, 1996).

The basics of how to specify such plan transformation rules and their
application to srps are described and discussed in (Beetz and McDermott,
1997; Beetz and McDermott, 1994). Some of the rules work on predicted
execution scenarios projected for the effects of srps (Beetz and Grosskreutz,
1998).

3.4.2 Revision Rules

The reasoning necessary to make an unanticipated decision and the installa-
tion of the decision is implemented as a plan revision rule that can be applied
to the plan (Beetz and McDermott, 1997; Beetz and McDermott, 1994). Plan
revision rules have the following form.

if cond
then transform ips1 at cp1

into ops1
...
transform ipsn at cpn

into opsn

where cond is the applicability condition, ipsi at cpi the input plan schema
and opsi the output plan schema of the rule. The applicability condition is a
conjunction of literals. The input plan schema consists of a pattern variable
to which the sub-plan with code path cpi is bound. cpi specifies the path in
the syntax tree where the sub-plan to be revised can be found. The rule is
applicable if the application condition holds. The resulting plan fragment opsi
replaces ipsi. Thus, a transformation rule specifies a sequence of substitutions
of new sub-plans for existing ones in the syntax tree.

Figure 3.13 shows the formalization of a revision rule that strategically
reschedules office delivery tasks whenever the set of user commands changes.
The rule revises the plan by adding another global policy that generates
an unscheduled plan bug whenever an assumption underlying the current
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Plan Adaptation Rule Unscheduled-Plan

If Unscheduled-Plan-Bug(?Act-Prims)

∧ At-Loc-Plans(?Act-Prims ?Nav-Tasks)
∧ Best-Schedule(?Nav-Tasks ?Sched-Constrs)

∧ Scheduling-Assmpts (?Nav-Tasks ?Sched-Assmpts))

Then Transform
?Prim-Acts At Primary-Activities

Into WITH-POLICY
WHENEVER ¬ ∧

(?Sched-Assmts)
Signal(Unscheduled-Plan-Bug(?Act-Prims))

?Prim-Acts

Transform
?Act-Prims At Active-Primaries

Into PLAN ?Cmds (?Constrs ∪ ?Sched-Constrs)

Fig. 3.13. Revision rule Unscheduled-Plan. The condition part of the rule col-
lects the at location sub-plans, computes a schedule for the at location sub-plans
that aims at optimizing the route, and extracts the assumptions underlying the
scheduling result. The Then part of the rule performs two transformations. The
first one inserts a constraining sub-plan that signals a schedule bug whenever a
schedule assumption is violated. The second one installs the ordering constraints
that imply the schedule

schedule is detected as violated. The rule also revises the active primaries by
adding the ordering constraints of the schedule to the constraints of the plan.
The scheduling rule is applicable under a set of conditions specifying that (a)
there is a bug of the category “unscheduled plan;” (b) the at location tasks
contained in the active primaries are ?NAV-TASKS ; (c) ?SCHED-CONSTRS

are ordering constraints on ?NAV-TASKS such that any order which satis-
fies ?SCHED-CONSTRS will accomplish the active primary tasks quickly and
avoid deadline violations and overloading problems; (d) ?NAV-TASKS can be
accomplished if ?SCHED-ASSTS are satisfied.

Figure 3.14 shows the formalization of a adaptation rule that strategically
reschedules office delivery tasks whenever the robot learns about an open
door. The rule revises the plan by adding another global policy that generates
an unscheduled plan bug whenever an assumption underlying the current
schedule is detected as violated. The rule also revises the active primaries
by adding the ordering constraints of the schedule to the constraints of the
plan. The scheduling rule is applicable under a set of conditions specifying
that (a) There is a belief change considering a door that was assumed to be
closed but is indeed open; (b) The at location tasks contained in the active
primaries are ?NAV-TASKS ; (c) ?SCHED-CONSTRS are ordering constraints
on ?NAV-TASKS such that any order which satisfies ?SCHED-CONSTRS will
accomplish the active primary tasks fast and avoid deadline violations and
overloading problems; (d) ?NAV-TASKS can be accomplished if ?SCHED-ASSTS

are satisfied.
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Plan Adaptation Rule Unscheduled-Plan-Strategy

If Belief-Change(Open-Door(?Room))
∧ Active-Primaries( ?Act-Prims)
∧ At-Loc-Plans( ?Act-Prims ?At-Loc-Tasks)

∧ Good-Schedule(?At-Loc-Tasks ?Sched-Constrs)

∧ Scheduling-Assmpts (?Nav-Tasks ?Sched-Assmpts))
Then Transform ?Prim-Acts At Primary-Activities

Into WITH PLAN ADAPTOR
WHENEVER ¬ ∧

( ?Sched-Assmts)
Signal(Unscheduled-Plan-Bug(?Act-Prims))

?Prim-Acts
Transform ?Act-Prims At Active-Primaries
Into PLAN ?Cmds (?Constrs ∪ ?Sched-Constrs)

Fig. 3.14. Strategic plan adaptation ruleUnscheduled-Plan-Strategy. The dif-
ference to the tactical adaptation rule is the usage of the predicate Good-Schedule

that is realized through an anytime heuristic scheduling algorithm

The inference needed to decide whether there are instantiations for
?SCHED-CONSTRS such that GOOD-SCHEDULE holds is more sophisticated.
In fact, making this inference requires a planning process. The planning tech-
nique that is performed is called probabilistic prediction-based schedule de-
bugging (ppsd) (Beetz, Bennewitz, and Grosskreutz, 1999). ppsd iteratively
revises a given schedule until it has computed a satisfying schedule. The
hill-climbing search that decides whether a new candidate schedule is better
than a previous one is based on sampling a small number of possible execu-
tion scenarios for each schedule and therefore has a risk of being false. Even
for sampling few execution scenarios, making one iteration requires several
seconds. Thus, ppsd is too slow to be applied as a plan adaptation tactics.

Fig. 3.15 shows a tactical adaptation implemented as a revision rule. The
rule is applied to “closed door” belief changes. It only runs for doors that
have a high probability of being closed. The rule deletes the failed plan for the
user command from the scheduled activities and adds it to the opportunities.
Whenever the triggering condition of an opportunity is satisfied, it interrupts
the active activity, completes its execution, and passes the control back to
the interrupted activity. Note that all conditions of the adaptation tactics
can be tested quickly.

An important property of the revision rules is that they keep the plans
locational transparent and restartable. Both rules neither change at location

sub-plans nor introduce new plans that are to be performed at particular
locations. So the resulting plans are still locational transparent. Because the
scheduling algorithm produces a schedule in which all completed plan steps
are before the plan steps that remain to be carried out, the plans resulting
from the rule Unscheduled-Plan-Strategy are restartable if the original plan was
restartable. Finally, the Closed-Door-Tactics keeps the plan restartable under
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Plan Adaptation Rule Closed-Door-Tactics

If Belief-Change(Open-Door(?Room))
∧ Usually-Closed(?Room) ∧ tlc-Name(?tlc ?tlc-Name)
∧ Delete-Act-Primary-tlc-Plan (?tlc-Name ?Remaining-tlc-Plans)
∧ Named-Subtask(?tlc-Name ?tlc-Task)
∧ rpl-Exp(?tlc-Task ?tlc-Plan)

Then Transform ?Act-Prims At Active-Primaries
Into ?Rem-Act-Primaries
Transform ?Opp-Prims At Opportunistic-Primaries
Into TOP-LEVEL

:TAG ?tlc-Name
SEQ WAIT-FOR (Open(?Room))

?tlc-Plan
?Opp-Primaries

Fig. 3.15. Revision rule Closed-Door-Tactics. If the robot fails to complete a
delivery because of a closed door that is usually closed, then the heuristic adaptation
tactics tells the robot to complete the delivery as soon as it learns that the door is
open

the condition that the triggering condition becomes true while the plan gets
executed.

In general, all plan adaptation rules that Rhino applies preserve loca-
tional transparency and restartability.

We have run our srcs with a number of plan revision policies, including
revisions for handling situations such as the case where the rooms where ob-
jects are to be picked up or delivered are closed, for installing schedules on
navigation tasks in order to reduce execution time, for proposing museum
tours for given time resources, for postponing opportunities if taking the op-
portunities might result in deadline violations, for integrating new commands,
and for deleting completed commands.

The corresponding plan transformation rules are quite complex and could
not work successfully without the srcs satisfying the properties described
before. The closed door revision, for example, extracts a sub-plan for a top-
level command from the active primaries and installs the sub-plan as an
opportunistic primary triggered by the observation that the corresponding
door is open.

3.5 Related Work on Plan Representation

Let us now review the related work on plan representation. We will first
survey different approaches for the integration of mechanisms into plan-based
robot control. We will conclude with a comparison to other work on plan
representation for autonomous robots.
Related Work on Image Processing Plans. Research in the active vi-
sion area (Aloimonos, Weiss, and Bandopadhay, 1987; Bajcsy, 1988; Ballard,
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1991) focuses on increasing the performance and robustness of image pro-
cessing routines by selectively applying special purpose routines that extract
purposive information from the image. SRIPPs and Recipe focus on par-
ticular aspects of active vision, namely how to specify sub-plans that can
perform active image processing in a robot control/plan language and the re-
source management facilities necessary for robust performance under scarce
resource constraints. Horswill (1995) studies specialization methods for de-
riving fast image processing methods from environmental constraints.

Ullman (1984)’s theory of visual routines proposes that our visual percep-
tion is achieved by modular visual routines. These are composed of simple
visual actions using a small set of registers containing visual data. In conjunc-
tion with fluents, SRIPPs can analogously be considered to be an expressive
high-level programming language for the implementation of vision routines.

Recipe in conjunction with rpl and SRIPPs has much in common with
the Gargoyle system (Prokopowicz et al., 1996) embedded in a three-tiered
robot control architecture (Bonasso et al., 1997). Gargoyle is also a mod-
ular platform-independent image processing environment that can assemble
and execute image processing pipelines. As with Recipe, Gargoyle has an
interface to a high level robot control system but in the case of Gargoyle,
the image processing routines are not plans about which the control system
can reason. Recipe’s two component design in which one robust, lightweight
component acts as a system watchdog, restarting and reconfiguring failed
processes emphasizes Recipe’s focus on overall system robustness. Recipe

is more specialized for the role of an image processing system running on a
robot. Its modular architecture and run-time configurability give it a greater
configurability than Gargoyle and Recipe is able to use this to good effect
in conjunction with the rpl SRIPPs. There is a number of robot control
systems that tightly integrate image processing modules e.g. (Alami et al.,
1998) and (Crowley and Christensen, 1995). To the best of our knowledge,
none of these systems are concerned with reasoning about image processing
routines at a symbolic level.

Related Work on Conversation Plans. The problem of communicating
with robots using natural language has been addressed in AI research from
early on (cf. shakey (Nilsson, 1984) and shrdlu (Winograd, 1972)). More
recent approaches can be found: the work of Torrance and Stein (1997) who
studied the relation between natural language sentences and sensori-motor
behavior for navigation tasks.

The idea of describing conversations in terms of speech acts that change
the belief state of the listener is not new (Austin, 1962; Searle, 1969). AI
planning techniques for generating plans for communicating information can
also be found in the literature (for instance, (Cohen and Perrault, 1979)).
Nevertheless, the most widely used techniques for specifying flexible commu-
nication are dialog grammars (Reichman, 1981).
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To the best of our knowledge, the idea of using concurrent reactive control
language for the specification of flexible dialog behavior is new. In this chapter
we have extended the planning language rpl (McDermott, 1991) in such a
way that it enables robots to lead restricted natural language dialogs and
thereby carry out ambiguous commands and deal with situations that the
robot cannot deal with by itself.

We have built our procedures for natural language interpretation and gen-
eration on top of implementations that were simple, well documented, and
easily modifiable (Russell and Norvig, 1995; Norvig, 1992). As a result, nei-
ther the range of sentences that we can parse and interpret correctly nor the
speed can compete with the “state of the art”. Nevertheless, on average pars-
ing takes less than three seconds which seems to be fast enough considering
the time people require to read and answer their emails. Cole et al. (1997)
give an excellent and extensive review of current state of natural language
processing techniques.

Cole et al. (1997) classifies approaches to modeling dialog behavior into di-
alog grammars (e.g. (Reichman, 1981)), plan-based models of dialog (e.g. (Co-
hen and Perrault, 1979)), and joint action theories of dialog (e.g. (Lochbaum,
Grosz, and Sidner, 1990)). Our work complements the research in this area
in that it provides an appropriate implementation substrate for these ap-
proaches.

The trains project is similar to our project in that it investigates the
integration of communication capabilities into a problem-solving agent. How-
ever, while the trains project focuses on the reasoning aspects of building a
conversationally proficient problem-solving agent, we focus on the control and
synchronization of conversational actions in a global problem solving context.
The application of resource-adaptive computational methods to the genera-
tion and interpretation of conversational actions in dialogs (Weis, 1997) is
investigated within the READY project. Rhino also assigns time resources
to threads of control. However, it does not yet apply automated reasoning
techniques for determining adequate distributions of resources.

Related Work on Execution Time Planning. Different solutions have
been proposed for these kinds of decision problems. The first category of
solutions tries to eliminate the need for making sophisticated execution time
planning altogether. The idea is to precompute all possible decisions into a
universal plan (Schoppers, 1987). This kind of approach has recently gained
a lot of attention. A number of approaches transform planning problems into
(partially observable) Markov decision problems ((po)mdp) and compute the
optimal actions for all possible states (Boutilier, Dean, and Hanks, 1998). The
universal plan and (po)mdp approaches, however, are only feasible if the state
spaces are small or at least well structured.

The approaches that make execution time decisions that are not precom-
puted can be divided into those that only make situation-specific decisions
without foresight and those that deliberate as much as necessary before they
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decide. Situation-specific decisions without foresight can be made very quickly
(Firby, 1989). The problem, however, is that locally optimal decisions might
be suboptimal in the global context. The second solution is to generate a
complete plan for the new situation from scratch (Burgard et al., 1998). This
“stop and replan” strategy is the best solution as long as planning is very
fast. Often, however, determining plans with high expected utility under un-
certainty will take seconds or even minutes whether or not it will result in
a better course of action. The experiments in (Pollack and Ringuette, 1990)
have shown that neither approach is optimal.

Thus, a number of more pragmatic solutions between these extremes have
been proposed. One of these is to dynamically plan for only a small subset
of the robot’s goals. For example, Simmons et al. (1997b) only consider goals
with the highest priority and tasks that can be accomplished on the way. This
approach searches for local optima but fails to recognize global consequences
of decisions. Layered architectures (Bonasso et al., 1997) run planning and
execution at different levels of abstraction and with different time scales and
employ a sequencing layer to synchronize between both levels. In these ap-
proaches the plans provide only guidelines for execution. Disadvantages of
these approaches are that planning processes use models that are too ab-
stract for predicting all consequences of the decisions they make. In addition,
planning processes cannot exploit the control structures provided by the lower
levels for specifying more flexible and reliable behavior. Yet other approaches
make no commitment on how to make such decisions (Georgeff and Ingrand,
1989).

Related Work on Plan Representation for Autonomous Robots.
Probably, the work that is most closely related to the work described in this
chapter is the one by Firby and his colleagues. Firby (1992,1994) has devel-
oped concepts for the integration of physical and sensing actions into plan-
based control language. Indeed, the rap language developed by Firby (1987)
is a precursor of the rpl plan language that is used in this thesis. Firby et
al. (1996) also have described plans for a trash collecting application. There
are a number of salient parallels between both approaches. These similarities
include the use of concurrent sensor-driven control patterns, the integration
of continuous control processes, monitoring and synchronization actions. A
main difference between the work by Firby et al. (1996) and ours is that Firby
has only used the plans for situation specific execution of sketchy plans, while
in our case plan management operations project plans and revise them.

Other plan languages that provide many of the control patterns provided
by our language include esl and the plan language of prs (Ingrand, Georgeff,
and Rao, 1992). As in the case of rap, prs and esl provide powerful inter-
preters but no sophisticated tools for predicting what will happen when a
plan gets executed and for execution time plan revision.

There are plan representations for plan generation as well as plan exe-
cution. Wilkins and Myers (1995) propose a plan representation as an in-
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terlingua between a plan generation and plan execution system. Lyons and
Hendriks (1992) has developed a planning approach for a plan language with
similar expressiveness as rpl. The planning approach, however, has only been
applied to highly repetitive tasks such as robot kitting.

3.6 Discussion

A plan notation, such as the one described in this chapter, is difficult to as-
sess. In this section I will try to assess the significance of the language along
the dimensions we have introduced in the beginning of the chapter: repre-
sentational adequacy, inferential adequacy, inferential efficiency, and acqui-
sitional efficiency. Unfortunately, these criteria are difficult to measure and
even more so to compare the degree of satisfaction with the one achieved by
other plan languages. We will explain in the following paragraphs in which
respects these criteria are met by the proposed plan language.

The first thing to note is that we have proposed a application- and
mechanism-specific plan language or, at least, to extend the plan language
by application-specific plan schemata. The image processing pipeline and
at location sub-plan macros are examples of specific plan language exten-
sions. The use of these application-specific sub-plan macros greatly simplifies
the tasks of plan management operations by representing frequent sub-plans
modularly and transparently.

Besides the application-specific sub-plan macros we have introduced more
general ones. Sub-plan macros such as with stabilizers and with plan adaptors
are useful in applications in which plans that work under certain assumptions
are much more efficient than plans that work in all situations. For example, in
order to schedule office delivery requests it is more efficient to assume that the
robot knows for every door whether it is open or closed and make a specific
schedule for this situation. To perform the delivery tours reliably, the robot
must be capable to reschedule its tour on the fly if its beliefs with respect to
the status of a door changes. In general, to perform assumption-based plan
execution and management the robot must be capable of detecting when
assumptions are violated and to either restore the assumption or to revise
the plan such that it does not need to make the assumptions any more.

The plans we are using are representational adequate in that they can
specify behaviors that are flexible and reliable. They are also capable of ex-
pressing the control patterns necessary for the effective control of the robot’s
different mechanisms. In addition, they allow for the flexible interleaving of
opportunities and recovery plans.

The plans are also inferentially adequate in that they allow for infer-
ring information that is critical for successful plan management from the
given plans. The inferential adequacy is achieved by extending concur-
rent reactive plans with declarative goals (Beetz and McDermott, 1992;
Beetz, 2000) and using the Xfrm-Ml (Beetz and McDermott, 1997; Beetz,
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2000), a concise and declarative notation for implementing general, common-
sense plan revision methods as plan transformation rules. In addition, chap-
ter 4 will describe and discuss a projection mechanism that predicts very
realistically how the world will probably change as the plan gets executed.

Inferential efficiency is also mainly achieved through the properties of the
plans. The transparency of the plans enables the plan management mech-
anisms to realize teleological inferences as pattern-directed retrievals. The
generality of the plans implies that fewer decisions have to be made by
the planning mechanisms and that prediction doesn’t need to be very ac-
curate. Finally, the interruptability facilitates the execution time revision of
the plans.

Finally, the acquisitional efficiency is concerned with the difficulty to ac-
quire the plans of robotic agents. Chapter 5 describes how a robotic agent
can autonomously acquire symbolic navigation plans that can be used by the
plan-based controller. It further explains how some of the notations we have
introduced in this chapter help to make the learning process easier. Other
advantages of the plan notation, such as the explicit and declarative repre-
sentations for plan adaptors have not yet been exploited for the learning of
plan libraries. We plan to investigate the automatic learning of plan adaptors
in our future research.



4. Probabilistic Hybrid Action Models

In the last chapter we have seen how robotic agents can exhibit flexible and
reliable behavior by using concurrent reactive plans. Performing competent
plan management operations often requires autonomous robots to have fore-
sight. Temporal projection, the computational process of predicting what will
happen when a robot executes its plan, is essential for the robots to success-
fully plan their intended courses of action. Thus, the robot must be equipped
with a temporal projection mechanism, an inference technique that predicts
what will happen when the robot executes its plan.

To be able to project their plans, robots must have causal models that
represent the effects of their actions. Most robot action planners use represen-
tations that include discrete action models and plans that define partial orders
on actions. Therefore, they cannot automatically generate, reason about, and
revise modern reactive plans. This has two important drawbacks. First, the
planners cannot accurately predict and diagnose the behavior generated by
their plans because they abstract away from important aspects of reactive
plans. Second, the planners cannot exploit the control structures provided by
reactive plan languages to make plans more flexible and reliable.

In this chapter we develop phams (Probabilistic Hybrid Action Mod-
els), action models that have the expressiveness for the accurate prediction
of behavior generated by concurrent reactive plans. To the best of our knowl-
edge, phams are the only action representation used in action planning that
provides programmers with means for describing the interference of simul-
taneous, concurrent effects, probabilistic state and action models, as well as
exogenous events. phams have been successfully used by an an autonomous
robot office courier and a museum tour-guide robot to make predictions of
full-size robot plans during the execution of these plans (Beetz, 2001).

This chapter makes several important contributions to the area of decision-
theoretic robot action planning. First, we describe phams, formal action mod-
els that allow for the prediction of the qualitative behavior generated by con-
current reactive plans. Second, we show how phams can be implemented in a
resource efficient way such that predictions based on phams can be performed
by robots while executing their plans. Third, we apply the plan projection
method to probabilistic prediction-based schedule debugging and analyze it
in the context of a robot office courier (Beetz, 2001).

M. Beetz: Plan-Based Control of Robotic Agents, LNAI 2554, pp. 89–123, 2002.
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The remainder of this chapter is organized as follows. Section 4.1 de-
scribes CRPs and the technical problems in the prediction of the physical
robot behavior that they generate. Section 3 explains how reactive control
processes and continuous change can be modeled using hybrid systems. Sec-
tion 4 introduces McDermott’s probabilistic rule language for the prediction
of exogenous events and physical effects. We will also describe how the hybrid
system model can be represented using the McDermott’s rule language and
show several important properties of our representation. Section 5 describes
a much more efficient implementation of phams that has been employed for
prediction-based tour scheduling for an autonomous robot office courier. We
conclude with an evaluation and a discussion of related work.

4.1 Projecting Delivery Tour Plans

At a certain level of abstraction, robot action planning systems consider plan
steps as black boxes that generate behavior. The robot must have causal
models of these plans that enable its planning system to predict what will
happen when these steps get executed. We call these plan steps low-level
plans.

In this section we consider a particular instance of low-level plans: low-
level navigation plans. Navigation is the single most important action of
autonomous mobile robots. Predicting the path that a robot will take is not
only necessary to predict where the robot will be, even more importantly, it
is also a prerequisite for predicting what the robot will be able to perceive.
For example, whether the robot will perceive that a door is open depends on
the robot taking a path that passes by the door, executing the door angle
estimation routine while passing the door, and the door being within sensor
range. Consequently, if the robot executes a plan step only if a door is open
then in the end the execution of this plan step mainly depends on the actual
path the robot will take. This implies that an action planning process must
be capable of predicting the trajectory accurately enough in order to predict
the global course of action correctly.

Navigation actions are representative for a large subset of the robots’
physical actions: they are movements controlled by motors. Physical move-
ments have a number of typical characteristics. First, they are often inaccu-
rate and unreliable. Second, they cause continuous (and sometimes discontin-
uous) change of the respective part of the robot’s state. Third, the interference
of concurrent movements can often be described as the superposition of the
individual movements.

To get better intuitions of the issues involved in realistically projecting
navigation behavior, recall our description of the low-level navigation plans
in chapter 3.2.1, which were used by an autonomous robot that has been
successfully deployed as a museum tour-guide robot (Thrun et al., 2000) and
performed office delivery tasks (Beetz, 2001). A low-level navigation plan
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specifies how the robot is to navigate from one location in its environment,
its current position, to another one, its destination.

A low-level navigation plans consists of two components (see for a more
detailed description). The first one specifies a sequence of target points to be
sequentially visited by the robot. The second component specifies when and
how the robot is to adapt its travel modes as it follows the navigation path.
In many environments it is advantageous to adapt the travel mode to the
surroundings: to drive carefully (and therefore slowly) within offices because
offices are cluttered, to switch off the sonars when driving through doorways
(to avoid sonar crosstalk), and to drive quickly in the hallways. Whenever the
robot crosses the boundaries between regions it adapts the parameterization
of the navigation system.

To discuss the issues raised by the projection of concurrent reactive plans,
we sketch a delivery tour plan that specifies how an autonomous robot office
courier is to deliver mail to the rooms A-113, A-111, and A-120 in figure 1
(Beetz, 2001). The mail for room A-120 has to be delivered by 10:30 (a strict
deadline). Initially, the planner asked the robot to perform the deliveries in
the order A-113, A-111, and A-120. Because the room A-113 is closed the
corresponding delivery cannot be completed. Therefore, the planning system
revises the overall plan such that the robot is to accomplish the delivery for
A-113 as an opportunity. In other words, the robot will interrupt its current
delivery to deliver the mail to A-113 (see figure 4.1) if the delivery can be
completed.

with policy as long as in-hallway?
whenever passing-a-door?

estimate-door-angle()
with policy seq wait for open?(A-113)

deliver-mail-to(Dieter)

1. go-to(A-111)

2. go-to(A-120) before 10:30

Fig. 4.1. Delivery tour plan with a concurrent monitoring process triggered by the
continuous effects of a navigation plan (passing a door) and an opportunistic step.
This concurrent reactive plans serves as an example for discussing the requirements
that the causal models must satisfy

The plan contains constraining sub-plans such as “whenever the robot
passes a door it estimates the opening angle of the door using its laser range
finders” and opportunities such as “complete the delivery to room A-113
as soon as you learn the office is open”. These sub-plans are triggered or
completed by the continuous effects of the navigation plans. For example, the
event passing a door occurs when the robot traverses a rectangular region in
front of the door. We call these events endogenous events.
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bc

bc bc
bc bc

bc

bc

begin(low-level-nav-plan(...))

end(low-level-nav-plan(...))

entering
doorway

leaving
doorway

leaving
doorway

entering
doorway

leaving
hallway

entering
hallway

Fig. 4.2. Visualization of a projected execution scenario. The following types of
events are depicted by specific symbols: change travel mode event by rhombus,
start/stop passing doorway by small circles, start/stop low-level navigation plan by
double circles, and entering doorway/hallway by boxes

Figure 4.2 shows a projected execution scenario for a low-level navigation
plan embedded in the plan depicted in figure 3.9. The behavior generated
by low-level navigation plans is modeled as a sequence of events that either
cause qualitative behavior changes (e.g. adaptations of the travel mode) or
trigger conditions that the plan is reacting to (e.g. entering the hallway or
passing a door). The events depicted by rhomboids denote events where the
crp changes the direction and the target velocity of the robot. The squares
denote the events entering and leaving offices. The small circles denote the
events starting and finishing passing a door, which are predicted because a
concurrent monitoring process estimates the opening angles of doors while
the robot is passing them.

Such projected execution scenarios have been used for prediction-based
debugging of delivery tours of an autonomous robot office courier. Beetz,
Bennewitz, and Grosskreutz (1999) have shown that a controller employing
predictive plan scheduling using the causal models described in this chapter
can perform better than it possibly could without predictive capabilities (see
also section 6.1).

There are several peculiarities in the projection of concurrent reactive
plans that we want to point out here.
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Continuous Change. Concurrent reactive plans activate and deactivate
control processes and thereby cause continuous change of states such as the
robot’s position. The continuous change must be represented explicitly be-
cause CRPs employ sensing processes that continually measure relevant states
(for example, the robot’s position) and promptly react to conditions caused
by the continuous effects (for example, entering an office).
Reactive Control Processes.Because of the reactive nature of robot plans,
the events that have to be predicted for a continuous navigation process do
not only depend on the process itself but also on the monitoring processes that
are simultaneously active and wait for conditions that the continuous effects
of the navigation process might cause. Suppose that the robot controller runs
a monitoring process that stops the robot as soon as it passes an open door.
In this case the planner must predict “robot passes door” events for each door
the robot passes during a continuous navigation action. These events then
trigger a sensing action that estimates the door angle, and if the predicted
percept is an “open door detected” then the navigation process is deactivated.
Other discrete events that might have to be predicted based on the continuous
effects of navigation include entering and leaving a room, having come within
one meter of the destination, etc.
Interference between Continuous Effects. Because the robots’ effector
control processes set voltages for the robot’s motors, the possible modes of
interference between control processes are limited. If they generate signals for
the same motors the combined effects are determined by the so-called task ar-
bitration scheme (Arkin, 1998). The most common task arbitration schemes
are (1) behavior blending (where the motor signal is a weighted sum of the
current input signals) (Konolige et al., 1997); (2) prioritized control signals
(where the motor signal is the signal of the process with the highest priority)
(Brooks, 1986); and (3) exclusion of concurrent control signals through the
use of semaphores. In our plans, we exclude multiple control signals to the
same motors but they can be easily incorporated in the prediction mecha-
nism. Thus the only remaining type of interference is the superposition of
movements such as turning the camera while moving
Uncertainty. There are various kinds of uncertainty and non-determinism
in the robot’s actions that a causal model should represent. It is often nec-
essary to specify a probability distribution over the average speed and the
displacements of points on the paths to enable models to predict the range
of spatio-temporal behavior that a navigation plan can generate. Another
important issue is to model probability distributions over the occurrence of
exogenous events. In most dynamic environments exogenous events such as
opening and closing doors might occur at any time.
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4.2 Modeling Reactive Control Processes and
Continuous Change

Let us now conceptualize the behavior generated by modern robot plans and
the interaction between behavior and the interpretation of reactive plans.
We base our conceptualization on the vocabulary of hybrid systems. Hy-
brid systems have been developed to design, implement, and verify em-
bedded systems, collections of computer programs that interact with each
other and an analog environment (Alur, Henzinger, and Wong-Toi, 1997;
Alur, Henzinger, and Ho, 1996).

The advantage of a hybrid system-based conceptualization over state-
based ones is that hybrid systems are designed to represent concurrent pro-
cesses with interfering continuous effects. They also allow for discrete changes
in process parameterization, which we need to model the activation, deacti-
vation, and reparameterization of control processes through reactive plans. In
addition, hybrid system-based conceptualizations can model the procedural
meaning of wait for and whenever statements.

As pictured in figure 4.3, we consider the robot together with its operat-
ing environment as two interacting processes: the environment including the
robot hardware, which is also called the controlled process, and the concurrent
reactive plan, which is the controlling process. The state of the environment
is represented by state variables including the variables x and y, the robot’s
real position and door-anglei representing the opening angle of door i. The
robot controller uses fluents to store the robot’s measurements of these state
variables (robot-x, robot-y , door-a120 , etc.). The fluents are steadily updated
by self-localization process and a model-based estimator for estimating the
opening angles of doors. The control inputs of the plan for the environment
process is a vector that includes the travel mode, the parameterization of the
navigation processes and the current target point to be reached by the robot.

We will now model the controlled process as a hybrid system. Hybrid sys-
tems are continuous variable, continuous time systems with a phased opera-
tion. Within each phase, called control mode, the system evolves continuously
according to the dynamical law of that mode, called continuous flow. Thus
the state of the hybrid system can be thought of as a pair — the control
mode and the continuous state. The control mode identifies a flow, and the
continuous flow identifies a position in it. With each control mode there are
also associated so-called jump conditions, that specify the conditions that the
discrete state and the continuous state together must satisfy to enable a tran-
sition to another control mode. Once the transition occurs, the discrete state
and the continuous state are changed abruptly. The jump relation specifies
the valid settings of the system variables that might occur during a jump.
Then, until the next transition, the continuous state evolves according to the
flow identified by the new control mode.

When considering the interpretation of concurrent reactive plans as a
hybrid system the control mode is determined by the set of active control
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Concurrent Reactive Plan

robot-x

robot-y

door-i 

Delivery Plan 
    from Figure 1

Environment

State Variables:

X Y
DOOR-
ANGLEi

Control Inputs

- Travel Mode
- Target Point

Sensing Process
- self localization
- door angle estimation

Exogenous Events

going-for-lunch(person)

Fig. 4.3. The figure shows our conceptualization of the execution of navigation
plans. The relevant state variables are the x and y coordinates of the robot’s position
and opening angles of the doors. The fluents that estimate these state variables are
robot-x , robot-y , and door-a120

processes and their parameterization. The continuous state is characterized
by the system variables x, y, and o that represent the robot’s position and
orientation. The continuous flow describes how these state variables change
as a result of the active control processes. This change is represented by the
component velocities ẋ, ẏ, and ȯ. Thus for each control mode the robot’s
velocity is constant. Linear flow conditions are sufficient because the robot’s
paths can be approximated accurately enough using polylines (Beetz and
Grosskreutz, 1998). They are also computationally much easier and faster
to handle. The jump conditions are the conditions that are monitored by
constraining control processes which activate and deactivate other control
processes.

Thus the interpretation of a navigation plan according to the hybrid sys-
tems model works as follows. The hybrid system starts at some initial state
〈cm0, x0〉. The state trajectory evolves with the control mode remaining con-
stant and the continuous state x evolving according to the flow condition of
cm. When the continuous state satisfies the transition condition of an edge
from mode cm to a mode cm′ a jump must be made to mode cm′, where
the mode might be chosen probabilistically. During the jump the continuous
state may get initialized to a new value x′. The new state is the pair 〈cm′, x′〉.
The continuous state x′ evolves according to the flow condition of cm′.

Figure 4.4 depicts the interpretation of the first part of the navigation
plan shown in figure 3.9. The interpretation is represented as a tree where
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_x = vhallway � cos(o0
Æ)

_y = vhallway � sin(o0
Æ)

_x = vdoorway � cos(o0
Æ)

_y = vdoorway � sin(o0
Æ)

_x = vdoorway � cos(o1
Æ)

_y = vdoorway � sin(o1
Æ)

x0=2400, y0=600

_x = vo� � cos(o0
Æ)

_y = vo� � sin(o0
Æ)

_x = vo� � cos(o2
Æ)

_y = vo� � sin(o2
Æ)

_x = vo� � cos(o1
Æ)

_y = vo� � cos(o1
Æ)

_x = vdoorway � cos(o1
Æ)

_y = vdoorway � sin(o1
Æ)

dist(hx; yi; hxdw ; ydwi) < 100

dist(hx; yi; hxdw ; ydwi) > 100

x = 2300 ^ y = 700

x = 2300 ^ y = 700

x = 2300 ^ y = 900

dist(hx; yi; hxdw ; ydwi) < 100

Fig. 4.4. The figure shows the hybrid automaton for the interpretation of the nav-
igation plan pictured in figure 3.9. The possible control modes with the continuous
flow equations are depicted as nodes and the mode transitions as arcs. The arcs are
labeled with the jump conditions

the nodes represent the control modes of the corresponding hybrid system
and the node labels the continuous flow. The edges are the control mode
transitions labeled with the jump conditions. The robot starts executing the
plan in room A-117. The initial control mode of the hybrid system is the root
of the state tree depicted in figure 4.4. The initial state represents the state of
computation where the first control processes of the two parallel branches are
active, that is the processes for going to the intermediate target point 1 and
maintaining the “office mode” as the robot’s travel mode. The flow specifies
that while the robot is in the initial control mode the absolute value of the
derivative of the robot’s position is voff . The hybrid system transits into one
of the subsequent states when either the first target point is reached or when
the distance to the doorway becomes less than one meter. The transition
condition for the upper edge is that the robot has come sufficiently close to
the doorway, for the lower edge that it has reached the first target point. For
the upper edge, the hybrid system goes into the state where the robot goes
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to the target point 2 while still keeping the office mode as its current travel
mode. In the other transition the robot changes its travel mode to doorway
and keeps approaching the first target point. The only variables that are
changed through the control mode transitions are the velocity of the robot
and its orientation. Both settings are implied by the flow condition of the
respective successor states.

There is one issue that we have not yet addressed in our conceptualization:
uncertainty. We model uncertainty with respect to the continuous effects
and the achievement of jump conditions using multiple alternative successor
modes with varying flows and jump conditions. We associate with the mode
transitions a probability of their occurrence. This way we can, for example,
represent rotational inaccuracies of navigation actions that are typical for
mobile robots.

Let us now formalize our hybrid system conceptualization using a logical
notation. To do so, we will use the following predicates to describe the evolu-
tion of their states: jumpCondition(cm,e,c), jumpSuccessor(e,cm’,probRange),
jumpRelation(cm’, vals,flows), and probRange(e,max). jumpCondition
(cm,e,c) represents that control mode cm is left along edge e when the con-
dition c becomes true. A jump e causes the automaton to transit probabilis-
tically into a successor mode.

For each possible successor we define a probability range probRange.
For reasons that are explained below we represent the probability ranges
such that they are non-overlapping, their relative sizes are proportional to
the probability they represent, the sum of the ranges is 1, and that their
boundaries have the form i

2n , where i and n are integers. The predicate
probRange(e,2n) defines the sum of the ranges. A possible transition with a
probability range [ i

2n ,
j
2n ] is represented as jumpSuccessor(e,cm’,[i,j]). The

predicate jumpRelation(cm’,vals,flows) means that upon entering control
mode cm’ the system variables and flows are initialized as specified by vals
and flows.

Using the predicates introduced above, we can state a probabilistic hybrid
automaton for the interpretation of the plan depicted in figure 3.9 using the
following facts.

jumpRelation(cm0,〈2400,800〉,〈30,80〉)
jumpCondition(cm0,e1,y≥900)
jumpSuccessor(e1,cm1,[1,12])
jumpSuccessor(e1,cm2,),[13,16])
probRange(e1,16)

jumpRelation(cm1,〈 〉,〈30,80〉)
jumpRelation(cm2,〈 〉,〈40,76〉)
...

The robot starts at position 〈2400, 800〉 in control mode cm0 in which
the robot leaves the lower office on the right. In this control mode the robot
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moves with 30cm/s into the x-direction and with 80cm/s in the y-direction.
The navigation system leaves control mode cm0 as soon as the y coordinate
becomes greater than 900 by performing the transition e1. If the system
performs the transition e1 then with 75% (1216 ) probability the system transits
into control mode cm1 and with 25% ( 4

16 ) probability into the mode cm2. The
flow condition in cm1 is

·
x = 30 and

·
y = 80 and in cm2

·
x = 40 and

·
y = 76.

To represent the state of a hybrid automaton we use the predicates
mode(cm) and startTime(cm,t) to represent that the current control mode is
cm and that cm started at time t. We use flow(flow) and valuesAt(ti,vali)
to assert the flows and values of system variables for given time points. Fur-
ther, the values of system variables can be inferred for arbitrary time points
through interpolation on the basis of the current flow and the last instances
of valuesAt(ti,vali). This is done using the predicate stateVarsVals :

stateVarVals(vals) ≡ valuesAt(t0,vals0) ∧ now(t)
∧flow(flow) ∧ vals = vals0 + (t− t0)flow

where now(t) specifies that t is the current time. Note, in this conceptualiza-
tion we represent the discrete state changes explicitly and the states within
a mode using the mode’s initial state and its flow. A particular state within
a mode can be derived on demand using the predicate stateVarVals. Inter-
ference between different movements of the robot that are issued in different
control threads are modeled through the mode’s flow.

Figure 4.5 depicts an execution scenario, a possible evolution of the hybrid
system, that represents how the execution of a robot controller might go. An
execution scenario consists of a timeline, a linear sequence of events and
their results. Timelines represent the effects of plan execution in terms of
time instants, occasions, and events. Time instants are points in time at
which the world changes due to an action of the robot or an exogenous event.
Each time instant has a date which holds the time on the global clock at that
particular time instant occurred. An occasion is a stretch of time over which
a world state P holds and is specified by a proposition, which describes P,
and the time interval for which proposition is true.

4.3 Probabilistic, Totally-Ordered Temporal Projection

In the last section we have seen how hybrid systems and execution scenarios
are represented. In this section, we will see how we can predict execution
scenarios from the specification of a hybrid system. For this purpose we use
McDermott’s rule language for probabilistic, totally-ordered temporal pro-
jection (McDermott, 1997). This rule language has the expressiveness needed
for our purpose and a sound inference mechanism.

The different kinds of rules provided by this language are projection rules,
effect rules, and exogenous event rules. We will describe these kinds of rules
below.
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t5t1

clock-tick(t1) clock-tick(t5)

valuesAt(t3,<850,2360>)

jump(e1)

t2

clock-tick(t2)

t4

clock-tick(t3)

t3

clock-tick(t4)

mode(cm0)

initialValues(cm0,<800,2400>)

startTime(cm0,0)

flow(<30,80>)

mode(cm0)

initialValues(cm1,

startTime(cm1,5)

flow(<40,76>)

clock-tick(t6)

t6

Fig. 4.5. Part of a timeline that represents a projected execution scenario for a
low-level navigation plan. Time instants are depicted as circles, events as rectangles,
and occasions as rectangles with round corners

• Projection rules can be used to specify the sequence of events caused by
the interpretation of a low-level plan. Projection rules have the form

project rule name(args)
if cond
with a delay of δ1 occurs ev1
...
with a delay of δn occurs evn

and specify that if low-level plan name(args) is executed and condition
cond holds then the low-level plan generates the events ev1, ..., evn with
relative delays δ1, ..., δn, respectively. Thus, projection rules generate a
sequence of dated events.
Uncertain models can be represented by sampling the δi from a probability
distribution over durations and by specifying conditions that are satisfied
only with a certain probability.
• Effect rules are used to specify conditional probabilistic effects of events.
They have the form

e→p rule name
if cond
then with probability θ event ev causes effs
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and specify that whenever event ev occurs and cond holds, then with proba-
bility θ create and clip states as specified in effs. The effects of the e→p rule
rules have the form A, causing the occasion A to hold, clip A), causing A
to cease to hold, and persist t A), causing A to hold for t time units.
• Exogenous event rules are used to specify the conditional occurrence of
exogenous events. The rule

p→e rule name
while cond with an avg spacing of τ occurs ev

specifies that over any interval in which cond is true, exogenous events ev
are generated Poisson-distributed with an average spacing of τ time units.

Before proving properties of our model we must first introduce McDer-
mott’s semantics of possible worlds.

Definition 4.1. A world state is a function from propositions to {T,F,⊥}
and is extended to boolean formulas in the usual way. An occurrence e@t is
a pair c = (e, t), where e is an event and t a time (t ∈ �+). An occurrence
sequence is a finite sequence of occurrences, ordered by date. Its duration is
the date of the last occurrence. A world of duration L, where L ∈ R+, is
a complete history of duration L, that is, it is a pair (C,H), where C is an
occurrence sequence with duration ≤ L, and H is a function from [0, L] to
world states. In H(0) all propositions are mapped to F, and if t1 < t2 and
H(t1) �= H(t2) then there must be an occurrence e@t with t1≤t≤t2.

We use the following abbreviations: (A ↓ t)(W ), “A after t in execution
scenario W”, to mean that there is some δ > 0 such that ∀t′ : t < t′ <
t + δ ⇒ H(t′)(A) = T . (A ↑ t)(W ), “A before t in W” is similarly defined,
but the upper bound for t′ includes t. A ↑ c and A ↓ c refer to the date of
the occurrence c.

Definition 4.2. If T is a set of rules as defined above, Exog is an oc-
currence sequence1, P is the set of propositions, and L is a real number
≥ duration(Exog), then an L-Model of T and Exog is a pair (U,M),
where U is a set of worlds of duration L such that ∀(C,H) ∈ U : Exog ⊂ C,
and M is a probability measure on U that obeys the following restrictions:
(A↓t), (A↑t) and e@t are considered as random variables. A is the “anni-
hilation” of a conjunction A, that is the conjunction of the negations of the
conjuncts of A.
1 Exog is an occurrence sequence, which represents the events generated by the
interpretation of the robot’s plan and modeled using projection rules.
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1. Initial blank state: ∀A ∈ P :M(A ↑ 0) = 0.
2. Event-effect rules: If T contains a rule instance

e→p rule name if A then with probability r event e causes B,

then for every date t, require that, for all nonempty conjunctions C of
literals from B: M(C↓t|E@t ∧A↑t ∧B↑t) = r.

3. Event-effect rules when the events don’t occur: Suppose B is an
atomic formula, and let R = {Ri} be the set of all instances of e→p
rules whose consequents contain B or ¬B. If e→p rule Ri = if Ai then

with probability pi event Ei causes Ci, then let Di = Ai ∧ Ci, Then
M(B↓t|B↑t ∧N) = 1 and M(B↓t|¬B↑t ∧N) = 0 where N = (¬E1@t ∨
¬D1) ∧ (¬E2@t ∨ ¬D2) ∧ ....

4. Event-occurrence rules: For every time point t such that no occurrence
with date t is in Exog and every event E, such that there is exactly one
instance

p→e rule name while A with an avg spacing of d occurs E

with M(a↑t) > 0 require

limdt→0
M(occ. of class E between t and t+dt|A↑t)

dt
= 1/d

limdt→0
M(occ. of class E between t and t+dt|¬A↑t)

dt
= 0

if there exists no so such rule, require

limdt→0
M(occ. of class E between t and t+dt)

dt
= 0

5. Conditional independence: If one of the previous clauses defines a
conditional probability M(α|β), which mentions times t, then α is con-
ditional independent, given β, of all other random variables mentioning
times on or before t. That is, for arbitrary γ mentioning times on or
before t, M(α|β) =M(α|β ∧ γ).

McDermott (1997) shows that this definition yields a unique probability dis-
tribution M . He also gives a proof that his projection algorithm samples
random execution scenarios sampled this unique probability distribution im-
plied by the given probabilistic models.
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4.3.1 Probabilistic Temporal Rules for PHAMs

In order to predict the evolution of a hybrid system, we specify rules in
McDermott’s rule language that, given the state of the system and a time
t, predict the successor state at t. To predict the successor state, we must
distinguish three cases: first, a control mode transition occurs; second, an
exogenous event occurs; and third, the system changes according to the flow
of the current mode.

We will start with the rules for predicting control mode jumps. To ensure
that mode transitions are generated as specified by the probability distribu-
tions over the successor modes, we will use the predicate randomlySampled-
SuccessorMode(e,cm) and realize a random number generator using McDer-
mott’s rule language.

randomlySampledSuccessorMode(e,cm) ≡
probRange(e,max) ∧ randomNumber(n,max)
∧jumpSuccessor(e, cm, range) ∧ n ∈ range
In order to probabilistically sample values from probability distributions

we have to axiomatize a random number generator that asserts instances of
the predicate randomNumber(n,max) that was used above (see (Beetz and
Grosskreutz, 2000)). We do this by formalizing a randomize event. McDer-
mott (1997) discusses the usefulness of, and the difficulties in realizing, non-
deterministic exclusive outcomes. Therefore in his implementation he escapes
to Lisp and uses a function that returns a random element.

Lemma 4.1. At any time point randomNumber has exactly one extension
randomNumber(r,max) where r is an unbiased random between 0 and max.

Proof: Let max∗ be the largest probRange extension and randomBit(i,value)
the i-th random bit. The start event that causes the initial state timeline
causes randomBit(i,0) ∀0 ≤ i ≤ logmax∗. Thereafter, a randomize event is
used to sample their value:

e→p rule randomize

if randomBit(i,val) ∧ negation(val,neg)
then with probability 0.5

event randomize
causes randomBit(i,neg) ∧ clip randomBit(i,val)

Rule Mode-Jump causes a control mode transition as soon as the jump
condition cond becomes true. The rule says that in any interval in which cm
is the current control mode and in which the jump condition cond for leaving
cm following edge edge a jump along edge will occur with an average delay
of τ time units.
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p→e rule Mode-Jump

while mode(cm) ∧ jumpCondition(cm,cond,edge)
∧ stateVarsVal(vals) ∧ satisfies(vals,cond)

with an average spacing of τ time units
occurs jump(edge)

Rule Jump-Effects specifies the effects of an jump event on the control
mode, system variables, and the flow. If cm is a control mode randomly
sampled from the probability distribution over successor nodes for jumps
along edge then the jump along edge has the following effects. The values of
the state variables and the flow condition of the previous control mode cmold

are retracted and the ones for the new control mode cm asserted.

e→p rule Jump-Effects

if randomlySampledSuccessorMode(edge,cm)
∧ initialValues(cm,val) ∧ flowCond(cm,flow) ∧ now(t)
∧ mode(cmold) ∧ flow(flowold) ∧ valuesAt(told,valold)

then with probability 1.0
event jump(edge)
causes mode(cm) ∧ flow(flow) ∧ valuesAt(transTime,val)

∧ clip mode(cmold) ∧ clip flow(flowold)
∧ clip valuesAt(told,valold)

Time is advanced using clock-tick events. With every Clock-Tick(?t)
event the now predicate is updated by clipping the previous time and assert-
ing the new one. Note, the time differs at most dtclocktime units from the
actual time.

e→p rule Clock-Rule

if now(to)
then with probability 1.0

event clock-tick(t)
causes now(t) ∧ clip now(to)

Exogenous events are modeled using rules of the following structure.
When the navigation process is in the control mode cm and the values vals of
the state variables satisfy the condition for the occurrence of the exogenous
event ev, then The event ev occurs with average spacing of τ time units.

p→e rule Cause-Exo-Event

while mode(cm) ∧ exoEventCond(cm,cond,ev)
∧ stateVarsVal(vals) ∧ satisfies(vals,cond)

with an average spacing of τ time units
occurs exoEvent(ev)

The effects of exogenous event rules are specified by rules of the fol-
lowing form. The exogenous event exoEvent(ev) with effect specification
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exoEffect(ev,val)) causes the values of the state variables to change from
valo to val.

e→p rule Exo-Event-Effect

if exoEffect(ev,val)) ∧ valuesAt(to,valo) ∧ now(t)
then with probability 1.0

event exoEvent(ev)
causes valuesAt(t,val) ∧ clip valuesAt(to,valo)

4.3.2 Properties of PHAMs

We have seen in the last section that a pham consists of the rules above
and a set of facts that constitute the hybrid automata representation of a
given crp. In this section we investigate whether phams make the “right”
predictions.

There are essentially three properties of predicted execution scenarios that
we want to ensure. First, predicted control mode sequences are consistent with
the specified hybrid system. Second, mode jumps are predicted according to
the specified probability distribution over successor modes. Third, between
two successive events, the behavior is predicted according to the flow of the
respective control mode.

Because McDermott’s formalism does not allow for modeling instanta-
neous state transitions we can only show that control mode sequences in
execution scenarios are probably approximately accurate. In our view, this is
a low price for the expressiveness we gain through the availability of Poisson
distributed exogenous events.

The subsequent lemma 4.2 states that control mode jumps can be pre-
dicted with arbitrary accuracy and arbitrarily high probability by decreasing
the time between successive clock ticks.

Lemma 4.2. For each probability ε and delay δ, there exists a τ (average
delay of the occurrence of an event after the triggering condition has become
true) and a dtclock (time between two subsequent clock ticks) such that when-
ever a jump condition becomes satisfied, then with probability ≥ 1− ε a jump
event will occur within δ time units.

Proof: Let t be the time where the jump condition is fulfilled. If τ ≤
δ/(2 log(1/ε)) and dtclock≤ δ/2 then at most δ/2 time units after t the an-
tecedent of rule Mode-Jump is fulfilled. The probability that no event of class
jump(cm′) occurs between t+ δ/2 and t+ δ is ≤ e−δ/(2τ) = e−log(1/ε) = ε, so
with probability ≥ 1− ε such an event will occur at most δ time units after t.

�

This implies that there is always a non-zero chance that control mode
sequences are predicted incorrectly. This happens when two jump conditions
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become true and the jump triggered by the later condition occurred before
the other one. However, the probability of such incorrect predictions can be
made arbitrarily small by the choice of τ and dtclock.

The basic framework of hybrid systems does not take the possibility of
exogenous events into account and thereby allows for proving strong system
properties such as the reachability of goal states from arbitrary initial con-
ditions or safety conditions for the system behavior (Alur, Henzinger, and
Wong-Toi, 1997; Alur, Henzinger, and Ho, 1996). For the prediction of robot
behavior in dynamic environments these assumptions, however, are unreal-
istic. Therefore, we only have a weaker property, namely that only between
immediate subsequent events the predicted behavior corresponds to the flows
specified by the hybrid system.

Lemma 4.3. Let W be an execution scenario, e1@t1 and e2@t2 be two im-
mediate subsequent events of type jump or exoEvent, and cm be the con-
trol mode after t1 in W . Then, for every occurrence e@t with t1 < t ≤ t2
W(t)(stateVarVals(vals)) is unique. Further, vals = vals1 + (t - t1) *
flow(cm), where vals1 are the values of the state variables at t1.

Proof: There are only two classes of rules that affect the value of valuesAt
and flow: rule jump-Effects, and rule Exo-Event-Effect. These rules
always clip and set exactly one extension of the predicates, thus together
with the fact that the initial event asserts exactly one such predicate, the
determined value is unique.

During the interval t1 to t2 the extension of stateVarVals evolves accord-
ing to the flow condition of mode cm due to the fact that flow is not changed
by rule Exo-Event-Effect. Thus it remains as initially set by rule jump-

Effects, which asserts exactly the flow corresponding to cm. The proposi-
tion then follows from the assumption of a correct axiomatization of addition
and scalar-vector multiplication.

�

Another important property of our representation is that jumps are pre-
dicted according to the probability distributions specified for the hybrid au-
tomaton.

Lemma 4.4. Whenever a jump along an edge e occurs, the successor state
is chosen according to the probability distribution implied by probRange and
jumpSuccessor.

Proof: This follows from the properties of the randomize event and Rule
Jump-Effects.

�
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Using the lemmata we can state and show the central properties of phams:
(1) the predicted control mode transitions correspond to those specified by
the hybrid automaton; and (2) the same holds for the continuous predicted
behavior in between exogenous events; (3) Exogenous events are generated
according to they probabilities over a continuous domain (this is shown in
(McDermott, 1997)).

Theorem 4.1. Every sequence of mode(cm) occasions follows a branch
(cmi), ..., (cmj) of the hybrid automaton.

Proof: Each occasion mode(cm) must be asserted by rule Jump-Effects.
Therefore there must have been a jump(e) event. Consequently, there must
have been a jumpCondition from the previous control mode to cm.

�

Because jump events are modeled as Poisson distributed events there is
always the chance of predicting control mode sequences that are not valid with
respect to the original hybrid system. So next we will bound the probability
of predicting such mode sequences by choosing the parameterization of the
jump event and clock tick event rules appropriately.

Theorem 4.2. For every probability ε there exists an average delay of a mode
jump event τ and a delay dtclock with which the satisfaction of jump condi-
tions is realized such that with probability ≥ 1 − ε the vals of stateVarVals
occasions between two immediate subsequent exogenous event follow a state
trajectory of the hybrid automaton.

Proof: The proof is based on the property that jumps occur in their correct
order with an arbitrary high probability. In particular, we can choose δ as
a function of the minimal delay between jump conditions becoming true.
Then, the jumps to successor modes occur with arbitrarily high probability
(Lemma 2). Finally, according to Lemma 3 the trajectory of stateVarVals
between transitions is accurate.

�

4.4 The Implementation of PHAMs

We have now shown that phams define probability distributions over possible
execution scenarios with respect to a given belief state. The problem of us-
ing phams is obvious. Nontrivial crps for controlling robots reliably require
hundreds of lines of code. There are typically several control processes active,
many more are dormant waiting for conditions that trigger their execution.
The hybrid automata for such crps are huge, the branching factors for mode
transitions are immense. Let alone the distribution of execution scenarios
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that they might generate. The accurate computation of this probability dis-
tribution is prohibitively expensive in terms of computational resources.

There is a second source of inefficiency in the realization of phams. In
phams we have used clock tick rules, Poisson distributed events, that generate
clock ticks with an average spacing of τ time units. We have done so, in
order to formalize the operation of CRPs in a single concise framework. The
problem with this approach is that in order to predict control mode jumps
accurately we must choose τ to be very small. This, however, increases the
number of clock tick events drastically and makes the approach infeasible for
all but the most simple scenarios.

In order to draw sample execution scenarios from the distribution implied
by the causal model and the initial state description we use an extension of
the xfrm projector (McDermott, 1992b) that employs the rpl interpreter
(McDermott, 1991) together with McDermott’s algorithm for probabilistic
temporal projection (McDermott, 1997). The projector takes as its input a
crp, rules for generating exogenous events, a set of probabilistic rules de-
scribing the effects of events and actions, and a (probabilistic) initial state
description.

The plan projector works exactly like the plan interpreter, except when-
ever it runs across a low-level plan. In this case the interpreter interacts with
the real world whereas the projector interacts with the timeline: it uses causal
models of the low-level plans to predict the results of executing these plans
and asserts their effects in the form of propositions on the timeline. Similarly,
when the plan activates a sensor, the projector makes use of a model of the
sensor and the state of the world as described by the timeline to predict the
sensor reading.

In this section we investigate how we can make effective and informative
predictions on the basis of phams that can be performed at a speed that
suffices for prediction-based online plan revision. To achieve effectiveness we
use two means. First, we realize weaker inference mechanisms that are based
on sampling execution scenarios from the distribution implied by the causal
models and the initial state description. Second, we replace the clock tick
event mechanism with a different mechanism that infers the occurrence of
control mode jumps and uses the persist effect to generate the respective
delay. We will detail these two mechanisms in the remainder of this section.

4.4.1 Projection with Adaptive Causal Models

Let us first turn to the issue of eliminating the inefficiencies caused by the
clock tick mechanism. We will do so by replacing clock tick rules with a
mechanism for tailoring causal models on the fly and using the persist effects
of the probabilistic rule language.

For efficiency reasons the process of projecting a continuous process p is
divided into two phases. The first phase estimates a schedule for endogenous
events caused by p while considering possible effects of p on other processes



108 4. Probabilistic Hybrid Action Models

but not the effects of the other processes on p. This schedule is transformed
into a context-specific causal model tailored for the plan which is to be pro-
jected. The second phase projects the plan p using the model of endogenous
events constructed in the first phase. This phase takes into account the in-
terferences with concurrent events and revises the causal model if situations
arise in which the assumptions of the precomputed schedule are violated.

The projection module uses a model of the dynamic system that specifies
for each continuous control process the state variables it changes and for each
state variable the fluents that measure that state variable. For example, con-
sider the low-level navigation plans that steadily change the robot’s position
(that is the variables x and y). The estimated position of the robot is stored
in the fluents robot-x and robot-y :

changes(low-level-navigation-plan, x)
changes(low-level-navigation-plan, y)
measures(robot-x, x)
measures(robot-y, y)

Extracting Relevant Conditions. When the projector starts projecting
a low-level navigation plan it computes the set of pending conditions that
depend on robot-x and robot-y , which are the fluents that measure the state
variables of the dynamic system and are changed by the low-level navigation
plan. These conditions are implemented as fluent networks.

robot-x

860.0

1265.0

robot-y

817.0

IN-A-120?

<

>

<

AND

Fig. 4.6. Fluent network for being in room A-120. The robot believes to be in room
A-120 if its estimated x-coordinate is between 860 and 1265 and the y-coordinate
is smaller than 817, where the hallway begins

Fluent networks are digital circuits where the components of the circuit
are fluents. Figure 4.6 shows a fluent network where the output fluent is true,
if and only if the robot is in room A-120. The inputs of the circuit are the
fluents robot-x and robot-y and the circuit is updated whenever robot-x and
robot-y change.
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Our reactive plans are set up such that the fluent networks that compute
conditions for which the plan is waiting can be automatically determined
using (Prolog-like) relational queries:

setof ?fl-net ( fluent(?fl) ∧ status(?fl,pending)
∧ changes(low-level-nav-plan, ?state-var)
∧ measures(?state-var-fl, ?state-var)
∧ depends-on(?fl, ?state-var-fl)
∧ fluent-network(?fl, ?fl-net) )

?pending-fl-nets

This query determines ?pending-fl-nets, the set of fluent networks ?fl-net such
that ?fl-net is a network with output fluent ?fl. ?fl causes a plan thread to pend
and depends itself on a fluent measuring a state variable ?state-var changed
by the low-level navigation plan.

To predict when the fluent IN-A-120? will become true or false, we have
to compute the region in the state space that corresponds to the fluent and
compute the intersections of the robot’s state trajectories with this region.
Endogenous Event Schedules. For each class of continuous processes we
have to provide an endogenous event scheduler that takes the initial conditions
of the process, the parameterization of the process, and the fluent networks
that might be triggered by the process and computes the endogenous event
schedule. The endogenous event scheduler for the low-level navigation plans
is described in the next section. Given the kind of process (e.g., low-level nav-
igation plan), the process parameters (e.g., the destination of the robot), and
the pending fluent networks, the scheduler returns the sequence of predicted
endogenous events, which are triples of the form (∆t, 〈sv1, ..., svn〉, {ev1, ...,

evm}). ∆t is the delay between the ith and the i+1th event in the schedule,
〈sv1, ..., svn〉 the values of the state variables, and {ev1, ..., evm} the events
that are to take place.

If a state for which the plan is waiting, becomes true at a time instance
t, then at t a passive-sensor-update event is triggered. passive-sensor-update is an
event model that takes a set of fluents as its parameters, retrieves the values
of the state variables measured by these fluents, applies the sensor model to
these values, and then sets the fluents accordingly.
A Causal Model of Low-Level Navigation Plans. Projecting the initi-
ation of the execution of a navigation plan causes two events: the start event
and a hypothetical completion event after infinite number of time units. This
is shown in the following projection rule.

project rule low-level-navigation-plan

if true
with a delay of 0
occurs begin(low-level-nav-plan(?dest-descr, ?id, ?fluent)
with a delay of ∞
occurs end(low-level-nav-plan(?dest-descr, ?id, ?fluent)
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The effect rule of the start event of the low-level navigation plan computes
the endogenous event schedule and asserts the schedule the occurrence of the
next endogenous navigation event as an occasion to the timeline.

e→p rule endogenous-events

if endogenous-event-schedule(low-level-nav-plan(?dest-descr, ?schedule))
then with probability 1.0

event begin(low-level-nav-plan(?dest-descr, ?id, ?fluent))
causes predicted-events(?id, ?schedule)

∧ running(robot-goto(?descr, ?id))
∧ next-nav-event(?id))

The occasion next-nav-event(?id) triggers the next endogenous event
begin(follow-path(?here 〈?x,?y〉) ?dt ?id)). The remaining two conditions deter-
mine the parameters of the follow-path event: the next scheduled event and
the robot’s position.

p→e rule Cause-Exo-Event

while next-nav-event(?id)
∧ predicted-events(?id, ((?dt 〈?x,?y〉 ?evs) !?remaining-evs)
∧ robot-loc(?here)

with an average spacing of 0.0001
occurs begin(follow-path(?here, 〈?x,?y〉, ?dt, ?id))

The effect rule of the begin(follow-path (...)) event specifies among other
things that the next endogenous event will occur after ?dt time units (persist

?dt sleeping(?id)).

e→p rule follow-path

if robot-loc(?coords)
then with probability 1.0

event begin(follow-path(?from, ?to, ?dt, ?id))
causes running(follow-path(?from, ?to, ?dt, ?id))

∧ clip robot-loc(?coords)
∧ clip next-nav-event(?id)
∧ persist ?dt sleeping(?id)

If a running follow path event has finished sleeping the end (follow-path

(...)) event occurs.

p→e rule Terminate-Follow-Path

while not sleeping(?id)
∧ running(follow-path(?from, ?to, ?time, ?id))

with an average spacing of 0.0001
occurs end(follow-path(?from, ?to, ?time, ?id))
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Our model of low-level navigation plan presented so far suffices as long as
nothing important happens while carrying out the plan. However, suppose
that an exogenous event that causes an object to slip out of the robot’s hand
is projected at time instant t while the robot is in motion. To predict the
new location of the object the projector predicts the location l of the robot
at the time t and asserts it in the timeline.

Qualitative changes in the behavior of the robot caused by adaptations of
the travel mode are described through e→p -rules. The following e→p -rule
describes the effects of the event nav-event(set-travel-mode(?n)):

e→p rule set-doorway-mode

if travel-mode(?m)
then with probability 1.0

event nav-event(set-travel-mode(doorway))
causes clip travel-mode(?m)

∧ clip obstacle-avoidance-with(sonar)
∧ travel-mode(doorway)

The rule specifies that if at a time instant at which an event nav-event(set-

travel-mode(?n)) occurs the state travel-mode(?m) holds for some ?m, then the
states travel-mode(?m) and obstacle-avoidance-with(sonar) will (with a probability
of 1.0) not persist after the event has occurred, i.e., they are clipped by
the event. The event causes the state travel-mode(doorway) to hold until it is
adapted the next time.

4.4.2 Endogenous Event Scheduler

We have just shown how events are projected from a given endogenous event
schedule, but we have not shown how the schedule is constructed. Thus,
this section describes the endogenous event scheduler for low-level navigation
plans. The scheduler predicts the effects of the low-level navigation plan on
the state variables x and y . The endogenous event scheduler assumes the
robot follows a straight path between the locations 1 to 5 . As we have pointed
out earlier, there are two kinds of events that need to be predicted: the ones
causing qualitative physical change and the ones causing the trigger conditions
that the plan is waiting for.

The qualitative events caused by the low-level navigation plan pictured in
figure 4.1 are the ones that occur when the robot arrives at the locations 1 ,
2 , 3 , 4 , and 5 in which the robot either changes its travel mode or arrives at
its destination. For each of these time instants the occurrence of a set-travel-

mode-event is predicted.
The scheduler for trigger events works in two phases: (1) it transforms

the fluent network into a condition that it is able to predict and (2) it applies
an algorithm for computing when these events occur. The conditions that
are caused by the low-level navigation plan can be represented as regions
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in the environment such that the condition is true if and only if the robot
is within this region. The elementary conditions are numeric constraints on
the robot’s position or the distance of the robot to a given target point.
The scheduler assumes that robot-x and robot-y are the only fluents in these
networks that change their value during the execution of the plan. More
complex networks can be constructed as conjunctions and disjunctions of the
elementary conditions.
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Fig. 4.7. Initially predicted endogenous events

In the next step the endogenous event scheduler overlays the straight
line path through the intermediate goal points of the topological navigation
path (see figure 4.1) with the regions computed in the previous step. It then
computes a schedule for the endogenous events by following the navigation
path and collecting the intersections with the regions (see figure 4.7). The
result of the scheduling step is a sequence of triples of the form (∆ti, 〈xi, yi〉,
{ev1, ..., evn}).
Rescheduling Endogenous Events. One problem that our temporal pro-
jector has to deal with is that a wait-for step might be executed while a
low-level navigation plan is projected. For example, when the robot enters
the hallway, the policy that looks for the opening angles of doors when pass-
ing them is triggered. Therefore, the causal model that was computed by
the endogenous event scheduler is no longer sufficient. It fails to predict the
“passing a door” events.
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Fig. 4.8. Modified endogenous event schedule

These problems are handled by modifying the endogenous event schedule:
whenever the robot starts waiting for a condition that is a function of the
robot’s position, it interrupts the projection of the low-level navigation plan,
adapts the causal model of the low-level navigation plan, and continues with
the projection. In the case of entering the hallway, a new endogenous event
schedule is computed that contains endogenous events for passing doorways.
This updated schedule of endogenous events is pictured in figure 4.8.

4.4.3 Projecting Exogenous Events, Passive Sensors,
and Obstacle Avoidance

One type of exogenous event is an event for which we have additional in-
formation about their time of occurrence, such as the event that Dieter will
be back from lunch around 12:25 . These kinds of events are represented by
an e→p rule together with a e→p rule. The e→p rule specifies that the
start event causes the state before-dieters-door-opens() to hold and persist for
?time time units. The event dieters-door-opens() is triggered as soon as before-

the-door-opens() no longer holds.

e→p rule Back-from-Lunch

if about(?time, 12:25) ∧ difference(?time, *now*, ?wait-for))
then with probability 1.0

event start
causes persist ?wait-for before-the-door-opens
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p→e rule Door-Opens

while thnot before-the-door-opens
with an average spacing of 0.0001
occurs dieters-door-is-opened

In order to predict the occurrence of exogenous events, the plan projector
does the following. It first computes the time when the robot will cause the
next event enext. Let us assume that this event occurs t time units after the
last event elast and that c is the strongest condition that holds from elast until
enext.2 The following algorithm predicts the occurrence of the next exogenous
event accurately. First, for every P->E rule ri whose enabling condition is
satisfied by c randomly decide whether ei will occur between elast and enext

based on the average temporal spacing of ei events in situations where c holds.
If ei is predicted to occur select its occurrence time by randomly selecting
a time instant in the time interval between elast and enext (the exogenous
events are Poisson distributed). Select the exogenous event that is predicted
to occur the earliest, assert it to the timeline, and continue the projection
after the occurrence of this event.

The last two components we need to describe are passive sensors, which
are steadily updated and do not change the configuration of the robot, and
the behavior of the collision avoidance routines.

Readings of passive sensors only need to be projected if the measured state
variables change significantly or if the state variables traverse values that
satisfy conditions for which the robot is waiting. For each of these situations
there is an update-passive-sensors event.

Collision avoidance is not modeled except in situations in which the robot
is told about objects that are moved around. In this case the endogenous event
scheduler adds a region corresponding to the object. If the region blocks the
way to the destination — that is the robot cannot move around the region
— then a possible-bump-event is generated. The effect rule for a possible bump
event specifies that, if the robot has activated sensors that can detect the
object, the low-level navigation plan fails with a failure description “path
blocked.” Otherwise a bump event is generated. For example, since sonar
sensors are the only sensors placed at table height, the collision avoidance
module can avoid a collision with a table only if the sonar sensors are active.
Thus, to predict a bump, the projector has to determine how long the sonar
sensors have been switched off before the possible bump event occurs.
2 The cases where enabling conditions of exogenous events are caused by the con-
tinuous effects between elast and enext are handled analogously to the achieve-
ment of triggering conditions.
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4.4.4 Probabilistic Sampling-Based Projection

So far we have looked at the issue of efficiently predicting an individual
execution scenario. We will now investigate the issue of drawing inferences
that are useful for planning based on sampled execution scenarios.

Recently, probabilistic sampling-based inference methods have been pro-
posed to infer information from complex distributions quickly and with
bounded risk (Fox et al., 1999; Thrun, 1999). We will now discuss how we can
use sampling-based projection for anticipating likely flaws with high proba-
bility.

Advantages of applying probabilistic sampling-based projection to the
prediction of the effects of crps are that they work independently of the
branching factor of the modes of the hybrid automaton and that it only
constructs a small part of the complete pham.

But what kinds of prediction-based inferences can be drawn from samples
of projected execution scenarios? The inference that we found most valu-
able for online revisions of robot plans is: do projected execution scenarios
drawn from this distribution satisfy a given property p with a probability
greater than θ? A robot action planner can use this type of inference to de-
cide whether or not it should revise a plan to eliminate a particular kind of
flaw: it should revise the plan if it believes that the flaws likelihood exceeds
some threshold and ignore them otherwise. Of course, such inferences can be
drawn based on samples only with a certain risk of being wrong. Suppose
we want the planner to classify any flaw with probability greater than θ as
to be eliminated and to ignore any flaw less likely than τ . We assume that
flaws with probability between τ and θ have no large impact on the robot’s
performance. How many execution scenarios should the plan revision module
to classify flaws correctly with a probability greater than 95%?

A main factor that determines the performance of sample-based predic-
tive flaw detection is the flaw detector . A flaw detector classifies a flaw as
to be eliminated if the probability of the flaw with respect to the robot’s
belief state is greater than a given threshold probability θ. A flaw detector
classifies a flaw as hallucinated if the probability of the flaw with respect
to the robot’s belief state is smaller than a given threshold τ . Typically, we
choose θ starting at 50% and τ smaller than 5%. We assume that the flaws
with probability between τ and θ have no large impact on the performance of
the robot. Because the classification is performed based on a set of samples,
the classification has some risk of being incorrect.

Specific flaw detectors can be realized that differ with respect to (1) the
time resources they require; (2) the reliability with which they detect flaws
that should be eliminated; and (3) the probability that they hallucinate flaws.
That is, they signal a flaw that is so unlikely that eliminating the flaw would
decrease the expected utility.

To be more precise consider a flaw f that occurs in the distribution of
execution scenarios of a given scheduled plan with respect to the agent’s
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Prob. of Flaw θ
50% 60% 70% 80% 90%

Det(f,3,2) 50.0 64.8 78.4 89.6 97.2
Det(f,4,2) 68.8 81.2 91.6 97.3 99.6
Det(f,5,2) 81.2 91.3 96.9 99.3 99.9

Fig. 4.9. The table shows the probability of the flaw detectors Det(f,i,2) detecting
flaws that have the probability θ = 50%, 60%, 70%, 80%, and 90%

belief state with probability p. Further, let Xi(f) represent the event that
behavior flaw f occurs in the ith execution scenario: Xi(f) = 1, if f occurs
in the ith projection and 0 otherwise.

The random variable Y(f,n) =
∑n

i=1Xi(f) represents the number of oc-
currences of the flaw f in n execution scenarios. Define a probable schedule
flaw detector Det such that Det(f,n,k) = true iff Y(f,n) ≥ k, which means
that the detector classifies a flaw f as to be eliminated if and only if f occurs
in at least k of n randomly sampled execution scenarios.

Now that we have defined the schedule flaw detector, we can characterize
it. Since the occurrence of schedule flaws in randomly sampled execution sce-
narios are independent from each other, the value of Y(f) can be described by
the binomial distribution b(n,p). Using b(n,p) we can compute the likelihood
of overlooking a probable schedule flaw f with probability p in n execution
scenarios:

P (Y (f) < j) =
j−1∑
k=0

(
n
k

)
∗ pk ∗ (1 − p)n−k .

Figure 4.9 shows the probability that the flaw detector Det(f,n,2) for n
= 3,...,5 will detect a schedule flaw with probability θ. The probability that
the detectors classify flaws less likely than τ as to be eliminated is smaller
than 2.3% (for all n≤5).

When using the prediction-based scheduling as a component in the con-
troller of the robot office courier we typically use Det(f,3,2), Det(f,4,2), and
Det(f,5,2) which means a detected flaw is classified as probable if it occurs
at least twice in three, four, or five detection readings.

Figure 4.10 shows the number of necessary projections to achieve β = 95%
accuracy. For a detailed discussion see (Beetz, Bennewitz, and Grosskreutz,
1999).

The probabilistic sampling-based projection mechanism will become ex-
tremely useful for improving robot plans during their execution once the
execution scenarios can be sampled fast enough. At the moment a projection
takes a couple of seconds. The overhead is mainly caused by recording the
interpretation of rpl plans in a manner that is far too detailed for our pur-
poses. Through a simplification of the models we expect an immediate speed
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θ
1% 10% 20% 40% 60% 80%

τ =.1% 1331 100 44 17 8 3
τ =1% ⊥ 121 49 17 8 3
τ =5% ⊥ 392 78 22 9 3

Fig. 4.10. The table lists the number of randomly sampled projections needed to
differentiate failures with an occurrence probability lower than τ% from those that
have a probability higher than θ% with an accuracy of 95%

up of up to an order of magnitude. It seems that with a projection frequency
of about 100 Hz one could start tackling a number of realistic problems that
occur at execution time continually.

4.5 Evaluation

We have validated our causal model of low-level navigation plans and their
role in office delivery plans with respect to computational resources and qual-
itative prediction results in a series of experiments. Section 6.1.5 shows the
practical use of phams for planning delivery tours of an autonomous robot
office courier during their execution.

4.5.1 Generality

phams are capable of predicting the behavior generated by flexible plans
written in plan execution languages such as RAP (Firby, 1987) and PRS
(Myers, 1996). To do so, we code the control structures provided by these
languages as rpl macros. To the best of our knowledge phams are the first
realistic symbolic models of the sequencing layer of 3T architectures, the most
commonly used software architectures for controlling intelligent autonomous
robots (Bonasso et al., 1997). These architectures run planning and execution
at different software layers and different time scales where a sequencing layer
synchronizes between both layers. Each layer uses a different form of plan or
behavior specification language. The planning layer typically uses a problem
space plan, the execution layer employs feedback control routines that can
be activated and deactivated. The intermediate layer typically uses a reactive
plan language. The use of phams would enable 3T planning systems to make
more realistic predictions of the robot behavior that will be generated from
their abstract plans. phams are also capable of modeling different arbitration
schemes and superpositions of the effects of concurrent control processes.

The causal models proposed here complement those described in (Beetz,
2000). Beetz (2000) describes sophisticated models of object recognition and
manipulation that allow for the prediction of plan failures including ones
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that are caused by the robot overlooking or confusing objects, objects chang-
ing their location and appearance, and faulty operation of effectors. These
models, however, were given for a simulated robot acting in a grid world.
In this chapter, we have restricted ourselves to the prediction of behavior
generated by modern autonomous robot controllers. Unfortunately, object
recognition and manipulation skills of current autonomous service robots are
not advanced enough for action planning. On the other hand, it is clear that
action planning capabilities pay off much better if robots manipulate their
environments and risk to do the wrong things.

4.5.2 Scaling Up

The causal models that we have described in section 4.4 have been used for
execution time planning for a robot office courier. The plans that have been
projected were the original plans for this application and typically several
hundreds of code lines long. The projected execution scenarios contained
hundreds of events. Because the projection of single execution scenarios can
cost up to a second robots must revise plans based on very few samples. Thus,
the robot can only detect probable flaws with high reliability.

Even with this severe limitation we were able to show that even with this
preliminary implementation the robot can outperform controllers that lack
predictive capabilities. The main source of inefficiency is the book keeping
needed to reconstruct the entire computational state of the plan for any
predicted time instant, an issue that we have not addressed in this chapter.
Using a more parsimonious representation of the computational state we
expect drastic performance gains.

4.5.3 Qualitatively Accurate Predictions

Projecting the plan listed in figure 4.1 generates a timeline that is about 300
events long. Many of these events are generated through rescheduling the
endogenous events (21 times). figure 4.11 shows the predicted endogenous
events (denoted by the numbered circles) and the behavior generated by
the navigation plan in 50 runs using the robot simulator (we assume that
the execution is interrupted in room A-111 because the robot realizes that
the deadline can not be achieved). The qualitative predictions of behavior
relevant for plan debugging are perfect. The projector predicts correctly that
the robot will exploit the opportunity to go to location 5 while going from
location 1 to 9.

The projector was also able to perfectly predict the relevant qualitative
aspects of the other introductory example: whether or not the robot bumps
into tables in front of door A-111.
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Fig. 4.11. The figure shows the trajectories of multiple executions of the navigation
plan and the events that are predicted by the symbolic plan projector

4.6 Related Work on Temporal Projection

phams represent external events, probabilistic action models, action models
with rich temporal structure, concurrent interacting actions, and sensing ac-
tions in the domain of autonomous mobile robot control. There are many
research efforts that formalize and analyze extended action representations
and develop prediction and planning techniques for them. We know, however,
only of approaches that address subsets of the aspects addressed by our rep-
resentation. Related work comprises research on reasoning about action and
change, probabilistic planning, numerical simulation, and qualitative reason-
ing.

Reasoning about Action and Change. Allen and Ferguson (1994) give an ex-
cellent and detailed discussion of important issues in the representation of
temporally complex and concurrent actions and events. One important point
that they make is that if actions have interfering effects then, in the worst
case, causal models for all possible combinations of actions must be pro-
vided. In this paper, we have restricted ourselves to one kind of interference
between actions: the transposition of movements which is the dominant kind
of interference in physical robot behavior. In their article they do not ad-
dress the issues of reasoning under uncertainty and efficiency with respect to
computational resources.

A substantial amount of work has been done to extend the situation calcu-
lus (McCarthy, 1963) to deal with time and continuous change (Pinto, 1994;
Grosskreutz and Lakemeyer, 2000a), exogenous (natural) actions (Reiter,
1996), complex robot actions (plans) (Levesque et al., 1997; Giacomo, Les-
perance, and Levesque, 1997) using sensing to determine which action to
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execute next (Levesque, 1996; Lakemeyer, 1999) as well as with probabilistic
state descriptions and probabilistic action outcomes (Bacchus, Halpern, and
Levesque, 1999; Grosskreutz and Lakemeyer, 2000b). The main differences
to our work is that their representation is more limited with respect to the
kinds of events and interactions between concurrent actions they allow. In
particular, we know of no effort to integrate all of these aspects at the same
time.

Some of the most advanced approaches in this area are formalizations of
various variants of the high-level robot control language Golog, in partic-
ular ConGolog (Giacomo, Lesperance, and Levesque, 1997). Boutilier et
al. (2000) have applied decision theoretic means for optimally completing a
partially specifiedGolog program. A key difference is that in theGolog ap-
proach the formalization includes the operation of the plan language whereas
in our approach a procedural semantics realized through the high-level pro-
jector is used.

Hanks, Madigan, and Gavrin (1995) present a very interesting and expres-
sive framework for representing probabilistic information, and exogenous and
endogenous events for medical prediction problems. Because of their applica-
tion domain they do not have to address issues of sophisticated percept-driven
behavior as it is done in this chapter.

Extensions to Classical Action Planning Systems. Planning algorithms, such
as snlp (McAllester and Rosenblitt, 1991), have been extended in various
ways to handle more expressive action models and different kinds of un-
certainty (about the initial state and the occurrence and outcome of events)
(Kushmerick, Hanks, andWeld, 1995; Draper, Hanks, andWeld, 1994; Hanks,
1990). These planning algorithms compute bounds for the probabilities of
plan outcomes and are computationally very expensive. In addition, decision-
theoretic action planning systems (see (Blythe, 1999) for a comprehensive
overview) have been proposed in order to determine plans with the highest,
or at least, sufficiently high expected utility (Haddawy and Rendell, 1990;
Haddawy and Hanks, 1992; Williamson and Hanks, 1994). These approaches
abstract away from the rich temporal structure of events by assuming discrete
atomic actions and ignore various kinds of uncertainty.

Planning with action models that have rich temporal structure has also
been investigated intensively (Allen et al., 1990; Dean, Firby, and Miller,
1988). IxTeT (Ghallab and Laruelle, 1994) is a planning system that has
been applied to robot control and reasons about the temporal structure of
plans to identify interferences between plan steps and resource conflicts. The
planner/scheduler of the Remote Agent (Muscettola et al., 1998b) plans space
maneuvers and experiments based on rich temporal causal models (Muscet-
tola et al., 1998a; Pell et al., 1997b). A good overview of the integration of
action planning and scheduling technology can be found in a recent overview
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article by Smith, Frank, and Jonsson (2000). So far they have considered
uncertainty only with respect to the durations of actions.

Kabanza, Barbeau, and St-Denis (1997) model actions and behaviors as
state transition systems and synthesize control rules for reactive robots from
these descriptions. Their approach can be used to generate plans that satisfy
complex time, safety, and liveness constraints. These approaches too are lim-
ited with respect to the temporal structure of the (primitive) actions being
modeled and the kinds of interferences between concurrent actions that can
be considered.

MDP-Based Planning Approaches. In recent years mdp (Markov decision
process) planning has become a very active research field (Boutilier, Dean,
and Hanks, 1998; Kaelbling, Cassandra, and Kurien, 1996). In the mdp ap-
proach robot behavior is modeled as a finite state automaton in which discrete
actions cause stochastic state transitions. The robot is rewarded for reach-
ing its goals quickly and reliably. A solution for such problems is a policy, a
mapping from discretized robot states into, often fine-grained, actions.

mdps form an attractive framework for action planning because they use
a uniform mechanism for action selection and a parsimonious problem encod-
ing. The action policies computed by mdps aim at robustness and optimizing
the average performance. A number of researchers have successfully consid-
ered navigation as an instance of Markov decision problems (mdps) (Burgard
et al., 2000; Kaelbling, Cassandra, and Kurien, 1996).

One of the main problems in the application of mdp planning techniques
is to keep the problem encoding small enough so that the mdps are still
solvable. A number of techniques for complexity reduction can be found in
the article written by Boutilier, Dean, and Hanks (1998). Yet, it is still very
difficult to solve big planning problems in the mdp framework unless the state
and action space is well structured.

Besides reducing the complexity of specifying models for, and solving
mdp problems, extending the expressiveness of mdp formalisms is a very ac-
tive research area. Semi Markov decision problems (Bradtke and Duff, 1995;
Sutton, Precup, and Singh, 1999) add a notion of continuous time to the dis-
crete model of change used in mdps: transitions from one state to another one
do no longer occur immediately, but according to a probability distribution.
Others investigate mechanisms for hierarchically structuring mdps (Parr and
Russell, 1998), decomposing mdps into loosely coupled subproblems (Parr,
1998), and making them programmable (Andre and Russell, 2001). Rohan-
imanesh and Mahadevan (2001) propose an approach for extending mdp-
based planning to concurrent temporally extended actions. All these efforts
are steps towards the kind of functionality provided in the pham framework
they are still at an early stage of development. Another relationship between
the research reported here and the mdp research is that the navigation rou-
tines that are modeled with phams are implemented on top of mdp naviga-
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tion planning. Belker, Beetz, and Cremers (2002) use the mdp framework to
learning action models for the improved execution of navigation plans.

The application of mdp based planning to the reasoning through concur-
rent reactive plans is complicated by the fact that, in general, any activation
and termination of a concurrent sub-plan might require a respective modifi-
cation of the state and action space of the mdp.

Weaver (Blythe, 1995; Blythe, 1996) is another probabilistic plan debug-
ger that capable of reasoning about exogenous events. Weaver uses Markov
decision processes as its underlying model of planning. Weaver provides much
of the expressiveness of phams. Unlike Weaver, phams are designed for rea-
soning about the physical behavior of autonomous mobile robots. Therefore,
phams add to Weaver’s expressiveness in that they extensively support rea-
soning about concurrent reactive plans. For example, phams can predict when
the continuous effects of actions will trigger a concurrent monitoring process.
phams have built in the capabilities to infer the combined effects of two
continuous motions of the robot.

Qualitative Reasoning about Physical Processes. Work in qualitative reason-
ing has researched issues in the quantization of continuous processes and
focused among other things on quantizations that are relevant to the kind
of reasoning performed. Hendrix (1973) points out the limitations of discrete
event representations and introduces a very limited notion of continuous pro-
cess as a representation of change. He does not consider the influence of
multiple processes on state variables. Hayes (1985) represents events as his-
tories, spatially bounded, but temporally extended, pieces in time space, and
proposes that histories which do not intersect do not interact. In Forbus’
Qualitative Process Theory (Forbus, 1984) a technique called limit analysis
is applied to predict qualitative state transitions caused by continuous events.
Also, work on simulation often addresses the adequacy of causal models for
a given range of prediction queries, an issue that is neglected in most mod-
els used for AI planning. Planners that predict qualitative state transitions
caused by continuous events include excalibur (Drabble, 1993).

4.7 Discussion

The successful application of AI planning to autonomous mobile robot control
requires the planning systems to have more realistic models of the operation
of modern robot control systems and the physical effects caused by their ex-
ecution. In this chapter we have presented a probabilistic hybrid action
models (phams), which are capable of representing the temporal structure
of continuous feedback control processes, their non-deterministic effects, sev-
eral modes of their interferences, and exogenous events. We have shown that
phams allow for predictions that are, with high probability, qualitatively cor-
rect. We have also shown that powerful prediction-based inferences such as
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deciding whether a plan is likely to cause a flaw with a probability exceeding
a given threshold can be drawn fast and with bounded risk. Finally, we have
demonstrated using experiments carried out on a real robot and a robot sim-
ulator that robots that decide based on predictions generated from phams
can avoid execution failures that robots without foresight cannot.

We believe that equipping autonomous robot controllers with concurrent
reactive plans and prediction-based online plan revision based on phams is
a promising way to improve the performance of autonomous service robots
through AI planning both significantly and substantially.



5. Learning Structured Reactive Navigation
Plans

So far, we have described how the plans of robotic agents can be represented in
order to make competent plan management operations feasible under strong
resource constraints and how the robot can predict what might happen when
it executes its plans. We have not yet addressed the issue of how the plan
schemata could be acquired that are needed by the robot.

This chapter describesXfrmLearn, a system that learns structured sym-
bolic navigation plans automatically. Given a navigation task, XfrmLearn

learns to structure continuous navigation behavior and represents the learned
structure as compact and transparent plans. The structured plans are ob-
tained by starting with monolithic default plans that are optimized for aver-
age performance and adding sub-plans to improve the navigation performance
for the given task. Compactness is achieved by incorporating only sub-plans
that achieve significant performance gains. The resulting plans support action
planning and opportunistic task execution.

In the remainder of the chapter we proceed as follows. The next section
characterizes navigation path planning as a form of Markov decision prob-
lem. Section 5.2 gives an overview of the XfrmLearn learning system. After
this section we recapitulate the representation of structured reactive naviga-
tion plans. The subsequent section details the operation of XfrmLearn. We
conclude with our experimental results and a discussion of related work.

5.1 Navigation Planning as a Markov Decision Problem

A number of researchers consider navigation as an instance of Markov decision
problems (mdps) (Thrun et al., 1998; Kaelbling, Cassandra, and Kurien,
1996). They model the navigation behavior as a finite state automaton in
which atomic navigation actions cause stochastic state transitions. The robot
is rewarded for reaching its destination quickly and reliably. A solution for
such problems is a policy, a mapping from discretized robot poses into fine-
grained navigation actions.

mdps form an attractive framework for navigation because they use a uni-
form mechanism for action selection and a parsimonious problem encoding.
The navigation policies computed by mdps aim at robustness and optimiz-
ing the average performance. One of the main problems in the application of

M. Beetz: Plan-Based Control of Robotic Agents, LNAI 2554, pp. 125–146, 2002.
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Fig. 5.1. Navigation planning as a Markov decision problem. Sub-figure (a) shows
the navigation problem in a simple grid world. The start position is depicted by the
dark grey and the destination by the light grey cell. Cells occupied by an obstacle
are depicted as black. The agent receives a reward when reaching the destination, is
penalized for hitting an obstacle, and has to pay some cost for executing an action.
Sub-figure (b) shows for each grid cell the optimal action to execute. Sub-figure (c)
the optimal path from a given position

mdp planning techniques is to keep the state space small enough so that the
mdps are still solvable. This limits the number of contingent states that can
be considered.

In this chapter we investigate the problem of learning structured reac-
tive navigation plans (srnps) from executing mdp navigation policies. The
specification of good task and environment-specific srnps, however, requires
tailoring their structure and parameterizations to the specifics of the envi-
ronmental structures and empirically testing them on the robot. Our thesis is
that a robot can autonomously learn compact and well-structured srnps by
using mdp navigation policies as default plans and repeatedly inserting sub-
plans into the srnps that significantly improve the navigation performance.
This idea works because the policies computed by the mdp path planner are
already fairly general and optimized for average performance. If the behav-
ior produced by the default plans were uniformly good, making navigation
plans more sophisticated would be of no use. The rationale behind requiring
sub-plans to achieve significant improvements is to keep the structure of the
plan simple.

5.2 An Overview on XfrmLearn

The integration of XfrmLearn into the plan-based controller is best visual-
ized as shown in figure 5.2. XfrmLearn is applied to the Rhino navigation
system (Thrun et al., 1998), which has shown impressive results in several
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longterm experiments (Thrun et al., 1999). Conceptually, this robot navi-
gation system works as follows. A navigation problem is transformed into a
Markov decision problem to be solved by a path planner using a value iter-
ation algorithm. The solution is a policy that maps every possible location
into the optimal heading to reach the target. This policy is then given to a
reactive collision avoidance module that executes the policy taking the actual
sensor readings and the dynamics of the robot into account (Fox, Burgard,
and Thrun, 1997).

Reactive
Collision
Avoidance

MDP-based
Path Planner

RHINO Navigation System

SRPA
 Library Models

XFRM-Learn

Structured Reactive
Controller

Fig. 5.2. Integration of XfrmLearn into the plan-based controller. XfrmLearn

uses a knowledge base that contains knowledge for diagnosing conspicuous naviga-
tion behavior and plan revision methods for producing plans that exhibit better
performance. XfrmLearn incrementally improves the navigation plans in the plan
library. The plans are used by the structured reactive controller to perform its ap-
plication tasks. The src controls the Rhino navigation system that consists of an
mdp path planner and a collision avoidance module

TheRhino navigation system can be parameterized in different ways. The
parameter path is a sequence of intermediate points which are to be visited in
the specified order. colli-mode determines how cautiously the robot should
drive and how abruptly it is allowed to change direction. The parameter
sonar specifies whether the sonar sensors are to be used in addition to laser
sensors for obstacle detection.

The navigation system reactively selects a rotational and translational
velocity to approach the next point on the robot’s intended path, which is
optimal with respect to its utility function. colli-mode specifies a term that
weighs the importance of the (1) clearance of the intended path, (2) transla-
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tional velocity and (3) pose at the end of the path (Fox, Burgard, and Thrun,
1997).

LOW-LEVEL

CONTROL

DETECTION

COMPONENT

CONSPICIOUS

BEHAVIOR 

DIAGNOSIS

COMPONENT

SRPA

LIBRARY

BEHAVIOR

FLAWS

OLD AND

REVISED SRPA

REVISION

COMPONENT

TEST
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Fig. 5.3. XfrmLearn’s “detect, diagnose, revise, and test” cycle. The detection
step selects a plan from the library, executes it and diagnoses conspicuous behav-
iors stretches. The diagnosis step tries to explain the suspicious stretches using its
diagnosis knowledge. The diagnoses are then used to index revision rules to produce
plans that exhibit better behavior. The best revision is applied. The revised and
the original plan are then tested against each other to decide whether the revised
plan should be substituted in the plan library for the original one

Rhino’s navigation behavior can be improved becauseRhino’s path plan-
ner solves an idealized problem that does not take the desired velocity, the
dynamics of the robot, the sensor crosstalk, and the expected clutteredness
fully into account. The reactive collision avoidance component takes these
aspects into account but makes only local decisions.

XfrmLearn executes a “detect, diagnose, revise, and test” for learning
srnps (see Figure 5.3). XfrmLearn starts with a default plan that trans-
forms a navigation problem into an mdp problem and passes the mdp problem
to Rhino’s navigation system. After Rhino’s path planner has determined
the navigation policy the navigation system activates the collision avoidance
module for the execution of the resulting policy. XfrmLearn records the
resulting navigation behavior and looks for stretches of behavior that could
be possibly improved. XfrmLearn then tries to explain the improvable be-
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havior stretches using causal knowledge and its knowledge about the envi-
ronment. These explanations are then used to index promising plan revision
methods that introduce and modify sub-plans. The revisions are then tested
in a series of experiments to decide whether they are likely to improve the
navigation behavior. Successful sub-plans are incorporated into the symbolic
plan.

5.3 Structured Reactive Navigation Plans

Let us briefly recapitulate our representation of navigation plans 3.3.2. srnps
have the following syntax.

navigation plan (s,d)
with subplans subplan∗

default-go-to ( d ).

with subplans of the form

subplan-call(args)
parameterizations { p ← v }∗
path constraints { 〈 x,y〉 }∗
justification just

where p ← v specifies a parameterization of the subsymbolic navigation sys-
tem. In this expression p is a parameter of the subsymbolic navigation system
and v is the value p is to be set to. The parameterization is set when the
robot starts executing the subplan and reset after the subplan’s completion.
The path constraints are sequences of points that specify constraints on the
path the robot should take when carrying out the subplan. The subplan call
together with its arguments specifies when the subplan starts and when it
terminates (see below). The last component of the subplan is its justification,
a description of the flaw the subplan is intended to eliminate. To be more
concrete consider the following srnp, which is depicted in figure 5.10b).

navigation plan (desk-1,desk-2)
with subplans

traverse-narrow-passage(〈635, 1274〉,〈635, 1076〉)
parameterizations sonar ← off

colli-mode ← slow
path constraints 〈635, 1274〉,〈635, 1076〉
justification narrow-passage-bug-3

traverse-narrow-passage(...)
traverse-free-space(...)

default-go-to ( desk-2 )
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The srnp above contains three subplans: one for leaving the left office,
one for entering the right one, and one for speeding up the traversal of the
hallway. The subplan for leaving the left office is shown in more detail. The
path constraints are added to the plan for causing the robot to traverse the
narrow passage orthogonally with maximal clearance. The parameterizations
of the navigation system specify that the robot is asked to drive slowly in the
narrow passage and to only use laser sensors for obstacle avoidance to avoid
the hallucination of obstacles due to sonar crosstalk.1

Fig. 5.4. A learned environment map with its main axes Voronoi skeleton. The
map is a finegrained occupancy gridmap. The black pixels denote grid cells that are
occupied by an obstacle. The picture also contains the main axes Voronoi diagram
(see text)

The plan interpreter expands the symbolic navigation plan macros into
procedural reactive control routines. Roughly, the plan macro expansion does
the following. First, it collects all path constraints from the subplans and
passes them as intermediate goal points for the mdp navigation problem.
Second, the macro expander constructs for the subplan call a monitoring
process that signals the activation and termination of the subplan. Third,
the following concurrent process is added to the navigation routine: wait for
the activation of the subplan, set the parameterization as specified, wait for
the termination of the subplan, and reset the parameterization.

5.4 XfrmLearn in Detail

In this Section we will describe the three learning steps, analyze, revise,
and test in more detail.
1 The programmers can specify in which areas it is safe to ignore sonar readings
for obstacle avoidance.
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5.4.1 The “Analyze” Step

A key problem in learning structured navigation plans is to structure the
navigation behavior well. Because the robot must start the subplans and
synchronize them, it must be capable of “perceiving” the situations in which
subplans are to be activated and deactivated. Besides being perceivable, the
situations should be relevant for adapting navigation behavior. We use the
concept of narrowness for detecting the situations in which the navigation
behavior is to be adapted. Based on the concept of narrowness the robot
can differentiate situations such as free space, traversing narrow passages,
entering narrow passages, and leaving narrow passages.

Fig. 5.5. A CAD map with its main axes Voronoi skeleton. The distance of the
main axes Voronoi skeleton to the next obstacle is taken as a measure of how much
clearance the robot could have in principle when traversing some given region

We compute the perceived narrowness as a function of the robot’s po-
sition. To do so, we use a main axes Voronoi skeleton, a particular envi-
ronment representation that can be computed from autonomously learned
environment maps. Figure 5.4 shows such a learned map of the robot’s op-
erating environment and Figure 5.5 a CAD map of the same environment.
Both maps contain the main axes Voronoi diagram. Given a map, we can
compute its Voronoi diagram, a collection of regions that divide up the map.
Each region corresponds to one obstacle, and all the points in one region are
closer to the corresponding obstacle than to any other obstacle. The main
axes Voronoi skeleton are the set of borderlines between the Voronoi regions
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that are parallel to the environment’s main axes (Figure 5.5). We use main
axes Voronoi skeletons instead of ordinary ones because main axes Voronoi
skeletons are more robust against inaccuracies of maps that are caused by
sensor noise and inaccuracy than their ordinary counterparts.

Based on the Voronoi skeleton we define perceived narrowness as follows.
Every point on the Voronoi skeleton has a clearance, its distance to the
next obstacle. The narrowness of points is the clearance of the closest point
on a Voronoi skeleton. Here, we define that a location is to be perceived as
narrow if the distance to the next obstacle is smaller than one robot diameter;
but, of course, this value should be learned from experience. Based on these
definitions the robot has the following perceptions of narrowness on the path
depicted in Figure 5.7(b).
Diagnosis of Conspicuous Subtraces. If robots had perfect sensing ca-
pabilities and effector control, there were no inertia in the robot’s dynamics,
and the plans would not be executed by a reactive module that overwrites
planned decisions, then the robot would perform exactly as specified in its
navigation plans. In practice, however, robots rarely satisfy these criteria and
therefore the behavior they exhibit often deviates substantially from what is
specified in the control programs. Typically, the effects of the robot’s defi-
ciencies depends on the surroundings of the robot. As a rule of thumb: the
more challenging the surroundings the larger are the effects of the robot’s
deficiencies. For example, in wide open areas the deficiencies do not cause
substantial problems. In narrow and cluttered surroundings, however, they
often cause the robot to stop abruptly, turn in place, etc.

Unfortunately, the navigation behavior is the result of the subtle inter-
play of many complex factors. These factors include the robot’s dynamics,
sensing capabilities, surroundings, parameterizations of the control program,
etc. It is impossible to provide the robot with a deep model for diagnos-
ing navigation behavior. Instead, we equip the robot with simple heuristic
rules such as narrow passages sometimes provoke the robot to navigate with
low translational velocity or to stop frequently. Then, the robot is to detect
which narrow passages might cause such effects and estimates their extent
from experience and by analyzing its behavior.

Let us consider the process of behavior diagnosis more carefully. Upon
carrying out a navigation task, Rhino produces a behavior trace like the one
shown in Figure 5.6. The robot’s position is depicted by a circle where the size
of the circle is proportional to the robot’s translational speed. Figure 5.7(a)
shows those behavior stretches where the robot’s translational velocity is
low. This is an example of a behavior feature subtrace, a subtrace that
represents a feature of the robot’s behavior. Figure 5.7(b) shows the behav-
ior stretches that are classified as traversing a narrow passage. This is an
environment feature subtrace .

Behavior feature subtraces such as low and high translational speed, turn-
ing in place, and frequent stopping often hint at which behavior stretches can
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Fig. 5.6. Visualization of a behavior trace. The center of the circles denote the
robot’s position and the size of the circle the current speed of the robot

(a) (b)

Fig. 5.7. Subfigure (a) visualizes the Low-T-Vel subtraces of the behavior trace
depicted in figure 5.6 and subfigure (b) the subtraces that correspond to the traver-
sal of narrow passages

be improved. To infer how the improvements might be achieved,XfrmLearn

first tries to explain a behavior feature subtrace by finding environment fea-
ture subtraces that overlap with it. Environment features include being in a
narrow passage, in free space, or close to an obstacle. We define the percent-
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age of the behavior subtrace that lies in the environment feature subtrace
the degree to which the environment feature explains the behavior. If the
percentage of overlap is high enough, then the behavior is considered to be
a behavior flaw . Behavior flaws have a severity that is an estimate of the
performance gain that could be achieved, if the flaw would be completely
eliminated. Finally, we use the predicate MayCause(f1,f2) to specify that
the environment feature f1 may cause the behavior feature f2 like narrow
passages causing low translational velocity.

Based on the vocabulary introduced above, the diagnosis step is realized
through a simple diagnostic rule shown in figure 5.8. Depending on the in-
stantiation of MayCause(?f1,?f2) the rule can diagnose different kinds of
flaws:

D-1 Low translational velocity is caused by the traversal of narrow passages
(MayCause(NarrowPassage,Low-T-Vel)).

D-2 Stopping is caused by the traversal of narrow passage.
D-3 Low translational velocity is caused by passing an obstacle too close

(MayCause(CloseObstacle,Low-T-Vel)).
D-4 Stopping caused by passing an obstacle too close.
D-5 High target velocity caused by traversing free space. In this case the

robot is driving slower than it should and therefore wastes time.

if BehaviorTrace(?trace) ∧ MayCause(?f2,?f1)
∧ BehaviorFeatureSubtrace(?f1,?s1,?trace,?severity)
∧ EnvironmentFeatureSubtrace(?f2,?s2,?trace)
∧ Overlap(?s1,?s2,?degree) ∧ ?degree > θ

then infer BehaviorFlaw with
CATEGORY = CausedBy(?f1,?f2)
PLAN = ?srnp
SUBTRACE = ?s1
SEVERITY = ?severity
EXPLAINABILITY = ?degree
EXPLANATION = ?s2

Fig. 5.8. Diagnostic rule that realizes the diagnosis step. In a nutshell the rule
says: if a behavior and an environment feature trace overlap to a certain degree
?degree that exceeds some given threshold and if, according to the domain model,
the environment feature may cause the the behavior feature, then the environment
feature is said to be a causal explanation for the behavior feature subtrace with
degree ?degree

5.4.2 The “Revise” Step

The “revise” step uses programming knowledge about how to revise naviga-
tion plans and how to parameterize the subsymbolic navigation modules that
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is encoded in the form of plan transformation rules. In their condition parts
transformation rules check their applicability and the promise of success.
These factors are used to estimate the expected utility of rule applications.
XfrmLearn selects the rule with a probability proportional to the expected
utility and applies it to the plan.

transformation rule traverseNarrowPassageOrthogonally
to eliminate ?behavior-flaw with

CATEGORY = CausedBy(LowTVel,
NarrowPassage)

PLAN = ?srnp
SUBTRACE = ?subtrace1
SEVERITY = ?severity
EXPLAINABILITY = ?degree
EXPLANATION = ?subtrace2

if NavigationStep (?subtrace2,traverseNarrowPassage(?p1,?p2))
∧ applicability(traverseNarrowPassageOrthogonally,

CausedBy(LowTVel,NarrowPassage),
?applicability),

then with expected-utility = ?severity * ?degree * ?applicability
insert subplan

traverse-narrow-passage(?p1,?p2)
path constraints { ?p1,?p2 }
justification ?behavior-flaw

Fig. 5.9. The transformational learning rule R-1. The rule is applicable if the sub-
trace ?subtrace traverses a narrow passage traverseNarrowPassage(?p1,?p2). The
application inserts a subplan into the srnp that constrains the path to cause the
robot to traverse a narrow passage orthogonally and with maximal clearance

Figure 5.9 shows a transformation rule indexed by a behavior flaw
CausedBy(NarrowPassage). The rule is applicable if the subtrace ?subtrace
traverses a narrow passage traverseNarrowPassage(?p1,?p2). The application
inserts a subplan into the srnp that constrains the path to cause the robot
to traverse a narrow passage orthogonally and with maximal clearance.

The main piece of work is done by the condition
NavigationStep(?subtrace,traverseNarrowPassage(?p1,?p2)),
which computes a description of the narrow passage that ?subtrace

traverses. ?p1 is then instantiated with the point of the main axes Voronoi
skeleton that is next to the first entry in ?subtrace and ?p1 with the one
that corresponds to leaving the narrow passage. Using the lines of the main
axes Voronoi skeleton to characterize navigation steps achieves more canon-
ical representations of the discretized subtraces and thereby facilitate the
identification of identical subtraces.

For the purpose of this discussion, XfrmLearn provides the following
revisions:
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R-1 If the behavior flaw is attributed to the traversal of a narrow passage
(D-1) then insert a subplan that causes the robot to traverse the passage
orthogonally and with maximal clearance.

R-2 Switch off the sonar sensors while traversing narrow passages if the
robot repeatedly stops during the traversal (indexed by D-2).

R-3 Insert an additional path constraint to pass a closeby obstacle with more
clearance (indexed by D-3,D-4).

R-4 Increase the target velocity for the traversal of free space where the
measured velocity almost reaches the current target velocity (indexed by
D-5).

R-5 Insert an additional path constraint to avoid abrupt changes in the
robot’s heading (indexed by D-2).

Estimating the Expected Utility of Revisions. Because XfrmLearn’s trans-
formation rules are heuristic, their applicability and the performance gain
that can be expected from their application is environment and task-specific.
Therefore an important aspect in behavior adaption is to learn the environ-
ment- and task-specific expected utility of rules based on experience.

The expected utility of a revision r given a behavior flaw b is computed
by

EU(r|diagnosed(b)) = P (success(r)|correct(b)) ∗ s(b),

where b is a diagnosed behavior flaw, s(b) is the severity of the behavior
flaw (the performance gain, if the flaw would be completely eliminated),
P (success(r)|correct(b)) is the probability that the application of revision
r improves the robot’s performance significantly given that the diagnosis of
b is correct. This formula can be derived from the equation

EU(r|diagnosed(b))
= EU(r|correct(b)) * P(correct(b)|diagnosed(b))

In the current version of XfrmLearn we assume that the diagnoses are
correct.2 In this case, we can transform the equation into

EU(r|diagnosed(b))
= P(success(r)|correct(b)) * U(success(r))
+ P(¬success(r)|correct(b)) * U(¬success(r))

Because XfrmLearn rejects revisions that do not significantly improve
the robot’s behavior, the utility of unsuccessful revisions is 0. Furthermore,
we assume that U(success(r)) is proportional to the severity of the behavior
flaw b. This leads to the first equation.

For computing the probability
2 In future versions of XfrmLearn we would like to learn belief nets for estimating
the conditional probabilities that diagnoses are correct.
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P (success(r)|correct(b)) = P (success(r)|diagnosed(b))

(under our assumption above) XfrmLearn maintains a simple statistic
about successful and unsuccessful rule applications. Let h+(r, b) be the num-
ber of times that r successfully revised a srnp given the behavior flaw b and
h−(r, b) the number of times that the revision was not successful. Then

h+(r, b)
h+(r, b) + h−(r, b)

(5.1)

is a crude measure for P (success(r)|correct(b)). h+(r, b) and h−(r, b) are
initialized to 1.

In general, the first equation overestimates the expected utility of a revi-
sion but tends to select, with respect to our practical experience, the same
revisions that programmers propose when visually inspecting the behavior
traces.

The estimate of the expected utility of the second most promising revision
is used as an estimate of how interesting the current navigation task or the
srnp for this task respectively is for future examinations by XfrmLearn.
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Fig. 5.10. Comparison of the behavior generated by the default and the learned
plan. Sub-figure (a) shows the behavior trace of the default plan; sub-figure (b)
the visualization of the learned plans; and sub-figure (c) the behavior trace of the
learned plan

5.4.3 The “Test” Step

Because plan transformation rules check their applicability and parameter-
ization with respect to idealized models of the environment, the robot, the
perceptual apparatus, and operation of the subsymbolic navigation system,
XfrmLearn cannot guarantee any improvements of the existing plan. There-
fore, XfrmLearn tests the resulting candidate plans against the original
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plan by repeatedly running the original and the revised plan3 and measuring
the time performance in the local region that is affected by the plan trans-
formation. The new candidate plan is accepted, if based on the experiments
there is a 95% confidence that the new plan performs better than the original
one. This test only checks whether a revision has locally improved the per-
formance in a statistically significant way. Note that we also use a t-test to
show that a sequence of revisions globally improves the robot’s performance
for a given navigation task with statistical significance.

5.5 Experimental Results

To empirically evaluate XfrmLearn we have performed two long term ex-
periments in whichXfrmLearn has improved the performance of the Rhino

navigation system, a state-of-the-art navigation system, for given navigation
tasks by up to 44 percent within 6 to 7 hours. Our conclusions are based on
these two learning sessions because current robot simulators, which would
allow for more extensive experimentation, do not model robot behavior ac-
curately enough to perform realistic learning experiments in simulation.

5.5.1 The First Learning Experiment

A summary of the first session is depicted in Figure 5.10. Figure 5.10(a) shows
the navigation task (going from the desk in the left room to the one in the
right office) and a typical behavior trace generated by the mdp navigation
system. Figure 5.10(b) visualizes the plan that was learned by XfrmLearn.
It contains three sub-plans. One for traversing the left doorway, one for the
right one, and one for the traversal of the hallway. The ones for traversing the
doorways are TraverseNarrowPassage sub-plans, which comprise path
constraints (the black circles) as well as behavior adaptations (depicted by the
region). The sub-plan is activated when the region is entered and deactivated
when it is left. A typical behavior trace of the learned srnp is shown in
Figure 5.10(c). We can see that the behavior is much more homogeneous
and that the robot travels faster. This visual impression is confirmed by
the descriptive statistics of the comparison (Figure 5.11). The t-test for the
learned srnp being at least 24 seconds (21%) faster returns a significance of
0.956. A bootstrap test returns the probability of 0.956 that the variance of
the performance has been reduced.

In the session XfrmLearn has proposed and tested five plan revisions,
three of them were successful. The unsuccessful ones proposed that the low
translational at the beginning of the behavior trace was caused by the robot
passing an obstacle too closely. Indeed it was caused by the robot not facing
the direction it was heading to and the inertia of the robot while accelerating.
3 In our experiments we run both plans 7 times.
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original plan learned plan

Minimum duration 85.2 67.5
Maximum duration 156.7 92.6
Range 71.5 25.0
Median 111.0 76.5
Mean 114.1 78.2
Variance 445.2 56.5
Deviation 21.1 7.5

Fig. 5.11. The table compares the descriptive statistics for the duration of the
navigation task using the original and the learned plan. We can see that the robot
performs the navigation task faster and with less variance using the learned plan

The second unsuccessful revision proposed to go faster in the open area of
the left office. The performance gain obtained by this revision was negligible.
Figure 5.12 summarizes the proposed revisions and whether they have been
successful or not.

Rule Applied To Accepted?
1 R-1/2 door right yes
2 R-1/2 door left yes
3 R-4 hallway yes
4 R-4 room left no
5 R-3 room left no

Fig. 5.12. Summary of the revisions performed by XfrmLearn in the learning
experiment. The rule names refer to the rules that are listed on page 135. The first
column specifies the learning cycle, the second one the name of the applied rule,
the third specifies the region that the revision applies to, and the last column states
whether or not the revision has been accepted in the test phase

5.5.2 The Second Learning Experiment

Fig 5.13 summarizes the results from the second learning session: the learned
srnp (left) and the descriptive statistics (right). The average time needed
for performing a navigation task has been reduced by about 95.57 seconds
(44%). The t-test for the revised plan being at least 39 seconds (18%) faster
returns a significance of 0.952. A bootstrap test returns the probability of
0.857 that the variance of the performance has been reduced. The successful
revisions of the second learning session are visualized in Figure 5.14.

5.5.3 Discussion of the Experiments

In this section we discuss three questions that we feel critical for the evalu-
ation of the XfrmLearn approach. These questions are: (1) Are the time
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original plan learned plan

Minimum of durations 145.3 86.1
Maximum of durations 487.6 184.5
Range 342.2 98.4
Median 181.5 108.6
Mean 212.6 119.0
Variance 9623.1 948.0
Deviation 98.0 30.7

Fig. 5.13. Descriptive statistics for the second learning session. Again the learned
navigation plan performs the navigation task faster and with less variance

START

DESTINATION

SONAR OFF

SONAR OFF

COLLI-MODE FAST-TRAVEL

Learning Cycle 5

Learning Cycle 6

Learning Cycle 3

Learning Cycle 4

Learning Cycle 1

Fig. 5.14. Visualization of the second learning experiment. The picture shows the
transformations that were considered in the learning cycles of the learning session.
The small black circles depict additional path constraints. The big transparent
circles represent travel mode adaptations and the regions in which they are active

resources needed for the learning sessions justified by the performance gains
obtained through them? (2) Is the performance gain not only due to a small
set of heuristic and highly tailored rules? (3) Is it really necessary to make
such extensive tests before making a learning step? Or, doesn’t reinforcement
learning do the same in a simpler and more effective way? We will answer
these questions in the subsequent sections.

Performance Gains. We consider the performance gains thatXfrmLearn

has achieved in the learning sessions described in Section 5.5 as being very
impressive, for several reasons. First, XfrmLearn has only used observable
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symptoms such as driving slowly or fast. It did not have access to the execu-
tion states of the collision avoidance module which would have provided more
informative and reliable evidence for the diagnosis of behavior flaws.4 Second,
the transformation rules are quite general and applicable to many indoor en-
vironments. They are also not specifically tailored for this particular system.
Third, we have applied XfrmLearn to a low-level navigation system which
is well tuned and has been developed in the same environment. We expect
the performance gains for insufficiently configured navigation systems to be
much higher.

Generality. An important issue that still needs to be discussed is that of
generality. In this paper we have only addressed the navigation problem in
indoor environments. We believe that our approach carries over to other tasks
in which Markov decision problems are solved and executed by a reactive ex-
ecution component. mdps will try to compute policies that generate the fast
trajectories through the state space to the goal state. Where the real trajec-
tory significantly deviates from the optimal ones there are often reasons that
force the reactive execution component to correct the precomputed trajec-
tory and which have been idealized away in the formulation of the Markov
decision problem. To apply our approach to other problem areas is on our
agenda for future research.

An important design criterion is the generality of the diagnosis and trans-
formation rules. General rules assume little knowledge about the low-level
navigation system and can therefore be adapted with little effort to other
environments, robots, and tasks. The rules described in the previous sections
are general: switching off sonar sensors in doorways (if it is safe), introducing
additional intermediate points to constrain the robot’s path, circumnavigate
obstacles with greater clearance, and increase and decrease target velocity.

Another important design criterion is how much to generalize the experi-
ences. In this paper we have considered the problem of learning instances of
navigation tasks. XfrmLearn applies revisions to srnp instances and tests
the success by comparing srnp instances. This way XfrmLearn avoids the
problem of overgeneralization but also cannot exploit the advantages of gen-
eralization.

To demonstrate the capability of XfrmLearn in improving a robot’s
performance we have used experiments that allow for an easy measurement
of the performance gain. However, our goal is to learn universal srnps, that
is srnps that improves on average the behavior of the robot for arbitrary
navigation tasks.

Dealing with the Variance in Robot Behavior. In our view, one of
the main hindrances in the application of machine learning techniques to au-
tonomous robot control is the high variance in robot behavior that is inherent
4 We plan to make these execution states, such as “current path blocked” or “no
admissible trajectory”, explicit and to exploit them in future versions.
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in most systems that control physical robots in complex environments. This
variance makes it very difficult to decide whether one control strategy is bet-
ter than another one. Therefore it is a main idea of XfrmLearn to explicitly
take this variance into account.

To find a good parameterization of the control system we perform a search
in the space of possible parameterizations. As this search space is continuous
we consider a greedy search strategy as promising. Because accepting worse
parameterizations as improvements would cause a hill-climbing learning al-
gorithm to search into the wrong direction, the risk of making such wrong
decisions should be minimized. Therefore XfrmLearn uses a stringent test:
a new candidate parameterization is accepted only if it increases the perfor-
mance significantly (in a statistical sense).

In our learning experiments we have to deal with various sources of vari-
ance. For example, the time for traversing a doorway depends on whether or
not sonar cross talk occurs in a particular trial, how close a particular path
passes the door frame, the amount of rotation upon entering the doorway,
etc.

Day 1 Day 2

original learned original learned

127.3 107.8 265.9 184.5
172.2 112.9 148.5 97.9
131.4 110.8 487.6 108.6
169.2 108.0 195.3 138.3
122.0 106.8 167.4 95.6
220.2 106.8 145.3 93.6

Fig. 5.15. The table shows the variance of Rhino’s performance controlled by the
same srnp on two subsequent days. While the durations vary drastically, the relative
results of the comparison are qualitatively similar. The data show the importance
of statistical tests for the acceptance of candidate plans

Given such high variances, passing the significance test requires a large
number of time consuming experiments. To reduce the number of experiments
that are needed we employed the following techniques. First, to compare the
original srnp with the revised one, XfrmLearn first determines the region
in which the behavior of the robot might be affected by the revision. As
test region we take the (1 meter) envelope around the region that is directly
effected by the transformation. This ensures that every side effect the trans-
formation possibly could have is taken into account when comparing the two
srnps. Second, to reduce the effect of variance producing factors that can-
not be influenced two srnps are tested alternatingly. Third, we use macro
revision rules, such as transformation rule R-6 that perform multiple revi-
sions to eliminate a combination of behavior flaws that occurred in the same
region. Our experiments have shown that in many cases neither rule R-2
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nor R-1 were capable of improving the traversals of doorways significantly
whereas rule R-6 could do so with extremely high significance. A lesson that
we draw from our experiences is that a learning system for tuning robot
behavior should not only apply srnp revisions to improve the robot’s perfor-
mance but also ones that reduce the variance without decreasing the robot’s
performance.

Generating one data pair, a behavior trace for the original and the revised
plan takes, about eight minutes. Thus the net execution time for the learning
session is about 280 minutes, almost five hours. This price must be paid for
making low risk decisions about which srnp produces better behavior. The
variance in the physical performance prevents to rely on fewer experiments.

Given that we use such a stringent criterion for the acceptance of new
candidate srnp the time needed for tests is reasonable. To test one srnp

revision takes about 60 minutes and a complete learning session for one navi-
gation task takes about 6-8 hours. These time requirements, however, can be
drastically reduced, probably by a factor 3-4, if (1) a navigation task and its
inverse task are learned together and (2) using local tests several hypothe-
ses can be tested simultaneously. For example, two revisions for traversing
different doors could be tested simultaneously without having to consider in-
terferences between the two revisions. These optimizations would imply that
an office delivery robot could autonomously adapt itself to its working envi-
ronment within a weekend. Further reductions can be obtained by adequately
generalizing learning results. We decided not to try these optimizations dur-
ing XfrmLearn’s development phase.

5.6 Related Work on Learning Robot Plans

XfrmLearn can be viewed as an extension of the transformational plan-
ning system xfrm (McDermott, 1992b). Using a library of modular de-
fault plans, xfrm computes a plan for a given compound task and im-
proves the plan during its execution based on projections of its execution
in different situations. XfrmLearn is a step towards learning default plan
libraries. XfrmLearn differs from other approaches that build up plan li-
braries by plan compilation/explanation-based learning (Laird, Rosenbloom,
and Newell, 1986; Mitchell, 1990) in that it does not require the existence
of symbolic action representations but (partly) generates the symbolic plans
itself.

A number of researchers consider navigation as a (Partially Observable)
Markov decision problem (mdps) (Thrun et al., 1998; Kaelbling, Cassandra,
and Kurien, 1996) and compute policies, mappings from discretized robot
poses into fine-grained navigation actions, that cause the robot to reach its
destination quickly and reliably. This approach has been successfully applied
to the problem of robot navigation. Though MDP path planners produce
a behavior that is robust and optimized for average performance, they are



144 5. Learning Structured Reactive Navigation Plans

not suitable for handling exceptional situations. We have also discussed in
the introductory section of this chapter several advantages of hierarchically
structured plans for high-level control of complex continuous navigation be-
havior.

In our research we combine (po)mdp planning and transformational plan-
ning of reactive behavior. mdp path planning is used for generating robust
navigation behavior optimized for average performance and transformational
planning for predicting and forestalling behavior flaws in contingent situa-
tions. XfrmLearn bridges the gap between both approaches: it learns sym-
bolic plans from executing mdp policies and it can be used to decompose
mdp problems and specify the dimensions and the grain size of the state
space for the subproblems (Moore, 1994). Our approach has been inspired
by Sussman’s thesis that failures (bugs) are valuable resources for improving
the performance of problem-solving agents (Sussman, 1977).

Our work is also related to the problem of learning actions, action models
or macro operators for planning systems. Oates, Schmill, and Cohen (2000)
recently proposed a technique for learning the pre- and postconditions of
robot actions. Sutton, Precup, and Singh (1998) have proposed an approach
for learning macro operators in the decision-theoretic framework using rein-
forcement learning techniques. The Improve algorithm (Leash, Martin, and
Allen, 1998) runs data mining techniques on simulations of large, probabilis-
tic plans in order to detect defects of the plan and applies plan adaptations
to avoid these effects.

Mahadevan (1996) classifies existing approaches to robot learning into
reinforcement, evolutionary, explanation-based, and inductive concept learn-
ing. This section discusses how these four approaches can be applied to learn
parameterizations for complex robot control systems.

Both, reinforcement learning (Sutton and Barto, 1998) and evolutionary
learning (Koza, 1992) have been applied to similar problems. Floreano and
Mondada (1998), for example, use evolutionary learning for learning the pa-
rameterization of a simple robot control system. Santamaria and Ram (1997)
describe an approach for learning a so-called adaptive policy, a mapping from
perceived situations to the continuous space of possible configurations of a
purely reactive navigation system. They consider the problem as a reinforce-
ment learning problem and solve it using a hybrid learning algorithm that
combines techniques from case-based learning and reinforcement learning.
Both kinds of approaches are very elegant and do not require (sophisticated)
models. It would be very interesting and instructive to test these general and
model-free approaches on hand-tuned and sophisticated controllers (such as
the Rhino system) where the parameterizations that improve the perfor-
mance are very sparse in the space of possible parameterizations. For the
adaptation of sophisticated controllers the use of models is a valuable resource
to find parameterizations that are capable of improving the behavior. In ad-
dition, we only know of applications of these learning techniques to purely
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reactive controllers. It remains to be investigated whether pure mappings
from perceptions to parameterizations are capable of producing satisfying
global behavior. For example, in the context of service robotics certain pa-
rameter configurations should be associated with environment regions rather
than perceived situations in order to achieve more coherent and predictable
navigation behavior.

Goel et al. (1997) introduce a framework that is, in some aspects, sim-
ilar to ours: A model-based method monitors the behavior generated by a
reactive robot control system, detects failures in the form of behavioral cy-
cles, analyzes the processing trace, identifies potential transformations, and
modifies the reactive controller. However, the method is used to reconfigure
a reactive control system when it is trapped in a cyclic behavior due to the
lack of a global perspective on the task it has to perform. They only perform
revisions to resolve conflicts between different reactive behaviors. In addi-
tion, their revisions are specific to particular problem episodes and cannot
be reused for other episodes. Therefore they rather solve a planning problem
using transformational planning techniques.

Dependency interpretation (Howe and Cohen, 1992) uses statistical de-
pendency detection to identify patterns of behavior in execution traces in
order to detect possible causes of plan failures. Haigh and Veloso propose
a method for learning the situation-specific costs of given actions (Haigh
and Veloso, 1998) whereas our approach aims at learning and improving the
actions themselves. The main differences to our approach include that our ap-
proach also learns the symbolic actions and adapts and improves continuous
control processes.

Though we have reported that XfrmLearn improves the performance of
the mobile robot Rhino significantly and substantially this was not our goal
in it’s on right. In that our approach has to be delimited from other work
that applies well-known learning techniques to the tuning of the performance
of a mobile robot(Sutton and Barto, 1998; Floreano and Mondada, 1998;
Santamaria and Ram, 1997).

Explanation-based learning techniques (Mitchell, 1990) cannot be easily
applied to our learning task because they require complete and correct models
of the robot and its interaction with its environment, which can rarely be
provided. Explanation-based neural net learning (Mitchell and Thrun, 1993;
Towell and Shavlik, 1989) does not depend on such correct and complete
domain theories, but does not seem to be applicable to our problem. Our
approach can also be regarded as a form of explanation-based learning that
can use knowledge that is not required to be complete and correct.
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5.7 Discussion

In our view, the performance gains over mdp navigation policies indicate that
the syntactic structure of the plans represents an advantageous discretization
of the continuous navigation behavior.

We have described XfrmLearn, a system that learns srnps, symbolic
behavior specifications that (a) improve the navigation behavior of an au-
tonomous mobile robot generated by executing mdp navigation policies,
(b) make the navigation behavior more predictable, and (c) are structured
and transparent so that high-level controllers can exploit them for demanding
applications such as office delivery.

XfrmLearn is capable of learning compact and modular srnps that mir-
ror the relevant temporal and spatial structures in the continuous navigation
behavior because it starts with default plans that produce flexible behavior
optimized for average performance, identifies subtasks, stretches of behavior
that look as if they could be improved, and adds subtask specific sub-plans
only if the sub-plans can improve the navigation behavior significantly.

The learning method builds a synthesis among various subfields of AI:
computing optimal actions in stochastic domains, symbolic action planning,
learning and skill acquisition, and the integration of symbolic and subsym-
bolic approaches to autonomous robot control. Our approach also takes a
particular view on the integration of symbolic and subsymbolic control pro-
cesses, in particular mdps. In our view symbolic representations are resources
that allow for more economical reasoning. The representational power of sym-
bolic approaches can enable robot controllers to better deal with complex and
changing environments and achieve changing sets of interacting jobs. This
is achieved by making more information explicit and representing behavior
specifications symbolically, transparently, and modularly. In our approach,
(po)mdps are viewed as a way to ground symbolic representations.



6. Plan-Based Robotic Agents

This chapter describes three autonomous robotic agents that we have realized
and controlled with structured reactive controllers. The first one, described
in section 6.1, is the robot office courier that we have already seen in chap-
ter 1. Section 6.2 describes a plan-based robotic museums tour-guide and
a long-term experiment that demonstrates the reliability of srcs. A robot
party butler is briefly sketched in section 6.3. The chapter concludes with
several demonstrations of the integrated mechanisms for image processing,
communication, active localization, and object search (Section 6.4).

(a) (b) (c)

Fig. 6.1. The mobile robots Minerva (a), Rhino (b), and James that are used in
the following experiments

6.1 A Robot Office Courier

We have implemented an src to control Rhino (Figure 6.1(b)) and carry
out delivery tasks in an office environment. The robot courier is not allowed
to carry letters of the same color at the same time. The src is designed to
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control the robot over extended periods of time and carry out schedules of
multiple requests, which can be changed at any time. The task of the plan-
based controller is to flexibly and reliably carry out planned delivery tours,
where the delivery tours are specified as structured reactive plans. The high-
level controller manages its intended plan for the delivery tour according to
the changes with respect to the requests it is to satisfied and its beliefs about
the state of the environment.

To perform its tasks fastRhino schedules the pick-up and delivery actions
as to minimize execution time. To ensure that its schedules will work, Rhino

makes sure that letters are picked up before delivered and predicts how the
world changes and what the effects of these changes on its scheduled activities
might be. Constraints on states that schedules must satisfy are that Rhino

does not carry two letters with the same color and that it meets the deadlines.
The belief state of the robot is maintained with respect to the electronic

mails that the robot receives, the sensor data that it obtains, and using rules
for updating the beliefs about dynamic states as time passes. Electronic mails
often contain information about the state of the environment. A typical rule
that describes the dynamics of the environment is the following one: “if office
A-111 is closed it typically stays closed for about fifteen minutes” specifies
that if the robot has not received any evidence about the door of room A-111
for fifteen minutes, the probability distribution for the door state is reset to
the a priori probability. Haigh and Veloso (1998) describe a learning technique
that can acquire such rules from experience.

6.1.1 The Plans of the Robot Courier

The most important high-level plans of the robotic office courier have already
been described and discussed in Chapter 3.3. We will only recapitulate their
purpose and effects. The plans are:

at location 〈x,y〉 p, which specifies that plan p is to be performed at location
〈x, y〉. The purpose of the plan schema is to group together a set of actions
that have to be performed at the same location, make the location at
which they are to be performed explicit, and give the sub-plan a name
tag so that plan management operations can refer to and manipulate it
easily.

achieve ObjLoc(obj,〈x,y〉), which specifies how object obj is to be delivered
to location 〈x,y〉. Essentially, the task is carried out by performing a
pickup action at the location where the obj is initially and a putdown
action at the destination 〈x,y〉 of the object.
Recall that the plans are designed to be general , embeddable , restart-

able, and location transparent (see Chapter 3.3).
The structure of the top-level plan is sketched in Figure 6.2. The plan

contains stabilizers (line 1 to 2). Stabilizers are sub-plans that, when trig-
gered, reachieve some state that is necessary for the successful operation of
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the robot. In our case, it is necessary to relocalize the robot whenever it loses
track of its position, and to reload the batteries whenever they are getting
empty. The outer plan adaptors in line 3 and 4 are plan adaptors that are
always active. They perform tasks like integrating sub-plans for new user re-
quests, removing plans for user requests that have been completed or that
the robot does not believe to be successfully completeable. The inner part
of the plan (line 5 - 10) is the part of the plan that the controller reasons
about and manipulates. This part also contains stabilizers and plan adaptors
but those are situation specific and inserted by the outer plan management
operations. The inner plan adaptors handle situations like how to deal with
a specific opportunity. Finally, the body of the plan (line 8 - 10) contains the
individual delivery plans that contain the at location sub-plans and an order
on these at location sub-plans that specifies the delivery tour.

top-level-plan OfficeCourier( )
1 with stabilizer relocalize when necessary
2 reload battery when necessary
3 do with plan adaptor manage the plan with respect to the user’s requests
4 and the robot’s utility model
5 do named subplan main− plan
6 do with stabilizer situation specific stabilizers
7 do with plan adaptor situation specific plan adaptors
8 do partial order set of delivery plans
9 containing at location sub-plans
10 :order ordering constraints on at location sub-plans

Fig. 6.2. Schematic structure of the top-level controller of the robot office courier

The plan adaptors essentially modify sub-plans and restart the sub-plans
from anew if they have already been partially executed. Because the plans
are restartable the revised sub-plan continues with the execution where the
original sub-plan has stopped.

6.1.2 Plan Adaptors of the Robot Courier

The src of the robot office courier uses static plan adaptors for the following
kinds of belief changes:

• asynchronously arriving new requests and revisions and deletions of exist-
ing ones;
• doors that are expected to be open but detected to be closed and vice
versa;
• colors of letters to be delivered that turn out to be different from their
expected colors; and
• unexpected delays in delivery tours.
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The plan adaptors that deal with user request changes use revision rules
for the insertion of sub-plans for accomplishing the new requests, the deletion
of sub-plans for requests that have been completed or the ones that are not
believed to be completeable. If requests are revised the sub-plans for the
original requests are deleted and the ones for the revised request are inserted.
The plan adaptors that deal with closed doors turn sub-plans that cannot
be completed because of the closed door into opportunistic sub-plans that
are triggered by the corresponding door becoming open. The plan adaptors
for dealing with doors that have become open are associated with a tactical
and a strategic plan revision rule. The tactical revision rules computes a
schedule fast but does not take predictable schedule flaws into consideration.
The strategic revisions are slower but typically produce better schedules.
Finally, the robot courier uses rescheduling revisions that schedule sub-plans
with tight deadlines earlier. Revision rules applied by the robot courier also
include one that adds ordering constraints to avoid holding two letters of the
same color and one that inserts an email action asking the sender of a letter
to use a particular envelope into the plan.

6.1.3 Probabilistic Prediction-Based Schedule Debugging

The strategic plan revision rules of the robot office courier use the predicate
GoodSchedule in order to generate working and efficient schedules for the
delivery tours. The extensions of this predicate are computed by a specific
inference technique that we call Probabilistic Prediction-based Schedule
Debugging (ppsd). ppsd is a resource-adaptive algorithm, that generates
an initial heuristic schedule under simplified conditions fast and improves on
the schedule given more computational resources.

algorithm ppsd(plan,bs,n)

1 〈steps,o〉 ← plan

2 loop

3 o’← generate-schedule(〈steps,o〉)
4 es← Randomly-Project(〈steps,o′〉,bs,n)
5 flaws← detect-schedule-flaws(es,k)
6 rule← choose(rules(choose(flaws)))
7 〈steps,o〉 ← apply(rule)
8 until flaws = {}

Fig. 6.3. Computational structure of the prediction-based schedule debugger

ppsd solves the following computational task: Given a probabilistic belief
state, a set of jobs, and a delivery plan with a partial order on the at location
subplans, find a total ordering on the at location subplans, that accomplishes
the given jobs flawless and as fast as possible. In the robot office courier
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application the probabilistic belief state comprises probability distributions
over which envelopes are located on which desks and the current state of
doors. They are encoded in the form of probability distributions over the
values of predefined random variables (e.g., P(two-yellow-letters-on-desk-3)
= 0.7 ).

The computational structure of prediction-based schedule debugging (fig-
ure 6.3) is a cycle that consists of the following steps: First, call a heuris-
tic schedule generator to produce a candidate schedule o′. The schedule
generator uses heuristics and domain-specific methods for quickly comput-
ing schedules that minimize travel time. It does not take into account the
state changes of the robot and the world that occur as the activities get ex-
ecuted. Second, randomly sample n projected execution scenarios es of the
plan 〈steps,o′〉 constrained by a set of policies with respect to the belief
state bs. Third, apply the flaw detection module to the execution scenarios
es and collect all flaws flaws that occur at least k times in the n scenarios.
Next, rule is set to a revision rule that is applicable to one of the flaws in
flaws. The new plan 〈steps,o〉 results from the application of rule to the
current plan. The loop is iterated until no probable flaw in the schedule is
left. The following pseudo code sketches the main computational steps of the
ppsd algorithm.

Before we will describe the individual steps of the algorithm in greater
detail, we want to make two important remarks. First, since the schedules
computed by ppsd are installed using the revision rules that we have discussed
in Chapter 3.4, the delivery plans are location transparent. Second, there
is, in general, no guarantee that eliminating the cause for one flaw won’t
introduce new flaws or that debugging will eventually reduce the number of
flaws (Simmons, 1992).

The Schedule Generator sorts navigation tasks (counter)clockwise to get a
candidate schedule. After this initial sort the scheduler iteratively eliminates
and collects all steps s such that s has to occur after s′ with respect to the
required ordering constraints but occurs before s′ in the candidate schedule.
Then the steps s are iteratively inserted into the candidate schedule such that
the ordering constraints are satisfied and the cost of insertion is minimal.
While this greedy algorithm is very simple and fast it tends to produce fast
schedules because the benign structure of the environment.

The Flaw Detection Module is realized through plan steps that generate
“fail” events. Thus, to detect schedule flaws an Xfrm-Ml query has to scan
projected scenarios for the occurrence of failure events. For example, to detect
deadline violations we run a monitoring process that sleeps until the deadline
passes concurrently with the scheduled activity. When it wakes up it checks
whether the corresponding request has been completed. If not a deadline
violation failure event is generated.

The flaw detector classifies a flaw as to be eliminated if the probability of
the flaw with respect to the agent’s belief state exceeds a given threshold θ.
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ppsd classifies a flaw as hallucinated if the probability of the flaw with respect
to the agent’s belief state is smaller than τ . The details of designing resource-
adaptive flaw detectors and their reliability using the randomly sampling
projection mechanism can be found in section 4.4.

A number of approaches have been applied to activity scheduling in au-
tonomous agent control. McDermott (1992b) has developed a prediction-
based scheduler for location specific plan steps, which can probabilistically
guess locations at which plan steps are executed if the locations are not
specified explicitly. Our at location subplan is a variant of the one that has
been proposed in McDermott’s paper. The main contribution of our approach
is that McDermott’s approach has been applied to a simulated agent in a
grid-based world whereas ours controls a physical autonomous robot. Pell et
al. (1997) (re)schedule the activities of an autonomous spacecraft. While their
system must generate working schedules we are interested in good schedules
with respect to a given utility/cost function. In addition, scheduling activities
of autonomous service robots typically requires faster and resource adaptive
scheduling methods. Alami et al. (1998) have applied scheduling to coordinate
multiple robots, an issue we haven’t addressed yet. Our scheduling approach
differs from the one proposed by McVey et al. (1997) in that theirs generates
real-time guaranteed control plans while our scheduler optimizes with respect
to a user defined objective function.

Probabilistic prediction-based schedule debugging is a planning approach
rooted in the tradition of transformational planners, like Hacker (Sussman,
1977) and Gtd (Simmons, 1992) that diagnose “bugs” or, in our case, plan
failures, in order to revise plans appropriately. In spirit, the control strategy
of ppsd is very similar to the Generate/Test/Debug strategy proposed by
Simmons (1992). Our approach, like the xfrm system (McDermott, 1992b),
differs from other transformational planners in that it tries to debug a si-
multaneously executed plan instead of constructing a correct plan. Also, we
reason about full-fledged robot plans and are able to diagnose a larger variety
of failures.

6.1.4 Demonstrations and Experiments

We have performed an experiment consisting of two steps in order to show
that ppsd-based scheduling can improve the performance of the robot office
courier. In the first step, we evaluated the robot courier using ppsd in a se-
ries of 12 randomly generated scenarios with about six delivery jobs most of
them added asynchronously. In these scenarios no plan revisions were neces-
sary. Each scenario was tested in five runs taking about twenty to twentyfive
minutes. As expected ppsd-based scheduling did on average not worse than
situation-based scheduling methods. In the second step we made up five sce-
narios in which the computation of good schedules required foresight. In those
scenarios ppsd outperformed situation-based scheduling by about eight per-
cent.
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In the remainder of this Section we will describe two example runs per-
formed by the robot office courier. In the first one the robot courier only
employs situation-specific execution-time rescheduling. In the second one it
employs ppsd-based runtime rescheduling.

Performing Office Delivery Tasks with Situation-Specific Plan Man-
agement. Consider the following experiment that is carried out by Rhino

using an src and the scheduling capabilities described in (Beetz and Ben-
newitz, 1998). In the beginning, Rhino carries out no primary activities. Its
outermost plan adaptor ensures that new requests are received and processed.

with plan adaptor integrate revisions of requests (P-1)

with plan adaptor replan/reschedule when necessary (P-2)

PRIMARY ACTIVITIES

Rhino receives two requests shown in 6.4(a). In the first one Rhino is
asked to get a book from Wolfram’s desk in A-111 to Jan’s desk in A-113.
The second one requires Rhino to deliver a letter from “nobody’s” desk in A-
117 to the library (room A-110). Whenever the jobs change Rhino computes
an appropriate schedule very fast. Upon receiving the two requests the plan
adaptor P-1 puts plans for the requests into the plan. The insertion of the
requests triggers the scheduler of the plan adaptor P-2 that orders the AT-

LOCATION tasks. The scheduling plan adaptor also adds an additional plan
adaptor P-3 that monitors the assumptions underlying the schedule, that is
that the rooms A-110, A-111, A-113, and A-120 are open.

with plan adaptor integrate revisions of requests (P-1)

with plan adaptor replan/reschedule when necessary (P-2)

with plan adaptor
reschedule when A-110, A-111,
A-113, or A-120 are closed

(P-3)

PRIMARY ACTIVITIES
Plan for: Deliver the book ...

NAMED P-1 AT-LOCATION 〈x1, y1〉 pick up book

NAMED P-2 AT-LOCATION 〈x2, y2〉 deliver book

Plan for: Deliver the letter ...
NAMED P-3 AT-LOCATION 〈x3, y3〉 pick up letter

NAMED P-4 AT-LOCATION 〈x4, y4〉 deliver letter

:ORDER P-1 < P-2 < P-3 < P-4

The order of the delivery steps are that Rhino will first go to A-111 to
pick up the book and deliver it in A-113. After the delivery of the book it
will pick up the letter and deliver it in the library. This is the schedule that
implies the shortest path while making sure that the objects are picked up
before they are delivered.
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Cmd: COMMAND-1

Object: RED BOOK

Pickup: WOLFRAM's DESK

Room A-111
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Object: RED BOOK

Destination: JAN's DESK

Cmd: COMMAND-2

Object: BLUE LETTER

Pickup: NOBODY's DESK

Room A-117
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Cmd: COMMAND-2

Object: BLUE LETTER

Destination: HOELZER's DESK
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Fig. 6.4. Execution trace for the experiment on situation-specifice runtime plan
adaptation. Subfigure (a) shows the requests the robot courier is to satisfy. The
robot goes first into room A-111 and loads the red book and intends to deliver the
red book next (b). While the robot leaves A-111 room A-113 is closed. On its way to
A-113 the robot perceives that the door is closed and revises its plan and executes
PLAN-2. Shortly after the robot receives another request that yields PLAN-3. It
arrives at room A-117 and loads the blue letter (c). On its way to to pick up the
item mentioned in the last request it recognizes room A-117 as being now open and
delivers the red book as an opportunity (d). It then continues with satisfying the
last request (e) and completes its tour in subfigure (f)
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Upon receiving the jobs Rhino starts navigating to Wolfram’s desk where
the book is loaded (Figure 6.4(b)). After Rhino has picked up the book and
left room A-111, it notices that room A-113 is closed (Figure 6.4(c)). Because
Rhino cannot complete the delivery of the book the corresponding request
fails. This failure triggers the plan adaptor P-3. Because room A-113 is usu-
ally closed it transforms the completion of the delivery into an opportunity.
Thus, as soon as Rhino notices room A-113 to be open it interrupts its
current mission, completes the delivery of the book, and continues with the
remaining missions after the book has been successfully delivered.

with plan adaptor integrate revisions of requests (P-1)

with plan adaptor replan/reschedule when necessary (P-2)

with plan adaptor
reschedule when A-110, A-111,
or A-113 are closed

(P-3)

PRIMARY ACTIVITIES

with constraining plan WAIT-FOR OPEN?(A-120)
Plan for: Deliver the book

Plan for: Deliver the letter

The new scheduled activity asks Rhino to pick up the letter in A-117 and
deliver it in the library. In addition, Rhino receives a third request (“deliver
the letter from Oleg’s desk in A-119 to Michael’s desk in A-120”) which is
integrated into the current schedule while the schedule is executed. The new
order is to get first the letter from A-117 and then the letter from A-119 and
to deliver the first letter in A-120 and and then the second in the library.
Thus, Rhino goes to A-117 to get the letter (Figure 6.4(d)) and continues
to navigate to room A-119. As it passes room A-113 on its way to A-119 it
notices that the door is now open and takes the opportunity to complete the
first request (Figure 6.4(d)). After that it completes the remaining steps as
planned and goes back to its parking position where it waits for new requests
(Figure 6.4(e-f).

6.1.5 Prediction-Based Plan Management

The next experiment shows an src predicting and forestalling execution fail-
ures while performing its jobs. Consider the following situation in the envi-
ronment pictured in Figure 1.2. A robot office courier is to deliver a letter
in a yellow envelope from room A-111 to A-117 (cmd-1 ) and another letter
for which the envelope’s color is not known from A-113 to A-120 (cmd-2 ).
The robot has already tried to accomplish cmd-2 but because it recognized
room A-113 as closed (using its range sensors) it revised its intended course
of action into achieving cmd-2 opportunistically. That is, if it later detects
that A-113 is open it will interrupt its current activity and reconsider its
intended course of action under the premise that the steps for accomplishing
cmd-2 are executable.
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To perform its tasks fast the robot schedules the pick-up and deliver
actions to minimize execution time and assure that letters are picked up
before delivered. To ensure that the schedules will work, the robot has to
take into account how the state of the robot and the world changes as the
robot carries out its scheduled activities. Aspects of states (state variables)
that the robot has to consider when scheduling its activities are locations of
the letters. Constraints on the state variables that schedules have to satisfy
are that they only ask the robot to pick up letters that are at that moment at
the robot’s location and that the robot does not carry two letters in envelopes
with the same color.

Room A-117

Room A-111

(136) (DONE GOTO (2300.0 600.0))
(136) (DO UNLOAD-LETTER y-letter)

(58) (DONE GOTO (1000.0 1600.0))
(58) (DO LOAD-LETTER y-letter)
(62) (ACTIVATE GOTO (2300.0 600.0))

(2) (ACTIVATE GOTO (1000.0 1600.0))

Fig. 6.5. A possible projected execution scenario for the initial plan. The oppor-
tunity of loading the letter of the unknown color is ignored

Suppose our robot standing in front of room A-117 has received some
evidence that A-113 has been opened in the meantime. This requires the
robot to reevaluate its options for accomplishing its jobs with respect to its
changed belief state. Executing its current plan without modifications might
yield mixing up letters because the robot might carry two letters in envelopes
with the same color. The different options are: (1) to skip the opportunity,
(2) to immediately ask for the letter from A-113 to be put into an envelope
that is not yellow (to exclude mixing ups when taking the opportunity later);
(3) to constrain later parts of the schedule such that no two yellow letters will
be carried even when the letter in A-113 turns out to be yellow; and (4) to
keep picking up the letter in A-113 as an opportunistic subplan. Which option
the robot should take depends on its belief state with respect to the states
of doors and locations of letters. To find out which schedules will probably



6.1 A Robot Office Courier 157

work, in particular, which one might yield mixing up letters, the robot must
apply a model of the world dynamics to the state variables.

Recall the example from the second section in which the robot standing at
its initial position has perceived evidence that door A-113 has been opened.
Therefore its belief state assigns probability p for the value true of random
variable open-A113. The belief state also contains probabilities for the colors
of letters on the desk in A-113.

With respect to this belief state, different scenarios are possible. The
first one, in which A-113 is closed, is pictured in Figure 6.5. Points on the
trajectories represent predicted events. The events without labels are actions
in which the robot changes its heading (on an approximated trajectory) or
events representing sensor updates generated by passive sensing processes.
For example, a passive sensor update event is generated when the robot
passes a door. In this scenario no intervention by prediction-based debugging
is necessary and no flaw is projected.

Room A-117

Room A-111

Room A-120

Room A-113

(95) (DONE GOTO (1000.0 1600.0))
(95) (DO LOAD-LETTER Y-LETTER)
(95) (FAILURE SAME-COLOR LETTER)

(33) (DONE GOTO (1850.0 1350.0))
(33) (DO LOAD-LETTER OPP)
(34) (ACTIVATE GOTO (1000.0 1600.0))

(12) (RECOGNIZE LOAD-LETTER OPP)
(13) (ACTIVATE GOTO (1850.0 1350.0))

(2)
(ACTIVATE GOTO (1000.0 1600.0))

Room A-117

Room A-111

Room A-120

Room A-113

(248) (DONE GOTO (2300.0 600.0))
(248) (DO UNLOAD-LETTER Y-LETTER)

(174) (DONE GOTO (1100.0 400.0))
(174) UNLOAD-LETTER OPP)
(175) GOTO (2300.0 600.0))

(102) GOTO (1000.0 1600.0))
(102) LOAD-LETTER Y-LETTER)
(103) GOTO (1100.0 400.0))

(30) GOTO (1850.0 1350.0))
(30) LOAD-LETTER OPP)
(31) GOTO (1000.0 1600.0))

(11) (RECOGNIZE LOAD-LETTER OPP)
(12) (ACTIVATE GOTO (1850.0 1350.0))

(2) (ACTIVATE GOTO (1000.0 1600.0))

(a) (b)

Fig. 6.6. Two possible predicted scenarios for the opportunity being taken. In
scenario depicted in subfigure (a) the letter turns out to have the same color as the
one that is to be loaded afterwards. Therefore, the second loading fails. In scenario
depicted in subfigure (b) the letter turns out to have a different color as the one
that is to be loaded afterwards. Therefore, the second loading succeeds, too

In the scenarios in which office A-113 is open the controller is projected
to recognize the opportunity and to reschedule its enabled plan steps as
described above.1 The resulting schedule asks the robot to first enter A-113,
and pickup the letter for cmd-2, then enter A-111 and pick up the letter
for cmd-1, then deliver the letter for cmd-2 in A-120, and the last one in
A-117. This category of scenarios can be further divided into two categories.
In the first subcategory shown in Figure 6.6(a) the letter to be picked up is
yellow. Performing the pickup thus would result in the robot carrying two
1 Another category of scenarios is characterized by A-113 becoming open after the
robot has left A-111. This may also result in an execution failure if the letter
loaded in A-113 is yellow, but is not discussed here any further.
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Room A-117

Room A-111

Room A-120

Room A-113(200) (DONE GOTO (1000.0 1600.0))
(202) (DO LOAD-LETTER Y-LETTER)
(211) (ACTIVATE GOTO (2300.0 600.0))

(147) (DONE GOTO (1100.0 400.0))
(162) (DO UNLOAD-LETTER OPP)
(178) (ACTIVATE GOTO (1000.0 1600.0))

(39) (DONE GOTO (1850.0 1450.0))
(39) (DO LOAD-LETTER NIL)
(70) (ACTIVATE GOTO (1100.0 400.0))

(19) (USE OPPORTUNITY)

(2) (ACTIVATE GOTO
(1850.0 1450.0))

(263) (DONE GOTO (2300.0 600.0))
(263) (DO UNLOAD-LETTER Y)

Fig. 6.7. Projected scenario for a plan suggested by the plan debugger. The leeter
with the unknown color is picked up and also delivered first. This plan is a little
less efficient but avoids the risk of not being able to load the second letter

yellow letters and therefore an execution failure is signalled. In the second
subcategory shown in Figure 6.6(b) the letter has another color and therefore
the robot is projected to succeed by taking for all these scenarios the same
course of action. Note, that the possible flaw is introduced by the reactive
rescheduling because the rescheduler does not consider how the state of the
robot will change in the course of action, in particular that a state may be
caused in which the robot is to carry two letters with the same color.

In this case, ppsd will probably detect the flaw if it is probable with
respect to the robot’s belief state. This enables the debugger to forestall the
flaw, for instance, by introducing an additional ordering constraint, or by
sending an email that increases the probability that the letter will be put
in a particular envelope. These are the revision rules introduced in the last
section. Figure 6.7 shows a projection of a plan that has been revised by
adding the ordering constraint that the letter for A-120 is delivered before
entering A-111.

Figure 6.8(a) shows the event trace generated by the initial plan and
executed with the Rhino control system (Thrun et al., 1998) for the critical
scenario without prediction based schedule debugging; Figure 6.8(b) the one
with the debugger adding the additional ordering constraint. This scenario
shows that reasoning about the future execution of plans in ppsd is capable
of improving the robot’s behavior.
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16:30:37 (ACTIVATE GOTO (1000.0 1600.0))

16:30:41 (RECOGNIZE LOAD-LETTER OPP)
16:30:41 (ACTIVATE GOTO (1850.0 1350.0))

16:31:12 (LOAD LETTER)
16:31:12 (ACTIVATE GOTO (1000.0 1600.0))

16:32:30 (LOAD LETTER)
16:32:30 (FAILURE SAME-COLOR LETTER)

21:09:38 GOING TO (1850.0 1450.0)

21:09:50 INSTALL NEW SCHEDULE

TO AVOID

CARRYING SAME COLOR

21:10:13 ARRIVED AT (1850.0 1450.0)
21:10:37 LOADING BLUE LETTER
21:10:37 GOING TO (1100.0 400.0)

21:11:24 ARRIVED AT (1100.0 400.0)
21:11:59 UNLOADING BLUE LETTER
21:11:59 GOING TO (1000.0 1600.0)

21:12:31 ARRIVED AT (1000.0 1600.0)
21:13:06 LOADING BLUE LETTER
21:13:06 GOING TO (2300.0 600.0)

21:14:26 ARRIVED AT (2300.0 600.0)
21:14:58 UNLOADING BLUE LETTER

(a) (b)

Fig. 6.8. The trajectory without ppsd (subfigure (a)) fails because the courier did
not foresee the possible complications with loading the second letter. Subfigure (b)
shows a trajectory where the possible flaw is forestalled by ppsd

6.2 A Robot Museums Tourguide

For our second demonstration of the viability of plan-based robotic agents we
have implemented an src as a high-level controller for an interactive museum
tourguide robot called Minerva (see Figure 6.9).

Fig. 6.9. The mobile robot minerva acting as a museum tourguide in the Smith-
sonian’s National Museum of American History

The primary task of Minerva’s high-level controller was to schedule and
execute tours such that tours took about six minutes. The museum staff
estimated that the average visitor would enjoy following the robot about six
minutes. Unfortunately, the time need to navigate from one exhibit to anther
one depends critically on the number and the behavior of the surrounding
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people. The high variance of the time resources needed to complete navigation
tasks makes it necessary to compose and revise tours on-the-fly. This was
performed by special purpose plan adaptors. The high-level controller also
had to monitor the execution of tours and detect situations that require tour
interruptions in order to change the course of actions when an exceptions
occurs. Examples include the battery voltage which, if below a critical level,
forces the robot to terminate its tour and return to the charger. An exception
is also triggered when the confidence of Minerva’s localization routines drop
below a critical level, in which case the tour must temporarily be suspended
to invoke a strategy for re-localization (Beetz et al., 1998).

6.2.1 The Plans of the Tourguide Robot

The main high-level plan of the museums tourguide robot is the one that is
responsible for presenting a particular exhibit exh.

RPL procedure achieve(presented(exh))
1 with local vars exh-loc ← in-front-of(exh)
2 do
3 if execution-state(exh,to-be-presented)
4 then with valve wheels sequentially
5 do in parallel do
6 announce-exhibit(exh)
7 achieve(loc(rhino, exh-loc)
8 face-exhibit(exh)
9 give-presentation(exh)

An exhibit is presented by first announcing the exhibit and navigating to
a place in front of the exhibit. After having arrived at the exhibit Minerva

first faces the exhibit and then gives an oral presentation of the exhibit. The
oral presentation is stored in a sound file that can be played with the sound
player.

Scheduling the tourguide tours is easier than scheduling the delivery tours
of the robot office courier. The tour scheduler of the museums tourguide does
not have to deal with overloading failures and closed doors.

6.2.2 Learning Tours and Tour Management

Minerva’s plan-based controller learns a model of the time required for mov-
ing between pairs of exhibits. Learning takes place whenever the robot has
successfully moved from one exhibit to another, in which case the time for
the completion of the navigation task is stored and the estimate is updated
using the maximum likelihood estimator. After the presentation of an exhibit
is completed, Minerva selects the exhibits and their sequence so that the
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whole tour best fits the desired time constraint. If the remaining time is be-
low a threshold, the tour is terminated and Minerva returns to the center
area of the museum.

average min max

static 398
+− 204 sec 121 sec 925 sec

with learning 384
+− 38 sec 321 sec 462 sec

Fig. 6.10. This table summarizes the time spent on individual tours. In the first
row, tours were precomposed by static sequences of exhibits; in the second row,
tours were composed on-the-fly, based on a learned model of travel time, successfully
reducing the variance by a factor of 5

Table 6.10 illustrates the effect of dynamic tour revision on the duration
of tours. Minervas environment contained 23 designated exhibits, and there
were 77 sensible pairwise combinations between them (certain combinations
were invalid since they did not fit together topic-wise). In the first days of the
exhibition, all tours were static. The first row in Table 6.10 illustrates that
the timing of those tours varies significantly (by an average of 204 seconds).
The average travel time was estimated using 1,016 examples, collected during
the first days of the project. The second row in Table 6.10 shows the results
when tours were composed dynamically. Here the variance of the duration of
a tour is only 38 seconds.

6.2.3 Demonstrations of the Tourguide Robot

Minerva (see Figure 6.9) has operated for a period of thirteen days in the
Smithsonian’s National Museum of American History (Thrun et al., 1999).
In this period, it has been in service for more than ninetyfour hours, com-
pleted 620 tours, showed 2668 exhibits, and travelled over a distance of more
than fortyfour kilometers. rpl controlled Minerva’s course of action in a
feedback loop that was carried out more than three times a second. Collision
avoidance and self localization ran independently in faster feedback loops.
Minerva used plan adaptors for the installment of new requests, the dele-
tion of completed plans, and tour scheduling. Minerva reliably performed
about 3200 plan adaptations.

TheMinerva experiment demonstrates that srcs can (1) reliably control
an autonomous robot over extended periods of time and (2) reliably revise
plans during their execution.
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6.3 A Robot Party Butler

The third demonstration of a plan-based robotic agent has been James, an
autonomous robot party butler that provided service during the reception at
the Third International Conference on Autonomous Agents (AA-99) and the
23rd German Conference on Artificial Intelligence (KI-99). At the receptions,
James found people reception based on motion detection with a laser range
finder, approached them, interacted with them, and possibly guided them to
the the bar or brought them cookies. Unlike Rhino and Minerva, James is
a small lowcost robot and completely controlled by its onboard computer.

6.4 Demonstrations of Integrated Mechanisms

The following three demonstrations describe working examples that demon-
strate the intergration of conversational actions, image processing, and active
localization into the high-level control system.

6.4.1 Communication

The following example demonstrates Rhino’s communication behavior and
how it is used to achieve competence in the robot’s problem-solving behavior.

Wolfram: Could you please deliver the yellow book on the desk in room A-120 to the desk in
the library before 12.30.
Rhino: Do you mean ’deliver the yellow book on Michael’s desk in room A-120 to the desk
in the library before 12.30’ or ’deliver the yellow book on Dieter’s desk in room A-120 to the
desk in the library before 12.30’ ?
Wolfram: Deliver the yellow book on Michael’s desk in room A-120 to the desk in the library
before 12.30.
Rhino: I will deliver the yellow book on Michael’s desk in room A-120 to the desk in the library
before 12:30.
Librarian: I will be out of the library for 45 minutes.
Rhino: OK. You will be back at 12:45.
Rhino: (sending an electronic mail to Wolfram) I can’t accomplish the job “Deliver the yellow
book on Michael’s desk in room A-120 to the desk in the library before 12.30.” The library is
closed and the librarian won’t be back until 12:50.

In more detail, this communication behavior is exhibited through the
following problem solving steps. The first two steps show the electronic mail
containing a request that is transformed into Rhino’s internal representation.
This representations makes the components of the speech act explicit and
represents the content of the electronic mail in Rhino’s command language.
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From: peters2@cs.uni-bonn.de
Date: Fri, 24 Oct 1997 12:03:57
To: rhino+tcx@cs.uni-bonn.de
Subject: Library book

Could you please bring the yellow
book on the desk in room a-120 to
the library before 12:30

(REQUEST
:SENDER (THE PERSON

(FIRST-NAME Hanno)
(LAST-NAME Peters))

:RECEIVER (THE ROBOT
(NAME RHINO))

:TIME (THE TIME-INSTANT
(DAY 24) (MONTH OCT)
(TIME 12:03))

:REPLY-WITH “Re: Library Book”
:CONTENT content of the email
:DEADLINE (A TIME-INSTANT

(BEFORE
(TIME 12.30))))

The conversation plans that the Rhino control system uses implement
that the request must be unambiguous with respect to the static aspects of
the robot’s world model and achievable. Thus if the interpretation process
signals an ambiguity a control thread is triggered that leads the conversations
necessary to make the request unambiguous.

After detecting the ambiguity in the request the Rhino controller gen-
erates a new speech act of the type query that contains as its content a
disjunction of all instantiations of the original request that are consistent
with the robot’s model of the world (below right). This internal speech act
representation is then transformed by the language generation process into
pseudo English and the electronic mail is then sent to the person who issued
the request (below right).

(QUERY
:SENDER (THE ROBOT

(NAME RHINO))
:RECEIVER (THE PERSON

(FIRST-NAME Hanno)
(LAST-NAME Peters))

:TIME (THE TIME-INSTANT ... )
:CONTENT

(OR (ACHIEVE
(LOC (THE BOOK

(COLOR YELLOW)
(ON (THE DESK

(IN A-120)
(OWNER DIETER)]

(THE LOC (IN LIBRARY)))
(ACHIEVE

(LOC (THE BOOK
(COLOR YELLOW)
(ON (THE DESK

(IN A-120)
(OWNER MICHAEL)]

(THE LOC (IN LIBRARY)))
:DEADLINE

(A TIME-INSTANT (BEFORE 12.30)))

From: Rhino (rhino+tcx)
Date: Fri, 24 Oct 1997 12:04:35
To: peters2@cs.uni-bonn.de
Subject: Your Command

Do You mean
achieve that the yellow book
on dieter’s desk in room A-120
is in the library before 12.30
will be true

or
achieve that the yellow book
on michael’s desk in room a-120
is in the library before 12.30
will be true

Finally, the person issuing the request picks the intended instantiation of
the original request and sends it back to Rhino. Rhino acknowledges the
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receipt of the request by repeating its interpretation of the request to be
performed.

From: Hanno Peters
Date: Fri, 24 Oct 1997 12:05:48
To: rhino+tcx@cs.uni-bonn.de
Subject: Command-Revision

achieve that the yellow book
on michael ’s desk in-room a-120
is in the library before 12.30
will be true.

From: Rhino (rhino+tcx@cs.uni-bonn.de)
Date: Fri, 24 Oct 1997 12:08:35
To: peters2@cs.uni-bonn.de
Subject: Your Command

I will achieve that the yellow book
on michael ’s desk in-room a-120
is in the library before 12.30 will be true.

6.4.2 Image Processing

Let us consider another demonstration showing the advantages accruing from
having image processing as an integral, explicit and transparent part of the
control system.We consider the classic task of visual place recognition and the
recognition of known pieces of furniture within an office environment. In this
problem context, specialization and adaptation to the environment promise
great simplifications of the visual processing required. The image processing
functionality for this type of task is well known, permitting us to focus on
the added functionality which comes from employing SRIPPs. Simply put,
Rhino employs a geometric projection algorithm that takesRhino’s position
and the direction in which the camera is pointing as arguments, retrieves the
furniture items in the robot’s view, and predicts where the corners of the
furniture item should appear in the camera image. Thus Rhino applies a
compound image procesing routine which searches for the predicted lines
suggested by the geometric projection algorithm.

Rhino is responsible for the control of the image procesing operations
required for object recognition. Since these operations are represented as
plans, Rhino can tailor the visual recognition of furniture items by selecting
the lines to be found and by sorting these lines in an order that should promise
fast and reliable recognition. As an example of specialization, suppose that
the color of the item of furniture differs significantly from the background.
The object recognition procedure can then look for the boundary corners
first. If, for example, proximity sensors detect an object standing in front of
the item of furniture, the process can adapt its plan, and thus its sequence
of image processing operations, to prefer vertical lines and high corners. The
procedure will run the routines for detecting and recognizing lines in parallel
or sequentially depending on CPU load. The confidence value for a successful
recognition will also be set according to specified deadlines for the recognition
process. In the case of recognition failures the robot control program running
the recognition procedure can try to relocalize the robot or move the robot
to a different location near the furniture item to perhaps get a better view.

Figure 6.11 shows the output of different steps of the recognition pro-
cedure. In Figure 6.11(a) one can see the region of interest (black) that is
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(a) (b)

Fig. 6.11. Recognizing the shelf using runtime configured image processing plans.
The robot uses context information including its estimated pose, the accuracy of
the pose estimation, and the shelf position, to predict where the long vertical lines
of the shelf should appear in the image. It generates regions of interest to focus the
image processing routines

computed from the degree of confidence in the robot’s location with the white
lines being the edges detected by the edge detector within this region. Fig-
ure 6.11(b) shows the final result of recognizing the shelf. The black lines are
the predicted ones and the white ones are the recognized lines. Such results
are to be expected from this type of IP.

It would be impossible to achieve this level of flexibility and robustness
if image processing were hidden within discrete and fixed image processing
modules that could be used only in a very limited and predefined way and
were controlled by stored sequences of image processing requests. Since image
processing routines in our approach are dynamically generated and revised
during robot operation, the robot control system needs direct access to the
visual information sensed by the robot. Moreover, since the control routines
are concurrent programs, they may simultaneously need to read or modify
the shared visual information. In this context, the image processing facility
must enforce controlled access to the visual information to ensure stability
and optimal use of available resources.

6.4.3 Resource-Adaptive Search

Despite the fact that search tasks are ubiquitus in service robot applications
surprisingly little work has been done on developing computational mod-
els capable of producing competent search behavior. We will now describe
a search method and its integration into srcs, which exploits background
knowledge and considers given deadlines to tailor the robot’s search behavior
to the particular search task at hand. The system generates search plans for
a small-size office environment based on cost-benefit considerations within
seconds.
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A typical search task of a robot office courier can be paraphrased as: “look
for the red letter, I need it in ten minutes. I probably left it in room A-120 or
possibly in A-111. I usually leave things around my desk and sometimes next
to Dieter’s.” Such a search task is specified as follows.

REQUEST FIND (A LETTER (COLOR RED))
:DEADLINE (+ NOW 10))

TELL P(IN-ROOM = A-120) = 0.4
∧ P(IN-ROOM = A-111) = 0.4
∧ P(NEXT-TO = MICHAELS-DESK | IN-ROOM = A-120) = 0.6) ∧ ...

The search problem specification consists of a request statement that tells
the robot to find a red letter within ten minutes and the tell statement that
provides information about where the robot can expect to find a red letter.
It specifies that the probability of finding a red letter in room A-120 is 0.4
(the random variable IN-ROOM has the value A-120 with the probability of
0.4) and that the probability of a red letter lying next to Michael’s desk given
that the letter is in room A-120 is 0.6.

Fig. 6.12. The figure shows a probability distribution for a target location that
is constrained by a search task. The brighter a grid cell the higher the probability
that the target object is at that location

Spatial relations such as “next to” specify conditions on object configura-
tions, for example on the distance between the target, a letter, and a reference
object, Michael’s desk. We define the probability of an object being at loca-
tion 〈x,y〉 if the object is in front of a map object as a bivariate Gaussian
probability distribution (see (Gapp, 1994) for a more detailed account and
an experimental justification). The information content of the background
information provided with a search problem is translated into a probability
distribution for the location of the target (see figure 6.12).
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Figure 6.13 pictures four search plans that a plan adaptor of an src has
generated for different kinds of search problems. The first one (figure 6.13(a))
searches a Coke can without time constraints and a priori information. The
robot searches the whole environment systematically in order to minimize the
expected time to find the object. Figure 6.13(b) pictures a search behavior
without resource constraints but with prior information that the Coke can
is either in the bottom leftmost or the two upper leftmost rooms. A search
plan for time-constrained search is shown in figure 6.13(c). Finally, the last
plan is computed for time-constrained, informed search. The Coke can is in
one of the rooms listed above. The difference to the last search plan is that
the robot does not search the hallway. Instead it searches the upper leftmost
room more thoroughly.

(a) (b)

(c) (d)

Fig. 6.13. Problem-specific search plans generated by the resource-adaptive, in-
formed search strategy. Subfigure (a) shows an uninformed search plan that searches
the region systematically. Subfigure (b) depicts a search path where the robot is
told the the target is in one of the three rooms. A search plan that has maximum
probability of finding the target within 15 minutes is shown in subfigure (c). Fi-
nally, a search path that only searches in three rooms and for 15 minutes is shown
in subfigure (d)
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The search routines are integrated into the src of the robot office courier.
The search routine is essentially a loop that carries out one search action after
the other, where a search action consists of navigating to the viewpoint of the
search grid cell, orienting the robot in the direction of the center of the search
grid cell, and running the target detection procedure. Concurrently with the
execution of the main loop are monitoring processes that detect situations
such as the way to the intended viewpoint is blocked or the door to a room
that should be searched is closed. If the way to a viewpoint is blocked the
search action recovers locally and by trying an alternative viewpoint (see
figure 6.14). If no alternative viewpoint is possible the search action fails and
the search action of the next iteration is executed. If doors are detected to
be closed the intended search plan is replanned under the evidence that the
particular room is closed.

(a) (b) (c)

Fig. 6.14. Replanning search when viewpoints are blocked

Figure 6.15 shows how a search plan is replanned if a door to a room to
be searched is closed. Figure 6.15(a) shows the execution of the plan if the
library is open. The right one shows the path if the library is closed. In this
case the classroom is searched more thoroughly.

6.4.4 Active Localization

In this experiment we show how srcs robustly integrate the subtask of es-
timating the position of the robot in the robot’s operation. The principle of
this integration is to monitor the certainty of the position estimation and to
autonomously relocalize the robot whenever the uncertainty grows too large.
A localization process keeps accurately and efficiently track of the robot’s po-
sition (Burgard, Fox, and Thrun, 1997). Furthermore, it provides a measure
for detecting localization failures and it is able to autonomously relocalize
the robot in such situations. The src ensures that the robot’s missions can
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(a) (b)

Fig. 6.15. Replanning the search when a door is closed

be interrupted by such active localization processes at any point in time and
allow the robot to complete its mission afterwards.

To demonstrate these capabilities we performed several complex exper-
iments in our office environment. In all these experiments the task of the
robot was to reach a location in front of a shelf in one room of our building.
In order to force the control system to start the active localization process
we manually rotated the robot by about 70 degrees shortly after starting its
mission.
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Fig. 6.16. Navigation plan of the robotic agent

Figures 6.16-6.18 show a representative example of these experiments.
Figures 6.17-6.18 contain an outline of our environment including the cor-
responding position probability density (dark regions are more likely). In
this example Rhino was started at the east end of the hallway (see Fig-
ure 6.17(a)). The destination was a location in front of Wolfram’s shelf in
room B. Upon receiving the request to go in front of Wolfram’s shelf, the
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structured reactive controller computed the navigation plan shown in Fig-
ure 6.16. Shortly after starting the execution of the navigation plan we man-
ually turned the robot to the right. After this turn the robot was facing west
(i.e. to the left of the page) while the position tracking assumed the robot
to face south-west-south. Consequently the path planner generated target
points that caused the robot to turn right and move ahead. Shortly after
that, Rhino’s reactive collision avoidance (Fox, Burgard, and Thrun, 1997)
turned the robot to the left because of the northern (top) wall of the corri-
dor. While the solid line in Figure 6.17(a) shows the real trajectory of the
robot, the dashed line depicts the trajectory estimated by the position es-
timation module. Note that this module didn’t realize the manual change
in orientation. To the robot it seemed as if there was some obstruction in
the corridor which forced it off course and through the doorway. At the end
of this path the accumulated discrepancies between expected and measured
sensor readings reduced the confidence in the position of the robot below the
given threshold.

W
olfram

’s
shelf

B

(a) (b)

Fig. 6.17. Path of the robot before active localization (a). Initial stage of active
localization (b)

At that point the robot control system interrupted the navigation process
and started the active localization module. The inconsistencies in the belief
state caused the localization module to re-localize the robot, which starts
with uniform distribution over all possible positions in the environment (see
Figure 6.17(a)). After a short period of random movement, the number of
possible positions had been reduced to 10 local maxima in the belief state
where the positions at the west end facing east and the east end facing west
were the most likely ones. To disambiguate these two positions, Rhino de-
cided to enter the next room to its left (either room C or D). This target
location was chosen because it was expected to maximally reduce the un-
certainty of the position estimation. In this particular run the corresponding
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navigation action leadRhino into room C, where in fact all ambiguities could
be resolved (see Figure 6.18(a)).

After successful relocalization, the control was transferred back to the
navigation task which generated a new navigation plan to room B, which
as shown in Figure 6.18(b) was executed immediately after re-localization.
Figure 6.18(b) also shows the complete trajectory taken by the robot.

D

C

Fig. 6.18. Rhino moves into room C for disambiguation (a). Navigation after
successful re-localization (b)

This demonstration shows how monitoring processes, recovery activities,
and navigation plans are integrated. It demonstrates how navigation tasks
can be interrupted and successfully continued despite the side effects of the
interrupting subtasks.

6.5 Related Work on Plan-Based Robotic Agents

In recent years, there have been a number of longterm real-world demonstra-
tions of plan-based control, which have impressively shown the potential im-
pact of this technology for future applications of autonomous service robots.
In NASA’s Deep Space program a plan-based robot controller, called the Re-
mote Agent (Muscettola et al., 1998b), has autonomously controlled scientific
experiments in the space. In the Martha project (Alami et al., 1998), fleets
of robots have been effectively controlled and coordinated. Xavier (Simmons
et al., 1997a), an autonomous mobile robot with a plan-based controller, has
navigated through an office environment for more than a year, allowing people
to issue navigation commands and monitor their execution via the Internet.
In 1998, Minerva (Thrun et al., 1999), another plan-based robot controller,
acted for thirteen days as a museum tourguide in the Smithonian Museum,
and led several thousand people through the exhibition.

In this section, we will describe and discuss several of these autonomous
robots in more detail.
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6.5.1 XAVIER

Simmons et al. (1997a) have developed Xavier, an autonomous mobile robot
that has performed longterm navigation experiments in an office building.
Xavier is implemented on the basis of a software architecture (Simmons,
1994) that is organized in five layers: obstacle avoidance, navigation, path
planning, task scheduling, and the user interface (Simmons et al., 1997b).
The user interface allows users to post asynchronous navigation requests and
to monitor the execution of the requests via a World Wide Web interface.
The task planning layer inserts new navigation requests into the sequence of
intended navigation tasks. The task planning layer also monitors goal achieve-
ment and has some ability of recovering from execution failures. The path
planning layer is responsible for determining efficient routes and employs
decision-theoretic planning techniques (Goodwin and Simmons, 1992). The
navigation layer plans how to reach the next destination using a Partially Ob-
servable Markov Decision Process (POMDP) model (Simmons and Koenig,
1995). Finally, the obstacle avoidance layer reactively directs the robot to the
next destination guided by the navigation plan.

Xavier has been in nearly daily use for more than one year and traveled
in this period more than 75 kilometers in order to satisfy over 1800 navigation
requests.

The layer that is closest related to the research presented this thesis is
task planning layer. At the task planning layer, Xavier employs Rogue,
a system for interleaved task planning, execution, and situation-dependent
learning (Haigh and Veloso, 1997). Rogue accepts multiple, asynchronous
task requests, and interleaves task planning with real-world robot execution.
Rogue prioritizes tasks, suspends and interrupts tasks, and opportunisti-
cally achieves compatible tasks. Rogue also monitors task execution and
compensates for failure and changes in the environment.

Our approach to plan-based control differs from the approach taken in the
Xavier controller in various respects. First, Xavier is only concerned with
navigation tasks, whereas our system is concerned with the concurrent and
integrated control of a variety of mechanisms. Whereas in Xavier task man-
agement is performed by a module of the control system, srcs perform plan
management by explicitly specified plan adaptors, constraining plans that are
part of the robot’s overall plan. Managing plans through plans rather than
a blackbox system has several advantages. First, plan management can be
controlled in the same way as perception actions. Second, the plan adaptors
being explicit and rather declarative is a prerequisite for successfully learning
plan adaptors, their applicability, and expected utility. Third, we can realize
situation specific plan management strategies by having plan adaptors that
insert, delete, and revise other plan adaptors.

Rogue is very interesting because of its means for learning the situation-
specific cost of performing actions (Haigh and Veloso, 1998). Learning cost
models of the actions of a robotic agent is certainly an important step of
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efficiently performing everyday activity. We plan to investigate the learning
of more reliable navigation plans and the situation-specific cost of navigation
actions.

6.5.2 CHIP

Firby et al. (1996) have developed Chip, an autonomous mobile robot that
is intended to serve as a general-purpose robotic assistant. A main applica-
tion demonstration of Chip was the Office Cleanup event of the 1995 Robot
Competition and Exhibition. Chip was to scan an entire area systematically
and, as collectible objects were identified, pick them up and deposit them in
the nearest appropriate receptacle.

The software architecture of Chip’s control system is called the Animate
Agent Architecture (Firby et al., 1995). The Animate Agent Architecture
consists of two components: the RAP reactive plan executor (Firby, 1987;
Firby, 1989), and a control system based on reactive skills (Firby, 1992; Firby,
1994). The executor executes sketchy plans, that is, plans that leave many
steps to be chosen as the actual situation unfolds. It makes these choices at
run time when the true state of the world can be sensed. The output from the
executor is a detailed set of instructions for conguring the skills that make
use of the agent’s sensors and eectors.

One of the primary objectives in the Chip project is to develop a set of
skills, which closely correspond to our notion of process modules, and subgoals
that are generic and can be used to achieve a wide variety of everyday tasks.
Their work is very interesting because they have developed a library of low-
level plans that can be carried out in situation-specific ways. In developing
control plans for real robot applications they have encountered many issues
that we have also addressed in our chapter on plan representation.

Their work is closely related to our work on integrating mechanisms and
low-level plan representation. Indeed, their notion of robot skills closely re-
sembles the notion of process modules that we have employed in this Thesis.
Their notion of reactive action packages roughly corresponds to our low-level
plans.

There are several distinguishing aspects between both research projects.
The Animate Agent Project has investigated robotic tasks that included
object manipulation and more sohisticated vision tasks (Prokopowicz et al.,
1996). Manipulation tasks raise a number of interesting issues for plan-based
control, including the tight integration of image processing and manipulation,
in particular grasping, the necessity to parameterize manipulation actions
with object descriptions, and the occurrence of perceptual confusion. Object
manipulation seems to present many realistic problems that call for more
sophisticated plan management mechanisms. While the scope of mechanisms
that the plans control is wider, the set of plan management operations is
more or less restricted to the situation-specific plan expansion.
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6.5.3 Flakey

Konolige et al. (1997) have developed Flakey, a custom-built robot platform
that operates within SRI’s office environment. Flakey navigates through an
office environment according to a multistep strategic plan, an approximate
map of the area, and the information provided by several on-board sensors.
The robot executes the plan despite the presence of unanticipated objects,
moving obstacles (e.g., people), and noisy sensors.

Flakey’s software architecture, called Saphira (Konolige et al., 1997),
is a layered control system consisting of a effector level, a behavior level,
and a task level. In Saphira sensor data and their interpretations in terms
of perceptual features are stored in a database that represents the robot’s
egocentric view. The database is called the local perceptual space (LPS). On
the basis of an approximate map of the world, the robot matches (anchoring)
its observations to objects in its environment.

At the behavior level, Flakey is controlled by behaviors, which in turn
are realized through a set of fuzzy rules whose antecedents are fuzzy formulas
(Saffiotti et al., 1993). A rule’s level of activation corresponds to the degree
that its precondition matches the LPS; when the precondition of a rule holds,
then its action is very desirable; when the precondition partially matches, the
action is less desirable. By blending the actions of all the rules, in the currently
active behaviors, according to their levels of activation, an ”optimal” action
is derived. Since the conditions in the environment typically change slowly,
the repeated application of the same fuzzy rules smoothly blends actions over
time.

At the task level, PRS-Lite (Myers, 1996) provides real-time supervisory
control for the robot by managing the robot’s intentions according to the
beliefs and goals of the robot. A large part of the beliefs are retrieved from the
LPS. PRS-Lite follows a strategic plan that states the sequence of goals that
the robot needs to satisfy. PRS-Lite utilizes a library of predefined procedures
to reduce these high-level goals into subsequences of lower-level goals; at
the lowest level, goals are satisfied by activating and deactivating behaviors
according to the refined plan and the situation-dependent information in the
LPS. Thus, at any point in tim, several behaviors are enabled, with their
level of activation determined by the fuzzy controller.

The unique feature of PRS-Lite is that it produces smooth transitions
between different sets of behaviors. Smooth transitions are achieved by ter-
minating tasks after the subsequent tasks are enabled and letting the fuzzy
controller lower the activation level of the previous and raise the activation
level of the following behavior set.

Our approach to plan-based control of robotic agents differs from the
Flakey approach in several ways. Flakey dispenses with execution time
deliberation and can therefore not predict and forestall execution failures
in the way Structured Reactive Controllers do. In another research project,
however, PRS-Lite has been coupled with an AI planning system (Wilkins et
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al., 1995). Another difference is the way task-level control is specified. While
in srcs the intended course of action is specified by a concurrent reactive
plan, PRS-Lite dynamically expands the intended course of action according
to the actual beliefs.

6.5.4 An Architecture for Autonomy

Alami et al. (1998) have developed an integrated software architecture for
autonomous robot control that allows a mobile robot to plan its tasks, taking
into account complex temporal, resource, and other domain constraints. The
architecture is composed of two main levels: a decision level, which is both
goal- and event-driven, and a functional execution level composed of modules
that perform state estimation and effector control. The decision level itself is
typically composed of a mission planning and a task supervisor and integrates
deliberation and reaction.

The basic components of the software architecture are IxTeT (Laborie
and Ghallab, 1995; Ghallab and Laruelle, 1994), a temporal planner, prs

(Ingrand et al., 1996; Ingrand, Georgeff, and Rao, 1992), for task refinement
and supervision, Kheops for the reactive control of the functional level, and
GenoM for the specification and integration of modules at the functional
level (Fleury, Herrb, and Chatila, 1994). Instances of the proposed architec-
ture have been already integrated into several indoor and outdoor robots.

A salient aspect of the architecture is the use of a sophisticated temporal
planner, called IxTeT (Laborie and Ghallab, 1995; Ghallab and Laruelle,
1994), that can synthesize complex mission plans that satisfy the symbolic
and numerical constraints for time points and constraints on resources and
other domain attributes. The research on IxTeT focuses on the investiga-
tion of effective compromises between the expressiveness of action and sub-
plan description languages and the efficiency of the search for solutions of
the planning problems. In this context, the IxTeT makes important contri-
butions to control issues involved in synthesizing complex plans. The only
other robotic agent architecture that is equipped with such a sophisticated
mission planning mechanism is the Remote Agent that is discussed in the
next section.

Another important aspect of the Architecture for Autonomy that distin-
guishes it from other architectures is its emphasis on software engineering
tools for system design and implementation, most notably GenoM (Fleury,
Herrb, and Chatila, 1994), Proprice (Despouys and Ingrand, 1999), and
TransGen. Alami et al. (2000) describe an experiment in which they have
integrated existing low-level modules into a complete control system that
performs nontrivial task control within 40 days.

A key application of the architecture is the Martha project (Alami et al.,
1998), which investigates the management of a fleet of autonomous mobile
robots for transshipment tasks in harbours, airports and marshaling yards. In
such context, the dynamics of the environment, the impossibility to correctly



176 6. Plan-Based Robotic Agents

estimate the duration of actions (the robots may be slowed down due to
obstacle avoidance or re-localisation actions, and delays in load and unload
operations, and so on) prevent a central system from elaborating long or
medium term efficient and reliable detailed robot plans.

In the Martha project, a more flexible way is pursued in which the robots
determine incrementally the resources they need taking into account the ex-
ecution context. As a consequence, Alami, Ingrand, and Qutub (1998) have
developed advanced techniques for plan merging in order to improve multi
robot cooperation.

6.5.5 Remote Agent

The Remote Agent is a software architecture for controlling autonomous
spacecrafts (Muscettola et al., 1998b). The Remote Agent has successfully
operated the Deep Space 1 spacecraft for two days in May of 1999. This
experiment was the first time that an autonomous agent has controlled a
deep space mission.

The control of spacecrafts presents autonomous robot controllers with a
unique combination of challenges. These challenges comprise the requirement
for autonomous operation over long periods of time, high reliability including
the capability of fast failure response despite limited observability of the
spacecraft state.

The Remote Agent (Pell et al., 1997) consists of three components: a
smart executive (Pell et al., 1997a; Pell et al., 1998), a mode-identification and
reconfiguration engine (Williams and Nayak, 1996), and an integrated plan-
ner and scheduler (Pell et al., 1997b). The Remote Agent is commanded by
giving it a small handful of high-level goals. The planner/scheduler expands
these goals into a plan that achieves the goals while satisfying constraints on
resources, operations, and safety. The plan is carried out by the executive.
If problems arise during execution, they are detected by mode identification
module and the executive tries to resolve the problems within the constraints
of the plan. If the problems cannot be resolved without violating the con-
straints, the executive terminates the current plan, achieves a safe spacecraft
state, and asks for a new plan. The planner generates a new plan that achieves
the remaining goals while taking the new spacecraft state into account.

Key design principles underlying the Remote Agent are the use of
model-based programming, the application of deduction and search mecha-
nisms even in fast feedback loops (Williams and Nayak, 1997), and the use of
high-level closed loop commanding. The basic idea of model-based program-
ming is the implementation of control programs based on declarative com-
ponent models of hardware and software behaviors. Using the models, the
Remote Agent can reason about system wide interactions between compo-
nents. Even the procedures of the reactive execution component operate with
these declarative models. The model-based execution system supports diverse
reasoning tasks by the use of self models of modules and mechanisms for self
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configuration. Such self models enable components to identify anomalous and
unexpected situations and to synthesize correct responses to requests. The
advantages of model-based autonomy include facilities for more efficient pro-
gramming of system functionality and increased safety and reliability.

The need for onboard and execution time deduction and search arises
from the controlled system being extremely complex and yielding system
wide interactions. Because of these complex interactions it is in general not
possible to precompute the appropriate responses to all possible combinations
of system states.

Finally, high-level closed-loop commanding is employed in order to avoid
the premature committment to overspecialized plans. Thus, the Remote

Agent specifies goal trajectories that specify goals and time windows in
which they should be achieved. Such goal trajectories give the agent more
flexibility with respect to the specific realizations of the goals.

6.6 Discussion

We have seen in this chapter examples in which modern AI planning technol-
ogy in general and Structured Reactive Controllers in particular have con-
tributed to autonomous robot control by improving the robot’s behavior.
The planning techniques, in particular, the temporal projection and the plan
revision techniques can do so because they (1) extend standard scheduling
techniques and reactive plan execution techniques with means for predict-
ing that the execution of a scheduled activity will result in a behavior flaw;
(2) predict states relevant for making scheduling decisions that the robot
won’t be able to observe; (3) uses information about predicted states before
the robot can observe them.

These capabilities enable planning robots to outperform those that have
controllers that do only situated task scheduling. However, in simple environ-
ments as the one we have considered in this thesis the number of scenarios
in which in which planning pays off is surprisingly small. The prediction of
flaws could not be exploited convincingly because the only possible flaw that
could be detected this way was the loading of two letters with the same color.
For such simple problem and dynamics one could use a special purpose detec-
tor. The second capability could be exploited because the environment was
too small and the range of sensors too large. The third capability to predict
whether doors will probably be open before they can be observed could not
be exploited because it is possible to wait until the robot observes the door
without losing performance.

Our conclusion from these lessons is that the break-even point for the
application of robot action planning techniques will be reached when service
robots will (1) perform their jobs in environments that are more complex,
(2) will be able to perceive more states that can be used for planning, and
(3) have to deal with more things that might go wrong as they perform their
activities.



7. Conclusions

Our long-term research goal is to understand and build autonomous robot
controllers that can carry out daily jobs in offices and factories with a relia-
bility and efficiency comparable to people. We believe that behavior patterns,
such as exploiting opportunities, making appropriate assumptions, and act-
ing reliably while making assumptions, make everyday activity efficient and
reliable. Exhibiting such behavior patterns requires robot controllers to spec-
ify concurrent, reactive behavior — even at the deliberative level of agent
control.

In this book we have proposed srcs as a means for specifying the behavior
of autonomous service robots. srcs can accomplish important patterns of
everyday activity successfully because their sub-plans are made interruptable
and restartable using high-level control structures that specify synchronized
concurrent reactive behavior. srcs achieve adaptivity through plan revision
and scheduling processes, implemented as policies, that detect opportunities,
contingent situations, and invalid assumptions. Plan revision techniques can
perform the required adaptations because of the modular and transparent
specification of concurrent and reactive behavior. In particular the distinction
of plan adaptors and primary activities increases the modularity significantly.
Plan adaptors enable Rhino to specify opportunistic behavior and achieve
reliable operation while making simplifying assumptions.

One conclusion that we draw is that there is no fundamental trade-off
between the expressiveness of the language for specifying robot controllers
and the feasibility of automatically reasoning about and revising these con-
trollers. We can use expressive languages and still design the plans in ways
that allow for fast reasoning and reliable revision. This suggests the explo-
ration of new variations of planning problems that might be better suited for
autonomous robots control. Our most important research direction aims at
getting a more thorough understanding about the design principles, why and
when they work, and a better understanding on the impact of these principles
on the complexity of reasoning problems. Other ongoing research projects on
structured reactive controllers investigate methods for learning routine plans
from experience and the development of plan revision policies that forestall
plan failures based on prediction.

M. Beetz: Plan-Based Control of Robotic Agents, LNAI 2554, pp. 179–179, 2002.
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