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Foreword

By the dawn of the new millennium, robotics has undergone a major trans-
formation in scope and dimensions. This expansion has been brought about
by the maturity of the field and the advances in its related technologies. From
a largely dominant industrial focus, robotics has been rapidly expanding into
the challenges of the human world. The new generation of robots is expected
to safely and dependably co-habitat with humans in homes, workplaces, and
communities, providing support in services, entertainment, education, health-
care, manufacturing, and assistance.

Beyond its impact on physical robots, the body of knowledge robotics has
produced is revealing a much wider range of applications reaching across di-
verse research areas and scientific disciplines, such as: biomechanics, haptics,
neurosciences, virtual simulation, animation, surgery, and sensor networks
among others. In return, the challenges of the new emerging areas are prov-
ing an abundant source of stimulation and insights for the field of robotics.
It is indeed at the intersection of disciplines that the most striking advances
happen.

The goal of the series of Springer Tracts in Advanced Robotics (STAR)
is to bring, in a timely fashion, the latest advances and developments in
robotics on the basis of their significance and quality. It is our hope that the
wider dissemination of research developments will stimulate more exchanges
and collaborations among the research community and contribute to further
advancement of this rapidly growing field.

The monograph written by Vincent Duindam and Stefano Stramigioli is
the second in the series devoted to biped robots. The challenge of this work
is to demonstrate how advanced mathematical tools of differential geometry,
port Hamiltonian systems and bond graphs can be successfully applied for
robust and stable control of walking robots. The approach is substantiated
by several experiments on different set-ups, revealing a potential to fill the
gap between the adoption of passive dynamic walkers and the resort to active
position-controlled walking robots.
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The monograph is expanded from the doctoral dissertation of the first
author, which was a finalist for the “Technology Transfer” section of the
Seventh Edition of the EURON Georges Giralt PhD Award. A very fine
addition to STAR!

Naples, Italy Bruno Siciliano
August 2008 STAR Editor



Preface

Walking robots are complex machines with many degrees of freedom. De-
signing efficient controllers for such robots can be a daunting task, and the
differential equations by themselves usually do not help much when try-
ing to understand the dynamics. Still, research on passive dynamic walking
robots has shown that it is possible to make robotic mechanisms walk very
naturally and efficiently without using any control! The gap between theoreti-
cally well-understood position-controlled walking robots and experimentally-
designed uncontrolled passive-dynamic walkers is nevertheless large, and
extending a passive-dynamic walker to be more robust and versatile is
non-trivial.

The purpose of this work is to present a set of mathematical tools that
can simplify studying robotic walking motions and designing energy-efficient
controllers. We extend classical dynamic modeling methods and view robots
and controllers as energy-exchanging physical systems, which forms the ba-
sis of the so-called port-based approach. We show how such methods can
be used to analyze walking mechanisms, find efficient walking trajectories,
and design controllers that increase robustness and stability with minimal
energy cost. We use extensive examples and illustrations with the objective
to make the mathematics intuitive and accessible to everyone with an en-
gineering background: we believe advanced math can be beautiful without
being difficult!

This book is based on the first author’s dissertation work at the University
of Twente, as part of the EU-sponsored project GeoPlex. We would like to
thank all members of the GeoPlex consortium for their direct and indirect
contributions to the results in this book and for the many enlightening dis-
cussions we had about the topic. We also thank our colleagues of the Control
Engineering Lab at the University of Twente for the extensive collaboration
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and great working environment. Finally, we want to thank our families and
friends for the many years of indispensable non-scientific support.

July 2008 Vincent Duindam
Stefano Stramigioli
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Chapter 1
Introduction

The main goal of engineering research is to find general methods to build real-
world physical objects that solve real-world problems. The real-world problem
studied in this book is the energy-efficient control of walking robots, and the
general method that is used is based on the port-Hamiltonian framework for
modeling and control.

1.1 Walking Robots

1.1.1 Humanoid Robots

Robots are cool. Whether it is their smooth controlled motion, the detailed
precision mechanics, or the appearance of intelligence, there is something
that attracts people. In the last decades, industry has realized this and has
begun building and selling robots for personal and entertainment purposes.
An important, but so far rather expensive market segment is being filled by
humanoid robots: robots that are designed in the image of humans. Though
still in their relatively infant stages, current humanoid robots already have a
human-like appearance and behavior, see for example the robots in Figure 1.1:
Asimo (Sakagami et al. 2002) by Honda, Qrio (Geppert 2004) by Sony, and
Hubo (Park et al. 2005) by the Korea Advanced Institute of Science and
Technology (KAIST).

Reasons for building robots with human characteristics are manifold. From
a practical point of view, if robots are ever to work inside a house that was
built for humans, then obviously they need to be able to move and reach
where humans can move and reach (walk up the stairs, grab something from
a shelf), and these requirements are trivially met if the robots are shaped and
articulated like humans. For similar reasons, NASA is developing Robonaut
(Ambrose et al. 2000), an astronaut-size robot with arms, hands, fingers, a
head, and a torso, to assist in space missions, both indoors and outdoors
during space walks, without the need for the special grappling hooks used in
more conventional robot systems.

V. Duindam, S. Stramigioli: Model. & Ctrl. for Effi. Bipedal Walk. Robo., STAR 53, pp. 1–13.
springerlink.com c© Springer-Verlag Berlin Heidelberg 2009
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(a) Hubo KHR3 (image
courtesy of Prof. J. Oh,
KAIST, Korea).

(b) QRIO (image cour-
tesy of Sony Corporation,
Japan).

(c) Asimo (image courtesy
of Honda Research Institute,
USA).

Fig. 1.1 Three examples of modern humanoid robots

As a second reason, various studies indicate that people are more likely
to accept robots in their environment if they appear natural, i.e. human-
like. See for example the interesting field experiment by Kanda et al.
(2004) on introducing robotic playmates and tutors for children, or the
research by Breazeal (2003) on developing interactive robots with facial
expressions.

Thirdly, from an engineering point of view, humanoid robots can be de-
signed not just for the purpose of having human-like features, but because
human shapes have evolved to be the optimal solution for certain prob-
lems. Moving around in a rocky outdoor environment, for example, is much
easier for humans than for cars, because humans have very articulate legs
that can cross high obstacles, whereas the wheels on cars can not. Instead
of trying to cook up solutions from scratch and reinvent the wheel, it is
much easier to take a design that has been under development for millions
of years.

Humanoid robots themselves can be useful research objects, but also the
many parts and spin-off results can be fruitful in various areas. Taking this
literally, robotic arms and legs with dimensions and properties similar to
humans may be used, for example, as prosthetic arms and legs (Harwin et al.
1995, Au et al. 2008), or as an exoskeleton to increase human capabilities
towards the super-human (Pratt et al. 2004). But more indirectly, the process
of building robotic arms and legs can help in understanding how human arms
and legs work (Collins 2008). This knowledge can then help in the design
of other robotic systems that assist human arms and legs, for example the
robotic rehabilitation aid for people recovering from a stroke (Ekkelenkamp
et al. 2005).
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1.1.2 Research on Walking Robots

One of the most interesting aspects of a humanoid robot is its locomotion
technique: walking. Contrary to most, if not all, traditional mobile robots,
which are based on rolling wheels, a humanoid robot has legs. Although
wheeled locomotion is easier to control and highly efficient for moving on
hard, flat terrain, legged locomotion can be useful in rocky or soft terrain,
and it can be efficient as well.

Walking can be defined as a locomotion gait of a biped, in which the feet
are lifted alternately, while at least one foot is on the ground at all times. If
both feet (temporarily) leave the ground, the gait is called running. From a
mechanical point of view, walking is the process in which periodic internal
shape changes of the mechanical structure, combined with reaction forces
from the ground, result in an overall displacement.

The main way in which walking locomotion is implemented in robots is
based on so-called static walking. From the definition of walking, we see that
at least one foot is always on the ground. If we now construct a fully actuated
robot, and ensure (by means of active control) that the center of mass is
always located above the foot area, then if the robot is moving slowly enough
(hence the name static), it is always stable. If we then command the joints
to move periodically such that the rear foot is lifted, moved forward, and put
down, then we obtain a stable walking motion: the robot walks without falling
over. The control problem of walking is thus reduced to traditional joint
tracking control of a rigid mechanism, and all standard control techniques
from this field can be applied.

Starting from the basic idea of static walking, we can tune the joint trajec-
tories such that a human-like motion appears. In addition, the static analysis
of the center of mass can be extended to an analysis of the Zero Moment
Point (ZMP), in which the center of pressure (resulting from both gravita-
tional and inertial effects) is required to remain strictly inside the foot area.
A more detailed description of ZMP-analysis can be found in Vukobratović
(2004).

Many walking robots, such as the humanoids of Figure 1.1, are based on
static walking, and these robots are generally highly versatile: they can walk
up stairs, walk at various speeds, and use sensory information to plan the
next steps. On top of that, the motion generally looks quite human-like. The
one big remaining problem, however, is energy consumption. Even with huge
battery packs, these robots can only operate for maybe an hour.

One of the reasons for this large energy consumption is that, although the
walking motion of the robot may look natural and human-like, it may not be
natural at all for the robot to walk in this way. Humans walk with a certain leg
and joint motion because it is efficient for their specific mechanical structure
to do so. This does not at all mean that the same leg and joint motion is
also efficient for a robot with a different mechanical structure. Hence, simply
using human joint trajectories as reference trajectories for walking robots
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(a) Copy of McGeer’s passive dy-
namic walker, by Garcia et al.
(1998).

(b) Three-dimensional passive dynamic
walker, by Collins et al. (2001).

Fig. 1.2 Two examples of unactuated passive dynamic walking robots (images
courtesy of Prof. A. Ruina, Biorobotics and Locomotion Lab, Cornell University)

may result in motion that looks good, but there is no reason to assume that
it is efficient as well.

Fortunately, energy-efficient trajectories forwalking robots do exist. McGeer
(1989, 1990a) showed in his remarkable work on passive walking robots, that
certain mechanical systems indeed have a natural tendency to walk. More pre-
cisely, these mechanisms, such as the ones in Figure 1.2, can walk down a shal-
low hill without actuation, only powered by gravity. The center of mass of these
robots does not always remain above the stance foot, and hence they are not
statically stable. Nevertheless, it has been shown, both in theory and in prac-
tice, that the walking cycles of these robots are dynamically stable, hence the
name dynamic walking. See for example the work of Collins et al. (2005), Wisse
& van der Linde (2007).

Inspired by passive dynamic walkers, researchers have looked at various
ways of adapting and augmenting the passive dynamic motions in order to
obtain more robustness, walk on different slopes (including a level floor),
and to attain other design goals. Many of these strategies are biologically
inspired. For example, van der Linde (2000) used McKibben muscles in the
design of a stepping robot, and Wisse & van Frankenhuyzen (2003) extended
McGeer’s original passive dynamic walking with McKibben muscles to obtain
stable, robust, level-floor walking. Alexander (1990) showed how locomotion
can be made more efficient by using springs at locations where animals have
(elastic) tendons. Kuo (1999) gave several examples to control the unstable
lateral motion in three-dimensional walking, one of which being the use of
a trunk (upper body). Finally, Pratt & Pratt (1999) described how the use
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of compliant ankles and kneecaps can help to obtain better controllable and
more efficient walking.

Others have focussed more on the energy conserving properties of passive
walkers, and designed their controllers to adjust the energy balance. Spong
& Bullo (2005) describe a control law that effectively rotates the apparent
gravitational field, thus making the controlled robot move with the same gait
on different slopes. Asano et al. (2004) define various control laws that control
the energy level of a walking robot. Yamakita et al. (2000, 2001) apply the
method of Passive Velocity Field Control (Li & Horowitz 1995) to the control
of walking robots.

Unfortunately, no matter what control technique is used, the behavior of
(almost) passive walkers remains difficult to understand, due to the highly
nonlinear, coupled, and generally unstable dynamics, together with the hy-
brid aspects of switching between left and right foot, and between contact and
no-contact. Controller design of almost-passive dynamic walkers has there-
fore been based mainly on engineering intuition, biological inspiration, and
physical tinkering with experimental robots. Such methods have always been
the basis of new design, and the authors believe that they will always remain
valuable in nonlinear control, mainly because the class of general nonlinear
systems is so large and diverse: the optimal controller cannot just be com-
puted from scratch. However, once a certain direction or type of solution
has been determined by intuition or biological analogy, systematic and au-
tomated methods are valuable methods for specific quantitative design and
fine-tuning. For example, although Alexander (1990) found useful locations
for springs in walking robots based on observation of biological systems, the
optimal stiffness value of such a spring cannot be easily deduced from biol-
ogy, whereas it can be determined by a systematic optimization procedure,
as shown in Section 5.1 of this work.

1.2 Port-Hamiltonian Modeling and Control

1.2.1 Port-Hamiltonian Modeling

Engineering systems are becoming increasingly complex. Although this may
be due partially to the yearning of researchers and engineers for new chal-
lenges and more difficult problems (Tanie 2005), the main reason is that
society demands engineering systems to solve more complex problems. The
complexity is caused by many aspects, for example the demand for better
performance, smaller scale, faster response, lower cost, or lower weight. Such
demands generally require the use of physical components that exhibit more
complex behavior. For example, when a lighter metal bar is used to achieve
less weight and higher speed, it can exhibit flexibility and oscillatory behavior
that is not present with a heavier bar at a lower speed. These components can
then result in nonlinear behavior and stronger dynamic coupling between the
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different parts of the system. If the higher-order dynamics occur on a much
smaller time-scale than the leading-order dynamics, it may even lead to an
apparent hybrid, or switching, behavior.

As the complexity of the problem (and its solution) increases, controlling
the system and improving its behavior become more difficult. A detailed
understanding of the behavior of the system is then required to be able to
solve the problem. A common and sensible approach in engineering research
is to ‘divide and conquer’, i.e. to think of the system as an interconnection of
simpler subsystems. The interconnection is required since the subsystems are
generally coupled in some way, but hopefully some of the coupling is weak or
simple enough to allow the subsystems to be studied separately.

The process of deciding how to structure a system as an interconnection
of basic elements is called modeling. As argued, for example, by Breedveld
(2004), this decision process is highly dependent on the goal of the analysis,
i.e. whether a basic qualitative understanding of the workings of the system
is required, or a more detailed description that quantitatively predicts its
behavior. It also depends on the operating conditions that are considered,
and hence the decisions and the resulting model are only valid under those
conditions; extrapolation to different conditions can easily lead to incorrect
predictions.

Example 1.1 (bungee jump). Figure 1.3 shows an example of two models for
a perfectly vertical bungee jump, in which a 91 kg person is attached to a 9
kg rope with measured stiffness k = 30 N/m and damping d = 1 Ns/m. In
the first model (middle figure) the choice is made to concentrate the mass
of the person in a point at the end of the rope and assume the rope to be
a perfect linear spring plus damper, thus neglecting its mass. In the second,
more complex, model (right figure), the rope is modeled as a more distributed
interconnection of n (we choose n = 10) small masses, dampers, and springs,
with still the person as a point mass at the end.

Simulation (bottom figure) shows that the behavior of the two models is
more or less the same: when started from a height of 60 m with gravity pulling
down, the vertical position of the person is a damped oscillation. For the pur-
pose of getting a rough idea of how a bungee jump works and what velocities
and accelerations are experienced by the jumper, the results of the two models
are close enough, and hence the simplest model can be chosen. On the other
hand, when the goal is to determine whether it is safe to jump from this height
with this rope, the two models are clearly not equal: the lumped model shows a
(barely) safe oscillation, while the distributed model shows the jumper crash-
ing into the ground. The difference between these models is significant, and
hence the simplest model does not suffice for the modeling goal.

The result of the modeling process is an abstract model. In order to per-
form computer simulations of this model, it needs to be described as a set
of equations, expressing the relations between variables, and, for dynamical
systems, their time derivatives. Once the model has been determined, the
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Fig. 1.3 Two models of a vertical bungee jump (left figure): the middle figure shows
a model where the mass, stiffness, and damping are assumed to be lumped, whereas
the right figure shows a model with mass, stiffness, and damping distributed in n
parts. Simulations of the two models for n = 10 (bottom figure) show that they
behave similarly, but that the details are different.

relations between the variables are fixed, and all sets of equations that de-
scribe the model are essentially equivalent. However, since the dynamic equa-
tions of complex systems are generally too complex to work with for analysis
purposes, it is beneficial to structure them in a certain way, or even better, to
represent them graphically. The models of Figure 1.3 already show examples
of such a graphical representation. They are depicted as interconnections of
standardized mechanical elements (mass, spring, damper), and these figures
can be translated directly into equations.

Depicting nonlinear and multi-dimensional elements as standardized icons
is less easy, however, and instead, several frameworks have been developed
that allow such more general elements. The most well-known framework is
that of block diagrams, which is based on causal information flow between
subsystems. General systems are described as a set of subsystems (up to the
desired level of detail) that are interconnected by signal lines. Each line is
connected between the output of one subsystem and the input of another,
and the subsystems themselves are described by functions that compute the
output variables from the input variables.

Block diagrams are very general and can describe all kinds of systems, but
they are limited by causality: once a causal direction has been chosen, signals
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can only travel in one direction and not in the opposite direction. This gives
a problem for re-usability, since the same element may allow several equiv-
alent descriptions. For example, the damper of Figure 1.3 can be described
equivalently as F = dv and v = F/d (with F the force and v the velocity).
As a block diagram, only one of these formulations can be used, depending
on what is the input signal and what is the output signal.

As an alternative to the block diagram framework, Willems (1991) intro-
duced the behavioral framework (see Polderman & Willems (1998) for a com-
plete introduction). In this framework, the signals between subsystems are
not fixed to be uni-directional, but only their relation is fixed, i.e. that they
are equal. Also the subsystems themselves are not described as functional as-
signments from input to output, but only as relations between the connected
variables. This solves the problem of requiring multiple formulations of the
same equation. Of course, for computer simulation, the equations need to
be written as sequential assignments, but this can be done automatically by
software tools, once the complete model has been described.

Both the block-diagram and the behavioral framework can be used to
describe pretty much any type of system that exchanges any type of signal. In
this book, however, we focus mainly on physical (sub)systems that exchange
energy. For example, the models of walking robots developed in Chapter 4 are
described as an interconnection of two subsystems: one describing the kinetic
and potential energy of the mechanical structure, and one describing the
contact forces of the robot with the ground. These two subsystems interact
by exchanging energy, i.e. some of the kinetic energy of the mechanism is
transferred to the ground contact and then stored as deformation energy or
dissipated through friction.

The framework of port-Hamiltonian systems is tailored to represent physi-
cal systems as an interconnection of energy-exchanging subsystems. External
variables to a port-Hamiltonian subsystem only appear in pairs of collocated
power-variables, i.e. variables that, when multiplied, give the physical power
associated with these variables. Such an input structure is called a power-
port. For example, in mechanical systems, the two power-variables could
be the torque on a joint, and the collocated angular velocity of that joint.
Physics demands that the computational directions of these variables are
opposing, but which variable travels in which direction is not determined a
priori. More detailed information on port-Hamiltonian systems can be found
in Appendix B.1.

Example 1.2 (bungee jump model representations). Before reflecting more on
the aspects of the different frameworks, let us first discuss an example of how
the various model representations look for the bungee jump system of Exam-
ple 1.1. Figure 1.4 shows the block diagram, behavioral, and port-Hamiltonian
representations of the fully lumped parameter model of the bungee jump. An
explanation of the symbols in the bond graph (bottom right figure) can be
found in Appendix B.2.
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Fig. 1.4 Three different model representations of the lumped bungee jump model
of Figure 1.3: block diagram, behavioral, and port-Hamiltonian

All representations express the same model, so when simulating the three
representations in a suitable simulation package, the results are exactly equal.
However, for interpretation and analysis of the model structure by a de-
signer or researcher, the models are clearly different. The block diagram (Fig-
ure 1.4a, shown here in a non-standard way to allow better comparison with
the other representations) is probably the most efficient implementation in
terms of fewest variables and simplest blocks. However, the different parts of
the model (spring, damper, mass, gravity, all marked by a dark box) have
been tailored and connected specifically for this model. For other models, the
equations inside the parts may need to be rewritten with different causality
or a change of sign.

The behavioral framework in Figure 1.4b, on the other hand, is clearly
built from separate components with separate variables (e.g. the force and
velocity variables Fd and vd of the damper). These components can be in-
terconnected in different ways to other elements to model different physical
interconnections (e.g. series or parallel connection for the damper), with-
out the need to rewrite the equations inside the components themselves.
The equality signs in the component expressions should be taken as real
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mathematical equality relations, not as assignment operators as used in pro-
gramming languages.

Finally, the port-Hamiltonian representation of Figure 1.4c is similar to
the behavioral representation, but the equations and interconnections are
structured to represent power and energy flow. Each element is connected by
two variables, which, when multiplied, give the power flow and hence form a
power port. Furthermore, some elements have an internal energy E that is
a function of a state variable, and it can be seen that the rate of change of
internal energy for these elements precisely equals the power flow associated
with the power port.

From the example, we can see that the different modeling frameworks each
have their own positive and negative aspects. For a software engineer who
needs to implement the model in a sequential programming language, prob-
ably the block diagram representation is most valuable, as it directly shows
how the value of one variable can be computed from the values of the other
variables. For a researcher trying to understand the physics of the system,
however, the port-Hamiltonian implementation may provide most insight, as
its structure directly shows energy flows inside the system.

1.2.2 Port-Hamiltonian Control

A control system can often be described as an addition to a physical system,
usually electronic, that measures certain signals (outputs of the physical sys-
tem), processes them in some way, and then produces the appropriate control
signals (inputs of the physical system). Such a description is highly suitable
for representation by a block diagram, as it clearly shows the signal flows.

When looking at a port-Hamiltonian representation, on the other hand,
such an implementation is not very immediate: signals can only be accessed
in pairs (one in, one out) of collocated power variables. To accommodate
for this deficiency, port-Hamiltonian systems are usually augmented with
elements from block diagrams, for example, to measure internal variables
(such as state variables in the energy functions) and actuate other variables.
As long as these additions only change the energy in the elements through
the power ports (and not through the signal channels), they do not destroy
the power-flow interpretation of the representation and actually provide a
nice differentiation between information flow and energy flow.

Suppose, however, that we do not want to use these additional block di-
agram elements, but only act through the power ports. This suggests that
the controller itself should be represented as a physical system, with associ-
ated power ports, internal energy, and dissipation. Such an interpretation was
used, for example, by Takegaki & Arimoto (1981), who proposed a controller
for mechanical systems that basically mimics a potential field. Hogan (1985)
generalized these ideas to describe controllers as impedances, and even pos-
tulates that any controller will make a controlled system indistinguishable
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Fig. 1.5 Stabilization of a cart at a certain setpoint (left): solution as a standard
PD controller (middle), and its interpretation as a spring-damper (right)

from a physical system (the postulate of physical equivalence). Stramigioli
(2001), in turn, generalized Hogan’s ideas to general spatial robotic systems.

Although these approaches are partially again just a matter of represen-
tation (any port-Hamiltonian system can be rewritten as a block diagram),
thinking of control in terms of interacting physical systems has several advan-
tages. First, physics may suggest a solution for control. For example, when
a cart needs to be stabilized at a certain position (Figure 1.5), a physical
solution would be to place a spring and damper between the cart and the
desired position. This is fully equivalent to PD control, but provides a phys-
ical interpretation and motivation to use such a controller. Secondly, a port-
interconnection of physical systems is again a physical system, and hence it
inherits properties of physical systems, such as passivity (for lower-bounded
energy functions). These properties can directly prove, for example, stability
and boundedness of state trajectories and control inputs. Thirdly, the re-
sulting controllers not only behave like physical systems, they may also be
partially implemented as real physical systems. If this is possible, it can save
considerably in efficiency, as well as sensing and computing requirements.

1.2.3 The European Project GeoPlex

So far, we have mainly focussed on controlled mechanical systems, but the
concept of energy is present in all physical domains. This raises the question
of whether port-Hamiltonian model representations can be useful across the
boundaries of different physical domains. Is it possible to formulate existing
results and concepts in these domains in port-Hamiltonian terms? And if so,
does this add anything to the understanding of the problem, by providing
a different, fresh look? And suppose problems in different domains can be
formulated in the same port-Hamiltonian framework, can specific solutions
for problems in one domain be transformed to solutions for similar problems
in a different domain?

Questions like these form the basis of the European sponsored research
project Geometric Network Modeling and Control of Complex Physical
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Systems, GeoPlex for short. The consortium for this project consists of re-
searchers from different European universities working on problems in differ-
ent physical domains, ranging from robotics through electrical power systems
to chemical engineering. In addition, the software company Control Lab Prod-
ucts takes part in the consortium. The goals of GeoPlex are to address the
aforementioned issues and questions about port-Hamiltonian systems, and,
as the name of the project suggests, to attempt to use the port-Hamiltonian
framework to model, analyze, and control complex physical systems, i.e. sys-
tems for which direct equation analysis is not feasible. Finally, the results
are to be implemented in useable software tools. More information about the
project is available on the website http://www.geoplex.cc.

1.3 Goals and Outline of This Book

The research described in this book has been conducted as part of the Geo-
Plex project. As such, the goal is to attempt to apply the port-Hamiltonian
framework to a specific complex physical system, in this case to walking
robots. As argued in Section 1.1, walking robots, and especially passively
walking robots, are complex systems to analyze, understand, and control ef-
ficiently. Especially two-legged walking robots are complex, since they often
do not rely on static stability, contrary to robots with four or more legs.

The specific goals of the research described in this book are as follows.

• To develop a systematic way to construct port-Hamiltonian models for
general rigid walking robots, i.e. mechanisms that can be approximated
accurately as rigid bodies interconnected by ideal kinematic constraints,
and that can interact with another mechanism through general contact
forces and torques in three dimensions;

• To use this systematic method to construct port-Hamiltonian models of
several walking robots, and analyze these models to obtain a better un-
derstanding of how and why these robots walk;

• To use the knowledge obtained from the model analysis to design energy-
efficient controllers for walking robots.

Since this research is part of the GeoPlex project, we use the common inter-
domain language of port-Hamiltonian systems to describe the models and
main results. However, we do not stick to this framework dogmatically, and
choose more appropriate representations when they are clearly better suited
for the specific situation. The idea of thinking in terms of power-ports and
interconnection by energy flows, though, is used throughout this book.

The material in this book is organized as follows. Chapters 2 and 3 describe
a systematic way to model general rigid mechanical structures, possibly in
contact with other mechanical structures. Chapter 2 generalizes earlier work
on models of rigid mechanisms to a more general class of systems, includ-
ing joints with configuration spaces other than Rn and nonholonomic joints.
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Chapter 3 describes a general way to model the contact kinematics and dy-
namics between rigid mechanisms, both for compliant and rigid contact.

Chapter 4 then applies these techniques to obtain port-Hamiltonian mod-
els of three examples of walking robots: a simple two-dimensional compass-
gait robot, a planar experimental walking robot with knees, and a three-
dimensional walking robot. Models at different levels of detail are derived,
suitable for either simulation, analysis, or control. The models of these robots
are analyzed in a systematic way to draw conclusions about the influence of
their mechanical structure on their ability to walk, and efficient (or even
passive) walking trajectories for these robots are derived.

Chapter 5 presents several techniques, based on the port-Hamiltonian mod-
els, to develop controlled energy-efficient walking. It discusses both control by
passive adjustments of the structure, and control by active steering to increase
robustness. It also shows preliminary results for the control of a planar exper-
imental walker, and the use of foot-placement to control a three-dimensional
walker.
� Several results in this book can be interpreted in terms of differen-

tial geometry or other more advanced mathematics. In order not to scare
readers with limited knowledge of these topics, such interpretations have
been carefully delimited by the triangle marks shown next to this para-
graph. These paragraphs are not needed to understand the rest of the
text, and can be safely skipped.�



Chapter 2
Modeling of Rigid Mechanisms

The goal of this chapter and the following is to obtain building blocks that
can be used to construct mathematical models of the mechanical behavior
of general walking robots. This chapter contains the necessary ingredients
for the description of mechanisms comprised of a finite number of rigid links
interconnected by ideal joints, possibly moving freely in space. Chapter 3
discusses models for collisions and contact of rigid mechanisms with their
environment.

A rigid link (or rigid body) is defined as a finite volume of point masses, all
of which have fixed relative distances. The most common example is a piece
of solid material (e.g. aluminum) in which the point masses are the atoms of
the material with constrained relative distances due to the structure of the
solid.

An ideal joint is defined as a constraint between two rigid links that al-
lows only certain relative velocities and prevents others, independently of the
forces and torques applied to the links. An example is an (ideal) door hinge,
which constrains the velocity of the door to be a rotation around the vertical
hinge axis, relative to the building, even though gravitational forces may try
to translate it vertically.

These definitions show that rigid links and ideal joints are idealizations of
practical objects. Real links always have a certain finite stiffness, i.e. with
a large enough force or a large enough operating frequency they will bend
considerably or even break. Similarly, when real joints are subjected to large
enough forces in the constrained directions, they will break. For the purpose
of practical walking robots, however, the assumption of rigidity of links and
idealness of joints is reasonable: robot links and joints are designed to be stiff
(rigid) and strong (ideal) to increase their lifetime, and also to simplify mod-
eling and control of these robots, which is much harder if the links are flexible.
The frequencies of the motion and magnitudes of the forces are low enough to
allow this design. However, as in all modeling tasks, models should be tested
against the real practical realizations to check if the modeling assumptions
are justified.

V. Duindam, S. Stramigioli: Model. & Ctrl. for Effi. Bipedal Walk. Robo., STAR 53, pp. 15–53.
springerlink.com c© Springer-Verlag Berlin Heidelberg 2009
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Fig. 2.1 Three non-collinear points on a rigid body determine its configuration

In this chapter, we develop a dynamic model of a general rigid mechanism
in several steps. We first look at the description and analysis of the kine-
matics of rigid mechanisms (Sections 2.1 and 2.2), then at the description
of the dynamics of the mechanisms in the framework of port-Hamiltonian
systems (Section 2.3), and finally at methods to deal with kinematic loops
and nonholonomic constraints (Section 2.4).

2.1 Kinematics of Rigid Bodies

The objective of a kinematic study is to obtain insight in the possible config-
urations and velocities that a mechanical system can have, without looking
at the physical causes for these configurations and velocities. In other words,
we study and try to describe the possible motions of a mechanical system
without looking at the forces acting on it.

2.1.1 Pose of a Rigid Body

As a first step, we consider a single rigid body, freely moving in space. The
configuration of this rigid body could be described by the positions of all the
point masses that are part of the body. If, for example, we consider a one
kilogram slab of aluminum, we could describe its configuration (expressed in
some coordinate frame) by the positions of all the atoms; this would amount
to roughly 1026 variables.

Fortunately, the assumption of rigidity can reduce the dimension of the
state space enormously. The point masses are constrained to have certain
fixed relative distances, and so the positions of three fixed non-collinear points
of the body are enough to determine the positions of all the other points. To
be more precise, we prove the following lemma, using the definitions of the
various spaces from Appendix A.3.

Lemma 2.1. The space of all possible configurations of a rigid body in three-
dimensional space, relative to some reference frame, is the six-dimensional
space SE(3), which is topologically equivalent to the set R

1×R
1×R

1×S
2×S

1.
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Proof. We prove the lemma geometrically by considering Figure 2.1. Sup-
pose we have a rigid object with three non-collinear reference points on it.
How many degrees of freedom do we have to place this object in a three-
dimensional world? Starting in Figure 2.1a, we see that the first reference
point (labeled p1) can be positioned freely in space, i.e. there are three de-
grees of freedom for this point. Then, following Figure 2.1b, there are only
two degrees of freedom in positioning the second reference point p2, since
the rigidity constraint forces p2 to be somewhere on a sphere with center
p1 and radius r1→2 (ra→b denotes the distance between pa and pb). Finally,
Figure 2.1c shows that the last reference point p3 must be both on a sphere
centered around p1 and on a sphere centered around p2, i.e. , on the inter-
section of the two spheres: a circle. The position on this circle has one degree
of freedom, making a total of six degrees of freedom. With all three refer-
ence points positioned, the object can be constructed using the other rigidity
constraints.

The resulting space is thus indeed the six-dimensional space R
1×R

1×R
1×

S
2 ×S

1: an element of R
1 ×R

1 ×R
1 to fix the position of p1, subsequently an

element of S
2 to fix the position of p2, and finally an element of S

1 to fix the
position of p3 and hence the whole body. Grouping together the translation
parts and the rotation parts, we obtain the equivalent group T (3) × SO(3).
T (3) is the group of translations in three dimensions, and SO(3) is the special
orthogonal group in three dimensions, i.e. the group of 3D rotations. The
space S

2 × S
1 is called the Poincare sphere and is a representation of SO(3),

as shown in Marsden & Ratiu (1999).
Combining the two resulting groups T (3) and SO(3), we obtain the group

known as SE(3), the special Euclidean group in three dimensions, which
hence is the space of all possible 3D poses of a rigid body, relative to a
certain frame.

In numerical computations and simulations, instead of describing the relative
pose of a rigid body as an abstract element of SE(3), we would like to use
coordinates, i.e. real numbers. Since SE(3) is a six-dimensional space, we
would like to use six real numbers to describe it, just like we would to describe
the six-dimensional Euclidean space.

Unfortunately, SE(3) is topologically different from the Euclidean space,
and it is hence not possible to continuously and globally cover it using six
coordinates. Instead, several representation methods exist to describe SE(3)
either only locally continuously using six numbers, or globally continuously
using more than six numbers. Selig (2005) discusses representation theory in
the context of robotics.

Examples of locally continuous descriptions are the often-used methods
of Euler angles. In these methods, the rotation part is parameterized by
three consecutive rotations about local axes (which axes depends on the pre-
cise variation of the method). The amounts of rotation provide three num-
bers (angles), which, together with three coordinates for translation, give
a parameterization of SE(3). For every element of SE(3) there exist such
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coordinates, so the covering is global. However, whatever variation is chosen,
there are always rotations that are described by only two coordinates with
the third arbitrary (when using consecutive rotations around x, y, and z, for
example, the coordinates (a − θ, π

2 , θ) describe the same rotation for all θ).
The result of this is that, during a smooth, continuous change of rotation,
the coordinates can have non-smooth discontinuities! Since we want to take
time-derivatives of rotations, these artifacts are undesired.

An example of a globally continuous but redundant representation is
by a vector of the form q =

[
cos( θ

2 ), n1 sin( θ
2 ), n2 sin( θ

2 ), n3 sin( θ
2 )

]
with

n2
1 + n2

2 + n2
3 = 1. The three numbers ni define the unit axis of rotation

in three-dimensional space, and the number θ the angle of rotation around
this axis. The vector q is usually thought of as a unit quaternion (Selig 2005).
Together with three numbers for translation, this quaternion can be used as
a representation of SE(3). However, the quaternion q is constrained to have
unit norm, and there is a double covering of the space of rotations (a 360◦

rotation around a certain axis is the same as a 0◦ around that axis, but the
quaternion representation for these two rotations is different).

In this book, we choose to use a representation method that uses so-called
homogeneous transformation matrices (or, transformation matrices) to de-
scribe the relative pose (translation and rotation) of two coordinate frames
in three-dimensional space. Transformation matrices are advantageous be-
cause of their globally continuous representation of SE(3) and ease-of-use in
calculations, i.e. using basic matrix multiplications. Transformation matrices
are defined as follows.

Definition 2.2 (Homogeneous Transformation Matrix). A homoge-
neous transformation matrix H is a matrix of the form

H :=
[
R p
0 1

]

=

⎡

⎢
⎢
⎢
⎢
⎣

Rxx Rxy Rxz

... px

Ryx Ryy Ryz

... py

Rzx Rzy Rzz

... pz. . . . . . . . . . . . . . . . .

0 0 0
... 1

⎤

⎥
⎥
⎥
⎥
⎦

∈ R
4×4 (2.1)

with R−1 = RT ∈ R
3×3, det(R) = 1, and p ∈ R

3×1.

Using the same notation as Stramigioli (2001), we can use transformation
matrices in the following way to describe the pose (position and orientation)
of a rigid body.

1. Choose a right-handed coordinate frame Ψi as a reference frame, in which
the pose of the rigid body will be expressed;

2. Rigidly attach another right-handed coordinate-frame Ψj to the body,
where ‘rigidly attaching’ means that the coordinates of all points of the
body, when expressed in Ψj , are constant in time, independently of the
motion of the body;
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3. Define pi
j as the 3 × 1 column vector of coordinates of the origin of Ψj

expressed in Ψi;
4. Define Ri

j as the 3 × 3 matrix with the columns equal to the coordinates
of the three unit vectors along the frame axes of Ψj expressed in Ψi;

5. Construct the matrix Hi
j using (2.1) with R = Ri

j and p = pi
j .

We first prove that this definition of Hi
j gives a proper transformation matrix,

i.e. that it satisfies the required properties on R. Let us denote by â the unit
vector in the direction of coordinate axis a and compute

(Ri
j)

T Ri
j =

⎡

⎣
x̂T

ŷT

ẑT

⎤

⎦
[
x̂ ŷ ẑ

]
=

⎡

⎣
x̂T x̂ x̂T ŷ x̂T ẑ
ŷT x̂ ŷT ŷ ŷT ẑ
ẑT x̂ ẑT ŷ ẑT ẑ

⎤

⎦ =

⎡

⎣
1 0 0
0 1 0
0 0 1

⎤

⎦ (2.2)

where the last step follows since the axes of a coordinate frame are mutually
orthogonal and the vectors x̂, ŷ, and ẑ have unit length. This plus the fact that
Ri

j is invertible proves that (Ri
j)

T = (Ri
j)

−1. To prove det(Ri
j) = 1, we compute

det(Ri
j) = det(

[
x̂ ŷ ẑ

]
) = 〈x̂ × ŷ, ẑ〉 = 1 (2.3)

where the last step follows since the vectors have unit length and since the
frame is right-handed, hence the cross product of x̂ and ŷ by definition equals
ẑ. So indeed, the matrix Hi

j defined in this way has the form (2.1).
Although the matrix has the required structure, it remains to be shown

how it describes the pose of the rigid body, which was its purpose. To prove
this, we need the following definitions of the augmented coordinates of a (free)
vector and of a point.

Definition 2.3 (Coordinates of a Vector). The (augmented) coordinate
vector V i corresponding to a (free) vector v in space is the vector

V i :=
[
vi

0

]

:=

⎡

⎢
⎢
⎣

xi
v

yi
v

zi
v

0

⎤

⎥
⎥
⎦ ∈ R

4 (2.4)

with xi
v, yi

v, z
i
v the orthogonal projections of v on the axes of a right-handed

coordinate frame Ψi, i.e. the conventional coordinates vi of the vector v.

Definition 2.4 (Coordinates of a Point). The (augmented) coordinate
vector Qi corresponding to a point q in space is the vector

Qi :=
[
qi

1

]

:=

⎡

⎢
⎢
⎣

xi
q

yi
q

zi
q

1

⎤

⎥
⎥
⎦ ∈ R

4 (2.5)
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with xi
q, y

i
q, z

i
q the coordinates of the vector from the origin of the right-handed

frame Ψi to the point q.

The coordinates of a single point q, expressed in different coordinate frames
Ψi and Ψj, are related by the transformation matrix Hi

j as constructed before,
namely in the following way.

Qi = Hi
jQ

j (2.6)

This can be proved as follows: for a point q with coordinates Qj when ex-
pressed in Ψj , its coordinate vector qi is the vector from the origin of Ψi to
the origin of Ψj plus the vector from the origin of Ψj to the point q expressed
in Ψi, or mathematically

qi = pi
j +

(
x̂ix̂

T
i x̂j + ŷiŷ

T
i x̂j + ẑiẑ

T
i x̂j

)
qj
x +

(
x̂ix̂

T
i ŷj + ŷiŷ

T
i ŷj + ẑiẑ

T
i ŷj

)
qj
y

+
(
x̂ix̂

T
i ẑj + ŷiŷ

T
i ẑj + ẑiẑ

T
i ẑj

)
qj
z = pi

j + Ri
jq

j (2.7)

which can be written conveniently as the matrix multiplication (2.6).
When the coordinates Qi of a point q are expressed in a frame Ψi that

is rigidly attached to the body to which also q is rigidly attached, these
coordinates are often called body-coordinates. Similarly, when the coordinates
Q0 are expressed in a frame Ψ0 that is considered a world reference frame,
the coordinates are called world-coordinates.

The property of defining a coordinate transformation by a simple ma-
trix multiplication can be used for various purposes. Knowing the relative
transformation matrix between two coordinate frames means that quantities
computed numerically in one of these frames can be transformed to the other
frame by a matrix multiplication. Furthermore, when rigid bodies are moving
around over time, we can describe this motion by a time-varying transfor-
mation matrix, and use it to describe the time-evolution of the position of
any point attached to the body by a multiplication of the body-coordinates
of that point. These properties show that indeed, the transformation matrix,
when constructed as before, describes the pose (position and orientation) of
a rigid body.

Homogeneous transformation matrices have another nice property, which
follows from the interpretation as a coordinate transformation. Since coordi-
nate transformations must be invertible, we have

Hj
i =

(
Hi

j

)−1
=

[
(Ri

j)
−1 −(Ri

j)
−1pi

j

0 1

]

=
[
(Ri

j)
T −(Ri

j)
T pi

j

0 1

]

(2.8)

which defines the matrix Hj
i as a simple combination of the elements of Hi

j .

Remark 2.5. The representation using transformation matrices is highly re-
dundant; the matrix contains sixteen numbers, whereas SE(3) is only six-
dimensional. Definition (2.1) constrains the structure of a transformation
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Fig. 2.2 A body with frame Ψi translated and rotated relative to a frame Ψ0

matrix: the bottom row must be equal to
[
0 0 0 1

]
, and R must be an or-

thogonal matrix with determinant 1. When transformation matrices are used
in theoretical developments and proofs (as they are in this book), these con-
straints are automatically satisfied by the operations allowed on them. How-
ever, when they are used in numerical computations and simulations, in which
roundoff errors and other approximations occur, it should be checked whether
the required structure of the matrices is preserved or whether a numerical
correction is necessary.

Example 2.6. As an example of the described approach, consider Figure 2.2,
which shows a rigid ellipsoid with coordinate frame Ψi and a plane with frame
Ψ0 (the symbol Ψ0 is usually taken as the reference frame). To describe the
relative pose of the ellipsoid with respect to the plane, we can compute the
matrix H0

i as

H0
i =

⎡

⎢
⎢
⎣

cos(θ) 0 sin(θ) 0
0 1 0 a

− sin(θ) 0 cos(θ) b
0 0 0 1

⎤

⎥
⎥
⎦ (2.9)

Suppose we are interested in the point q on the ellipsoid which has body-fixed
coordinates, say, xi = 0, yi = 2, zi = 1 (these are independent of the pose of
the ellipsoid). Then to find the coordinates Q0 of the point q relative to the
plane, i.e. expressed in Ψ0, we compute

Q0 = H0
i Qi =

⎡

⎢
⎢
⎣

cos(θ) 0 sin(θ) 0
0 1 0 a

− sin(θ) 0 cos(θ) b
0 0 0 1

⎤

⎥
⎥
⎦

⎡

⎢
⎢
⎣

0
2
1
1

⎤

⎥
⎥
⎦ =

⎡

⎢
⎢
⎣

sin(θ)
2 + a

cos(θ) + b
1

⎤

⎥
⎥
⎦ (2.10)
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2.1.2 Velocity of a Rigid Body

The next aspect in the kinematic analysis of a rigid body is the description of
its possible velocities. Just as we have a position and orientation component to
describe the rigid body’s configuration, there is a mixture of linear velocities
and angular velocities, and we seek to describe these two aspects as one
mathematical object.

Since we want to use a time-varying transformation matrix H(t) to describe
the position and orientation of a rigid body, it would be straightforward to
use a matrix Ḣ(t) := d

dtH(t) to describe its velocity. However, at all times
the matrix H(t) is constrained to be a transformation matrix, and so also the
degrees of freedom of Ḣ(t) are constrained, depending on the current value
of H(t).

In order to find a better representation of velocity, we look more closely
at the constraints on Ḣ . From (2.1), we have

Ḣ(t) =
[
Ṙ(t) ṗ(t)

0 0

]

with R(t)RT (t) = RT (t)R(t) = I (2.11)

If we compute the time-derivative of the constraint on R, we obtain

0 = ṘT R + RT Ṙ =
(
RT Ṙ

)T

+ RT Ṙ (2.12)

which shows that the constraints on Ḣ can be translated into the constraint
that RT Ṙ must be a skew-symmetric matrix (plus the constraint that the
bottom row of Ḣ must be all zeros). This leads us to the notion of a twist
and its use as a representation for the velocity of a rigid body.

First, we define the tilde operator acting on elements of R
3 as the bijective

linear mapping from R
3 to the space of 3 × 3 skew-symmetric matrices such

that

w̃ :=

⎡

⎣
0 −wz wy

wz 0 −wx

−wy wx 0

⎤

⎦ ∀ w =

⎡

⎣
wx

wy

wz

⎤

⎦ ∈ R
3 (2.13)

With this definition and following the notation of Stramigioli (2001), we can
formulate the definition of a twist.1

Definition 2.7 (Twists). Let H i
j(t) be a time-varying homogeneous trans-

formation matrix representing the pose of a rigid body j relative to a body i.
We define the twist T k,i

j (twist expressed in coordinate frame Ψk) of the rigid
body as the vector

1 Sometimes, such as in Murray et al. (1994), twists are defined as
[
vT ωT

]T , so
with ω and v ordered differently. This notation is equivalent and depends on
choosing either ray coordinates or axis coordinates, as defined in screw theory,
see e.g. Lipkin (1985).
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T k,i
j (t) :=

[
ωk,i

j (t)
vk,i

j (t)

]

∈ R
6 (2.14)

such that at all times t we have

T̃ k,i
j :=

[
ω̃k,i

j vk,i
j

0 0

]

= Hk
i Ḣi

jH
j
k =

[
Rk

i (Ṙi
jR

j
i )R

i
k Rk

i ṗi
j − Rk

i Ṙi
jp

j
k

0 0

]

(2.15)

where we omitted the explicit time-dependencies for clarity.

Since the tilde operator is a bijective mapping and since transformation matri-
ces are invertible, the space of allowed matrices Ḣ i

j is bijectively parameterized
by the twists. The matrix Ḣi

j can be expressed in terms of the twist as

Ḣi
j = Hi

kT̃ k,i
j Hk

j (2.16)

The problem of constraints on the allowed velocities is thus avoided if veloc-
ities are represented by twists instead of time-derivatives of transformation
matrices.
� As demonstrated in Appendix A.3, the space SE(3) is a Lie group, and

transformation matrices can be used as matrix representation of the ele-
ments of SE(3). The lie algebra se(3) of the group is defined as the tangent
space to the identity of the group. From Definition 2.7, we see that the twist
is just the element of the algebra se(3) corresponding to the translation of
the tangent element Ḣ at H to the identity. The right and left translation
correspond to the choice Ψk = Ψi and Ψk = Ψj, respectively.�

Apart from being a mathematically attractive representation of a con-
strained higher-dimensional space, twists also have a clear geometric inter-
pretation. To see this, let us return to the use of a matrix H0

i to compute the
world coordinates of a point q attached to a rigid body. We can compute the
(linear) velocity Q̇0 of the point q as the rigid body moves in space by using
the twist:

Q̇0 =
d

dt

(
H0

i Qi
)

= Ḣ0
i Qi = T̃ 0,0

i H0
i Qi = T̃ 0,0

i Q0 =
[
ω̃0,0

i q0 + v0,0
i

0

]

(2.17)

where the second equality follows from Q̇i = 0, since q is rigidly attached
to the body and hence its coordinates relative to Ψi are constant. The twist
T 0,0

i is often called the twist in world-coordinates, since it directly relates the
positions Q0 and velocities Q̇0 of points, i.e. when expressed in the world-
fixed coordinate frame Ψ0. Similarly, the twist T i,0

i is called the twist in body-
coordinates as it directly relates positions and velocities of points expressed
in the body-fixed frame Ψi.

The previous discussion shows how the twist can be interpreted as a com-
bination of a linear velocity and an angular velocity: ω0,0

i defines a vector of
rotation through the origin of Ψ0, and v0,0

i defines a vector of linear velocity,
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such that a point q on the rigid body has a velocity relative to Ψ0 equal to
q̇0 = ω0,0

i ∧ q0 + v0,0
i .

However, the choice of splitting between rotation and translation depends
on the choice of the reference frame Ψ0; if we move the reference frame to a
different location, both the rotation and translation part may change, even
though the velocity of the rigid body is still the same. An interpretation
of a twist that is independent of the choice of reference frame is given by
Chasles’ Theorem, which is based on the notion that every rigid motion can
be decomposed uniquely in a rotation around an axis plus a translation along
the same axis.

Theorem 2.8 (Chasles’ Theorem). Every twist T can be written as the
sum of a rotation around an axis and a translation along the same axis.

T = α

[
ω̂

r ∧ ω̂

]

+ β

[
0
ω̂

]

(2.18)

where ω̂ is the unit vector in the direction of the axis, r is any vector from the
origin of the reference frame to that axis, α is the magnitude of the rotation,
and β is the magnitude of the translation.

Proof. Consider a general twist T . We can distinguish three situations:

• ω = v = 0: choose α = β = 0 and ω̂ and r arbitrary (ω̂ and r have no
physical meaning here, since there is no motion).

• ω = 0, v �= 0: choose α = 0, β = ‖v‖, ω̂ = v
‖v‖ and r arbitrary (r has no

physical meaning here, since a translational motion is fully defined by its
direction ω̂ and magnitude β).

• ω �= 0: choose α = ‖ω‖, ω̂ = ω
‖ω‖ , r = 1

α ω̂ ∧ (v − ω̂T vω̂), and β = ω̂T v.

With these choices of α, β, ω̂, and r, any twist can be expressed in the form
of the theorem.

With a twist expressed in the form of Theorem 2.8, we can make a coordinate-
independent distinction between a purely translational motion (α = 0), a
rotational motion (β = 0), or a general so-called screw-motion (α �= 0, β �= 0).
The ratio of the numbers α and β is called the pitch.

Finally, let us present some useful identities about twists and transforma-
tion matrices that are used later in this book.

Lemma 2.9. Given the setup of Figure 2.3 with Ψi and Ψj rigidly attached
to one rigid body (the plane), Ψk and Ψl rigidly attached to another rigid body
(the sphere), and Ψm attached to the final rigid body (the cube). Then the
following identities hold

(a) T i,i
j = T k,k

l = 0
(b) T̃ m,k

j = Hm
i T̃ i,k

j Hi
m

(c) T m,k
j = AdHm

i
T i,k

j with AdH :=
[

R 0
p̃R R

]

for H =
[
R p
0 1

]
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Fig. 2.3 Three rigid bodies with several attached coordinate frames

(d) T j,j
k = −T j,k

j

(e) T j,j
m = T j,j

k + T j,l
m

(f) d
dt AdHk

i
= AdHk

i
adT i,k

i
with adT :=

[
ω̃ 0
ṽ ω̃

]

for T =
[
ω
v

]

Proof. We prove each of the properties separately, using Definition 2.7 and
the rigidity of the objects.

(a) The twist T i,i
j is defined in tilde form as T̃ i,i

j = Ḣi
jH

j
i . Since the frames

Ψi and Ψj are attached to the same body, we have Ḣi
j = 0, and hence

also T i,i
j = 0. The same holds for T k,k

l .
(b) We can directly write

T̃ m,k
j = Hm

k Ḣk
j Hj

m = Hm
i Hi

kḢk
j Hj

i Hi
m = Hm

i T̃ i,k
j Hi

m (2.19)

which gives a coordinate transformation rule for twists in tilde form.
(c) Expanding the expression obtained in (b), we find

T̃ m,k
j = Hm

i T̃ i,k
j Hi

m =
[
Rm

i pm
i

0 1

] [
ω̃i,k

j vi,k
j

0 0

] [
Ri

m −Ri
mpm

i

0 1

]

=
[
Rm

i ω̃i,k
j Ri

m −Rm
i ω̃i,k

j Ri
mpm

i + Rm
i vi,k

j

0 0

]

=

⎡

⎣
˜

(
Rm

i ωi,k
j

)
− ˜

(
Rm

i ωi,k
j

)
pm

i + Rm
i vi,k

j

0 0

⎤

⎦

=

⎡

⎣
˜

(
Rm

i ωi,k
j

)
p̃m

i Rm
i ωi,k

j + Rm
i vi,k

j

0 0

⎤

⎦ (2.20)

where the third line follows since for all x ∈ R
3 we have
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(̃Rω)x = (Rω) ∧ x = RRT ((Rω) ∧ x) = R
(
(RT Rω) ∧ (RT x)

)

= R
(
ω ∧ (RT x)

)
= Rω̃RT x (2.21)

and hence (̃Rω) = Rω̃RT . Comparing the expression for T̃ m,k
j to the tilde

representation of AdHm
i

T i,k
j , we see that they are equal.

(d) From the time-derivative of the identity Hj
kHk

j = I, we immediately
obtain

0 = Ḣj
kHk

j + Hj
kḢk

j = T̃ j,j
k + T̃ j,k

j (2.22)

(e) Looking at the tilde-form of the equation, we see

T̃ j,j
m = Ḣj,j

m Hm
j =

d

dt

(
Hj

kHk
l H l

m

)
Hm

j

=
(
Ḣj

kHk
m + Hj

kḢk
l H l

m + Hj
l Ḣ l

m

)
Hm

j

= Ḣj
kHk

j + Hj
kḢk

l H l
j + Hj

l Ḣ l
mHm

l H l
j

= T̃ j,j
k + 0 + T̃ j,l

m (2.23)

where the zero follows since Ψk and Ψl are attached to the same body.
(f) By definition of AdH , we have

d

dt
AdHi

k
=

[
Ṙi

k 0
˙̃pk
i Rk

i + p̃k
i Ṙk

i Ṙk
i

]

=
[

Rk
i ω̃i,k

i 0
Rk

i ṽi,k
i + p̃k

i Rk
i ω̃i,k

i Rk
i ω̃i,k

i

]

(2.24)

which can be written in the proposed form.

2.2 Kinematics of Rigid Mechanisms

We define a rigid mechanism as a (finite) number of rigid bodies, intercon-
nected by ideal joints. Rigid bodies have been discussed in the previous sec-
tion, and now we proceed to discuss the mathematical formulation of ideal
joints using the same concepts of transformation matrices and twists. We
then combine rigid bodies and ideal joints to obtain a kinematic description
of general rigid mechanisms.

As described before, an ideal joint (sometimes also called a kinematic pair)
is a purely kinematic relationship between the motion of two rigid bodies;
some relative velocities are allowed and some are not, independently of the
forces applied to the bodies. The following definition characterizes the class
of joints considered in this book.

Definition 2.10 (Globally Parameterized Rigid Joint). A globally pa-
rameterized rigid joint is a kinematic restriction of the allowed relative twist
of two rigid bodies i and j to a linear subspace of dimension k, where the
relative motion of the bodies is described by two sets of states, namely
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• a matrix Q ∈ Q̄, parameterizing the relative pose as H i
j = Hi

j(Q)
• a vector v ∈ R

k, parameterizing the relative twist as T i,i
j = X(Q)v

where X(Q) depends smoothly on Q and v = VQ(Q̇) with VQ invertible and
linear in Q̇. Furthermore, there exists a mapping FQ : R

k → Q̄ satisfying

• FQ(φ) assigns local coordinates φ ∈ R
k to a neighborhood of every Q ∈ Q̄.

• FQ(φ) is twice continuously differentiable in φ
• FQ(0) = Q

The function FQ(φ) defines a local coordinate patch with coordinates φ
around every allowed configuration parameterized by Q. If the configura-
tions around Q are described by coordinates φ, the velocity v can also be
expressed as

v = VQ(Q̇) = VFQ(φ)

(
∂FQ(φ)

∂φ
φ̇

)

(2.25)

i.e. in terms of the time derivatives of the local coordinates. This property is
used in the derivation of the dynamic equations in Theorem 2.18.

Note that the linearity of the subspace implies that no end-stops or speed-
bounds are considered. Furthermore, since the dimension of the vector φ is
equal to the dimension of v, we consider only joints for which the space of
allowed relative configurations (described by φ) has the same dimension as
the space of instantaneously allowed velocities (described by v). This type
of joint is called a holonomic joint. Section 2.4 discusses an extension of
the results to nonholonomic joints, i.e. joints for which the space of allowed
instantaneous velocities has a smaller dimension than the space of allowed
configurations.

The technical conditions on the mapping F are trivially satisfied if Q can
be chosen as a k-vector (in which case we can take FQ(φ) = Q + φ). Thus,
the often encountered rotational and prismatic joints are part of the class of
globally parameterized rigid joints, as is shown in Example 2.11 below.
� Another case for which the conditions on local coordinates are satisfied

is when the space of allowed configurations of the joint is a Lie group, with
Q the matrix-representation of the Lie group and v the vector represen-
tation of the corresponding Lie algebra. The global mapping F can then
be chosen as the mapping of exponential coordinates φ around Q. More
details about exponential coordinates can be found in Appendix A.3.�

Example 2.11. As examples, we show how the commonly encountered joints
of Figure 2.4 can be described in the form required by the definition above,
i.e. in terms of parameterized twists and transformation matrices. For each
joint, we do not consider possible mechanical end-stops, even though the
figures may suggest their existence.

(a) The rotational joint is frequently used in robotics modeling, as robots often
contain several rotational joints. For the joint in the figure, the frames Ψ1
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(a) Rotational joint (one DoF). (b) Prismatic joint (one DoF).

(c) Planar motion (three DoF).

x

x
x

y

y

y

z

z

q
Ψ1

Ψ2

Ψ3

(d) Two-gear system (one DoF).

x

x

y

y

z

z

Ψ1

Ψ2

(e) Free motion (six DoF). (f) Ball joint (three DoF).

Fig. 2.4 Examples of globally parameterized rigid joints

and Ψ2 differ by a consecutive fixed translation a along y, variable rotation
of q about x, and fixed translation b along y, which can be written as

H1
2 (q) =

⎡

⎢
⎢
⎣

1 0 0 0
0 cos(q) − sin(q) a + b cos(q)
0 sin(q) cos(q) b sin(q)
0 0 0 1

⎤

⎥
⎥
⎦ (2.26)

in which we chose simply Q = q to parameterize the allowed configurations.
The relative twist is a pure rotation around x displaced over a distance a
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along y, or in vector form

T 1,1
2 = X(q)v =

[
1 0 0 0 0 −a

]T
q̇ (2.27)

which shows that we choose v = q̇. Since the configuration parameter q is
just an unconstrained scalar, the local coordinate mapping can be chosen
Fq(φ) = q + φ.

(b) The prismatic joint is a simple 1 DoF joint that allows only translation
along one axis, in this case x. If we denote by q = 0 the situation that Ψ1
and Ψ2 are coincident, then the relative configuration can be written as

H1
2 (q) =

⎡

⎢
⎢
⎣

1 0 0 q
0 1 0 0
0 0 1 0
0 0 0 1

⎤

⎥
⎥
⎦ (2.28)

The corresponding relative twist is a simple linear velocity, or

T 1,1
2 = X(q)v =

[
0 0 0 1 0 0

]T
q̇ (2.29)

So also for this joint, we can choose Q = q and v = q̇, and hence again
Fq(φ) = q + φ.

(c) A planar joint is used to describe free translation in a plane plus free
rotation around the axis perpendicular to that plane. We can choose three
coordinates as in the figure to describe the relative configuration as

H2
1 (Q) =

⎡

⎢
⎢
⎣

cos(q3) − sin(q3) 0 q1

sin(q3) cos(q3) 0 q2

0 0 1 0
0 0 0 1

⎤

⎥
⎥
⎦ (2.30)

such that in this case Q =
[
q1 q2 q3

]T . The corresponding relative twist
can be described as

T 1,1
2 = X(Q)v

⎡

⎣
0 0 0 1 0 0
0 0 0 0 1 0
0 0 1 q2 −q1 0

⎤

⎦

T ⎡

⎣
q̇1

q̇2

q̇3

⎤

⎦ (2.31)

which shows again a choice v = q̇. Thus, also for planar joints, we can use
the coordinate mapping FQ(φ) = Q + φ with φ ∈ R

3.
(d) The two-gear system is an example of a system with a kinematic loop: the

two gearwheels are connected by rotational joints to a common frame, but
also to each other by the constraint that the linear velocity of the contact
point is equal on both gearwheels (ideal gear systems have no flexibility
or backlash). If we assume for conciseness that the gearwheels have unit
radius, we obtain as the constraint of the contact point p that
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T̃ 1,1
2 P 1 = T̃ 1,1

3 P 1 (2.32)
⎡

⎢
⎢
⎣

0 0 −q̇2 0
0 0 0 0
q̇2 0 0 0
0 0 0 0

⎤

⎥
⎥
⎦

⎡

⎢
⎢
⎣

0
−1
1
1

⎤

⎥
⎥
⎦ =

⎡

⎢
⎢
⎣

0 −q̇3 0 0
q̇3 0 0 0
0 0 0 0
0 0 0 0

⎤

⎥
⎥
⎦

⎡

⎢
⎢
⎣

0
−1
1
1

⎤

⎥
⎥
⎦ (2.33)

where we expressed the velocity of the contact point using the twists as
in (2.17). From this equation, we find q̇3 = −q̇2, i.e. that the angular
speed of Ψ3 must be equal but opposite to that of Ψ2. Taking as parameter
q = q2 = −q3 and as initial condition the configuration shown in the figure,
we can describe the relative configurations as

H1
2 (q) =

⎡

⎢
⎢
⎣

0 cos(q) − sin(q) 0
−1 0 0 −1
0 sin(q) cos(q) 0
0 0 0 1

⎤

⎥
⎥
⎦ (2.34)

H1
3 (q) =

⎡

⎢
⎢
⎣

cos(q) sin(q) 0 0
− sin(q) cos(q) 0 0

0 0 1 1
0 0 0 1

⎤

⎥
⎥
⎦ (2.35)

and the relative twists as

T 1,1
2 =

[
0 −1 0 0 0 0

]T
q̇ (2.36)

T 1,1
3 =

[
0 0 −1 0 0 0

]T
q̇ (2.37)

hence just two rotational joints as in (a), but now both depending on the
same states q and q̇. In a similar way, this approach can be used for systems
of more than two gears.

(e) Free (6 DoF) relative motion of two rigid bodies can be seen as a degenerate
joint (since in fact nothing is joined), but can still be described as a globally
parameterized rigid joint. We can just take Q = H1

2 and v = T 1,1
2 , and

hence X(Q) = I, and VQ(Q̇) as the vector representation of Q̇Q−1. As
global mapping FQ(φ), we can use the exponential coordinates described
in Appendix A.3.

(f) The spherical joint allows two bodies to have a fixed relative displacement,
but arbitrary rotation. If we choose a rotation matrix R to describe the
free relative rotations of the two concentric spheres defining the joint, and
if we assume for conciseness that Ψ1 and Ψ2 are displaced by vectors p1
and p2 from the centers of rotation, respectively, then their relative pose
can be described by

H1
2 (R) =

[
I p1
0 1

] [
R 0
0 1

] [
I p2
0 1

]

=
[
R Rp2 + p1
0 1

]

(2.38)
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Fig. 2.5 Example of a system and its kinematic graph. The graph can be made
loop-free, e.g. by removing (in first instance) the joint between B4 and B5.

while the relative twist can be written as

T̃ 1,1
2 = Ḣ1

2H2
1 =

[
ṘRT −ṘRT p1

0 0

]

or T 1,1
2 =

[
I
p̃1

]

ω (2.39)

where ω̃ := ṘRT . For this joint, we choose Q = R, v = ω, VQ(Q̇) the vector
representation of ṘRT , and for the global mapping FQ(φ) we choose again
exponential coordinates.

The examples show how general kinematic relations between rigid bodies can
be represented as globally parameterized rigid joints.

We can now describe the kinematics of a rigid mechanism as an intercon-
nection of ideal joints attached to rigid bodies. Provided with a practical
mechanism (or its preliminary design), it is up to the modeler to decide what
parts of the mechanism will be considered rigid and what joints will be con-
sidered ideal.

The topology of the idealized mechanism can be represented by a so-called
kinematic graph (more on graphs in Appendix B.2), in which each vertex
represents a rigid body, and each edge represents an ideal joint; Figure 2.5
shows an example. If the graph contains loops (cyclic paths), this means that
the mechanism contains kinematic loops. Unfortunately, the kinematics and
dynamics descriptions of this section and the following are only suitable for
mechanisms without kinematic loops. Therefore, the graph should be made
loop-free, either (if possible) by formulating the mechanism in a different
loop-free way, such as was done for the two-gear system in the example, or
by initially removing a joint to break the loop, and modeling it in a later
phase in terms of a constraint force (see Section 2.4).

For a loop-free kinematic graph, we use the following labeling conventions.
First, the vertex labeled B0 represents the reference frame. Second, a vertex
Bi represents a rigid body with coordinate frame Ψi. Third, an edge Ei

j

denotes an ideal joint that connects body j to body i, where Bi is an element
of the path from Bj to B0 (i.e. in the graph, Bi is closer to B0 than Bj).
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Fig. 2.6 Example of a rigid mechanism and its kinematic graph

In order to obtain a mathematical description of the kinematics of the
mechanism, we use the techniques described before to parameterize every
matrix Hi

j corresponding to an edge Ei
j using joint coordinates Qj . Further-

more, we write the relative twist as T i,i
j = X i

j(Q
j)vj with vj the coordinates

for the velocities. We combine the local descriptions of the individual joints
to obtain an expression for the pose and twist of each rigid body with respect
to the reference frame. This is presented in the following lemma, which is a
generalization of the geometric Jacobians as defined for example by Strami-
gioli (2001) and by Murray et al. (1994) — in the latter reference, it is called
the spatial manipulator Jacobian.

Lemma 2.12 (Geometric Jacobian). Given a loop-free rigid mechanism
comprised of rigid bodies Bi with coordinate frames Ψi, and n globally param-
eterized rigid joints Ei

j with associated relative twists T i,i
j = X i

j(Q
j)vj. The

twist of a body Bi relative to the reference frame Ψ0 can then be written as

T 0,0
i = Ji(Q)v :=

[
σ1

i AdH0
α

Xα
1 (Q1) · · · σn

i AdH0
ω

Xω
n (Qn)

]

⎡

⎢
⎣

v1

...
vn

⎤

⎥
⎦ (2.40)

where Ji is called the (geometric) Jacobian of body i and σj
i is defined as

σj
i =

{
1 if joint E�

j is in the path from Bi to B0, for some 
 ∈ {1, . . . , n}
0 otherwise
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Proof. The proof follows directly from Lemma 2.9, parts (c) and (e), since
for a general body in the mechanism, we can write its twist as the sum of
all the twists of the consecutive joints between that body and the reference
frame, which can be expressed mathematically in the form of the lemma.
The variables σj

i define the topological structure of the mechanism: only the
twists of the joints in the path from Bi to B0 influence the twist of Bi, not
the joints further away from the reference body or joints in different branches
of the mechanism.

Example 2.13. As an example of the proposed techniques, consider the (pla-
nar) mechanism of Figure 2.6, containing a horizontal prismatic joint, a ro-
tational joint, a gear system, and another prismatic joint. With the labels
and coordinate frames as indicated in the figure, the kinematic graph can be
drawn as shown (where the two gear wheels should be considered one joint).
Assuming unit-radius gearwheels, the relative poses can be described as

H0
1 =

⎡

⎢
⎢
⎣

1 0 0 0
0 1 0 −q1

0 0 1 0
0 0 0 1

⎤

⎥
⎥
⎦ H1

2 =

⎡

⎢
⎢
⎣

1 0 0 0
0 cos(q2) − sin(q2) 0
0 sin(q2) cos(q2) 1
0 0 0 1

⎤

⎥
⎥
⎦

H1
3 =

⎡

⎢
⎢
⎣

1 0 0 0
0 cos(q2) sin(q2) 0
0 − sin(q2) cos(q2) 3
0 0 0 1

⎤

⎥
⎥
⎦ H3

4 =

⎡

⎢
⎢
⎣

1 0 0 0
0 1 0 0
0 0 1 q3

0 0 0 1

⎤

⎥
⎥
⎦

(2.41)

and the relative twists can be described as

T 0,0
1 =

[
0 0 0 0 −1 0

]T
q̇1

T 1,1
2 =

[
1 0 0 0 1 0

]T
q̇2

T 1,1
3 =

[
−1 0 0 0 −3 0

]T
q̇2

T 3,3
4 =

[
0 0 0 0 0 1

]T
q̇3

(2.42)

which results in the following Jacobian matrix for the end effector Ψ4:

J4 =

⎡

⎢
⎢
⎢
⎢
⎢
⎢
⎣

1

⎛

⎜
⎜
⎜
⎜
⎜
⎜
⎝

0
0
0
0

−1
0

⎞

⎟
⎟
⎟
⎟
⎟
⎟
⎠

0

⎛

⎜
⎜
⎜
⎜
⎜
⎜
⎝

1
0
0
0
1
q1

⎞

⎟
⎟
⎟
⎟
⎟
⎟
⎠

+1

⎛

⎜
⎜
⎜
⎜
⎜
⎜
⎝

−1
0
0
0

−3
q1

⎞

⎟
⎟
⎟
⎟
⎟
⎟
⎠

1

⎛

⎜
⎜
⎜
⎜
⎜
⎜
⎝

0
0
0
0

sin(q2)
cos(q2)

⎞

⎟
⎟
⎟
⎟
⎟
⎟
⎠

⎤

⎥
⎥
⎥
⎥
⎥
⎥
⎦

=

⎡

⎢
⎢
⎢
⎢
⎢
⎢
⎣

0 −1 0
0 0 0
0 0 0
0 0 0

−1 −3 sin(q2)
0 q1 cos(q2)

⎤

⎥
⎥
⎥
⎥
⎥
⎥
⎦

(2.43)

such that T 0,0
4 = J4v, with v =

[
q̇1 q̇2 q̇3

]T . The Jacobians of the other links
can be constructed in a similar way.
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2.3 Dynamics of Open Rigid Mechanisms

Now that we have a suitable mathematical description language for the kine-
matics of a rigid mechanism, we can proceed to describing its dynamics,
i.e. the relation between the forces acting on a mechanism and its motion.

2.3.1 Forces on Rigid Mechanisms

We first look at the effect of forces on rigid bodies. We want to describe these
forces in such a way that the power P associated with the action of forces
on a rigid body with a twist T can be formulated as P = WT T , just like we
have P = fT v for point masses with velocity v and force f . Thus, we look
for an expression W describing somehow the forces as a vector which, when
paired with the twist, gives the power.

Consider a rigid body with attached coordinate frame Ψi and relative twist
T i,k

i relative to some body k, and a single arbitrary force f acting on it. Let
fi denote the 3 × 1 column vector expressing the force magnitude in Ψi, and
let ri denote the 3 × 1 column vector with the coordinates of the point on
the body at which the force acts, expressed in Ψi. Then we can compute the
power associated with the force as the (dual) product of the force fi and the
velocity vi (expressed in Ψi) of the point at which the force acts, or

P = fT
i vi =

[
fT

i 0
]
T̃ i,k

i

[
ri

1

]

= fT
i

[
ω̃i,k

i vi,k
i

]
[
ri

1

]

= fT
i

[
−r̃i I

]
[
ωi,k

i

vi,k
i

]

= fT
i

[
−r̃i I

]
T i,k

i =
[
r̃ifi

fi

]T

T i,k
i (2.44)

The final step shows how we obtain the desired expression of power as P =
WT T by taking W to be the wrench in the following definition. It is also the
only possible solution for W , as the equation for power should hold for all
possible twists.

Definition 2.14 (Wrenches). Let f j for j = 1 . . . k be a system of k forces
acting on a rigid body i with attached coordinate frame Ψi. Let f j

i be the
coordinates in Ψi of the force f j, and let ri

j be the coordinates in Ψi of the
point of attachment of the force on the body. The wrench W i,i associated with
this system of forces is defined as the 6 × 1 column vector

W i,i =
k∑

j=1

[
r̃i
jf

j
i

f j
i

]

=
k∑

j=1

[
ri
j ∧ f j

i

f j
i

]

(2.45)

where the first superscript denotes the coordinate frame in which the wrench
is expressed, and the second superscript denotes the body on which the wrench
is applied.
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The expression for power (2.44) is linear in the forces, and this allows to take
linear combinations of wrenches and obtain again a valid wrench. A special
example of this is when the term

∑
f j is zero, while the term

∑
r̃jf

j is
nonzero. This corresponds to a system of forces where the total force is zero
while the total moment is nonzero, i.e. to the case of a pure torque on a body.

To obtain a method for changing the coordinates of a wrench (i.e. express-
ing the same system of forces on the same body in a different coordinate
frame Ψj), we again look at the expression for power. Since power is a phys-
ical quantity independent of the coordinates, we should have

P = (W j,i)T T j,k
i = (W i,i)T T i,k

i

= (W i,i)T
(
AdHi

j
T j,k

i

)
=

(
AdT

Hi
j
W i,i

)T

T i,k
i (2.46)

and since this should hold for all twists T i,k
i , we find the following coordinate

transformation rule for wrenches.

W j,i = AdT
Hi

j
W i,i (2.47)

� Wrenches are linear operators on twists, as can be seen by the
construction of a wrench using the expression for power. In Lie-group
terms (Appendix A.3), since twists are elements of the lie algebra se(3),
wrenches are elements of the dual space of se(3), denoted se∗(3). When
an element of the dual space (a wrench) is applied to an element of the
space itself (a twist), the result is a coordinate-independent real number
(the power).�

When considering rigid mechanisms, we have seen how the twist of a rigid
link in the mechanism can be expressed more efficiently in terms of coordinates
v together with the Jacobian (Lemma 2.12). We can also represent wrenches
on rigid mechanisms efficiently by using a vector τ (commonly called the joint
torques) which is collocated with v, i.e. such that τT v equals the power associ-
ated with the forces τ acting on the mechanism with velocity v. We can relate
the external wrenches to the joint torques as in the following lemma.

Lemma 2.15. For a mechanism with kinematics described by Lemma 2.12,
an external wrench W 0,i acting on body i has the same effect on the mecha-
nism as a collection of joint torques τ equal to τ = JT

i W 0,i, where Ji is the
Jacobian of body i and τ is collocated with v.

Proof. The power associated with the wrench should be independent of
whether it is expressed in joint variables (v and τ) or work space variables
(T and W ), and hence the following equality holds.

τT v = (W 0,i)T T 0,0
i = (W 0,i)T Jiv = (JT

i W 0,i)T v (2.48)

Since this should hold for all v, we have the expression for τ in the theorem.
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(a) common practical implementation

r

y

y z
z

Ψi

Ψj

f−f

q

(b) implementation for this example

Fig. 2.7 A linear actuator attached to a rotational joint

Note that the mapping of Lemma 2.15 is in general not injective, since
the Jacobian can have a kernel, i.e. certain wrenches are projected to zero
and have no effect on the mechanism. Physically, the wrenches in the ker-
nel of JT

i are precisely those cancelled out by the constraint forces in the
joints.

As an example, consider the effect of gravity on a rigid body of mass m.
If we assume gravity to act in the negative z direction of Ψ0 and have mag-
nitude g, the wrench W i,i

g associated with the gravitational force on body i
equals

W i,i
g =

[
r̃gfg

fg

]

= −mg

[
r̃g(Ri

0)ez

Ri
0ez

]

with ez =

⎡

⎣
0
0
1

⎤

⎦ (2.49)

where Ri
0 is the rotation part of Hi

0 and rg is the location of the center of
mass of body i expressed in Ψi (often equal to zero). The equivalent joint
torque τg is then given by τg = JT

i AdT
Hi

0
W i,i

g . This expression can be used
in the dynamics equation for a rigid mechanism, discussed later on in this
chapter.

As another example, consider Figure 2.7, showing a rotational joint (with
angle q) and linear actuator (force f) attached to it. We can compute the
equivalent torques by computing the effect of the wrenches on both bodies
i and j. The practical implementation of the actuator would be as in Fig-
ure 2.7a, but to avoid having to deal with the resulting kinematic loop, we
implement it as in Figure 2.7b: we neglect the mass of the actuator and con-
sider it a pure force source, with equal forces f acting in opposing directions
on the two connected links.

In this case, the mechanism does not have kinematic loops, and since the
two connected links are part of the same branch in the kinematic tree (they
are still connected by the rotational joint), their Jacobians are almost equal,
except for one extra nonzero column in one of the Jacobians, corresponding
to the link that is furthest away from the reference body. Without loss of
generality, we assume that Jj has an extra column, which by definition equals
AdH0

i
X i,i

j . The Jacobian Jj can then be expressed as
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Jj = Ji +
[
0 · · · 0 AdH0

i
X i,i

j 0 · · · 0
]

(2.50)

Using this expression, we can compute the torques equivalent to the actuator
forces as follows.

τ = JT
i W 0,i + JT

j W 0,j

= JT
i AdT

Hi
0

[
−r̃f
−f

]

+
(

JT
i +

[
0 · · · 0 AdH0

i
X i,i

j 0 · · · 0
]T

)

AdT
Hi

0

[
r̃f
f

]

=
[
0 · · · 0 AdH0

i
X i,i

j 0 · · · 0
]T

AdT
Hi

0

[
r̃f
f

]

=
[
0 · · · 0 X i,i

j 0 · · · 0
]T

[
r̃f
f

]

(2.51)

This shows that for internal wrenches acting on two bodies connected by
a single joint qi, the equivalent torque is zero except for τi. Furthermore,
the torque τi is equal to the inner product of the wrench and the matrix
describing the relative motion allowed by the joint.

2.3.2 Kinetic Co-energy of Rigid Mechanisms

Let us now proceed to define the kinetic co-energy of a rigid body. Again, we
want to express this energy in terms of the twist of the body instead of the
velocities of all its comprising points. Since we later want to apply Newton’s
law to describe the dynamics, we should express the kinetic co-energy in terms
of velocities relative to an inertial frame, i.e. a coordinate frame (denoted Ψ∅)
that is moving at a constant velocity relative to the distant stars. We make
the common approximation that Ψ∅ is rigidly attached to the earth and we
neglect the absolute motion of the earth.
� In the formal definition described in Appendix B.1, energy is a func-

tion of the state of a dynamic element, not a function of one of the port
variables. However, it is often more convenient to describe the storage in
terms of a port variable, in which case the storage function is properly
called co-energy to distinguish it from the real energy. As the kinetic
storage function above is expressed as a function of the twist, i.e. a port
variable, it is called the kinetic co-energy.�

Given an inertial frame Ψ∅ and a rigid body i with attached frame Ψi,
we can write the kinetic co-energy Up

k of a point p on the body with body-
coordinates P i, velocity v∅p expressed in Ψ∅, and mass mp as
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Up
k =

1
2
mp(v∅p)T v∅p =

1
2
mp

(

H∅
i T̃ i,∅

i

[
pi

1

])T

H∅
i T̃ i,∅

i

[
pi

1

]

=
1
2
mp

[
(pi)T 1

]
[

−ω̃i,∅
i 0

(vi,∅
i )T 0

][
(R∅

i )
T 0

(p∅i )
T 1

] [
R∅

i p∅i
0 1

] [
ω̃i,∅

i vi,∅
i

0 0

] [
pi

1

]

=
1
2
mp

[
(ωi,∅

i )T (vi,∅
i )T

] [
p̃i 0
I 0

] [
(R∅

i )
T R∅

i (R∅
i )

T p∅i
(p∅i )

T R∅
i 1 + (p∅i )

T p∅i

] [
−p̃i I
0 0

] [
ωi,∅

i

vi,∅
i

]

=
1
2
mp(T

i,∅
i )T

[
(p̃i)T p̃i p̃i

(p̃i)T I

]

T i,∅
i (2.52)

which shows that the kinetic co-energy of a point mass can be expressed as
a quadratic function of the twist in body coordinates that is independent of
the relative pose H∅

i of the body. If we sum (by means of an integral) the
kinetic co-energy of all the point masses of the body, we obtain an expression
for the total kinetic co-energy of a rigid body equal to

Uk =
1
2
(T i,∅

i )T Ii,iT i,∅
i (2.53)

with Ii,i called the inertia matrix of the rigid body, defined as

Ii,i :=
∫

B

m(x)
[
(p̃i(x))T p̃i(x) p̃i(x)

(p̃i(x))T I

]T

dx (2.54)

and with m(x) and pi(x) the mass density and body-fixed coordinates of the
point x, respectively, and where the integral is taken over the volume B of
the rigid body.

By construction, the inertia matrix is positive semi-definite. Furthermore,
if a rigid body has a finite volume and mass distribution, then the inertia
matrix will be strictly positive-definite, meaning that for every non-zero twist
the body has nonzero kinetic co-energy.

If the coordinate frame on the body is chosen to be in the center of mass
of the body with the axes of the frame aligned with the principle directions
of the inertia ellipsoid of the rigid body, then the inertia matrix is a diagonal
matrix of the form

Ii,i = diag
[
Jx Jy Jz M M M

]
(2.55)

with M the total mass of the body, and Jx, Jy, and Jz the moments of
inertia around the axes x, y, and z of Ψi. The parameters in this matrix are
often easy to measure or compute for a given rigid body, and therefore the
body-fixed frames are often chosen in this way.

If the inertia matrix is known in one coordinate frame, it can also be
expressed in a different coordinate frame by using a suitable transformation
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rule. Since the kinetic co-energy of a body does not depend on the chosen
coordinate frame, we have

Uk =
1
2
(T j,∅

i )T Ij,iT j,∅
i =

1
2
(T i,∅

i )T Ii,iT i,∅
i =

1
2
(T i,∅

i )T AdT
Hi

j
Ii,i AdHi

j
T j,∅

i

(2.56)

and since this should hold for all twists, we obtain the following transforma-
tion rule for inertia matrices.

Ij,i = AdT
Hi

j
Ii,i AdHi

j
(2.57)

With the kinetic co-energy of one rigid body known, we can express the
kinetic co-energy of a rigid mechanism as the sum of the kinetic co-energies
of all the rigid bodies in the mechanism. This is expressed formally in the
following lemma.

Lemma 2.16 (Kinetic Co-Energy of a General Rigid Mechanism).
Given a rigid mechanism consisting of m rigid links and n globally param-
eterized rigid joints as defined in Definition 2.10, and with kinematics de-
scribed by a loop-free kinematic graph and corresponding Jacobians as in
Lemma 2.12. The kinetic co-energy of the mechanism is equal to

Uk =
1
2
vT M(Q)v (2.58)

where v =
[
v1 · · · vn

]T with vi the velocity state of link i, and where the
mass matrix M(Q) is defined as

M(Q) :=
m∑

i=1

JT
i (Q)AdT

Hi
∅(Q) Ii,i AdHi

∅(Q) Ji(Q) (2.59)

with Ji(Q) the Jacobian and Ii,i the body-fixed inertia matrix of link i.

Proof. The kinetic co-energy of a mechanism of several rigid bodies is equal to
the sum of the kinetic co-energies of the bodies. The kinetic co-energy of body
i can be written as (2.53), which, using the Jacobian, can be expressed as

(Uk)i =
1
2
(AdHi

∅
T ∅,∅

i )T Ii,i(AdHi
∅
T ∅,∅

i )

=
1
2
vT

(
JT

i (Q)AdT
Hi

∅
Ii,i AdHi

∅
Ji(Q)

)
v

Summing this expression for all rigid bodies gives the total kinetic co-energy
of the mechanism.
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2.3.3 Dynamic Equations of Rigid Mechanisms

For the derivation of the dynamics of a rigid mechanism, we start from the
Euler-Lagrange equations (Goldstein 1980). For a mechanical system with
generalized coordinates q and q̇, kinetic co-energy Uk(q, q̇) = 1

2 q̇T M(q)q̇ with
M invertible, potential energy Up(q), and input forces u collocated with y =
BT (q)q̇, the time-evolution of q is described by the differential equation

d

dt

(
∂L
∂q̇

)

− ∂L
∂q

= B(q)u (2.60)

with the Lagrangian L(q, q̇) = Uk(q, q̇)−Up(q). If we define p := ∂L
∂q̇ = M(q)q̇,

this can be written equivalently in port-Hamiltonian form as

d

dt

[
q
p

]

=
[

0 I
−I 0

] [
∂H
∂q
∂H
∂p

]

+
[

0
B(q)

]

u

y =
[
0 BT (q)

]
[

∂H
∂q
∂H
∂p

] (2.61)

with the Hamiltonian equal to H(q, p) = pT q̇−L(q, q̇) = 1
2pT M−1(q)p+Up(q),

and (u, y) defining a power port.
These equations can be generalized to what are known as the Boltzmann-

Hamel equations, as described for example by Whittaker (1998). Instead
of using q̇ to describe the velocity, we use a general vector v of the form
v = S(q)q̇ with S(q) a continuously-differentiable invertible matrix. Using
these coordinates (sometimes called quasi-coordinates), the dynamics can be
written as follows.

Lemma 2.17 (Boltzmann-Hamel Equations). Given a mechanical sys-
tem with generalized coordinates q, velocities v = S(q)q̇ (with S invertible
and continuously differentiable), inputs u collocated with v, potential energy
Up(q) and kinetic co-energy expressed as Uk(q, v) = 1

2vT M(q)v. If we define
p := M(q)v, we can write the dynamics as

d

dt

[
q
p

]

=

[
0 S−1

−S−T S−T
(

∂T (ST p)
∂q − ∂(ST p)

∂q

)
S−1

][
∂H
∂q
∂H
∂p

]

+
[
0
I

]

u (2.62)

v =
[
0 I

]
[

∂H
∂q
∂H
∂p

]

where the energy equals H(q, p) = 1
2pT M−1(q)p + Up(q).

Proof. The kinetic co-energy Uk can be written as a function of q̇ instead of
v simply by substituting the relation between v and q̇:
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Uk =
1
2
vT M(q)v =

1
2
q̇T ST (q)M(q)S(q)q̇ (2.63)

Using this expression, we can write the Lagrangian as a function of q
and q̇ as

L(q, q̇) =
1
2
q̇T ST (q)M(q)S(q)q̇ − Up(q) (2.64)

and its partial derivatives with respect to q and q̇ can be computed as

∂L
∂q

=
1
2

(
∂(q̇T ST (q)p)

∂q
+

∂(vT M(q)v)
∂q

+
∂(pT S(q)q̇)

∂q

)

− ∂Up(q)
∂q

(2.65)

∂L
∂q̇

= ST (q)M(q)S(q)q̇ = ST (q)p (2.66)

where we used the definition of p in the theorem, and where we explicitly
denoted the variables depending on q. Substituting these expressions in the
Euler-Lagrange equations (2.60) (with B = ST since u is collocated with v),
we obtain

ST u =
d

dt

(
ST p

)
− 1

2

(
∂(q̇T ST (q)p)

∂q
+

∂(vT M(q)v)
∂q

+
∂(pT S(q)q̇)

∂q

)

+
∂Up(q)

∂q

=
∂(ST (q)p)

∂q
q̇ + ST ṗ − ∂T (ST (q)p)

∂q
q̇ − 1

2
∂(vT M(q)v)

∂q
+

∂Up

∂q

=
∂(ST (q)p)

∂q
q̇ + ST ṗ − ∂T (ST (q)p)

∂q
q̇ +

1
2

∂(pT M−1(q)p)
∂q

+
∂Up

∂q

=
∂(ST (q)p)

∂q
q̇ + ST ṗ − ∂T (ST (q)p)

∂q
q̇ +

∂H

∂q
(2.67)

where the third equality follows from the identity

0 =
∂I

∂a
=

∂(X−1X)
∂a

=
∂X−1

∂a
X + X−1 ∂X

∂a
(2.68)

which holds for any invertible matrix X and any variable a. The resulting
dynamic equation can be written directly in the form of (2.62).

The Boltzmann-Hamel equations serve as a basis for the derivation of the
dynamic equations for general rigid mechanisms as presented in the following
theorem. This theorem gives the dynamic equations for general rigid mecha-
nisms without kinematic loops, comprised of rigid links and interconnected by
globally parameterized rigid joints. The theorem can be formulated equiva-
lently in terms of the Lagrangian coordinates (q, v) instead of the Hamiltonian
coordinates (q, p), see Duindam & Stramigioli (2007, 2008).

Theorem 2.18 (Dynamics of a General Rigid Mechanism). Given a
rigid mechanism as in Lemma 2.16 with total energy equal to kinetic plus
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potential energy, and with power-port (u, v). Its dynamics are described by
the following equations.

Q̇ = V −1
Q (v) (2.69)

ṗ = −S−T
0

∂H

∂φ
+ S−T

0

(
∂T (ST p)

∂φ
− ∂(ST p)

∂φ

)∣
∣
∣
∣
φ=0

S−1
0 M−1p + u (2.70)

v = M−1(Q)p (2.71)

with the energy function H(Q, p) = 1
2pT M−1(Q)p + Up(Q) and

Si(Qi, φi)φ̇i := V i
Fi(φi)

(
∂

∂φi
Fi(φi)φ̇i

)

∀ φ̇i (2.72)

S(Q, φ) := diag
[
S1(Q1, φ1) · · · Sn(Qn, φn)

]
(2.73)

S0 := S(Q, 0) (2.74)

∂H

∂φi
:=

∂H

∂Qi
◦ ∂Fi

∂φi

∣
∣
∣
∣
φ=0

∀ φ̇i (2.75)

with Fi(φi) the local coordinate function of the globally parameterized rigid
joint i with local coordinates φi.

Proof. First, consider an arbitrary (fixed) state (Q, p) of the system, with
p = M(Q)v. Then, by definition of a globally parameterized rigid joint, the
functions Fi(φi) define local coordinates φi around Qi for all joints i. With
Q fixed and only φ changing, time derivatives of the configuration can locally
be expressed as ∂

∂φi Fi(φi)φ̇i (where, for joints with more than one DoF,
summation over all components of φi should take place). Joint velocities can
be expressed using the mappings V i for each joint, but instead of expressing
them as functions of Qi and Q̇i, we express them as functions of φi and φ̇i, as
shown in (2.25). Since by definition, V i is linear in Q̇, the expression V i can
be written as a matrix-vector product Si(Qi, φi)φ̇i as in (2.72). Collecting
the matrices Si in the matrix S as defined in (2.73), we obtain an expression
for the velocities as S(Q, φ)φ̇.

Second, we can write the dynamic equations for the system locally around
Q in port-Hamiltonian form by using (2.62) with coordinates φ (and param-
eterized by Q). The momentum can locally be written as

p := M(FQ(φ))S(Q, φ)φ̇ (2.76)

giving a Hamiltonian equal to 1
2pT M−1(FQ(φ))p + Up(Q). The Boltzmann-

Hamel equations in port-Hamiltonian form then become

φ̇ = S−1M−1(FQ(φ))p (2.77)

ṗ = −S−T ∂H

∂φ
+ S−T

(
∂T (ST p)

∂φ
− ∂(ST p)

∂φ

)

S−1M−1(FQ(φ))p + u (2.78)
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where we abbreviated S = S(Q, φ) and where the partial derivative of H
with respect to φ should be taken as

∂H(Q, p)
∂φi

:=
∂H(Q, p)

∂Qi

∣
∣
∣
∣
Q=FQ(φ)

◦ ∂Fi(φi)
∂φi

(2.79)

with the concatenation operator (◦) meaning a sum over all elements of the
matrix Qi times the partial derivative of Fi(φi) with respect to φi.

Finally, we obtain the dynamics at a certain point Q with pseudo-velocity
v by evaluating the equations at φ = 0. By definition, for φ = 0 we have
Fi(0) = Qi and S(Q, 0)φ̇ = v, which results in the dynamic equations (2.69)-
(2.71) given in the theorem. The conditions on Fi given in Definition 2.10
ensure the existence and uniqueness of the partial derivatives of Fi and ST p
with respect to φ.

The equations in the theorem are basically just the Boltzmann-Hamel equa-
tions, but formulated in such a way that the local coordinates φ and φ̇ do not
appear (except in the partial derivatives of Si and Fi, evaluated at φ = 0).
Thus, the equations in the theorem are valid globally, for all Q, and they
can be readily implemented in simulation, by means of two ordinary differ-
ential equations for the states Q and p plus an equation for the intermediate
variable v.

Moreover, the structure of the mass matrix and the Jacobians can be used
to write the partial derivative of the Hamiltonian to φ in a compact form. This
can be seen from the definitions (2.40) and (2.59), which can be written as

M =
m∑

i=1

⎡

⎢
⎣

σ1
i (Xα

1 )T (Q1)AdT
Hi

α

...
σn

i (Xω
n )T (Qn)AdT

Hi
ω

⎤

⎥
⎦ Ii,i

[
σ1

i AdHi
α

Xα
1 (Q1) · · · σn

i AdHi
ω

Xω
n (Qn)

]

(2.80)

This shows that the mass matrix (and hence the Hamiltonian) only depends
on φi indirectly and locally, i.e. only through the matrix X�

i (Qi) defining the
relative degrees of freedom of joint i and through the transformation matrix
H�

i defining the relative configuration of joint i. The partial derivatives of
these terms to φi can be easily obtained (looking only locally at the joint
description), and hence the partial derivative of the mass matrix follows by
the chain rule for differentiation.

Example 2.19. As a first example, we consider the dynamics of a single rigid
body with frame Ψ0, freely floating in space (we ignore gravity in this example).
This system can be described as a (degenerate) mechanism with one rigid link
and one free 6-DoF joint as in Figure 2.4e, using Q = H∅

0 and v = T 0,∅
0 . From
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Appendix A.3, we find that the twist can be expressed locally around a certain
Q with exponential coordinates φ as T 0,∅

0 = S(Q, φ)φ̇ with

S(Q, φ) =
∞∑

k=0

(−1)k

(k + 1)!
adk

φ = I − 1
2

adφ +
1
6

ad2
φ − . . . (2.81)

where ad is as defined in Lemma 2.9. From the expression, we can see that
S(Q, 0) = I, and we can evaluate the partial derivative with respect to φ at
φ = 0 as follows.

∂(ST (Q, φ)p)
∂φ

∣
∣
∣
∣
φ=0

=
∂

∂φ

(

p − 1
2

adT
φ p +

1
6
(ad2

φ)T p − . . .

)∣
∣
∣
∣
φ=0

=
∂

∂φ

([
I 0
0 I

] [
pa

pb

]

+
1
2

[
φ̃a φ̃b

0 φ̃a

] [
pa

pb

]

+ . . .

)∣
∣
∣
∣
φ=0

=
∂

∂φ

([
I 0
0 I

] [
pa

pb

]

− 1
2

[
p̃a p̃b

p̃b 0

] [
φa

φb

]

+ . . .

)∣
∣
∣
∣
φ=0

= −1
2

[
p̃a p̃b

p̃b 0

]

(2.82)

where the subscripts a and b denote the first three and second three compo-
nents of a vector, respectively, and where the third equality follows from the
identity

x̃y = x ∧ y = −y ∧ x = −ỹx (2.83)

which holds for all vectors x, y ∈ R
3. Since we used the twist in body coordi-

nates and ignored gravity, the inertia tensor I0,0 and the Hamiltonian do not
depend on Q, and hence not on φ either. So if we substitute the expressions
for S and its partial derivative into Theorem 2.18, we obtain

Ḣ∅
0 = H∅

0 T̃ 0,∅
0 (2.84)

d

dt

[
pa

pb

]

=
(

−1
2

[
p̃T

a p̃T
b

p̃T
b 0

]

+
1
2

[
p̃a p̃b

p̃b 0

])

T 0,∅
0 + u

=
[
p̃a p̃b

p̃b 0

]

T 0,∅
0 + W 0,0 (2.85)

as the equations describing the dynamics of a rigid body in body-coordinates.
Instead of using a momentum in body coordinates, we can also use the

momentum p∅ in world coordinates, defined as

p∅ := I∅,∅T ∅,∅
0 = AdT

H0
∅

I0,0 AdH0
∅
T ∅,∅

0 = AdT
H0

∅
I0,0T 0,∅

0 = AdT
H0

∅
p (2.86)

Its time derivative can be obtained from the expression for ṗ as follows
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Fig. 2.8 Example setup of a rigid mechanism for which Q is a vector

ṗ∅ =
d

dt
(AdT

H0
∅
p) =

d

dt
(AdT

H0
∅
)p + AdT

H0
∅
ṗ = adT

T ∅,0
∅

AdT
H0

∅
p + AdT

H0
∅

ṗ

=
d

dt
(AdT

H0
∅
)p + AdT

H0
∅

[
p̃a p̃b

p̃b 0

][
ω0,∅

0

v0,∅
0

]

+ AdT
H0

∅
W 0,0

=
d

dt
(AdT

H0
∅
)p − AdT

H0
∅

[
ω̃0,∅

0 ṽ0,∅
0

0 ω̃0,∅
0

][
pa

pb

]

+ W ∅,0

=
d

dt
(AdT

H0
∅
)AdT

H∅
0

p∅ + AdT
H0

∅
adT

T 0,∅
0

AdT
H∅

0
p∅ + W ∅,0

=
d

dt
(AdT

H0
∅
)AdT

H∅
0

p∅ + AdT
H0

∅

d

dt
(AdT

H∅
0
)p∅ + W ∅,0

=
(

d

dt
(AdT

H0
∅
)AdT

H∅
0

+ AdT
H0

∅

d

dt
(AdT

H∅
0
)
)

p∅ + W ∅,0

= W ∅,0 (2.87)

where we used property (f) of Lemma 2.9 and where the last equality follows
from (2.68). The resulting equation is a generalization of Newton’s second
law to the case of a rigid body: the time-derivative of the momentum of
a rigid body (when expressed in inertial coordinates) is equal to the forces
(wrenches) applied to it, and hence the momentum is conserved if no external
forces are applied.

Example 2.20. As a second example of the general result of Theorem 2.18,
we consider the dynamics of a class of mechanisms for which the allowed
relative configuration Qi of all joints can be described by a vector, such as
the mechanism shown in Figure 2.8, with full direct actuation τ . In this case,
we can choose Q = q and v = q̇, as well as FQ(φ) = Q + φ, and hence we
obtain S(Q, φ) = I and the corresponding dynamics

d

dt

[
q
p

]

=
[

0 I
−I 0

] [
∂H
∂q
∂H
∂p

]

+
[
0
I

]

τ (2.88)
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with H(q, p) = 1
2pT M−1(q)p + Up(q), i.e. the normal Euler-Lagrange equa-

tions in port-Hamiltonian form. The equation for ṗ can be expanded as

ṗ =
d

dt
(M(q)q̇) =

∂(M(q)q̇)
∂q

q̇ + M(q)q̈

= −∂H

∂q
+ τ =

1
2

∂(q̇T M(q)q̇)
∂q

− ∂Up

∂q
+ τ (2.89)

which can be written as

M(q)q̈ +
(

∂(M(q)q̇)
∂qi

− 1
2

∂T (M(q)q̇)
∂q

)

q̇ +
∂Up

∂q

=: M(q)q̈ + C(q, q̇)q̇ + V (q) = τ (2.90)

which is the formulation of the dynamics of this class of mechanisms as com-
monly encountered in textbooks. The matrix C(q, q̇) describes the centrifugal
and Coriolis effects.

2.4 Kinematic Loops and Nonholonomic Constraints

The previous sections have shown how to obtain a set of explicit differ-
ential equations for general mechanisms with ideal holonomic joints and a
loop-free kinematic graph, i.e. for systems without kinematic loops and for
which the space of allowed configurations has the same dimension as the
space of allowed instantaneous velocities. In this section, we look at more
general mechanisms, possibly containing kinematic loops and nonholonomic
constraints.

For conciseness reasons, we choose to start here from systems described
by coordinates q ∈ R

n and p ∈ R
n, with Hamiltonian equal to H(q, p) =

1
2pT M−1(q)p + Up(q) and described by the differential equations (2.61). The
results from this section can be extended to more complex descriptions such
as in Theorem 2.18; the equations just become a little longer.

We consider constraints that can be expressed as

AT (q)q̇ = 0 (2.91)

with A(q) a continuously differentiable n × m matrix. Furthermore, the
associated constraint forces λ are collocated with AT q̇. This formulation
means that we consider position-varying velocity constraints that are lin-
ear in the velocities with constraint forces that do not influence the energy
of the system (since the power equals λT (AT q̇) = 0 if the constraints are
satisfied).

Under these conditions, the mechanical system with constraints can be
represented by the implicit set of differential equations
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d

dt

[
q
p

]

=
[

0 I
−I 0

] [
∂H
∂q
∂H
∂p

]

+
[

0 0
A(q) B(q)

] [
λ
u

]

[
0
y

]

=
[
0 AT (q)
0 BT (q)

] [
∂H
∂q
∂H
∂p

] (2.92)

where λ is to be determined such that the output zero constraint is and
remains satisfied.

Several approaches can be taken in the simulation of systems of the form
(2.92). First, it could be left to a numerical solver to obtain the correct λ
at each simulation step. We do not further pursue this direction, but refer
to Ascher & Petzold (1998) for an introduction to numerical techniques for
dealing with these sets of algebraic and differential equations.

A second approach is to obtain λ by differentiation of the constraint:

0 =
d

dt

(

AT ∂H

∂p

)

=
d

dt

(
AT M−1p

)
=

∂(AT M−1p)
∂q

q̇ + AT M−1ṗ

=
∂(AT M−1p)

∂q

∂H

∂p
+ AT M−1

(

−∂H

∂q
+ Aλ + Bu

)

(2.93)

from which λ can be solved as

(
AT M−1A

)
λ = AT M−1 ∂H

∂q
− AT M−1Bu − ∂(AT M−1p)

∂q

∂H

∂p
(2.94)

which has a unique solution for λ if the matrix A has full column rank. This
solution gives the necessary force λ that keeps the velocities AT q̇ constant
(since we looked at the derivative of the constraint). This means that if the
constraint (2.91) is satisfied at some time, then applying this λ ensures that
(2.91) remains satisfied. The approach can be extended to avoid numerical
drift (which may cause AT q̇ to become nonzero), by changing the differential
equation as follows

d

dt

(

AT ∂H

∂p

)

= 0 → d

dt

(

AT ∂H

∂p

)

= −β

(

AT ∂H

∂p

)

(2.95)

with β > 0 a damping coefficient. We apply this method in Section 3.3, where
we discuss the computation of contact forces for rigid contact between two
rigid bodies.

A third approach (presented by Duindam, Blankenstein & Stramigioli
(2004), based on results by van der Schaft & Maschke (1994)) is to find new
coordinates for the momentum such that satisfying the constraints is equiv-
alent to some of these coordinates being zero. This approach can be taken
if the rank of A is constant (say, m) for all q, by defining an n × (n − m)
matrix S(q) satisfying AT (q)M−1(q)S(q) = 0, i.e. such that the columns of
S span the space of momenta compatible with the constraints. The dynamics
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can then be described by the explicit differential equations of the following
theorem.

Theorem 2.21 (Dynamics of Nonholonomic Systems). Given a sys-
tem with nonholonomic constraints, described by (2.92), and let A(q) have
constant rank m for all q. If we can find a continuously differentiable
n × (n − m) matrix S(q) satisfying AT (q)M−1(q)S(q) = 0, then the dynam-
ics of the constrained system can be described equivalently by the following
port-Hamiltonian system

d

dt

[
q
α

]

= J̄(q, α)

[
∂H̄
∂q
∂H̄
∂α

]

+
[

0
M̄ST M−1

]

u

y =
[
0 M−1SM̄

]
[

∂H̄
∂q
∂H̄
∂α

] (2.96)

with α an (n − m)-vector, and M̄ , H̄, and J̄ defined as

M̄(q) :=
(
ST (q)M−1(q)S(q)

)−1
(2.97)

H̄(q, α) := H(q, S(q)α) =
1
2
αT M̄−1α + V (q) (2.98)

J̄(q, α) :=

[
0 M−1SM̄

−M̄ST M−1 M̄ST M−1
(

∂T (Sα)
∂q − ∂(Sα)

∂q

)
M−1SM̄

]

(2.99)

Proof. The vector α is the new reduced-order coordinate vector for the
momentum satisfying p = S(q)α. By definition of S(q), the constraints
0 = AT M−1p = AT M−1Sα are automatically satisfied for all α. Further-
more, the definition of the new Hamiltonian H̄ is just H with S(q)α substi-
tuted for p. From this definition we find

∂H̄

∂q
=

∂H

∂q
+

∂T (S(q)α)
∂q

∂H

∂p
(2.100)

∂H̄

∂α
= ST (q)

∂H

∂p
(2.101)

Furthermore, we can write the differential equations for q and p as

q̇ =
∂H

∂p
= M−1p = M−1Sα = M−1SM̄M̄−1α = M−1SM̄

∂H̄

∂α
(2.102)

ṗ =
d

dt
(S(q)α) =

∂(Sα)
∂q

q̇ + Sα̇ = −∂H

∂q
+ Aλ + Bu (2.103)
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¯

Fig. 2.9 Commutation diagram for a system with position coordinates q, pseudo-
velocities v, and momenta α allowed by the nonholonomic constraints

Pre-multiplying the last equation with M̄ST M−1 gives

M̄ST M−1 ∂(Sα)
∂q

M−1SM̄
∂H̄

∂α
+ α̇

= −M̄ST M−1
(

∂H̄

∂q
− ∂T (Sα)

∂q
M−1Sα

)

+ M̄ ST M−1A︸ ︷︷ ︸
0

λ + M̄ST M−1Bu

= −M̄ST M−1
(

∂H̄

∂q
− ∂T (Sα)

∂q
M−1Sα

)

(2.104)

which, together with the equation for q̇, can be formulated as in the theorem.

The results of Theorem 2.21 are an extension of the Boltzmann-Hamel
equations (2.62), with the regular inverse S−1 replaced by a pseudo-inverse
M−1S(ST M−1S)−1. However, the mass matrix M of the system without
kinematic constraints is necessary for the definition of the new system in
reduced coordinates, and hence it is useful to distinguish the holonomic
joints (where S is invertible) from the nonholonomic joints (where S is not
invertible).

To illustrate the precise difference between the Boltzmann-Hamel
equations of Lemma 2.17 and the equations for nonholonomic systems of
Theorem 2.21, consider a combination of both systems, i.e. a system with
coordinates q, pseudo-velocities v = SH(q)q̇ (with SH invertible), corre-
sponding momentum variables p = Mv, and nonholonomic constraints ex-
pressed by reduced-order coordinates α satisfying p = SN (q)α (with SN not
invertible).

The relation between the various variables is illustrated in Figure 2.9.
Apart from the relations mentioned above, the definitions of H(q, p) and
H̄(q, α) allow to construct the other relations in the diagram. From the di-
agram, we can see that q̇ can be obtained from ∂H

∂p just by multiplication
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Fig. 2.10 Schematic (top) view of the snakeboard

with S−1
H . However, since ST

N is not invertible, v can be obtained from ∂H̄
∂α

by going via the variables α and p, i.e. as v = M−1SNM̄ ∂H̄
∂α . This illustrates

the difference between Lemma 2.17 and Theorem 2.21.

Example 2.22. Figure 2.10 shows the snakeboard, an interesting mechanical
system with nonholonomic constraints. It is a commercially available locomo-
tion device (Snakeboard U.S.A. 2005), very similar to the skateboard, but with
extra degrees of freedom that allow rotation of the front and rear wheel bases
around the vertical axis, such that the direction of motion of the wheels can be
changed. Using certain combinations of motion of the feet (to control the wheel
base angles) and of the upper body, the person riding the snakeboard can in-
crease the total forward momentum, without touching the ground or directly
driving the wheels.

The snakeboard is a relatively simple system that still has many scien-
tifically interesting properties, and it is hence used in numerous studies on
modeling, analysis, and control of nonholonomic mechanical systems. Lewis
et al. (1994) and Bullo & Zefran (2001) used Lie-bracket analysis, Vela (2003)
applied averaging analysis, and Ostrowski & Burdick (1998), Bloch (2003),
Bloch et al. (1996), Ostrowski (1999), and Blankenstein (2003) used principle
bundles and momentum maps. These studies have revealed many interesting
physical and geometrical properties and interpretations, and provide general
tools to analyze nonholonomic systems.

In this example, we show how an explicit model of the snakeboard can be
obtained by choosing new coordinates for the momentum, as described by
Theorem 2.21. The advantage of this formulation is not only the possibil-
ity of fast simulation using straight-forward ODE algorithms, but also that
the resulting equations turn out to be very simple and allow clear interpre-
tation in terms of energy flows. More information about the use of this model
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for controller design can be found in (Duindam & Stramigioli 2004a) and
(Duindam, Blankenstein & Stramigioli 2004).

To construct a model of the snakeboard, we assume that it consists of three
rigid parts (body, torso and wheels), each with its own mass m∗ and inertia
J∗. We can write the total mass and inertia as follows

m := mb + mt + mw total mass

J := Jb + Jt + Jw + mwr2 total inertia around (x, y)

and we make the simplifying assumptions that (i) the wheels rotate at equal
but opposite angles (only one coordinate φ is used) and (ii) the parameters
are such that J = mr2. These assumptions are standard in the analysis of
the snakeboard and simplify the equations without affecting the essential
geometry of the problem. We choose the states of the system as positions
and momenta

q =
[
x y θ ψ φ

]T

p =
[
px py pθ pψ pφ

]T
(2.105)

and the Hamiltonian of the system is just the kinetic energy H = 1
2pT M−1p

with

M =

⎡

⎢
⎢
⎢
⎢
⎣

m 0 0 0 0
0 m 0 0 0
0 0 J Jt 0
0 0 Jt Jt 0
0 0 0 0 Jw

⎤

⎥
⎥
⎥
⎥
⎦

(2.106)

We furthermore assume to have direct torque control on the torso and the
wheels, which can be described by the input mapping

B =
[
0 0 0 1 0
0 0 0 0 1

]T

(2.107)

Finally, the (nonholonomic) kinematic constraints are that the wheels are not
allowed to slip sideways. This can be represented by the matrix A as

A =
[
sin(θ − φ) − cos(θ − φ) r cos(φ) 0 0
sin(θ + φ) − cos(θ + φ) −r cos(φ) 0 0

]T

(2.108)

which has rank 2 for all q, except for φ = ± 1
2π, i.e. when the wheels are

turned completely sideways. The two elements of AT q̇ describe the sideways
velocities of the two wheel pairs (front and rear).

We can find an example of a suitable matrix S(q) describing the allowed
momenta as follows
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Fig. 2.11 Bond graph
of the snakeboard in
reduced momentum co-
ordinates

S(q) =

⎡

⎣
mr
β cos(θ) cos(φ) mr

β sin(θ) cos(φ) mr2−Jt

β sin(φ) 0 0
0 0 1 1 0
0 0 0 0 1

⎤

⎦

T

(2.109)

with β(φ) :=
√

mr2 − Jt sin2(φ). Duindam, Blankenstein & Stramigioli
(2004) show how different choices of S(q) lead to the different models avail-
able in literature. If we use this matrix S(q) in Theorem 2.21, we obtain
the following explicit differential equations that describe the dynamics of the
constrained snakeboard.

d

dt
q =

⎡

⎢
⎢
⎢
⎢
⎣

r
β cos(θ) cos(φ) 0 0
r
β sin(θ) cos(φ) 0 0

1
β sin(φ) 0 0

− 1
β sin(φ) 1 0

0 0 1

⎤

⎥
⎥
⎥
⎥
⎦

⎡

⎣
α1
α2
Jt
α3
Jw

⎤

⎦ (2.110)

d

dt
α =

⎡

⎣

1
β sin(φ) 0

1 0
0 1

⎤

⎦
[
u1
u2

]

(2.111)

with H = 1
2αT M̄−1α and M̄ = diag

[
1 Jt Jw

]
. The mass matrix M̄ is con-

stant and diagonal, which is due to the choice of S: the matrix M−1 defines
a metric on the space of momenta, and the columns of S are chosen to be
mutually orthogonal and of constant norm in that metric.

The resulting dynamic equations turn out to be very simple, expressing the
total kinetic energy of the system as the sum of three terms, each depending
on only one momentum coordinate: α3 represents the energy in the wheels,
α2 the energy stored in the torso, and α1 the energy stored in the other
motions of the snakeboard, in particular the forward momentum of the board
(a quantity that may be important for control).

Since the energy function depends only on α and not on q, we can repre-
sent the energy flows in the snakeboard as in Figure 2.11 in terms of a bond
graph (bond graphs are explained in detail in Appendix B.2). From the bond
graph, we see that the wheels do not have an energy coupling to the rest of
the snakeboard; they only influence the system indirectly through modulation
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of the MTF. Furthermore, the input port (u1,ψ̇) can exchange energy with
the torso (I element with parameter Jt) as well as the forward motions (I
element with parameter 1), but only if sin(φ) �= 0. All of this is clear from in-
tuitive physical reasoning about the snakeboard (e.g. if the wheels are straight
(φ = 0), exerting a torque u1 only makes the torso rotate, not the rest of the
snakeboard); the reduced equations and the corresponding bond graph prove
this reasoning and quantify it.



Chapter 3
Modeling of Compliant and Rigid
Contact

The second building block for dynamic models of walking robots is a model
of the contact between the feet of the robot and the ground. Contacts are
important in the analysis and control of walking motions for two main rea-
sons. First, the dynamic behavior of a walking robot is strongly influenced
by whether or not the feet have contact with the ground: making and break-
ing contact results in strong nonlinearities (or even switching behavior) in
the dynamics. Secondly, impacts determine to some extent the efficiency of a
walking cycle: large impacts (stamping) cause large energy losses during the
walking cycle.

In the development of a contact model suitable for walking robots, two
goals need to be balanced. First, the model should give an accurate represen-
tation of physical contact behavior. But secondly, the model should not be
too complex, in order to allow quick simulation, tractable analysis, and con-
troller design. To balance between these conflicting modeling goals (which are
present in some form in all modeling tasks), we discuss two contact models in
this section: one compliant model that is most suited for accurate simulation,
and one rigid model that is most suited for analysis and controller design.

The compliant model has the advantage of being more generally applicable
as it can be represented as a standard finite port-Hamiltonian system that can
be interconnected between bodies to model possible contact between these
bodies. If more bodies can come into contact, more copies of the model can be
added without any other special requirements or adjustments. Disadvantages
of the compliant model are that it results in stiff differential equations when
the contacting surfaces are relatively stiff, and that it is very hard to analyze
a walking robot with a compliant contact model, due to the presence of both
single-support and double-support phases during walking.

The rigid contact model has the advantage of being easy to simulate and
analyze, since impacts can be represented by a simple step in the momen-
tum, possibly completely eliminating the need for a double-support phase
(this depends on the exact mechanical structure of the walking robot). The
disadvantage is that this model needs to be implemented as an integrated

V. Duindam, S. Stramigioli: Model. & Ctrl. for Effi. Bipedal Walk. Robo., STAR 53, pp. 55–92.
springerlink.com c© Springer-Verlag Berlin Heidelberg 2009
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part of the mechanism in contact, instead of a separate, more or less inde-
pendent port-Hamiltonian system. Furthermore, it is much more difficult to
generalize to multiple contact points; we only discuss an extension to two
contact points.

In the remainder of this chapter, we first discuss models of the kinematics
of contact, i.e. the equations that describe when and where bodies come into
contact, and then describe the two contact models, first the compliant model,
and then the rigid model.

3.1 Contact Kinematics

The purpose of contact kinematics is to detect collisions between rigid bodies,
based on the kinematic information of these bodies. The kinematic contact
analysis should detect both when (at what simulation time) and where (at
which points of the two rigid bodies) a collision occurs. This means that it
continuously needs to monitor the positions and velocities of the bodies in a
mechanism and, using information about the surfaces of these bodies, check
for collisions.

In the literature, especially in the field of computer graphics, we can
find many ways to handle collision detection. The main objective of these
approaches is to be able to detect, in real-time, possible contact between
many objects in a virtual 3D environment. This objective is motivated by
applications in interactive haptic virtual environments as well as computer
games. A common way to speed up the detection process is to use rough
approximations of objects when they are still far away from each other, and
more detailed surfaces models as they get closer. Various shapes and vol-
umes can be used as rough approximation, such as bounding boxes (Cohen
et al. 1995, Suri et al. 1999), bounding spheres (Hubbard 1996), and convex
polytopes (Klosowski et al. 1998). Jiménez et al. (2001) provide a survey of
the various related problems and existing solutions.

When modeling walking robots, or multibody systems in general, the num-
ber of rigid bodies that may come in contact is usually limited. For a bipedal
robot, contact normally only occurs between the feet and the ground; if other
parts of the robot touch the ground, walking has clearly failed, and there is
usually no need for accurate simulation of the robot falling down and breaking
to pieces.

Therefore, it is not necessary for our purposes to have these demands of
real-time detection of contact between many objects. Instead of judging a
collision-detection mechanism on these aspects, focus can be put on accuracy
of the detection, as well as simplicity of implementation in standard simula-
tion software, without the need for extra iterative numerical techniques.

In this section, we consider collision detection and monitoring between
two specific rigid bodies. These bodies may be part of a rigid mechanism or
freely floating; this aspect does not influence the kinematic analysis. We use
a description of the surfaces of the two bodies as well as their kinematic state
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(relative pose and twist) to solve the generalized contact kinematics prob-
lem: to compute the positions and velocities of two points (called generalized
contact points) on the two bodies that are closest to each other.
� We use the Euclidean metric to define closest distance of the points

on the surface, as these distances are measured in the three-dimensional
world in which we live. Technically, the metric is not important for colli-
sion detection, though, as a distance zero in the Euclidean metric implies
distance zero in any positive-definite metric.�

We discuss two approaches that solve the generalized contact kinematics
problem, and that are suitable for use in the modeling of multibody systems.
We start with several examples of commonly encountered situations for which
the contact kinematics can be derived directly, due to the elementary sur-
face shapes or other simplifying assumptions. Then, we show a more general
indirect (differential) approach, suitable for a broader class of surfaces.

3.1.1 Direct Derivation for Simple Cases

We give four examples of common situations where the contact kinematics
can be obtained directly due to simplifying assumptions or simple contacting
surfaces. The objective is to obtain the positions and velocities of the closest
points (labeled p0 and p1) on two surfaces, given the shape of the surfaces
and their relative pose H0

1 and twist T 0,0
1 .

Example 3.1 (fixed point on a rigid body over a plane). Consider first the
situation of Figure 3.1a, with an object over a plane. In some situations, for
example a walking robot with point feet, it can be assumed that the rigid
body can only come in contact with the plane at one specific point on the
body, such that the contact point p1 has fixed coordinates P 1

1 (expressed in
Ψ1). In this case, the coordinates P 0

0 of the contact point p0 follow easily as

P 0
0 =

⎡

⎢
⎢
⎣

1 0 0 0
0 1 0 0
0 0 0 0
0 0 0 1

⎤

⎥
⎥
⎦H0

1P 1
1 (3.1)

that is, we compute the coordinates of p1 in Ψ0 (by the multiplication P 0
1 =

H0
1P 1

1 ) and then project the point onto the horizontal (x, y)-plane along the
z-axis. From these expressions for P 1

1 and P 0
0 , we can compute the velocities

of the contact points as

Ṗ 0
0 =

⎡

⎢
⎢
⎣

1 0 0 0
0 1 0 0
0 0 0 0
0 0 0 1

⎤

⎥
⎥
⎦ T̃ 0,0

1 H0
1P 1

1 Ṗ 1
1 = 0 (3.2)
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(a) Fixed point on a rigid body.
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(b) Flat disc over a plane.

Fig. 3.1 Two simple examples for which the contact kinematics can be derived
directly from the kinematics of the contacting bodies

where Ṗ 1
1 = 0 since p1 is fixed to body 1. We thus obtain a direct expression

of the contact kinematics in terms of the relative pose H0
1 and the relative

twist T 0,0
1 of the two bodies.

Example 3.2 (flat disc over a plane). Consider as a second example Fig-
ure 3.1b, showing a flat disc of radius r over a plane. If we assume the disc
to be above the plane at all times and choose Ψ1 to have its origin in the
center of the disc and its z-axis normal to the disc, then the coordinates of
the contact points can be expressed as

P 0
0 =

⎡

⎢
⎢
⎣

1 0 0 0
0 1 0 0
0 0 0 0
0 0 0 1

⎤

⎥
⎥
⎦H0

1P 1
1 P 1

1 =

⎡

⎢
⎢
⎢
⎣

−rzx√
z2

x+z2
y+ε

−rzy√
z2

x+z2
y+ε

0
1

⎤

⎥
⎥
⎥
⎦

(3.3)

where P 0
0 is as in (3.1), zx := H1

0 [1, 3], zy := H1
0 [2, 3] are the x and y co-

ordinates in Ψ1 of the z-axis of Ψ0, and ε > 0 is a small number added for
numerical reasons, to avoid division by zero when the disc is exactly horizon-
tal, which would lead to simulation problems. From these expressions we can
find the velocities of the contact point as follows.

Ṗ 0
0 =

⎡

⎢
⎢
⎣

1 0 0 0
0 1 0 0
0 0 0 0
0 0 0 1

⎤

⎥
⎥
⎦

(
T̃ 0,0

1 H0
1P 1

1 + H0
1 Ṗ 1

1

)
(3.4)

Ṗ 1
1 =

r
√

z2
x + z2

y + ε

⎡

⎢
⎢
⎢
⎢
⎣

żx − z2
xżx+zxzyży

z2
x+z2

y+ε

ży − zxzyżx+z2
y ży

z2
x+z2

y+ε

0
0

⎤

⎥
⎥
⎥
⎥
⎦

with

⎡

⎢
⎢
⎣

żx

ży

żz

0

⎤

⎥
⎥
⎦ = T̃ 0,0

1 H1
0

⎡

⎢
⎢
⎣

0
0
0
1

⎤

⎥
⎥
⎦

(3.5)
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Ψ1

Ψ0

p1

p0

x

x

y

y

(a) Ellipse over a line with closest points
p0 and p1.

normal to ground

(b) Non-uniform scaling turns the ellipse
into a circle.

Fig. 3.2 Direct contact kinematics of an ellipse over a line using a non-uniform
scaling operation

which again expresses the contact kinematics directly in terms of the kine-
matics of the two rigid bodies.

Example 3.3 (ellipse over a flat floor). Consider the case of an ellipse over a
line as depicted in Figure 3.2a. To obtain the coordinates of the contact point
for this system, we apply the following procedure, illustrated in Figure 3.2b.

First, note that the tangent line to the ellipse at the contact point p1
is parallel to the ground (this is proved later on in Theorem 3.7). Second,
we can assume without loss of generality that the coordinate frame Ψ1 is
chosen in the center of the ellipse with coordinate axes in the directions of
its principle axes. Third, we apply a non-uniform scaling of the setup along
the axes of Ψ1 in such a way that the ellipse is transformed into the unit
circle. As Figure 3.2b shows, this scaling affects the angles between lines, but
parallel lines remain parallel, and hence the tangent line at p1 is still parallel
to the ground. Fourth, we compute the line normal (in the Euclidean sense
in the distorted figure) to the ground, and hence also to the tangent line to
the circle at the contact point: by definition of a circle, this line connects the
contact point to the center of the circle. Finally, the results are transformed
back to the original undistorted figure by reversing the scaling operation.

This approach can be described mathematically as the following equation,
which gives the coordinates of contact points p0 and p1.

P 0
0 =

⎡

⎢
⎢
⎣

1 0 0 0
0 0 0 0
0 0 1 0
0 0 0 1

⎤

⎥
⎥
⎦H0

1P 1
1 P 1

1 =

[
S

(S−1x1
0)×(S−1z1

0)
‖(S−1x1

0)×(S−1z1
0)‖

1

]

(3.6)

where S = diag
[
rx ry 1

]
is the scaling matrix containing the radii of the

ellipse in the (x, y) coordinate directions, and x1
0 and z1

0 are the coordinates
of the unit vectors along the x and z directions of Ψ0, when expressed in
Ψ1 (the z-direction of both frames is outward perpendicular to the page,
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Fig. 3.3 Ellipsoid over a
plane and the two closest
points p0 and p1

Ψ0

Ψ1

x y

z
p1

p0

such that the frames are orthonormal and right-handed). The velocities of
the contact points can then be computed as in the two examples before, by
taking the time-derivatives of the expressions (3.6).

Example 3.4 (ellipsoid over a flat floor). As a final example, we consider an
ellipsoid over a plane, as depicted in Figure 3.3. To obtain the coordinates
of the contact points for this system, we can directly extend the procedure
described in Example 3.3 to three dimensions. Again, we apply a non-uniform
scaling, now by a matrix S = diag

[
rx ry rz

]
, i.e. with the radii of the ellipsoid

in the coordinate directions of Ψ1. The contact points follow immediately by
generalizing (3.6) to

P 0
0 =

⎡

⎢
⎢
⎣

1 0 0 0
0 1 0 0
0 0 0 0
0 0 0 1

⎤

⎥
⎥
⎦H0

1P 1
1 P 1

1 =

[
S

(S−1y1
0)×(S−1x1

0)
‖(S−1x1

0)×(S−1y1
0)‖

1

]

(3.7)

Again, the velocities of the contact point can be found by computing the
time-derivatives of the expressions (3.7).

3.1.2 Indirect Derivation for General Case
In case the contacting surfaces are too complex to allow a direct contact
kinematics description, we can take an indirect differential approach. This
approach uses a differential equation to describe the evolution of the con-
tact points over the surface, and requires several functions that describe the
surfaces of the bodies. To be precise, we denote by Si ⊂ R

3 the (oriented)
surface of body i and define the following functions

• a twice continuously differentiable function

fi : Di → Si; ui �→ fi(ui)

that maps local coordinates ui ∈ D ⊂ R
2 to a point on the surface.
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Fig. 3.4 The mappings fi and gi describe coordinates and surface normals

• the tangent mapping of fi

fi∗(ui) : R
2 → TSi; u̇i �→ fi∗(ui)u̇i

mapping coordinate velocities to contact point velocities tangent to the
surface, depending on the coordinates ui. We assume fi to be a well-defined
coordinate mapping such that fi∗ has full column rank at all points ui.

• the Gauss map

gi : Si → S
2; q �→ gi(q)

mapping a point on the surface to a point on the unit sphere representing
the direction of the outward normal to the surface. One way to obtain
this function is by taking the cross-product of the two columns of f∗ and
normalizing the resulting vector.

• the tangent mapping of gi

gi∗(q) : TSi → TS
2; q̇ �→ gi∗(q)q̇

that relates velocities tangent to the surfaces to the change of the normal
vector to the surface, depending on the surface point q.

For an interpretation of the mappings, consider Figure 3.4. It shows the co-
ordinate space Di, the surface Si, and the sphere S2. The invertible mapping
fi relates coordinates (two real numbers) in Di to an element of the surface,
and maps for example the point p ∈ Di to the point q = fi(p) ∈ Si. The
Gauss mapping gi relates the point q on the surface to the point r = gi(q)
on the sphere, in such a way that the (outward) normal vector to the surface
at q touches the sphere at r, when placed at the center of the sphere. Note
that the Gauss mapping is in general not invertible, since several points on
the surface can have the same normal vector (an extreme case is the plane,
for which all points of the surface have the same normal vector).

The tangent mappings fi∗ and gi∗ relate tangent elements in the various
spaces. For example, if the (differentiable) curves in the figure are point-wise
related by the mappings fi and gi, then the velocity vectors are related as
q̇i = fi∗(p)ṗ and ṙ = gi∗(p)ṗ. The mapping gi∗ also describes the curvature
of the surface: it quantifies how the direction of the normal vector changes



62 3 Modeling of Compliant and Rigid Contact

Fig. 3.5 Sine-shaped surface with frame Ψ0 and local coordinates u

when moving along the surface. If the surface Si is highly curved, then the
normal vector will change direction quickly and gi∗ will be large.

Example 3.5. Consider as an example surface the sinusoidal ground presented
in Figure 3.5. If we use coordinates u1 and u2 as in the figure, we can represent
points on the surface by the mapping

fi(u1, u2) =

⎡

⎢
⎢
⎣

u1
u2

A sin(2πfu2)
1

⎤

⎥
⎥
⎦ (3.8)

with tangent mapping

fi∗(u1, u2) =

⎡

⎢
⎢
⎣

1 0
0 1
0 2πAf cos(2πfu2)
0 0

⎤

⎥
⎥
⎦ (3.9)

The Gauss mapping and its derivative can be chosen as

gi(x, y, z) =
1

√
1 + 4π2A2f2 cos2(2πfy)

⎡

⎢
⎢
⎣

0
−2πAf cos(2πfy)

1
0

⎤

⎥
⎥
⎦ (3.10)

gi∗(x, y, z) =
4π2Af2

(1 + 4π2A2f2 cos2(2πfy))
3
2

⎡

⎢
⎢
⎣

0 0 0 0
0 − sin(2πfy) 0 0
0 πAf sin(4πfy) 0 0
0 0 0 0

⎤

⎥
⎥
⎦ (3.11)

which only have physical meaning for points (x, y, z, 1) on the surface and
velocities (ẋ, ẏ, ż, 0) tangent to the surface.
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For simple analytically defined surfaces, the mappings fi and gi and their
tangent mappings can be easily computed. However, this may not be so easy
for more involved surfaces, such as those obtained from CAD software or
measurement data. The shapes of such surfaces are usually available as point
clouds or large sets of triangles. In this case, the surface can be approxi-
mated by software analysis and interpolation of the surface data. Ambrosius
(2005) shows an algorithm that constructs the necessary surface functions
by approximating the data obtained as the output of commonly used CAD
packages.

Remark 3.6. The Gauss mapping gi is defined here as mapping points on the
surface to points on the sphere, independently of the coordinate mapping fi.
This is useful for the theoretical results in Theorem 3.7, which are stated in
a general coordinate-independent way.

However, to perform calculations in practice, it is convenient to define a
function ĝi(u) := gi(fi(u)) as mapping from the coordinates u directly to the
sphere, in which case the mappings gi and gi∗ should be replaced by

gi(q) → ĝi(f−1
i (q)) gi∗(q) → ĝi∗f−1

i∗ (q) (3.12)

where f−1
i∗ is only valid for vectors tangent to the surface and should be

implemented as a pseudo-inverse such as (fT
i∗fi∗)−1fT

i∗, since the matrix fi∗
is not square and hence not invertible in the usual sense. Since fi∗ has full
column rank, its pseudo-inverse exists and can be computed in this way.

When the two surfaces under consideration have been described by the func-
tions fi, gi, fi∗, and gi∗ (for i = 1, 2), we can formulate the differential
contact kinematics as in the theorem below. The results are based on Duin-
dam & Stramigioli (2003a), and form a coordinate-independent extension to
the work of Montana (1989a, 1989b), Pfeiffer & Glocker (1996), and Visser
et al. (2002).

Theorem 3.7 (Differential contact kinematics). Given two rigid bodies
with coordinate frames Ψi and Ψj and relative twist T i,i

j , with surfaces de-
scribed by the invertible and continuously differentiable coordinate mappings
fi and fj and the continuously differentiable Gauss mappings gi and gj. If
the points pi and pj on the two surfaces that have smallest relative Euclidean
distance are uniquely defined and move smoothly over the surfaces, then the
time-evolution of their coordinates P i

i and P j
j is given by the equations

(
gi∗ + Hi

jgj∗H
j
i (I + Δgi∗)

)
Ṗ i

i = T̃ i,i
j gi + Hi

jgj∗
(
Δ̇gj − T̃ j,j

i P j
j

)
(3.13)

(
gj∗ + Hj

i gi∗Hi
j(I + Δgj∗)

)
Ṗ j

j = T̃ j,j
i gj + Hj

i gi∗
(
Δ̇gi − T̃ i,i

j P i
i

)
(3.14)

where Δ is the distance between pi and pj given by

Δ =
〈
gi, H

i
jP

j
j − P i

i

〉
=
〈
gj, H

j
i P i

i − P j
j

〉
(3.15)
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Fig. 3.6 Geometric proof that the closest points on two surfaces are connected by
a line collinear with the normals to the surfaces

Proof. We prove the theorem in two steps. First, we show that the line con-
necting the closest points is normal to both surfaces, as illustrated by Fig-
ure 3.6. Assume that the two points pi and pj have indeed the smallest relative
distance (left figure). This means that if we look for points of body j in a
sphere of increasing radius around pi (middle figure), that pj will be the first
point of body j that is encountered. Furthermore, since by assumption pj

is the only point at this distance from pi, the surface of body j is locally
tangent to the sphere at pj . By definition of a normal vector, this means that
the normal vector gj to the surface at pj is also normal to the sphere, and by
definition of a sphere, the line along this normal passes through the center
of the sphere, i.e. the point pi. In the same way it follows (right figure) that
the line along the normal at pi passes through pj.

The result can be written mathematically, for example, as

{
Pi + Δgi = Hi

jPj

gi = −Hi
jgj

(3.16)

with Δ ∈ R is as in (3.15). The first equation states that when starting from
pi, moving a distance Δ along the normal vector gi results in arriving at pj .
The second equation states that the normal vectors gi and gj are equal but
opposite (when expressed in the same coordinate frame).

The distance Δ becomes negative if the bodies penetrate each other, and
hence the zero-crossing of Δ can be used to detect collision. We can compute
the time-derivative of Δ as

Δ̇ =
〈
ġi, H

i
jP

j
j − P i

i

〉
+
〈
gi, Ḣ

i
jP

j
j + Hi

jṖ
j
j − Ṗ i

i

〉

= 0 +
〈
gi, Ḣ

i
jP

j
j

〉
+ 0 + 0 =

〈
gi, T̃

i,i
j Hi

jP
j
j

〉
(3.17)

where we used the fact that the normal vector gi is perpendicular to the
velocities Ṗ i

i and Hi
jṖ

j
j of the contact points over the surface, and that ġi is

perpendicular to gi (and hence to Hi
jP

j
j + P i

i ) since it is a unit vector.
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As a second step, we compute the time-derivatives of (3.16) as follows.
{

Ṗ i
i + Δ̇gi + Δġi = Ḣi

jP
j
j + Hi

jṖ
j
j

ġi = −Ḣi
jgj − Hi

j ġj
{

Ṗ i
i + Δ̇gi + Δgi∗Ṗ i

i = Ḣi
jP

j
j + Hi

jṖ
j
j

gi∗Ṗ i
i = −Ḣi

jgj − Hi
jgj∗Ṗ

j
j⎧

⎨

⎩

Ṗ j
j = Hj

i

(
Ṗ i

i + Δ̇gi + Δgi∗Ṗ i
i − Ḣi

jP
j
j

)

gi∗Ṗ i
i = T̃ i,i

j gi − Hi
jgj∗Ṗ

j
j

(3.18)

where we used the definition of a tangent mapping to write ġi = gi∗P i
i as

well as ġj = gj∗P
j
j . If we substitute the first line of (3.18) into the second,

we obtain

gi∗Ṗ i
i = T̃ i,i

j gi − Hi
jgj∗H

j
i

(
Ṗ i

i + Δ̇gi + Δgi∗Ṗ i
i − Ḣi

jP
j
j

)
(3.19)

which can be rewritten as (3.13). If we interchange the labeling of the bodies
i and j and repeat the analysis, we obtain (3.14), thus completing the proof
of the theorem.

Theorem 3.7 gives a differential equation which the contact points satisfy if
the contact points move smoothly over the surfaces (which, for example, is
the case if both surfaces are convex). Still, two problems remain. First, the
initial contact points are not given by the theorem and need to be deter-
mined, for example, by a numerical search at the start of the simulation or
by choosing initial poses for which the contact points are easily computed by
hand. Second, as with all open-loop integrators, the solutions for the contact
point coordinates are susceptible to numerical drift, which cause the inte-
grated coordinates of the contact points to be less accurate over time. To
avoid these problems, it may be possible to have a combined method of using
global collision detection methods (such as used in computer graphics) for
initialization and occasional re-calibration to avoid numerical drift, and the
fast differential approach of Theorem 3.7 for the time-steps in between.

3.2 Compliant Contact

This section describes an approach to model compliant contact between rigid
bodies, or between rigid mechanisms in general. In compliant contact mod-
eling, the interaction forces between objects in contact are assumed to be
due to the compression and deformation of the surfaces of the objects. As
the objects come in contact and further penetrate each other, the elasticity
and damping of their surfaces result in increasing contact forces that oppose
the deforming motion and cause the objects to ‘bounce back’. The amount
of bounce depends on the relative elasticity and damping.
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As discussed by Chatterjee & Ruina (1998), compliant contact of rigid
bodies is an oxymoron: the bodies are assumed to be rigid, yet the contact
forces are caused by the deformations of their surfaces. Fortunately, if the
deformations are small relative to the size of the bodies, the dynamics can
still be accurately described by the equations for rigid bodies in addition to
an appropriate model of the compliant contact forces.

The most accurate way to model the forces resulting from surface deforma-
tion is by a (rather complex) finite element analysis of the objects in contact.
Fortunately, if the deformation of the objects is small compared to the size
of the objects, it is often accurate enough to model the contact forces as a
lumped combination of an elastic element and a dissipative element, both
possibly nonlinear. Finally, when the surface deformation is negligible (since
the objects are relatively stiff) and when the ‘bounce back’ is also negligible,
it can be more appropriate to consider the contact as rigid; this situation is
discussed in Section 3.3.

As an example, consider modeling the contact of the feet of a walking
robot with the ground. If the feet are padded with rubber and the robot is
walking on a thick carpet, we can assume the deformations to be small but
not negligible, and hence a compliant contact model can be used, such as
discussed in this section. When harder materials are used, such as aluminum
feet on a stone floor, the contact may be better described as rigid.

From a modeling point of view, the main advantage of compliant contact
modeling over rigid contact modeling is in the implementation. Compliant
contact can be implemented as a port-interconnection of the contact dynam-
ics with the rigid bodies that are in contact. Rigid contact, on the other
hand, needs to act directly on the state variables of the bodies in contact,
due to the impulsive forces acting on impact (see Section 3.3), and it is not
possible to implement using a port-interconnection, unless impulsive forces
or time-varying causality is allowed.

Figure 3.7 shows the port-based implementation structure of compliant
contact between two possibly contacting rigid bodies. It consists of two parts:
the dark-colored part marked ‘contact forces’, in which the deformation en-
ergy is stored and/or dissipated and the corresponding contact forces are
computed, and the light-colored parts which determine the interconnection
structure, i.e. how the relative motion of the bodies is turned into deforma-
tion motions, and how and where the contact forces act on the bodies in
contact. These two parts are discussed in the following sections.

3.2.1 Interconnection Structure of Compliant Contact

The first purpose of the interconnection structure in Figure 3.7 is to determine
whether or not contact forces should act on the bodies, i.e. whether or not the
bodies are in contact. We can use one of the contact kinematics approaches
from Section 3.1 to determine this: using the relative pose and twist of the
bodies, together with the description of their surfaces, we monitor the contact
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body 1

body 2

deforming
motions

contact
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inter-
connection

contact
kinematics

interconnection structure

Fig. 3.7 Modeling compliant contact as a port interconnection of contact forces
between two bodies in contact, modulated by the contact kinematics
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(b) impact, Δ = 0
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p2p1

(c) contact, Δ < 0

Fig. 3.8 Evolution of the kinematic contact points during free motion, on impact,
and during contact

points moving over the body, as well as their relative distance Δ. As Figure 3.8
shows, positive Δ indicates that the bodies are not in contact, Δ equal to zero
means that the bodies just come into contact (impact occurs), and negative
Δ means that the bodies have penetrated (the contact points p1 and p2 are
then the points with maximum penetration equal to |Δ|).

Using these variables, a possible implementation of the interconnection
block could be
⎡

⎣
W 0,1

W 0,2

T 0,1
2

⎤

⎦ =
1
2

⎡

⎣
0 0 1 − sign(Δ)
0 0 −1 + sign(Δ)

−1 + sign(Δ) 1 − sign(Δ) 0

⎤

⎦

⎡

⎣
T 0,0

1
T 0,0

2
W 0,c

⎤

⎦ (3.20)
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where (T 0,0
1 , W 0,1) is the power port on body 1, (T 0,0

2 , W 0,2) the power port
on body 2, and (T 0,1

2 , W 0,c) the power port connected to the ‘deforming
motions’ block. This is a power-continuous interconnection block, as shown
by the skew-symmetry of the matrix in (3.20).

The second purpose of the interconnection structure is to transform the
relative twist T 0,1

2 of the bodies into a twist that models the surface deforma-
tion occurring in the contact area. This is a necessary transformation, since
not every relative motion of the bodies causes the surfaces to deform: pene-
trating, sliding and twisting motions do increase the deformation (until slip
occurs), but pure rolling motions do not.

We can decompose T 0,1
2 into rolling, twisting, sliding, and penetrating

using the tangent plane to the contacting surfaces; rolling and sliding are
rotation around and translation along axes in this plane, while twisting and
penetration are rotation around and translation along the axis perpendicular
to this plane. More details on the group-theoretical aspects of this decompo-
sition can be found in Stramigioli & Duindam (2004).

Unfortunately, the tangent plane to the contacting surfaces is not clearly
defined, since we do not consider the precise deformed surfaces. As an approx-
imation, we take the tangent contact plane to be a plane perpendicular to
the line connecting the two kinematic contact points p1 and p2. Furthermore,
the location of the plane is between p1 and p2 at a position that depends on
the relative stiffnesses of the bodies, such that it is closest to the stiffest body
(this is based on the idea that the stiffest body deforms the least and that
hence the real contacting surface is closest to that body). We can compute
the following transformation matrix Hc

1 , which describes the transformation
from body frame Ψ1 to a frame Ψc on the tangent contact plane with z-axis
perpendicular to the contact plane:

Hc
1(t) =

⎡

⎢
⎢
⎣

1 0 0 0
0 1 0 0
0 0 1 −k2

k1+k2
|Δ(t)|

0 0 0 1

⎤

⎥
⎥
⎦H1c

1 (t) (3.21)

where k1 and k2 are the (normal) stiffnesses of bodies 1 and 2, H1c
1 is the

transformation between Ψ1 and Ψ1c, and Ψ1c is a frame at the contact point
p1 with z-axis equal to the surface normal vector g1. The origin of Ψc is hence
located between p1 and p2 at a distance k2

k1+k2
|Δ| from p1, or equivalently,

at a distance k1
k1+k2

|Δ| from p2. So indeed, it is located closest to the stiffest
body. For example, for k2 → 0 and k1 > 0, Ψc is located at p1.

With Ψc defined, we can express the relative twist in the contact plane as

T c,1
2 =

[
ωc,1

2
vc,1
2

]

= AdHc
1
AdH1

0
T 0,1

2 (3.22)
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and we can use the coordinate components of this twist to describe the var-
ious motions as follows. The x and y components of ωc,1

2 are rolling, its z
component is twisting, the x and y components of vc,1

2 are sliding, and its z
component is penetration.

From T c,1
2 , we can compute a deformation twist T c

d (a twist describing only
the deforming motions) in several ways, depending on the model assumptions
we make. Probably the simplest one is to assume deformation for twisting,
sliding, and penetrating motions, no deformation for rolling motions, and no
slipping. In that case, the deformation twist can be written as

T c
d =

⎡

⎢
⎢
⎢
⎢
⎢
⎢
⎣

ωd
x

ωd
y

ωd
z

vd
x

vd
y

vd
z

⎤

⎥
⎥
⎥
⎥
⎥
⎥
⎦

= XdT
c,1
2 =

⎡

⎢
⎢
⎢
⎢
⎢
⎢
⎣

0 0 0 0 0 0
0 0 0 0 0 0
0 0 1 0 0 0
0 0 0 1 0 0
0 0 0 0 1 0
0 0 0 0 0 1

⎤

⎥
⎥
⎥
⎥
⎥
⎥
⎦

⎡

⎢
⎢
⎢
⎢
⎢
⎢
⎢
⎣

(ωc,1
2 )x

(ωc,1
2 )y

(ωc,1
2 )z

(vc,1
2 )x

(vc,1
2 )y

(vc,1
2 )z

⎤

⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎦

(3.23)

i.e. just by ignoring the rolling parts. We use the notation T c
d to indicate

that the coordinates of the twist are in frame Ψc and that the projected twist
describes the deformation, not the relative velocity of bodies 1 and 2. This
twist then becomes the input for the ‘contact forces’ block, where it can be
integrated to a transformation matrix Hd that describes the deformation. We
show in Section 3.2.2 that the resulting matrix Hd has the following form

Hd(t) =

⎡

⎢
⎢
⎣

cos(θd) − sin(θd) 0 xd

sin(θd) cos(θd) 0 yd

0 0 1 zd

0 0 0 1

⎤

⎥
⎥
⎦ (3.24)

The structure of the matrix shows that indeed only twisting (nonzero θd), slid-
ing (nonzero xd, yd), and penetrating (nonzero zd) deformations are possible.

We can extend the deformation twist to include slipping behavior, where
for larger deformations in xd, yd, and θd, the deformation saturates to a cer-
tain maximum value. Furthermore, we can argue that rolling motion reduces
the amount of sliding deformation, as the new contacting surface of the ob-
jects (the ones they roll onto) has not been slided and hence the effective
surface sliding deformation reduces. An example of how these effects can be
implemented is given by the matrix below, which should replace the diagonal
matrix Xd in (3.23):
⎡

⎢
⎢
⎢
⎢
⎢
⎢
⎣

0 0 0 0 0 0
0 0 0 0 0 0
0 0 fslip(θd) 0 0 0

−βxd sign(ωc,1
2 )x 0 0 fslip(xd) 0 0

0 −βyd sign(ωc,1
2 )y 0 0 fslip(yd) 0

0 0 0 0 0 1

⎤

⎥
⎥
⎥
⎥
⎥
⎥
⎦

(3.25)
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Fig. 3.9 Effect of the slipping function (3.26) on the deformation. The figure shows
fslip and deformation a when the velocity va is a block signal.

in which β > 0 is a parameter, and

fslip(a) := 1 − (1 + sign(vaa))
|a|

2amax
(3.26)

is an example of a function that describes the slipping behavior in the direc-
tion a, with maximum deformation amax > 0 and va the element of T c,1

2 in the
direction of a. The effect of the slipping function is illustrated in Figure 3.9:
it shows how, under constant velocity va, the deformation a increases as the
integral of va for deformations much smaller than amax, and then saturates
as a approaches amax.

Fig. 3.10 Penetrating, sliding, and rolling motions of two objects, and their effect
on the deformation matrix Hd
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(T 0,0
1 , W 0,1)

(T 0,0
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interconnection deforming motions

Fig. 3.11 Bond graph of the interconnection structure of Figure 3.7 (the contact
kinematics block has been left out for conciseness)

Example 3.8. An example of the effect of this extended choice for the de-
formation twist is given in Figure 3.10. The figure shows three consecutive
motions of a ball in contact with a plane (first penetrating, then sliding, then
rolling), and its qualitative effect on the deformation matrix Hd, indicated
by the frames in the lower figures (exaggerated). The dotted frame denotes
the initial and undeformed configuration, and the frames in darkers shades
of grey show the configuration Hd relative to the initial frame at increasing
time steps along the motion.

The first motion shows that after remaining initially undeformed (when
the ball is still in free motion), Hd shows increased vertical deformation in
the direction of penetration. The second motion shows additional horizon-
tal deformation, with saturation (slipping) as the deformation approaches
its maximum. The third motion shows that rolling reduces the horizontal
deformation until the surfaces are almost undeformed (the exact amount of
reduction depends on the parameter β; larger β result in faster reduction).

The previous discussion has shown possible choices for transformations and
computations of the deformation twist, and of course different choices are
possible. However, it is important to ensure that whatever transformation
Xd for the twists is chosen, the collocated wrenches should be transformed
in the same but transposed way, i.e. as

[
T c

d

W c,c

]

=
[

0 Xd

−XT
d 0

] [
W c

d

T c,1
2

]

(3.27)

such that the transformation itself is power-continuous. After all, the energy
properties of the compliant contact are to be modeled only by a passive spring
and damper (to be described next), and hence its interconnection to the two
bodies should not by allowed to generate or dissipate extra energy.
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To emphasize the power-continuity of the parts discussed in this sec-
tion, Figure 3.11 shows a bond graph representation of the interconnection
structure in Figure 3.7. The bond graph is a port-interconnection of only
power-continuous elements (junctions and modulated transformers) and hence
it is itself power-continuous.

3.2.2 Compliant Contact Forces

The power-continuous parts described in the previous section transform the
individual twists of the contacting bodies to a twist T c

d that describes (ap-
proximately) the deforming motion of the contacting surfaces. The contact
forces, described by the wrench W c

d , are transformed back (in the dual way)
to wrenches acting on the contacting bodies.

This section describes an approach to compute the wrench W c
d from the

deformation twist T c
d . We decompose this wrench in an elastic part (i.e. the

energy that is reversibly stored in the deformation of the bodies’ surfaces)
and a dissipative part (i.e. the energy that is irreversibly transformed into
heat due to the friction in the deformation process).

We first describe the elastic part, which, like all elastic elements, is fully
defined by a state and an energy function V . The state should describe the
deformation of contacting surfaces, and V the energy that is stored for this
deformation.

Since we have the deformation twist T c
d available to describe the defor-

mation velocities, the state should somehow be the integral of this twist. As
we have seen in Definition 2.7, a twist can be integrated to a transforma-
tion matrix as Ḣi

j = H i
kT̃ k,i

j Hk
j , i.e. not by direct integration, but by pre-

and post-multiplication with certain transformation matrices, depending on
which coordinate frame the twist is expressed in. The problem with T c

d is
that it is not directly obvious what twist (i.e. between what frames i and j)
it represents. Due to the projection operation, it does not just represent the
relative motion of bodies 1 and 2 anymore, but only part of it (namely the
motion without rolling). The question is hence: where do we need to attach
the spring?

Figure 3.12 illustrates the effect of choosing different coordinate frames
and integrating the twist in these frames. First, Figure 3.12a shows what
happens if we choose to integrate T c

d as Ḣd = T̃ c
dHd, so with Ψc being the

‘world-frame’. The resulting Hd will then be the transformation matrix from
Hd to the end of the spring, i.e. the spring will be placed at the location
indicated in the figure. Similarly, if we choose Ψc to be the ‘body-frame’ and
integrate Ḣd = HdT̃

c
d , the spring would be placed on the other side of Ψc.

Both situations are clearly undesired: the spring should be placed somehow
around Ψc such that it is approximately attached between the two surfaces
as shown in Figure 3.12b. This can be accomplished by choosing Ψc as an
‘average’ location of the spring, in the following way: we split the deformation
twist T c

d in two parts, each describing (approximately) the deformation of one
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body 1
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(a) Using Ψc as end-frame
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Ψc
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(b) Using Ψc as ‘average’ frame

Fig. 3.12 Effect on the spring location for different choices of integration of Td

of the two surfaces relative to Ψc. Mathematically, we choose to decompose
the twist as

T c
d = T c,1d

2d = T c,1d
c + T c,c

2d =
k2

k1 + k2
T c

d

︸ ︷︷ ︸
surface 1

+
k1

k1 + k2
T c

d

︸ ︷︷ ︸
surface 2

(3.28)

where k1 and k2 are the relative stiffnesses of the two surfaces, as used when
defining Ψc in (3.21). The two twists can then be integrated to obtain the
transformation matrices describing the deformation of each surface, and these
can be combined to give the total deformation matrix Hd, i.e.

d

dt
H1d

c (t) = H1d
c (t)T̃ c,1d

c (t) =
k2

k1 + k2
H1d

c (t)T̃ c
d (t) (3.29)

d

dt
Hc

2d(t) = T̃ c,c
2d (t)Hc

2d(t) =
k1

k1 + k2
T̃ c

d (t)Hc
2d(t) (3.30)

Hd(t) = H1d
2d (t) = H1d

c (t)Hc
2d(t) (3.31)

with initial conditions H1d
c (t0) = Hc

2d(t0) = I with t0 the moment of impact
(when there is no deformation and the frames Ψ1d = Ψ2d = Ψc coincide).
Since ωd

x and ωd
y (the rolling components of T c

d in (3.23)) are zero, both H1d
c

and Hc
2d contain only a rotation component around z (and the z-axes of the

two frames are parallel). Therefore, also their product contains only rotation
around z, and is hence indeed of the form (3.24).

The previous discussion shows how to obtain a transformation matrix Hd

that describes the deformation of the surfaces. Using this state1, we can now

1 We choose here to define one spatial spring as a function of the total deformation
Hd. Another, more detailed, option would be to choose two springs with states
H1d

c and Hc
2d.
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define a spring by any suitable positive energy function V (Hd) with minimum
V (I) = 0 (no deformation). Such elastic elements acting on SE(3) are called
spatial springs, as introduced by Lončarić (1985) and further studied by Fasse
(1997) and Zefran & Kumar (2002). Visser & Stramigioli (2006) describe a
general approach to defining spatial springs, and how this approach can be
used to obtain the various types of springs that are described in literature.

Spatial springs are used in various applications such as spatial impedance
control (Stramigioli 2001), 3D telemanipulation (Stramigioli et al. 2002, Sec-
chi et al. 2001), and in the modeling of spatial visco-elastic couplings (Fasse
2000). Stramigioli & Duindam (2001) show extensions to port-controlled spa-
tial springs with variable length and stiffness, and Stramigioli & Duindam
(2004) discuss anisotropic spatial springs.

Defining a general spatial spring in a coordinate-independent way is not
easy, since it should somehow be a suitable function of the transformation
matrix Hd. Fortunately, in our case the matrix Hd has the special structure
(3.24), and it is hence usually easier to express the energy as a function of
the variables (θd, xd, yd, zd). The time-evolution of these coordinates can be
derived from (3.29)-(3.31). A simple example of an energy function of the
coordinates (θd, xd, yd, zd) is the quadratic function

V (xd, yd, zd, θd) =
1
2
Kt

(
x2

d + y2
d + z2

d

)
+

1
2
Krθ

2
d (3.32)

with linear stiffness Kt > 0 and rotational stiffness Kr > 0. This means that
the spring can be implemented as a port-Hamiltonian system with differential
equation for the deformation parameters

d

dt

⎡

⎢
⎢
⎣

θd

xd

yd

zd

⎤

⎥
⎥
⎦ =

⎡

⎢
⎢
⎣

0 0 1 0 0 0
0 0 −x2 sin(θ1) − y2 cos(θ1) cos(θ1) − sin(θ1) 0
0 0 x2 cos(θ1) − y2 sin(θ1) sin(θ1) cos(θ1) 0
0 0 0 0 0 1

⎤

⎥
⎥
⎦T c

d (3.33)

and output equation for the contact wrench

W c
d =

⎡

⎢
⎢
⎢
⎢
⎢
⎢
⎣

0 0 0 0
0 0 0 0
1 −x2 sin(θ1) − y2 cos(θ1) x2 cos(θ1) − y2 sin(θ1) 0
0 cos(θ1) sin(θ1) 0
0 − sin(θ1) cos(θ1) 0
0 0 0 1

⎤

⎥
⎥
⎥
⎥
⎥
⎥
⎦

⎡

⎢
⎢
⎣

Krθd

Ktxd

Ktyd

Ktzd

⎤

⎥
⎥
⎦ (3.34)

where (θ1, x1, y1, z1) and (θ2, x2, y2, z2) are coordinates for H1d
c and Hc

2d as in
(3.24). This expression follows from expanding the time-derivative of (3.31),
and can be directly coupled to the interconnection structure of Figure 3.11.

In addition to elastic contact forces, dissipative contact forces can be mod-
eled by any relation between the twist T c

d and wrench W c
d such that the
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(a) (b) (c) (d) (e)

Fig. 3.13 Illustration of remaining deformation on second impact after release
of the first contact: after the first impact (a), the surface of the square deforms
horizontally (b). Then, on release of the first contact (c), the deformation reduces
(d), but some deformation still remains when the second impact occurs (e).

corresponding power is always non-negative, i.e. the resistive element can
only dissipate energy, not generate or store it. A very simple dissipative re-
lation would be W c

d = rT c
d with r > 0 a parameter. The combination of this

linear dissipative relation with the quadratic elastic energy function (3.32)
(and both equal to zero if the bodies are not in contact) is known as the
Kelvin-Voigt model (Flügge 1975).

Instead of the simple linear models for elastic and dissipative contact
forces, existing contact models in the literature can be formulated as func-
tions of Hd or the coordinates (θd, xd, yd, zd) and then applied to the same in-
terconnection structure. Examples of commonly used contact models are the
Hertzian contact model (Johnson 1985), the micro-slip model (Johnson 1985),
the Hunt-Crossley model (Hunt & Crossley 1985), and the LuGre model
(Canudas de Wit et al. 1995).

Remark 3.9. Note that by construction of the interconnection structure, the
first two elements of T c

d are zero and hence the rolling motions are dissipation-
free. This can be changed, if desired, by connecting a dissipative element to a
different part of the interconnection structure, e.g. at the point marked T c,1

2
in Figure 3.11.

Remark 3.10. Besides dissipation of energy due to friction, energy is also ‘lost’
due to breaking of contact. When contact is made, the initial deformation
is set to zero (Hd = I) with corresponding energy V (I) = 0. Then, during
contact, the deformation and the corresponding stored energy V increase,
partially due to penetration (described by zd) and partially due to sliding
and twisting (described by xd, yd, θd). When the contact is released, the pen-
etration zd necessarily crosses zero, but the sliding and twisting deformations
may still be nonzero and (depending on the energy function) may have stored
energy! When the next impact occurs, however, the deformations are reset
to zero, and this stored energy is lost.

The physical motivation for this implementation is that for most practi-
cal surfaces and contact situations, any remaining surface deformations after
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detachment will indeed be quickly restored to the undeformed configura-
tion, and the corresponding energy will be transformed into heat. However,
for some materials or for fast contact switching, this remaining deformation
energy may still be (partially) stored, in which case the deformation reset
on impact should be adapted. Figure 3.13 shows an example how this situa-
tion could occur. After impact (a) and deformation (b) during a first contact
phase, the deformed surface is released (c). During the subsequent brief no-
contact phase, the surface starts to settle towards its undeformed shape (d),
but it has not completely regained its undeformed shape, when already a
second impact occurs (e).

3.3 Rigid Contact

The compliant contact model of the previous section allows for a wide range of
surface properties and other situations. However, for the purpose of modeling
walking robots, it has two main problems.

The first problem is that as the interacting surfaces become stiffer, the
dynamics in the collision phase become faster. This leads to a dynamic model
described by stiff differential equations; a model with relatively fast dynamics
(the collision dynamics) as well as relatively slow dynamics (the other motions
of the system). Simulation of such system requires special integration methods
in order to ensure the accuracy of the results as well as acceptable simulation
speeds, and simulation of the collision phase will be relatively slow.

The second problem relates to the analysis of the models. A walking cycle
of a robot consists of a single-support phase, in which one foot is more or less
fixed to the ground and one foot is above the ground, and a double-support
phase, in which both feet are on the ground and support is transferred from
one foot to the other. Of these two phases, the single support phase is gen-
erally the longest, and for some walking configurations, the double-support
phase completely disappears as the surface stiffness increases. However, the
compliance in the contact model prevents the stance foot from being exactly
fixed to the ground, and the double-support phase from being exactly instan-
taneous, thus making the analysis of the overall cycle overly cumbersome.

For these two reasons, we present in this section a simpler contact model.
This model is suitable for contact situations in which the stiffness and damp-
ing are large enough to permit approximating them by an instantaneous dissi-
pation of energy on impact. The advantage of this model is that the analysis
becomes simpler, especially for certain types of walking robots where the
double support phase becomes a simple momentum reset between consecu-
tive steps.

In general, it is not so easy to replace compliant contact by instantaneous
impulsive contact. Aspects that are unimportant in compliant modeling (such
as the exact order in which points of the bodies come in contact with each
other) suddenly change the outcome of the simulation significantly in the case
of impulsive contact modeling (Acary & Brogliato 2003). Furthermore, the
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presence of finite friction and slip requires various extra modeling assumptions
to ensure a single deterministic solution of the dynamic equations (Glocker
2001, Glocker 2004).

To avoid such problems, we choose to restrict ourselves to the following
class of contact situations: we assume instantaneous and fully plastic contact
(zero restitution), no simultaneous collisions, and no sideways slipping. These
assumptions are a reasonable approximation for most walking robots.

3.3.1 Model Setup

As the starting point for the rigid contact model, we take a mechanical system
of the form (2.92), repeated here.

d

dt

[
q
p

]

=
[

0 I
−I 0

] [∂H
∂q
∂H
∂p

]

+
[

0 0
A(q) B(q)

] [
λ
u

]

[
0
y

]

=
[
0 AT (q)
0 BT (q)

] [∂H
∂q
∂H
∂p

] (3.35)

In the model, the matrix A(q) describes the directions of the (possibly) con-
strained velocities, or equivalently, the directions of the contact forces, and λ
are the magnitudes of the contact forces. As in Section 2.4, we do not take the
general form of Theorem 2.18 for the mechanism, in order for the equations
to remain concise. Still, the results of this section extend directly to general
mechanisms as well.

The columns of the matrix A(q) describe the direction of the contact
wrenches and contain information from the contact kinematics, in order to
know when and at what position the contact forces act. The number of con-
straint forces should be determined by the modeler, for example whether
only tangential forces should be used or also torsional constraints around the
vertical axis.

To avoid confusion over plus and minus signs, we always take the positive
direction on the vertical axis to be the direction of motion of the object away
from the contacting surfaces, e.g. when modeling a robot walking on level
ground, the positive vertical contact direction is upward, not downward.

Example 3.11. Consider as an example Figure 3.14, showing a mechanism
with three degrees of freedom (q1, q2, q3). We can express the coordinates of
the tip of the end effector in Ψ0 as
⎡

⎣
xt

yt

zt

⎤

⎦ =

⎡

⎣
xbase
ybase
l1

⎤

⎦+ l2

⎡

⎣
sin(q1) cos(q2)

− cos(q1) cos(q2)
− sin(q2)

⎤

⎦+ l3

⎡

⎣
− sin(q1) sin(q2 + q3)
cos(q1) sin(q2 + q3)

− cos(q2 + q3)

⎤

⎦

(3.36)
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Fig. 3.14 Example of
a mechanism with the
tip in contact with the
ground plane
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f2

f3

where li is the length of link i, (xbase, ybase, 0) are the fixed coordinates of the
base plate, and the zero configuration is with link 2 horizontal and pointing
towards the xz-plane and link 3 vertically downward.

If we consider the possible contact of the tip of the end effector, we can
define for example the indicated force directions as

f1 =

⎡

⎣
−1
0
0

⎤

⎦ f2 =

⎡

⎣
0
1
0

⎤

⎦ f3 =

⎡

⎣
0
0
1

⎤

⎦ (3.37)

which act on the tip at the point r =
[
xt yt 0

]T . Depending on the type
of contact surface to be modeled, we can consider only the vertical force
f3 (while allowing possible sliding along the surface), or also the tangential
forces f1 and f2 (in which case no sliding is allowed).

If we consider all three contact forces, and J3 denotes the Jacobian of
link 3 relative to Ψ0, then we can compute the joint torques equivalent with
the contact forces as follows, using the expressions of Definition 2.14 and
Lemma 2.15.

A(q)λ = JT
3 (q)

[
r(q) ∧ f1 r(q) ∧ f2 r(q) ∧ f3

f1 f2 f3

]
⎡

⎣
λ1
λ2
λ3

⎤

⎦ (3.38)

where λi indicates the magnitude of the contact force along fi. The transpose
of the matrix A(q) can be used to compute the velocities AT (q)∂H

∂p collocated
with the contact forces, i.e. the linear velocities of the tip of the end effector
in the directions of fi. If the tip is in contact, the contact forces λ should be
such that these velocities are zero. If the tip is not in contact, λ (or A) can
be taken zero, and the velocity constraints should be ignored.

Due to the structure and assumptions of this contact model, the contact forces
will contain an impulsive component on impact (to satisfy the constraints
instantaneously) as well as a finite component during the contact phase.
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These two aspects are discussed in the next two sections. After that, the
conditions on contact release are discussed, as well as extensions to multiple
contact situations.

3.3.2 Momentum Reset on Impact

As a first step of a rigid contact model, we describe what happens on impact,
i.e. when impulsive constraint forces λ set the velocities AT ∂H

∂p of the contact
point to zero.

We define ti as the time of impact, and t− and t+ as the time instants
just before and just after impact, i.e. mathematically as t− := ti − ε and
t+ := ti + ε with ε ↓ 0. Using this notation, we can indicate the velocity
constraint of (3.35) as

0 = AT (q)
∂H

∂p

∣
∣
∣
∣
t=t+

= AT (q)M−1(q)p(t+) (3.39)

where we used t+ (the time just after impact), since the momentum is dis-
continuous at impact t = ti and hence not well-defined.

We can integrate the dynamic equations (3.35) over the impact phase,
i.e. from t− to t+, which results in the following.

∫ t+

t−

ṗ =
∫ t+

t−

(

−∂H

∂q
+ A(q)λ + B(q)u

)

dt (3.40)

p(t+) − p(t−) = A(q)
∫ t+

t−

λdt (3.41)

where we assumed that the terms ∂H
∂q and B(q)u have finitely large magnitude

and hence zero integral between t− and t+. If we substitute the expression
(3.41) for p(t+) into (3.39), we obtain an expression for λ as

0 = AT (q)M−1(q)

(

p(t−) + A(q)
∫ t+

t−

λdt

)

(3.42)

∫ t+

t−

λdt = −
(
AT (q)M−1(q)A(q)

)−1
AT (q)M−1(q)p(t−) (3.43)

The inverse of the matrix AT M−1A exists if and only if the columns of A are
linearly independent, i.e. if the constraint force magnitudes λ are uniquely
determined. This aspect is discussed further in Section 3.3.5 when we discuss
multiple contact points.

Instead of explicitly computing and using λ, we can also substitute (3.43)
into (3.41) to obtain an expression for the momentum after impact p(t+) as
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Fig. 3.15 Illustration of
the projection operator
P, projecting p(t−) onto
the plane AT M−1p = 0

{p ∈ T ∗
q Q
∣
∣AT M−1p = 0}

0

P

p(t−) − p(t+)
p(t−)

p(t+)orthogonal in M−1

p(t+) = P(q)p(t−) =
(
I − A

(
AT M−1A

)−1
AT M−1

)
p(t−) (3.44)

i.e. as a projection P along the columns of A of the momentum before impact
p− onto the plane defined by AT M−1p = 0, as illustrated in Figure 3.15.

Expression (3.44) is more suitable for simulations than (3.43), as it does not
require dealing with the impulsive constraint forces λ directly. Unfortunately,
it requires a state jump in the momentum and can hence not be implemented
directly as a port interconnection.

Using (3.44), we can compute the energy loss on impact. Since the position
variables are continuous, the potential energy does not change on impact, only
the kinetic energy. We can compute ΔUk as follows

ΔUk := Uk(t+) − Uk(t−)

=
1
2
pT (t+)M−1p(t+) − 1

2
pT (t−)M−1p(t−)

=
1
2
pT (t−)

(
I − M−1A(AT M−1A)−1AT

)
M−1

(
I − A(AT M−1A)−1AT M−1) p(t−) − 1

2
pT (t−)M−1p(t−)

=
1
2
pT (t−)M−1p(t−) − pT (t−)M−1A(AT M−1A)−1AT M−1p(t−)

+
1
2
pT (t−)M−1A(AT M−1A)−1AT M−1p(t−) − 1

2
pT (t−)M−1p(t−)

= −1
2
pT (t−)M−1A(AT M−1A)−1AT M−1p(t−) (3.45)

This expression can be used, for example, to determine gait efficiency.

3.3.3 Constraint Forces during Contact

After impact, the velocity of the contact point is set to zero, such that the
constraints are satisfied. During the contact phase that follows, the constraint
magnitude λ should be such that these constraints remain satisfied until
contact is broken (see Section 3.3.4). For finite external forces, the constraint
forces themselves will also be finite.
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In Section 2.4, we briefly discussed several methods to deal with the im-
plicit set of the equations (3.35). Since the constraints are time-varying (con-
tact can be on or off), they can be implemented in the easiest way using the
second method discussed in Section 2.4, i.e. by computing the required con-
straint forces explicitly from the time derivative of the constraint equations.
This results in an expression for λ given by (2.94), repeated here:

(
AT M−1A

)
λ = AT M−1 ∂H

∂q
− AT M−1Bu − ∂(AT M−1p)

∂q

∂H

∂p
(3.46)

Simulations using reasonable integration step sizes have shown that the nu-
merical drift on implementation of these equations leads to non-negligible
simulation errors. Therefore, we include the extra term discussed in Sec-
tion 2.4 in order to reduce these problems, leading to the following equation
(
AT M−1A

)
λ =

− βAT ∂H

∂p
+ AT M−1 ∂H

∂q
− AT M−1Bu − ∂(AT M−1p)

∂q

∂H

∂p
(3.47)

with β > 0 a damping factor, i.e. (3.46) with an extra term to drive numerical
errors in the constraint velocity to zero. Simulations with this improved model
show to be accurate enough for walking motions, i.e. when contacts do not
last long enough to make drift noticeable.

Remark 3.12. In both expressions for the contact forces λ, the partial deriva-
tive of A(q) with respect to q appears. The matrix A(q) contains information
about the location of the contact point, and hence its partial derivative with
respect to qi describes how the contact point would move if the mechanism
moved in the direction qi.

In practice, this partial derivative is hard to express, and instead, it is
often easier to use the equivalent formulation

∂(AT M−1p)
∂q

∂H

∂p
= ȦT M−1p + AT ∂(M−1p)

∂q

∂H

∂p
(3.48)

The time-derivative of A can be expressed using the velocity of the contact
point, which is available directly from the contact kinematics of Section 3.1.

3.3.4 Conditions for Contact Release

The contact forces λ in the previous section are computed such that the
velocity of the contact point remains zero, irrespective of what these forces
should be. Obviously, under certain conditions, the contact should be re-
leased, i.e. the contact forces set to zero, and the algebraic constraint equa-
tion discarded. The aim of this section is to determine these conditions for
contact release.
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Fig. 3.16 Example of a
one-dimensional system,
in which the left cart is
constrained to have either
positive x or positive F

x

F

Fig. 3.17 Example of a
two-dimensional system
in which contact release
conditions should not be
expressed in terms of the
force directions
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q2
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For one-dimensional systems, such as the system shown in Figure 3.16,
the conditions are often formulated in terms of the direction of the required
constraint force. With the sign conventions of Figure 3.16, such a condition
would be formulated as: contact is broken whenever the constraint force F
(acting on the left cart) becomes negative. This condition for contact release
is based on the intuitive idea that the wall can only push on the object, it
cannot pull.

Based on this formulation for one-dimensional systems, it seems easy to
extend this to multi-dimensional systems, namely just as a similar condition
on the component of λ corresponding to the direction normal to the contact-
ing surface (e.g. λ3 in the example of Figure 3.14). This, however, leads to
unphysical behavior, as proved by the following example.

Example 3.13. Figure 3.17 shows a two-link robot in contact with the ground.
If we take (for simplicity) the links to have unit length and unit mass, we
can find the mass matrix M and the Jacobian matrix J of the second link
relative to the reference frame as

M(q) =
[ 3

2 + cos(q2) 1
4 + 1

2 cos(q2)
1
4 + 1

2 cos(q2) 1
4

]

(3.49)

J(q) =
[
0 0 1 0 0 0
0 0 1 cos(q1) sin(q1) 0

]T

(3.50)

If we now use the two directions f1 and f2 indicated in the figure, we can
write the constraint matrix A(q) as
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A = JT

[
r ∧ f1 r ∧ f2

f1 f2

]

=
[
− cos(q1) − cos(q1 + q2) − sin(q1) − sin(q1 + q2)

− cos(q1 + q2) − sin(q1 + q2)

]

(3.51)

with r the position vector to the tip of the second link. The constraints are
satisfied for AT M−1p = 0 and the constraint forces λ act on ṗ through the
columns of A.

Consider now the static situation depicted in the figure, with q1 = π
4 ,

q2 = π
2 , and p = 0. We apply a constant force u = 1N to the center of the

second link in the positive x direction, with the equivalent joint torque τ
given as

τ =
(

JT (q)
[
ru ∧ u

u

])∣∣
∣
∣
q1= π

4 ,q2= π
2

=
[
− 1

4

√
2

1
4

√
2

]

(3.52)

with ru the coordinates of the actuation point expressed in the reference
frame. Suppose we now compute the required constraint forces λ to keep the
second link from slipping and penetrating. If we ignore other forces such as
gravity, we can compute λ from (3.46) as

λ = −
(
AT M−1A

)−1
AT M−1τ =

[
− 3

4
− 1

4

]

(3.53)

where all other terms drop out since p = 0. The resulting λ has a negative
second component, i.e. a negative component in the f2 direction. If we used
the contact-release condition based on the direction of forces, we would now
conclude that for this λ, the ground would be ‘pulling’ the object down, and
hence contact should be broken.

However, if we then compute the acceleration a of the tip of the second
link (which is just the time derivative of the constraint equation), we find

a = ȦT M−1p + AT Ṁ−1p + AT M−1ṗ = 0 + 0 + AT M−1τ =
[ 7

5
− 3

5

]

(3.54)

that is, the second link is accelerating to the right as well as into the ground!

The example shows that judging contact release on the basis of the direction
of the constraint force gives incorrect results, namely possible penetration
of the ground. Although the use of the force direction appears to be phys-
ically motivated (the ground cannot pull on the object), it clearly leads to
unphysical behavior.

Instead, we propose the following condition. Given a system of the form
(3.35) with active unilateral contact constraints represented by the equa-
tion AT M−1p = 0. As shown in the example, the acceleration a of the
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contact point in the unconstrained case is equal to the time-derivative of the
constraint equation:

a =
d

dt
(AT M−1p)

∣
∣
λ=0 =

d

dt
(AT M−1)p + AT M−1

(

−∂H

∂q
+ Bu

)

(3.55)

Contact should be released (i.e. the λ set to zero and the constraint equations
discarded) as soon as the normal component of a (the component in the
direction normal to the contacting surfaces) becomes positive, that is, as
soon as the states (q, p) and the input u are such that the acceleration a of
the unconstrained system is directed away from the contacting surfaces.

This condition ensures (by definition) that no penetration of the objects
in contact occurs. Furthermore, it provides minimum sticky behavior, since
contact is released as soon as possible (as soon as no penetration will occur),
even though the contact force may still be directed downward.

Remark 3.14. The unconstrained acceleration a and the constraint force λ
are related as (AT M−1A)λ = −a, which can by seen by comparing (3.46)
and (3.55). This shows why no similar problem occurs in one-dimensional
systems (or systems with only one constraint force): for such systems, the
matrix AT M−1A reduces to a (positive) scalar, so a > 0 is exactly equivalent
to λ < 0.

3.3.5 Extension to Two Contact Points

To be able to model a bipedal walking robot with rigid contacts with the
ground, it is necessary to consider two possible contact locations (the two
feet of the robot with the ground). During the motion of the robot, the
two contacts can become both active (for the robot having two feet on the
ground), both inactive (for the robot to be free in the air), and one active
and one inactive (for the robot to have either the left or the right foot on the
ground).

For compliant contact as discussed in Section 3.2, it is straightforward to
extend the results to multiple contacts: just add extra spring-damper models
acting between the appropriate parts of the robot and the ground. For rigid
contact models, however, it is not so simple, since both the impact forces
and the contact release conditions become more involved. Hence, in this sec-
tion, we discuss only the extension to two contact points, which should be
sufficient to model bipedal walking. A more general solution for larger num-
bers of contact points is the subject of ongoing research, e.g. in the field of
complementarity problems (Pfeiffer & Glocker 1996).

We start again from a system of the form (3.35), but now with two pos-
sible sets of contact forces (λ1 and λ2) and contact directions (A1 and A2),
corresponding to the contact forces acting at the first and the second contact
point. Both can contain several components, both in the direction normal to
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the contacting surface as well as in tangential and rotational directions. We
can write the implicit differential equations for these systems as follows

d

dt

[
q
p

]

=
[

0 I
−I 0

] [∂H
∂q
∂H
∂p

]

+
[

0
A1(q)

]

λ1 +
[

0
A2(q)

]

λ2 +
[

0
B(q)

]

u

⎡

⎣
0
0
y

⎤

⎦ =

⎡

⎣
0 AT

1 (q)
0 AT

2 (q)
0 BT (q)

⎤

⎦

[
∂H
∂q
∂H
∂p

] (3.56)

where the constraint equations and forces should be ignored if the corre-
sponding contact is not active.

Generally speaking, if only one of the constraints is active, the computa-
tions of the constraint forces can be done as in the previous sections, with the
matrix A replaced by either A1 or A2, depending on which contact is active.
If both contacts are active, the matrix A should be taken as A =

[
A1 A2

]

such that both constraints are satisfied.
However, the combination of the contact states and especially the changing

from contact to no contact (or partial contact) should be handled with care.
Specifically, we discuss the following aspects of two-point contact modeling
that make it different from the single-point contact models discussed in the
previous sections: linear dependency of contact forces, two impulsive forces on
single impact, and finally the contact-release conditions for two-point contact.

Linear dependency of contact forces

If both contacts are active, the directions of the constraint forces are de-
scribed by the matrix A =

[
A1 A2

]
. This matrix is used in the expression

(AT M−1A)−1 in the computation of both the impulsive forces (3.43) on im-
pact and the finite forces (3.46) during contact.

The matrix AT M−1A is invertible if the columns of A are linearly indepen-
dent, i.e. if A has full column rank. Physically, this means that the contact
forces are statically determined: there is only one solution λ that satisfies the
constraints. Dually and equivalently, it means that the velocity constraints
(described by the rows of AT ) are independent.

The matrix A can be rank deficient when the two contacts are active at
the same time, or when extra constraint directions are defined which are
constrained by the mechanism kinematics already. An example of both situ-
ations is shown in Figure 3.18: the forces f1 and f4 are both canceled out by
the kinematics (mathematically speaking, the corresponding wrench is in the
kernel of JT ), since the mechanism is essentially planar, and furthermore f2
and f5 are linearly dependent, since when the horizontal motion of the left
pole is fixed (by f2) as well as the vertical motions of both poles (by f3 and
f6), then also the horizontal motion of the right pole is fixed.

If the matrix A is rank deficient, the inverse of AT M−1A does not exist,
and hence a different solution technique needs to be applied to solve λ from
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(a) Choice of coordinates q1 — q4.
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(b) Constraint force directions f1 — f6.

Fig. 3.18 Example of a system for which the six constraint forces f1 through f6

(when active in the double contact phase) can be represented equivalently by only
three forces

(3.43) and (3.46). Since we are not interested in a specific solution for λ,
but just any solution that satisfies the constraints, we can use a pseudo-
inverse of AT M−1A instead of a regular inverse, such that a solution λ is
obtained that is minimal in some metric. In fact, if we choose this metric to
represent the relative compliances of the different contact points, then the
resulting components of λ (the contact forces in the different directions) will
be relatively large for contacts that are relatively stiff, which is a result that
makes physical sense.

Two impulsive forces on single impact

A second aspect of two-point contact that needs attention, is when one point
is in contact and the second point has an impact. The effect of this impact
can cause the contact velocity of the first constraint to be violated, namely if

0 > AT
1 M−1p(t+) = AT

1 M−1 (I − A2(AT
2 M−1A2)−1AT

2 M−1) p(t−) (3.57)

In this case, the impact on the second contact point causes a simultaneous
impact on the first contact point, such that the momentum after impact
should be computed as (3.44) with A =

[
A1 A2

]
(or possibly a full column

rank equivalent).
If the constraint of the first joint is not violated after a single im-

pact, i.e. (3.57) does not hold, then this means that, on impact, not only
the second contact becomes active, but instantaneously also the first con-
tact becomes inactive. In walking robots, this corresponds to the often-
made assumption of instantaneous transfer of support from one foot to the
next.
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Fig. 3.19 Example of a tall object that continues to move after an impact, and a
wide object that comes to a standstill

Example 3.15. To illustrate these ideas, consider Figure 3.19, showing a closet
of a certain width 2w and height 2h as it rotates around one (left) contact
point and then contacts the ground with a second (right) contact point. We
know from practical experience that depending on the height and width of
the closet, it will either continue to rock over the second contact point (for
tall closets) or come to a complete stop (for wide closets). The aim of this
example is to show for what parameters w, h these different behaviors occur.

First, let us write down the dynamic equations of the system. We use
three coordinates as indicated in the figure to be able to handle all possible
configurations (both free-floating, only left contact, only right contact, both
contacts). If the closet has a certain mass m and inertia J around its center,
as well as gravity acting in the negative y-direction, we can write the total
energy of the system as

H(q, p) = mgq2 +
1
2
[
p1 p2 p3

]
⎡

⎣
m−1 0 0

0 m−1 0
0 0 J−1

⎤

⎦

⎡

⎣
p1
p2
p3

⎤

⎦ (3.58)

with p := Mq̇ as usual. Possible contacts are assumed to occur at the left
and right foot at the points rl and rr given by

rl =

⎡

⎣
q1 − w cos(q3) + h sin(q3)
q2 − w sin(q3) − h cos(q3)

0

⎤

⎦ rr =

⎡

⎣
q1 + w cos(q3) + h sin(q3)
q2 + w sin(q3) − h cos(q3)

0

⎤

⎦

(3.59)
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We assume both vertical constraint forces and horizontal constraint forces
at the contact points, such that no sideways sliding of the closet is allowed.
We can compute the constraint matrices Al and Ar as in the example of
Section 3.3.1, using the expression for the Jacobian of the planar joint given
in the example of Figure 2.4c.

Al =

⎡

⎣
0 0 0 1 0 0
0 0 0 0 1 0
0 0 1 q2 −q1 0

⎤

⎦

⎡

⎢
⎢
⎢
⎢
⎢
⎢
⎣

0 0
0 0

−q2 + w sin(q3) + h cos(q3) q1 − w cos(q3) + h sin(q3)
1 0
0 1
0 0

⎤

⎥
⎥
⎥
⎥
⎥
⎥
⎦

=

⎡

⎣
1 0
0 1

w sin(q3) + h cos(q3) −w cos(q3) + h sin(q3)

⎤

⎦ (3.60)

Ar =

⎡

⎣
1 0
0 1

−w sin(q3) + h cos(q3) w cos(q3) + h sin(q3)

⎤

⎦ (3.61)

The total dynamics can now be written as

q̇ = M−1p

ṗ =
∂H

∂q
+ Al(q)λl + Ar(q)λr

0 = AT
l (q)M−1p

0 = AT
r (q)M−1p

(3.62)

where λl and λr are the left and right constraint forces, we assumed no addi-
tional input ports, and where the constraints may be active or not, depending
on the contact situation.

Let us now consider the situation that the left foot is in contact with the
ground and the object is rotating clockwise around the contact point. This
means that the momentum of the system can be written as

p =

⎡

⎣
mw sin(q3) + mh cos(q3)

−mw cos(q3) + mh sin(q3)
−J

⎤

⎦ω (3.63)

for some ω > 0 (the angular velocity), since the two other degrees of freedom
are forced to zero by the constraint forces λl.
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Consider now the situation that the right foot hits the ground (i.e. q3 → 0).
This results in an impact on the right foot, and if necessary also on the left
foot. We can compute the momentum projection P(q) in (3.44), corresponding
to the right impact, as follows.

P =
(
I − Ar(AT

r M−1Ar)−1AT
r M−1)∣∣

q3=0

=
1

J + m(h2 + w2)

⎡

⎣
mh2 mhw −mh
mhw mw2 −mw
−Jh −Jw J

⎤

⎦ (3.64)

If only this impact occurs (and not one on the left foot), then the velocity of
the left foot can be calculated as

[
ẋl

ẏl

]

= AlM
−1

Pp =

[
0

2w(J+m(h2−w2))
J+m(h2+w2)

]

ω (3.65)

with p as in (3.63). The fact that ẋl = 0 is as expected, since the horizontal
constraint on the right foot is the same as the horizontal constraint on the
left foot.

It depends on the parameter values whether the resulting velocity is com-
patible with the constraints, i.e. whether ẏl > 0. For a valid velocity (and
hence rocking behavior of the closet), we should have

ẏl =
2w(J + m(h2 − w2))

J + m(h2 + w2)
ω > 0

J + m(h2 − w2) > 0

h2 − w2 > − J

m
(3.66)

where we used the fact that all parameters as well as ω are strictly positive.
This shows that rocking behavior will occur if the height h of the closet is
large enough. For smaller h, the single right impact results in violation of the
left constraints, and hence an extra left impact is needed, which sets the total
momentum to zero and brings the closet instantaneously to a standstill.

Practical limit values for h can be found by specifying the mass distribution
of the closet. For example, if all mass is concentrated in the center (J →
0), rocking will occur for h > w. Similarly, if the mass is homogeneously
distributed over the closet (J = 1

12m(4h2 + 4w2)), rocking will occur for
h > 1

2

√
2w.

Contact-release conditions for two-point contact

The final aspect of two-point contact that needs attention is the condition
for contact release. In case only one of the contact points is active, the
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compute free
a1 and a2

compute λ1

and new a2

compute λ2
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compute λ2
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and new a2

compute
λ1 and λ2

free

C1 C2

C2 C1

C1, C2

start

a1 ≤ 0, a2 > 0

ai ≤ 0 a1 > 0, a2 ≤ 0

ai > 0

a2 > 0

a2 ≤ 0

a1 > 0

a1 ≤ 0

a1 > 0

a1 ≤ 0

a2 > 0

a2 ≤ 0

Fig. 3.20 Diagram to determine possible (partial) contact release for two-point
contact. The symbols C1 (C2) indicate that contact 1 (contact 2) is active, whereas
‘free’ denotes that neither is active. The symbol a1 (a2) denotes the vertical accel-
eration of contact point 1 (contact point 2), possibly with λ2 �= 0 (λ1 �= 0).

single-contact conditions can be directly applied (with A replaced by A1 or
A2). However, when both contacts are active, the situation is more involved.

The decision process for two-point contacts is depicted in Figure 3.20. It
is based on the same idea as in Section 3.3.4, namely that contact should
be released as soon as the acceleration of the contact point for λ = 0 is
away from the contacting surfaces. This means that first the accelerations
are computed for the case λ1 = λ2 = 0. If these are both positive (away from
the contacting surfaces), then both contacts are released.

If at least one of the accelerations is non-positive, then one of the contacts
is activated, and the corresponding λ is computed, as well as the acceleration
of the remaining free point. If only a1 ≤ 0 (a2 ≤ 0), it is most likely that λ1
(λ2) needs to be activated, and hence we compute this situation first. If both
accelerations are non-positive, then either λ1 or λ2 can be chosen as active
first (in the figure, λ1 is chosen).

If the acceleration of the remaining free contact point is positive, then
that contact is released and the first one remains active. If the remaining
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(a) (b)

(c) (d)

11

11

22

22

fzfz

fzfz

u

u

Fig. 3.21 Examples of two-point contact situation with various contact releases.
Black triangles mark active contact points.

acceleration is non-positive, then the computations are repeated with the
free and active contacts reversed.

If both choices result in non-positive acceleration, then one contact force
is not enough but both contacts are needed, so the required λ1 and λ2 are
computed and applied to the mechanism, and both contacts remain active.

Example 3.16. To illustrate the procedure of Figure 3.20, we discuss the sys-
tems shown in Figure 3.21. We only describe the results intuitively, without
actually computing the accelerations and constraint forces. In each example,
the gravitational force is equal to fz = 10N downward, and where applicable,
the external force equals u = 11N . Furthermore, the ‘1’ and ‘2’ below each
supporting triangle indicates the contact point number.

(a) The first system shows a bar resting on two triangular support blocks on
each side of the bar. To show that the bar remains resting on the blocks,
we follow the diagram of Figure 3.20. If we determine the accelerations
of the contact points in the absence of constraint forces, clearly they are
both negative (the block would fall straight down through the triangles).
Following the left side of the diagram, if contact 1 is assumed active and
we compute the acceleration of point 2, we see that still it is downward.
Similarly, if we assume contact 2 to be active, the acceleration of point 1
is downward. Hence, the only solution is that both constraints are active,
as is clear intuitively.

(b) The second system is equivalent to the first, except that an extra external
force u = 11N acts on the system. If we compute the accelerations of the
contact points in the absence of the constraint forces, we see that both
are positive (since the net force on the center of mass is upward), and
hence both contacts are released, as is clear intuitively.
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(c) The third system shows a bar resting on two support blocks, both located
on the left side of the center of mass. Following the diagram, we see that
the contact point accelerations without contact forces are both negative,
hence we follow the left path in the diagram. If we assume the first contact
to be active and compute the acceleration of the second contact point,
it turns out to be downward (since the block starts rotating clockwise
around the first support block). If we then assume only the second contact
to be active, we can see that the acceleration of the first contact point
is positive, and hence this contact situation is chosen; only the second
contact is active, and the block starts rotating clockwise around this
point.

(d) Finally, the fourth system shows the same system as in example (c), ex-
cept for the external force u. In this case, both free accelerations are
again negative, but if we assume the first contact to be active, the ac-
celeration of the second body is positive (since the body starts rotating
counter-clockwise) and hence this contact situation is chosen.



Chapter 4
Modeling and Analysis of Walking
Robots

Chapters 2 and 3 have developed the building blocks that are necessary to
construct mathematical models of the dynamics of walking robots. This chap-
ter discusses how to use these building blocks to obtain models for simulation
and analysis, and the next chapter describes the use of models for controller
design. These three goals (simulation, analysis, and control) generally require
different mathematical models, with a different balance between accuracy
and complexity. Models for analysis and controller design should be simple
enough to show only the most prominent features, while simulation models
should be detailed enough to represent the behavior in practice as accurately
as possible.

For this reason, we construct walking robot models at several levels of
detail. We start from a highly detailed level (suitable for simulation) and
consider walking robots as freely floating (possibly planar) rigid mechanisms
that can come in contact with a fixed ground with zero, one, or two feet. In the
models in this chapter, we assume the ground to be a perfect plane, possibly
tilted, and we consider only point feet. Generalizations to different ground
and foot shapes are possible. Based on these detailed simulation models,
we then derive simplified models for analysis under extra simplifying and
restricting assumptions, for example by looking only at symmetric periodic
walking cycles and assuming an instantaneous double-support phase. In the
next chapter, further simplifications are made to obtain models suitable for
controller design.

In order to study walking behavior, we have to find walking gaits of a mecha-
nism: periodic motions of the links of the mechanism that, together with inter-
actions with the ground, produce a net overall displacement along the ground.
Section 4.1 describes a technique to find efficient walking gaits using numerical
optimization. The following sections then describe the modeling and analysis
of three examples of walking robots: a simple planar straight-legged walking
robot (used as an illustration of the modeling and analysis approach), a more
complex kneed planar walking robot (based on a real experimental robot), and
finally a three-dimensional walking robot with a trunk.

V. Duindam, S. Stramigioli: Model. & Ctrl. for Effi. Bipedal Walk. Robo., STAR 53, pp. 93–127.
springerlink.com c© Springer-Verlag Berlin Heidelberg 2009
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q(A) = S(q(E))

q(B) = S(q(F ))

q(C) = S(q(G))

q(D) = S(q(H))

q(E) = S(q(A))

Fig. 4.1 Illustration of the idea of a Poincaré map for walking motions: a peri-
odic symmetric walking cycle (top figure) can be represented by a closed curve in
coordinate space (bottom figure) where left/right symmetry is expressed by the
mapping S(q)

As the complexity of the robots increases, the size of the corresponding
equations increases as well, to the point that manual analysis of the equa-
tions is impossible, or at least not very insightful. For this reason, many of the
model equations are not shown in the text of this book, but instead are avail-
able electronically (Duindam 2006) as equations in Mathematica (Wolfram
Research 2005) and Matlab (The Mathworks 2005), and simulation models
in 20-Sim (Control Lab Products 2007).

4.1 Gait Search as an Optimization Problem

The simplified analysis models that are developed in the next three sections
all have a similar structure: a set of differential equations that describe the
continuous dynamics of the time from the start of a step to the end of a
step, plus a projection and relabeling operation that link the positions and
velocities at the end of a step to the positions and velocities at the beginning
of the next step. The model of Section 4.3 contains an additional impact at
some point during the step, but otherwise it has the same structure.

Figure 4.1 illustrates this structure for a planar bipedal walking robot with
knees. The top figure shows a certain periodic walking cycle for the robot,
consisting of two steps: one with the left foot and one with the right foot.
This cycle is repeated in time (restarting from posture A after posture H),
and is also symmetric with respect to the left and right leg. If we use certain
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coordinates q(t) to describe a motion of the robot with the left foot on the
ground, then we can use a mapping S(q(t)) to describe the symmetric motion
with the right foot on the ground (details of this mapping follow in the next
sections). The total motion cycle A-E-A can then also be represented by
two motions A-E, once with and once without the mapping S(q). This is
illustrated in the bottom figure, showing a continuous curve in coordinate
space that describes the motion from posture A (with coordinates q(A))
to posture E (with coordinates q(E)), as well as the motion from E (with
coordinates S(q(E))) to A (with coordinates S(q(A))). The jump from q(E)
to S(q(E)) and from S(q(A)) to q(A) is a combination of the momentum
projection on impact (causing a change in the velocity) and the relabeling of
the coordinates (affecting both position and velocity).

An important aspect of the research on passively walking robots is the
search for passive gaits, that is, the search for natural, unactuated, periodic
motions of a mechanism (also called passive limit cycles) that result in some
net overall displacement. Depending on the configuration of the robot, its
mass distribution, and the presence and direction of gravity, such limit cycles
may exist or not, and they may be attractive (stable) or not (unstable).

Since only unactuated (passive) motions are considered, the dynamics of
the system are autonomous, and hence the initial conditions completely deter-
mine the motion. The deterministic function that maps the initial conditions
at the beginning of one step to the initial conditions at the beginning of the
next step (so the combination of the integrated continuous dynamics plus
the impact momentum projection and the left/right relabeling operation)
is called the stride function (McGeer 1990b) or return map (Koditschek &
Bühler 1991), and it serves as a Poincaré map (Wiggins 2003) of the sys-
tem. The problem of finding a passive walking gait can then be formulated
as finding a fixed point of the Poincaré map, i.e. the initial conditions that
map to themselves. Since the Poincaré map involves integration of nonlinear
differential equations, it is usually not available symbolically, and searching
for fixed points is hence a numerical problem. As an example, see Goswami
et al. (1998) for a detailed study of the Poincaré map of the compass-gait
walker.

The approach of searching for fixed points of the Poincaré map is very
useful in passive dynamic walking, as it has few degrees of freedom (just the
initial conditions of the system, which are often partially fixed due to the
choice of the starting point of a cycle). However, it relies on the restriction
to autonomous systems, i.e. systems with zero control input, or at least an
input that is chosen a priori. When walking down a slope, zero-input limit
cycles have been shown to exist for various walking mechanisms. However,
for walking on level ground, purely passive walking cycles generally do not
exist, since the kinetic energy lost during impact cannot be recovered from
gravity. Some ideal walking mechanisms can be found that touch the ground
with zero velocity (Gomes & Ruina 2005) and hence do not lose energy on
impact, but these are exceptions.
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For walking on general surfaces (whether level, downhill, or uphill), we
do not search necessarily for purely passive motions, but only for natural
efficient motions. If we consider the robot to be directly and fully actuated by
ideal back-driveable motors (i.e. pure torque sources), then natural efficient
motions of the robot are those for which little actuator torque is necessary.
Purely passive motions are the limit case for which no torque is needed, but
if such motions do not exist, then the best we can do is find the motions
which require the least possible torque.

In order to properly define a measure for the amount of torque, we need to
define a function on the space of torques that represents the cost of actuation
in the various directions. For convenience, we consider functions of the form
τT Q(t)τ , i.e. as a quadratic metric on the torque space, possibly time or
configuration dependent. We then define the efficient gait search problem as
the following minimization problem.

Definition 4.1 (Efficient Gait Search Problem). The efficient gait
search problem is the problem of finding the joint trajectories q(t) that solve

min
q(t)

∫ T

0
τT (t)Q(t)τ(t)dt (4.1)

with positive semi-definite cost metric Q(t), subject to the constraints

τ(t) = τ(q(t), q̇(t), q̈(t))
q0 = S(qT )

q̇0 =
∂S(q)

∂q
(qT )M−1(qT )P(qT )M(qT )q̇T

where τ(q, q̇, q̈) are the dynamics of the system, S(q) describes the coordinate
relabeling, and P(q) is the momentum projection due to impact.

The problem is hence to find the joint trajectories q(t) for one step (between
t = 0 and t = T ) such that the total integrated torque τ is minimized in the
metric Q(t), and such that the initial conditions (q0, q̇0) are compatible with
the projected and relabeled final conditions (qT , q̇T ). The relation between
q̇0 and q̇T is a consecutive projection P of the momentum M(qT )q̇T due to
impact, and a relabeling of the projected velocity by the differential of S(q).
Additional constraints can be added, for example to force a certain desired
walking speed, or to force T > 0.

Finding the optimal trajectory q(t) that solves (4.1) is an infinite dimen-
sional problem, and we use an approximation when searching for walking
gaits. We parameterize the joint trajectories as polynomial functions of time,
i.e. as

qi(t) =
k∑

j=0

bijt
j = bi0 + bi1t + bi2t

2 + . . . + biktk (4.2)
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for each coordinate qi(t) and for some constant integer k > 0. Different basis
functions than polynomials can be taken, but polynomials have the advantage
of being easy to differentiate (to obtain parameterizations of q̇(t) and q̈(t)),
and they are suitable for approximating relatively slow-varying signals, which
we expect q(t) to be, since fast variations generally imply large torques. We
also replace the integral over time by a finite Riemann sum. This leads to the
following numerical approximation of Definition 4.1.

Definition 4.2 (Approximate Efficient Gait Search Problem). The
approximate efficient gait search problem is the problem of finding the param-
eters bij that solve

min
bij

T

N

N∑

m=1

τT (tm)Q(tm)τ(tm) (4.3)

with positive semi-definite cost metric Q(t) and positive integer N , and sub-
ject to the constraints

τ(tm) = τ(q(tm), q̇(tm), q̈(tm))

qi(t) =
k∑

j=0

bijt
j

q0 = S(qT )

q̇0 =
∂S(q)
∂q

(qT )M−1(qT )P(qT )M(qT )q̇T

where τ(q, q̇, q̈) are the dynamics of the system, S(q) describes the coordinate
relabeling, and P(q) is the momentum projection due to impact.

Using this parameterization results in an optimization problem with (k+1)n
degrees of freedom (for a mechanism with n DoFs). This is generally a lot
more than when searching for fixed points of the Poincaré map numerically,
since then only 2n initial conditions need to be found. However, the problem
formulated as (4.1) is much more general as its solution q(t) is the most nat-
ural trajectory. This means it can also be used to find efficient (in the metric
Q(t)), natural walking gaits on level floor, uphill, or other circumstances in
which passive gaits do not exist. Furthermore, the optimization problem (4.1)
can be extended, for example to include extra adjustable passive elements,
which is exploited in Chapter 5.

The resulting gaits, obtained from either the Poincaré method or the
optimization procedure, are periodic solutions to the dynamics equations.
Whether these solution are stable or not, and how large the region of attrac-
tion of stable solutions is, is not determined by either gait search method.
Especially for pure passive dynamic walking (in which case no control is avail-
able to stabilize the system), the region of attraction is very important: it
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Fig. 4.2 Setup and
choice of coordinates and
parameters for a planar
straight-legged walking
mechanism on an inclined
flat floor
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determines whether a setup will actually be able to walk in practice, under
the influence of disturbances and modeling errors.

4.2 A Planar Compass-Gait Walker

As a first example of the modeling and analysis techniques for walking robots,
we consider the planar mechanism shown schematically in Figure 4.2. It con-
sists of two legs with a point mass m at their centers, joined by a hip joint
of mass mH . The feet c1 and c2 can come in contact with the ground, which
is tilted at an angle γ as shown in the figure. This robot is often called the
compass-gait walker, because its mechanical structure is like that of a com-
pass used for drawing circles.

The compass-gait walker has been studied by many different people in
literature, mainly because it is the simplest possible mechanism that can
still exhibit walking behavior. Its continuous dynamic equations are simple
enough to be managed by hand, yet the total dynamics including impacts and
contact switching possesses very interesting behavior involving stable passive
limit cycles and bifurcations (see Goswami et al. (1998) for a presentation of
these aspects). In this chapter, the mechanism serves as an example system
to illustrate the basic modeling and analysis techniques that are used later
on for more complex mechanisms.

4.2.1 Dynamic Models of the Compass-Gait Walker

Simulation model

We start by constructing a general dynamic model of the setup of Figure 4.2,
suitable for all contact situations, for any number of feet on the floor (we
assume that only the feet can contact the floor, no other parts of the mecha-
nism). We use the coordinates shown in the figure to parameterize all possible
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configurations of the mechanism: two prismatic joints (q1 and q2) describe
the position of the foot c1, and two rotational joints (q3 and q4) describe the
orientation of the legs. The coordinates in Ψ0 of the foot c2 can be expressed
in terms of q as

⎡

⎣
c2x

c2y

c2z

⎤

⎦ =

⎡

⎣
0

q1 − sin(q3) + sin(q3 + q4)
q2 + cos(q3) − cos(q3 + q4)

⎤

⎦ (4.4)

The geometric Jacobians J3 and J4 of the two legs relative to Ψ0 can be
constructed as in (2.40) to obtain

J3(q) =

⎡

⎢
⎢
⎢
⎢
⎢
⎢
⎣

0 0 1 0
0 0 0 0
0 0 0 0
0 0 0 0
1 0 q2 0
0 1 −q1 0

⎤

⎥
⎥
⎥
⎥
⎥
⎥
⎦

J4(q) =

⎡

⎢
⎢
⎢
⎢
⎢
⎢
⎣

0 0 1 1
0 0 0 0
0 0 0 0
0 0 0 0
1 0 q2 q2 + cos(q3)
0 1 −q1 −q1 + sin(q3)

⎤

⎥
⎥
⎥
⎥
⎥
⎥
⎦

(4.5)

Using these Jacobians, the mass matrix (2.59) of the mechanism can be con-
structed as the sum of three components due to the three point masses. The
resulting mass matrix is of the form

M(q) =

⎡

⎢
⎢
⎣

∗ ∗ ∗ ∗
∗ ∗ ∗ ∗
∗ ∗ mH + 3

2m − m cos(q4) 1
4m(1 − 2 cos(q4))

∗ ∗ 1
4m(1 − 2 cos(q4)) 1

4m

⎤

⎥
⎥
⎦ (4.6)

where ∗ indicates components not represented here for conciseness. The ki-
netic co-energy of the system is Uk(q, q̇) = 1

2 q̇T M(q)q̇, and the potential
energy V (q) equals the sum of the three gravitational energies of the point
masses, that is,

V (q) = mg(−q1 sin(γ) + q2 cos(γ) +
1
2

cos(q3 − γ))

+ mHg(−q1 sin(γ) + q2 cos(γ) + cos(q3 − γ))

+ mg(−q1 sin(γ) + q2 cos(γ) + cos(q3 − γ) − 1
2

cos(q3 + q4 − γ)) (4.7)

The next aspect of the model is to include the possible contact forces by
using the methods of Section 4.3 for rigid contact. The contact forces act on
the feet c1 and c2, and are assumed to contain both vertical and horizontal
components, in the sense that both the normal and tangential velocity com-
ponents of c1 and c2 are set and kept to zero by the contact forces (if the
corresponding contact is active). These velocity components can be expressed
as a linear combination of the joint velocities q̇, namely as
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⎡

⎢
⎢
⎣

ċ1y

ċ1z

ċ2y

ċ2z

⎤

⎥
⎥
⎦ =

⎡

⎢
⎢
⎣

1 0 0 0
0 1 0 0
1 0 cos(q3 + q4) − cos(q3) cos(q3 + q4)
0 1 sin(q3 + q4) − sin(q3) sin(q3 + q4)

⎤

⎥
⎥
⎦

⎡

⎢
⎢
⎣

q̇1

q̇2

q̇3

q̇4

⎤

⎥
⎥
⎦ =:

[
AT

1 (q)
AT

2 (q)

]

q̇

(4.8)

where the last two rows are obtained by differentiation of (4.4). Depending on
which foot is in contact with the ground, none, one, or both of the constraints
AT

1 q̇ = 0 and AT
2 q̇ = 0 should be satisfied. The complete model can now be

constructed in port-Hamiltonian form as (2.92), repeated here.

d

dt

[
q
p

]

=
[

0 I
−I 0

] [
∂H
∂q
∂H
∂p

]

+
[

0 0
A(q) B(q)

] [
λ
τ

]

[
0
y

]

=
[
0 AT (q)
0 BT (q)

] [
∂H
∂q
∂H
∂p

] (4.9)

with H(q, p) = 1
2pT M−1(q)p + V (q), mass matrix (4.6), potential energy

(4.7), momentum variables p := M(q)q̇, input power port (τ, y), input matrix
B = I, constraint matrix A =

[
A1 A2

]
as in (4.8), and constraint forces λ

such that the active constraints are satisfied.

Analysis model

The model described in this way is suitable for simulation, since it can handle
all contact situations. For analysis of a walking gait, however, it is still quite
complex, and not yet in the form of Figure 4.1.

We therefore restrict our analysis to the situation of having exactly one
foot on the ground, such that either c1 or c2 is and remains in contact with the
ground. In the case that c1 remains in contact, the mechanism is constrained
to have q1 constant and q2 zero, and hence this situation can be modeled as
an unconstrained dynamical system with coordinates q3 and q4, and extra
parameter q1. If, instead, only c2 is in contact with the ground, we can use
the symmetry of the mechanism with respect to the two legs to relabel the
coordinates as

⎡

⎢
⎢
⎣

q1

q2

q3

q4

⎤

⎥
⎥
⎦ = q → S(q) :=

⎡

⎢
⎢
⎣

q1 − sin(q3) + sin(q3 + q4)
q2 + cos(q3) − cos(q3 + q4)

q3 + q4

−q4

⎤

⎥
⎥
⎦ (4.10)

and use the relabeled coordinates S(q) to express the constrained system as
the same unconstrained dynamical system with new relabeled coordinates q3
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and q4 and extra parameter q1. For both situations, the continuous dynamics
can be represented for example by the Euler-Lagrange equation (2.90) as

M̄(q3, q4)
[
q̈3

q̈4

]

+ C̄(q3, q4, q̇3, q̇4)
[
q̇3

q̇4

]

+

[
∂V
∂q3

∂V
∂q4

]

=
[
τ1
τ2

]

(4.11)

with M̄ the bottom right 2 × 2 block of the mass matrix defined in (4.6),
and C̄ the corresponding Coriolis and centrifugal terms. We use the Euler-
Lagrange equation here since it states the dynamics in terms of velocities q̇
and accelerations q̈, rather than p and ṗ: this is useful since we use relabeling
operations acting on the velocities, and since polynomial approximations for
the joint trajectories (as used in the optimization routine described in Sec-
tion 4.1) can be easily differentiated to obtain expressions for the velocities
and accelerations. The port-Hamiltonian formulation (2.88) is, mathemati-
cally speaking, strictly equivalent, but for the purpose discussed here, it is
not as convenient as the Euler-Lagrange formulation.

The reduced model is valid as long as the constrained foot remains con-
strained (this should be checked in simulation), and until the free foot hits
the ground, which is the case when q4 = −2q3 or q4 = 0 (this last condition is
usually ignored, see the remark at the end of this section). If the free foot hits
the ground, the full model with configuration state q can be used to compute
the contact situation after impact; if the constrained foot releases contact
instantaneously on impact of the free foot, then the situation after impact
can again be described by the reduced model (in relabeled coordinates).

The relation between the momenta before and after impact is given by the
projection operator P(q) defined in (3.44). The equivalent relation between
the velocities before and after impact can be computed immediately as

q̇(t+) = M−1
PMq̇(t−) =

(
I − M−1A(AT M−1A)−1AT

)
q̇(t−) (4.12)

Since c1 is assumed to be fixed to the ground just before impact, we have
q̇1(t−) = q̇2(t−) = 0, and hence only the last two columns of M−1PM are of
interest. For the compass-gait walker, (4.12) can be computed as

q̇(t+) = M−1(q)P(q)M(q)q̇(t−) =
⎡

⎢
⎢
⎢
⎢
⎢
⎣

2(m+mH)(cos(5q3)−cos(q3))
3m+4mH−2m cos(4q3)

−m cos(3q3)
3m+4mH−2m cos(4q3)

2(2mH cos(2q3)−m+2(m+mH) cos(4q3)) sin(q3)
3m+4mH−2m cos(4q3)

−m sin(3q3)
3m+4mH−2m cos(4q3)

−m−2m cos(2q3)+4(m+mH) cos(4q3)
3m+4mH−2m cos(4q3)

−2m cos(2q3)
3m+4mH−2m cos(4q3)

8(m+mH)(1+2 cos(2q3)) sin2(q3)
3m+4mH−2m cos(4q3)

−m+2m cos(2q3)
3m+4mH−2m cos(4q3)

⎤

⎥
⎥
⎥
⎥
⎥
⎦

[
q̇3(t−)
q̇4(t−)

]

(4.13)

where we used the fact that q4 = −2q3 on impact. It can be checked that
q̇(t+) is such that ċ2y = ċ2z = 0 in (4.8) as required by the fully inelastic
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impact of c2. Whether c1 instantaneously releases on impact of c2 depends
on q̇2(t+) = ċ1z. If it is positive (c1 starts moving upward), then indeed
c1 looses contact instantaneously when c2 makes contact, and the double
support phase is instantaneous. Expanding the expression for q̇2(t+) from
(4.13), we find that this is the case if

(

2(sin(5q3) − sin(q3))q̇3 − m

m + mH
sin(3q3)(2q̇3 + q̇4)

)∣
∣
∣
∣
t=t−

> 0 (4.14)

It hence depends on the model parameters, as well as the configuration
and velocity on impact, whether the assumption of an instantaneous dou-
ble support phase is valid. For example, for m → 0 and negative q̇3,
the angle of impact q3 must satisfy −q3 < 1

6π for this assumption to
be true.

If indeed the double stance phase is instantaneous, then we can use the
reduced model for the dynamics, both before and after impact. The coordi-
nates q3 and q4 before and after impact are related by the relabeling S(q)
defined in (4.10). Similarly, the velocities before and after impact are related
by consecutive projection (4.12) and relabeling (4.10), which together can be
represented by the equation

[
q̇3

q̇4

]

+
=

[
m−2(m+2mH) cos(2q3)
−3m−4mH+2m cos(4q3)

m
−3m−4mH+2m cos(4q3)

8(m+mH )(1+2 cos(2q3)) sin2(q3)
−3m−4mH+2m cos(4q3)

2m cos(2q3)−m
−3m−4mH+2m cos(4q3)

]

−

[
q̇3

q̇4

]

−
(4.15)

where the subscript minus (plus) indicates the value of the variables before
(after) momentum projection and coordinate relabeling. This reset equation,
together with the relabeling operation (4.10) and the reduced dynamic equa-
tions (4.11) together form a complete model for the behavior of the compass-
gait walker for motions with one foot in contact with the ground and only
instantaneous double-stance phases.

Remark 4.3. The reset map should be applied when contact occurs, which is
technically whenever c2z becomes zero, or, whenever q4 = −2q3 or q4 = 0.
The case q4 = 0 is due to the kinematics of the mechanism (the fact that it has
two straight legs), and results in foot scuffing whenever the swing leg passes
the stance leg. In practice, this would prevent the mechanism from walking;
it would never be able get one leg in front of the other. In simulations, this
problem can be circumvented by relaxing the impact detection mechanism,
e.g. by only detecting impact if c2z becomes zero and q4 is larger than some
positive minimum angle (when walking left to right in Figure 4.2). In practical
setups, the problem can be solved e.g. by using a retractable leg or by placing
stepping stones at the expected foot placement locations, thus allowing the
swing leg to pass below ground level. This last approach is shown in the
experimental setup of Figure 4.3.
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Fig. 4.3 Experimental setup of a compass-gait walker that uses stepping stones
to avoid toe stubbing of the swing leg

4.2.2 Analysis of Impact Energy Loss

The efficiency of a walking cycle is partly determined by the mechanical
energy loss during the cycle, and partly by the non-idealness of the actuators
in the system, i.e. the fact that actuators generally cannot absorb energy,
and dissipate electrical power even if they do not supply mechanical power.
The first aspect is analyzed in this section, the second aspect in Section 4.2.3.
More precisely, we focus here on the energy loss due to the impact of the feet
with the ground at the end of each step. Other mechanical losses, such as
friction, are ignored.

As was shown in Section 4.3, the kinetic energy lost on impact is given by
(3.45), which can be written in terms of velocities as

ΔUk = −1
2
pT (t−)M−1A(AT M−1A)−1AT M−1p(t−)

= −1
2
q̇T (t−)A(AT M−1A)−1AT q̇(t−)

= −1
2
q̇T (t−)Dq̇(t−) (4.16)

where we defined the symmetric positive semi-definite matrix D(q) as

0 ≤ D(q) := A(q)(AT (q)M−1(q)A(q))−1AT (q) (4.17)
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q4

q4

q̇−

q̇−

q̇+

Fig. 4.4 Comparison of the hip velocity before (q̇−) and after (q̇+) impact for two
impact angles q4. For q4 = π

2 (right figure), the velocity after impact is zero.

The kinetic energy loss on impact is hence a quadratic function of the impact
velocities q̇(T ) depending generally on the inertial properties of the system
as well as the configuration q(T ) on impact.

If we consider the compass-gait walker and assume a symmetric walking
cycle with instantaneous double-stance phase (as in the previous section),
we can write the energy loss as a quadratic function of only q̇3 and q̇4,
with D(q) a positive semi-definite 2 × 2 matrix. For general m and mH ,
the symbolic representation of D(q) is too large to fit here, but for m → 0 it
is simply

D(q)|m→0 =
[
mH sin2(q4) 0

0 0

]

(4.18)

This makes sense intuitively: for m = 0, the velocity q̇4 does not influence the
energy loss, since the inertia of the swing leg around the hip is zero and hence
no energy is stored in the swing leg. Furthermore, as illustrated in Figure 4.4,
the velocity of the hip mass changes from being tangent to a circle around
one leg to tangent to a circle around the other leg, and the impulsive force on
impact removes the part of the pre-impact velocity that is not along the post-
impact circle. Hence, if the circles are close to each other, little is removed
and hence little energy is lost, whereas if the circles are orthogonal1 to each
other, the remaining velocity is zero and hence all energy is lost. This also
follows from (4.18), where for q4 = π

2 we have ΔUk = 1
2mH(q̇3)2, which is

equal to the kinetic energy Uk for m = 0, and hence indeed all kinetic energy
is lost on impact.

For general nonzero m, the matrix D(q) is too complex to study directly.
Instead, we study its generalized principle directions, i.e. the velocity directions
that result in minimal and maximal energy loss on impact, as given by (4.16).

1 Orthogonality of the velocities is well-defined here, since the system is essentially
just a point mass, with a Euclidean state space and metric mI .
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The principle directions of a real symmetric matrix X are given by the
singular value decomposition (Trefethen & Bau 1997), i.e. the decomposition
of X as

X = UΣV T = UΣUT = U

⎡

⎢
⎣

σ1 0
. . .

0 σn

⎤

⎥
⎦ UT with σ1 ≥ . . . ≥ σn ≥ 0

(4.19)

with U an orthogonal matrix, and U = V since X is symmetric. The numbers
σi are called the singular values of X . The matrix X can act as a quadratic
form on vectors x, i.e. it can map a vector x to a number xT Xx. When this
quadratic form is applied to the unit sphere (all vectors satisfying xT x = 1),
the resulting set of vectors (xT Xx)x forms an ellipsoid, and the radii of
this ellipsoid are precisely equal to the singular values σi. Furthermore, the
principle axes of the ellipsoid are given by the columns of the matrix UT ,
e.g. the first column of UT is the vector that is enlarged most by the quadratic
form, and the last column of UT is the vector that is enlarged least.

We cannot use this singular value decomposition directly to study the
singular values of D, since the unit sphere q̇T q̇ = 1 has no physical meaning
and would give coordinate-dependent results. Instead, we study the effect
of D on vectors satisfying q̇T M(q)q̇ = 1, i.e. directions with constant kinetic
energy. To adapt the singular value decomposition to this situation, we use the
Cholesky factorization M(q) = GT (q)G(q) (which exists since M is positive
definite and symmetric), and determine the singular value decomposition of
X = G−T DG−1. This decomposition again provides the principle directions
of the quadratic form when applied to the unit sphere xT x = 1. In addition,
if we parameterize the vectors x as x = Gq̇, we see that this decomposition
gives the principle directions of the quadratic form

xT Xx = (Gq̇)T (G−T DG−1)(Gq̇) = q̇T Dq̇ (4.20)

when applied to the space

xT x = (Gq̇)T (Gq̇) = q̇T Mq̇ (4.21)

and hence the singular value decomposition, constructed in this way, de-
scribes physically meaningful principle values σi and corresponding principle
directions, given by the columns of G−1UT . Note that the singular values
must be between zero and one, since no more than 100% and no less than
0% of the kinetic energy can be lost on impact.

Figure 4.5 shows a plot of the singular values for the compass-gait walker
with varying mass ratio mH : m and impact angle q4(T ). Figure 4.6 shows the
singular values and lists several principle directions for the impact velocity
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Fig. 4.5 Plot of the singular values describing the energy loss on impact for various
mass ratios mH : m and impact angles q4(T )

q̇, with the parameters fixed at m = 1 kg and mH = 5 kg, just as they are
used in Section 4.2.3.

The figures show the singular values describing the energy loss, i.e. the
extreme cases of maximum possible loss and minimum possible loss. For gen-
eral velocities not aligned with any of the principle directions, the energy loss
will be somewhere between the singular values, i.e. between the two surfaces
in Figure 4.5 and in the darker area between the two curves in Figure 4.5.
For a given angle of impact, the velocity could then be chosen closer to the
‘efficient’ direction to minimize energy loss. However, for some configurations
(namely q4 = π/2 or mH = 0) the two singular values are the same, and
hence the energy loss is constant for all velocity directions.

The singular value analysis provides bounds on the energy loss during
impact, and indicates efficient velocity directions for the end of a step. In
this way, it can help suggest efficient walking strategies. For example, looking
at Figure 4.6, it is efficient for small impact angles q4(T ) to have an impact
velocity that has large q̇3 and small q̇4 (i.e. moving the stance leg more than
the swing leg), since then, the energy loss will be close to the lowest singular
value. Note that the efficiency of the continuous dynamics is not taken into
account yet (this is discussed in the next section), so the gaits that are most
efficient overall may still have less efficient impact angles and velocities.

Besides for efficiency studies, the energy loss computed in (4.16) can be
used in the search for purely passive dynamic walking motions. For such
motions, the gravitational energy converted to kinetic energy during a step
must be equal to the kinetic energy lost on impact at the end of a step. For
the compass-gait walker, this gives the following equation
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Fig. 4.6 Plot of the singular values describing the energy loss on impact for m = 1
kg, mH = 5 kg, and varying q4(T ), with several principle directions (q̇3, q̇4) listed

ΔUp = ΔUk

Up(t−) − Up(0) = Uk(t+) − Uk(t−)

−2g(2m + mH) sin(γ) sin(
1
2
q4(t−)) = −1

2
q̇T (t−)D(q)q̇(t−) (4.22)

which any passive (or otherwise energy-continuous) gait must satisfy. This
equation also gives bounds on the minimally and maximally achievable speeds
of the robots. If we choose for example m = 1 kg, mH = 5 kg, g = 9.81 m/s2,
γ = 3◦ and q4(t−) = 0.5 rad, we obtain that ΔUp = −1.78 J, such that also,
by (4.22), the energy loss on impact must be 1.78 J per step. Since the singular
values of D are 1.0 and 0.22, it means that the kinetic energy on impact must
be at least 1.78 J and at most 1.78/0.22 = 8.08 J. No passive limit cycles can
exist for velocities outside this range (at least for this choice of parameters).

4.2.3 Analysis and Simulation of Passive Dynamic
Walking

The energy balance (4.22) gives a necessary condition that the initial and final
conditions of a walking cycle must satisfy in order for it to be a passive mo-
tion, but this condition is by no means sufficient. First, it is only one equation
whereas two initial velocity variables need to be specified (assuming the ini-
tial configuration is fixed). But more importantly, it may not be true that the
initial and final conditions that are compatible with the energy equation are
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Fig. 4.7 An unstable passive gait for the compass-gait walker

connected by a natural passive motion of the system, i.e. that when started
from the specified initial conditions, the system will end up at final conditions
that are mapped to the same initial conditions again. To take these aspects
into account, an analysis of the continuous part of the motion is necessary.

Given the reduced model (4.11) of the compass-gait walker for a single step,
together with the projection and relabeling mappings (4.10) and (4.15), we
can search for efficient trajectories using the approach outlined in Section 4.1.
As a numerical example, we choose the parameters m = 1 kg, mH = 5 kg,
g = 9.8 m/s2, γ = 3◦ for the dynamic model, Q(t) = I for the cost function,
and k = 10 and N = 20 for the numerical approximation in Definition 4.2
of the minimization problem. As constraints, we specify the constraints in
Definition 4.2, i.e. the compatibility conditions between the end and the be-
ginning of a step, as well as the constraint q4(0) = −2q3(0), i.e. the constraint
that both feet are on the ground at the start of a step (and hence also at
the end of a step by the compatibility conditions). As a numerical optimiza-
tion routine, we use the sequential quadratic programming (SQP) method
implemented in Matlab (The Mathworks 2005), with initial guesses for the
trajectories and step time equal to q(t) ≡ 0 and T = 1 s.

Running the optimization routine produces a solution with cost 0.0004.
Figure 4.7a shows snapshots of the resulting walking gait, which looks quite
natural. However, when we simulate the passive system using the extended
model equations (4.9), the robot falls down after three steps. Figure 4.7b
shows a plot of the angles q3 and q4: although the simulation (solid lines)
starts exactly like the optimized polynomial trajectories (dashed lines), the
curves diverge after a few seconds, until the swing leg is not swung high
enough anymore and the robot falls. Apparently, although the computed
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Fig. 4.8 A stable passive gait for the compass-gait walker

gait is natural (indeed, the uncontrolled robot initially follows the computed
trajectory perfectly), it is not stable.

The results suggest that stable walking may be obtained by raising the
swing leg higher above the ground, in order to ensure that the foot makes
contact and the next step can start. We can add an additional constraint
to the optimization problem to enforce this, for example, a constraint that
forces the final downward velocity of the swing foot (just before impact) to
be larger than some positive number v. The downward velocity (towards the
ground) is given by the time-derivative of (4.4), from which we find a suitable
extra inequality constraint

ċ2z = − sin(q3)q̇3 + sin(q3 + q4)(q̇3 + q̇4) ≤ −v (4.23)

for some large enough v > 0 (we choose v = 0.5 m/s). Running the optimiza-
tion routine (starting with the solution of Figure 4.7 as initial guess) gives
a result with cost 0.0010, so higher than before (as expected, since we have
added a constraint), and the trajectory shown in Figure 4.8a. Feeding the
initial conditions into the passive simulation gives the stable behavior shown
in Figure 4.8b, where the computed optimal gait is practically on top of the
simulated behavior.

The results in this section show that, at least for this simple example,
passive walking gaits can be found. The fact that there is still a nonzero
cost is due to the approximation of the trajectories by polynomials. This
approximation does not impede the search for stable passive limit cycles,
since if the limit cycle is stable with some practical region of attraction, it
should attract the solution obtained by this polynomial approximation.
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For control purposes, the question whether an efficient limit cycle is stable
or not is not so important; the controller can stabilize the cycle in case of
disturbances anyway (provided that the system has enough control inputs).
The important aspect of the optimized cycles is that nominally, little or no
energy is required to follow them, and hence that nominal walking is efficient.

4.3 A Planar Walking Robot with Knees

The compass-gait walker from the previous section served as a simple example
of how to construct simulation and analysis models of walking robots using
the tools from Chapters 2 and 3. As a practical walking mechanism, though,
it serves very little purpose: the straight unbendable legs require a special
floor with stepping stones for it to be able to walk without stubbing its toes.

From nature, we now that a different way to prevent toe stubbing is to
use bendable legs, i.e. using a knee joint that raises the foot some distance
from the ground during the swing phase, but remains approximately straight
during the stance phase. As argued for example by Pratt & Pratt (1999),
adding a mechanical kneecap (an end stop) simplifies the control problem of
keeping the leg straight during the stance phase, as it is only required to push
the knee against the kneecap, not to position it exactly in the center.

In this section, we discuss modeling and analysis of an experimental robot
which behaves like a planar robot with knees and kneecaps. Although it is
designed to be used as a controlled robot walking on level ground, here we
consider the problem of passive dynamic walking down a slope.

4.3.1 The Walking Robot Dribbel

Figure 4.9 shows ‘Dribbel’, the kneed walking robot developed by Dertien
(2005), Beekman (2004), and van Oort (2005) at the University of Twente.
It is a mechanism consisting of four legs, which are connected in pairs, such
that both the two outer legs and the two inner legs move together. This
construction was first used by McGeer (1991), and provides an easy way to
construct a physical three-dimensional robot that behaves essentially two-
dimensional; the leg pairs prevent it from falling sideways.

The leg pairs are joined in two concentric aluminum tubes, which contain
most of the electronics as well as a motor and a torque sensor. The knees of
the robot have mechanical kneecaps that prevent them from hyper-extending.
They also contain electromagnets that can be actuated in order to keep the
leg straight. The feet of the robot are small U-shaped metal plates that are
kept aligned with the leg by simple elastic bands. They contain switches that
are activated when the feet touch the ground. Finally, all joints are equipped
with rotational encoders that measure the joint angles.

Inspired by human locomotion, we choose to activate the magnets on the
knees during the whole stance phase, such that knee buckling is prevented.
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Fig. 4.9 Experimental kneed walking robot ‘Dribbel’

When the stance foot lifts off from the ground (as detected by the contact
switch), the magnet is deactivated and the knee is free to flex during the swing
phase. Then, before the lower leg hits the kneecap on its forward swing, the
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Table 4.1 Measured parameters of Dribbel

part amount unit

upper leg length (lu) 47 cm
lower leg length (ll) 43 cm
hip mass (excl. batteries) 4.0 kg
upper leg mass 240 g
knee mass 540 g
lower leg mass 240 g
foot mass 280 g

magnet is reactivated in order to catch and hold the lower leg straight for
the subsequent stance phase.

Dribbel is similar to planar kneed robots developed before by e.g. McGeer
(1990b), Garcia et al. (2000), and Wisse & van Frankenhuyzen (2003). One
of the main differences with this robot is, however, the use of an electric
hip motor (McGeer and Garcia did not use actuators at all, and Wisse used
McKibben muscles). Furthermore, Dribbel has (approximately) point feet,
whereas other robots have some type of curved feet. Although curved feet
have been proved to allow more efficient walking (McGeer 1990a), the use of
point feet simplifies analysis, position sensing, and control.

4.3.2 Dynamic Models of Dribbel

Simulation Model

To develop a simulation model of Dribbel, we make the assumption that the
links of the robot are rigid and the joints ideal. We also assume that the legs
move in pairs, meaning that the inner legs move together and the outer legs
move together, in particular the lower legs. These assumptions imply that
the mechanism essentially consists of four rigid bodies: the outer upper legs
(joined by the inner hip tube), the inner upper legs (joined by the outer hip
tube), the outer lower legs (not joined, but assumed to move together), and
the inner lower legs (not joined, but assumed to move together).

We estimate the mass, center of mass, and inertia of these four rigid bodies
as follows. We first measure the mass of the mechanical parts of the robot,
and we assume the mass of the links to be distributed uniformly, and the
mass of the joints to be concentrated in a point. The results are shown in
Table 4.1. Then, we reassign the masses to an equivalent mass distribution
on the model parts as shown in Figure 4.10: the point masses at the knees are
divided between the upper and lower legs, and the point mass at the hip is
divided between the outer and inner legs. With this redistribution, the mass
and inertia are equally distributed for the inner and outer legs, and we can
compute the parameters as
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Fig. 4.10 Schematic frontal view of Dribbel, showing the reassignment of mass to
transform measured data (left) to equivalent model parameters (right)

upper legs: mu = 3.0 kg Ju = 0.108 kgm2 (4.24)

lower legs: ml = 1.6 kg Jl = 0.059 kgm2 (4.25)

where the inertias Ju and Jl are around the lateral axis through the centers
of mass. The center of mass of the lower leg is (by construction) in the middle
of the leg, and the center of mass of the upper leg is at a point

zcom,u =
2 · 0.240 · 0.47/2 + 2.0 · 0.47 + 2 · 0.260 · 0

2 + 2 · 0.240 + 2 · 0.260
= 0.35 m (4.26)

from the knee upward, so some distance above the center of the upper leg.
Since the robot was constructed to behave like a planar walker, we con-

struct a simulation model that only represents the lateral behavior of the
robot. Furthermore, we model the feet as point feet, and possible contact
with the ground as rigid contact. Finally, we model the knees as rotational
joints with stiff spring-damper combinations for hyper-extending angles, com-
bined with tight control loops that fix the knee angles if the knee-locking
electromagnets are active.

Figure 4.11 shows the resulting setup, with coordinates q1 through q6

as indicated. The springs and actuators in the knees are implemented as
external elements and are connected to the mechanism through power-ports.
The resulting model can be used for simulation of the planar behavior of
Dribbel.

Analysis model

To obtain a model of Dribbel that is suitable for analysis, we make the same
assumptions as for the compass-gait walker of Section 4.2, namely that only
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Fig. 4.11 Setup and choice of coordinates and parameters for a planar walking
mechanism with knees on an inclined flat floor

one foot is on the ground at the same time, that the gait is symmetric, and
that the motion of the mechanism is such that that foot remains on the ground
throughout the whole step. However, additional assumptions and model mod-
ifications are needed, since the fast dynamics resulting from the stiff spring
and damper modeling the kneecap can not be adequately approximated by
a smooth polynomial function of reasonably low order.

Therefore, we replace the stiff spring and damper by another impact equa-
tion, which sets the velocity of the knee joint instantaneously to zero. Further-
more, we assume the walking cycle to be of the form shown in Figure 4.12: a
step starts at t = 0 with the release of the new swing leg (due to the impact at
the end of the last step), followed immediately by a release of the knee-lock.
This implies that the initial conditions for the swing knee-joint are: position
and velocity equal to zero. Then, the walking motion continues smoothly
until the swing leg passes the stance leg and, at some time t = Tknee > 0,
the knee hits the kneecap and the swing knee is locked for the rest of the
step. Finally, the mechanism continues to move (with locked knees) until
the swing leg hits the ground at t = T > Tknee, marking the start of the
next step.
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t = 0
foot+knee release

t = Tknee
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Fig. 4.12 A single step of Dribbel is split into two phases: the first phase from
foot lift-off until knee strike (modeled as a three-link mechanism), and the second
phase from knee strike until foot strike (modeled as a two-link mechanism)

Under these assumptions, the analysis model of a step of Dribbel can be
split into two continuous phases: between t = 0 and t = Tknee, it behaves
like an unconstrained three-link serial mechanism (with coordinates q3, q5

and q6), and between t = Tknee and t = T , it behaves like an unconstrained
two-link serial mechanism (with coordinates q3 and q5). The transitions be-
tween the phases occur when the lower leg hits the kneecap (at t = Tknee)
and when the swing foot hits the ground (at t = T ). The first impact is
assumed not to affect the velocities q̇1, q̇2, and q̇4 (this is discussed in Sec-
tion 4.3.3), and the second impact is assumed not to affect q̇4 and q̇6, which
requires the electromagnets on the knees to be strong enough to resist the
impact forces.

The impact at t = T is modeled by a ground contact force equal to the
force computed in Section 4.2.1 for the compass-gait walker; in fact the model
is exactly the same, since the knees are assumed to be fixed both before and
(just) after impact. The impact of the knee at t = Tknee is implemented
as the momentum projection defined in (3.44), or the equivalent velocity
projection (4.12). We use the equations of the three-link mechanism in coor-
dinates q3, q5, and q6, compute the corresponding mass matrix and impact
direction AT =

[
0 0 1

]
, and take the model parameters as obtained before,

to finally obtain the relation between the velocities before and after knee
impact as

⎡

⎣
q̇3

q̇5

q̇6

⎤

⎦

+

=

⎡

⎢
⎣

1 0 0.0516 cos(q5)
3.254+cos(q5)

0 1 −0.999+0.0516 cos(q5)+0.237 cos(2q5)
(−1.803+cos(q5))(1.804+cos(q5)

0 0 0

⎤

⎥
⎦

⎡

⎣
q̇3

q̇5

q̇6

⎤

⎦

−

(4.27)

The structure of this matrix is as expected: the knee velocity q̇6
+ after impact

equals zero, independently of the pre-impact velocities. Furthermore, if the
knee hits the kneecap with zero velocity (q̇6

− = 0), there is no impact and the
velocities before and after t = Tknee are the same.
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Fig. 4.13 Postures for
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4.3.3 Impact Analysis and Efficient Walking

The impact of the knee at Tknee was assumed not to affect q̇1, q̇2, and q̇4. This
means that the configurations and velocities on impact should be such that the
ground constraint remains satisfied and that the stance knee remains locked.

The first condition can be characterized by considering the vertical velocity
q̇2
+ of the stance leg in the case that ground contact forces are not applied,

i.e. by considering the projection operation (4.12) for a mechanism with free
coordinates q1, q2, q3, q5, and q6, and with impact force in the direction AT =[
0 0 0 0 1

]
. The post-impact velocity q̇2

+ (with q̇2− = 0) can be computed from
this projection operator as

q̇2
+ =

0.106 sin(q3 − q5) − 0.0378 sin(q3 + q5)
9.391 − 0.488 cos(2q3)

q̇6
− (4.28)

The assumption that ground contact is maintained on knee impact is correct
if q̇2

+ < 0 in the absence of contact forces, i.e. for q̇2
+ as in (4.28). Figure 4.13

shows a plot of the region in which q̇2
+ < 0 as a function of the configuration

q3 and q5 on impact (where we took q̇6 > 0 since the swing knee is being
locked). From the figure, we see that for most configurations, and certainly
for practical configurations q3 < 0 and q5 > 0, the first condition is satisfied.

Assuming that ground contact is maintained, we can check the second
condition (i.e. whether the stance knee remains locked) by computing the
post-impact velocity q̇4

+ of the stance knee in absence of locking forces. We
now compute the projection operator for the mechanism with coordinates q3,
q4, q5, and q6 and swing knee constraint defined by AT =

[
0 0 0 1

]
, giving

q̇4
+ =

0.111 cos(q5)
3.071 − cos2(q5)

q̇6
−
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which results in q̇4 > 0 for q̇6 > 0 and for hip angles satisfying |q5| < π/2.
Hence, for practical hip angles, the kneecap on the stance leg does not prevent
knee buckling on impact of the swing knee, and the additional knee locking
mechanism (using the electromagnets) needs to be strong enough to prevent
buckling during the stance phase.

The previous discussion shows that the assumptions for the analysis model
are valid for practical walking motions and if the knee locking mechanism is
strong enough. We can hence use the analysis model to search for efficient walk-
ing gaits. We again follow the procedure outlined in Section 4.1, but now one
step of the robot is split into the two phases shown in Figure 4.12. Since the
transition between the two phases is marked by a jump in the velocities due
to the knee impact, the joint trajectories cannot be approximated accurately
by single polynomials for all 0 ≤ t ≤ T of reasonably low order. Instead, we
use separate polynomial approximations for the two phases, with three poly-
nomials (for q3, q5, and q6) for the first phase and two polynomials (for q3 and
q5) for the second phase, and then concatenate them by specifying suitable
compatibility conditions for the trajectories before and after impact.

More precisely, the compatibility conditions for two polynomials are de-
scribed by the two impacts at t = Tknee and t = T in the following way. The
configurations q3, q5, and q6 are continuous during the knee impact, and the
velocities q̇3, q̇5, and q̇6 before and after impact are related by (4.27). Fur-
thermore, the configurations q before and after the foot impact are related
by a mapping S(q), in this case described by

⎡

⎢
⎢
⎣

q1

q2

q3

q5

⎤

⎥
⎥
⎦ = q → S(q) :=

⎡

⎢
⎢
⎣

q1 − 0.9 sin(q3) + 0.9 sin(q3 + q5)
q2 + 0.9 cos(q3) − 0.9 cos(q3 + q5)

q3 + q5

−q5

⎤

⎥
⎥
⎦ (4.29)

and q4 = q6 = 0 throughout the impact, and the relation between the veloc-
ities q̇ before and after impact is again described by a consecutive projection
P due to impact plus a relabeling according to the derivative of S(q) with
respect to q. The symbolic expression for P is too large to include here, but it
is computed as in (4.12), with M(q) the mass matrix of the mechanism with
free coordinates q1, q2, q3, and q5 (and q4 and q6 fixed and equal to zero).

In addition to the compatibility constraints, extra constraints should be
added to ensure that no foot-scuffing occurs, which was the reason for in-
cluding knees in the first place. The allowed motion of the swing foot can be
described by the condition

ll cos(q3) + lu cos(q3) − lu cos(q3 + q5) − ll cos(q3 + q5 + q6) > εf (4.30)

with parameters ll and lu as in Table 4.1 and foot clearance εf > 0, and where
we used the fact that q4 ≡ 0 throughout the step. Although this equation
describes exactly the desired behavior (i.e. foot clearance), it depends in a
highly nonlinear way on the coordinates q and is hence not suitable for use
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(b) Simulation of the gait; solid lines indicate the simu-
lated unstable motion, dashed lines the optimized gait.

Fig. 4.14 An efficient but passively unstable gait for the kneed robot Dribbel

in a global optimization search. Solutions can be found more easily by using
a simpler but approximate constraint, such as q6(Tknee/2) < −εk to force
knee bending. Then, when the optimal solution under this constraint has
been found, the more exact constraint (4.30) can be used locally to further
optimize the trajectories.

When the trajectories and constraints have been parameterized, we can
solve the optimization problem (4.3) to obtain efficient walking trajectories
for Dribbel. Since the parameterization as well as the dynamic equations
for Dribbel are much more complex than for the compass-gait walker, the
optimization does not just converge for all initial guesses for the solution.
Instead, it is better to impose some extra artificial constraints (such as fixed
initial angles and fixed T ), optimize under these constraints, and then remove
the extra constraints and further optimize the solution.

As an optimization goal, we choose to search for passive walking trajec-
tories for Dribbel on a 3◦ slope (controlled walking on level ground is dis-
cussed in Section 5.3). As parameters in the numerical approximation (4.3),
we choose k = 10, N = 20, and Q(t) = I for both phases of the walking
cycle. The total cost is then the sum of the cost of the individual two phases.
The optimization produces the gait shown in Figure 4.14a, with an associ-
ated cost J = 0.0122. This cost is considerably larger than the cost for the
passive gait of the compass-gait walker (which was J = 0.0010), and hence
it is unlikely that the computed gait for Dribbel can be approximated by a
completely passive motion.

Indeed, simulation of the robot with the optimal initial conditions and
zero control effort (except knee-locking) shows that the computed gait is not
fully passive, see Figure 4.14b: while the ankle and hip joints passively follow
the computed gait quite closely, at least in the initial phase, the knee joint
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Fig. 4.15 Mechanical
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deviates severely. Still, despite this difference, the computed gait is a fair
approximation of a passive (or at least efficient) motion of the walker, and
indeed the uncontrolled robot takes a few steps before falling over.

4.4 A Three-Dimensional Walking Robot

As a final example of a walking robot, we consider the mechanism shown
in Figure 4.15: a three-dimensional robot with two unit-length straight legs
and a unit-length trunk, interconnected by three 2-DoF joints. The mecha-
nism has six internal degrees of freedom and can move in three-dimensional
space. The freedom of moving in 3D allows the walker to avoid foot-scuffing
by swinging the swing-leg out and upward. Furthermore, the trunk provides
additional degrees of freedom that, for example, may help in improving effi-
ciency of the walking motions.

To simplify modeling and analysis of the robot, we assume that all joints
are concentrated in one point (the hip) and that all mass is concentrated in
points in the feet (mass m), the hip (mass mH), and the head (mass mT ). This
results in the simplified setup of Figure 4.16, which also shows the precise
definition of the coordinates q.
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Fig. 4.16 Choice of
coordinates for the walker
of Figure 4.15
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The goals of the analysis in this section are to find efficient walking gaits
for this mechanism that avoid foot-scuffing, and to investigate whether the
trunk can help in increasing efficiency of the gait. A similar study, but of a
planar robot with straight legs and a trunk, has been described in earlier
research (Duindam & Stramigioli, 2005a, 2005b).

4.4.1 Dynamic Models of the Three-Dimensional
Robot

The coordinates for the robot in Figure 4.16 have been chosen in a slightly
different way than for the planar robots in Sections 4.2 and 4.3. The
position of one of the feet is still specified directly (in this case in terms
of the coordinates q1, q2, and q3), but the orientation of the other limbs is
specified relative to the reference frame Ψ0, as opposed to relative to the first
coordinates, as was done for the other examples.

The choice for these coordinates was made to allow easier intuitive inter-
pretation of the coordinates; the definition of angles in 3D can quickly lead
to ambiguities and mistakes. Another option would be to take q1 through
q3 to be the coordinates of the hip point and leave the other coordinates as
in the figure. This leads to a completely symmetrical formulation, but then
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the constraint of one foot being fixed to the ground is not easily translated
into a constraint on the coordinates. Whatever coordinates are chosen, the
modeling approach of Chapters 2 and 3 can be used in all cases to describe
the dynamics of the system.

Simulation model

The dynamics of the mechanism can be described again in terms of the joint
coordinates q. The legs are rigid bodies with mass m concentrated at the
foot, so the center of mass is at the foot and the moments of inertia around
all axes through the foot are zero. The point masses of the hip and the head
can be combined into one rigid body, with mass M = mH + mT , center of
mass at a position zcom (from the hip along the trunk) equal to

zcom =
mT

mT + mH
(4.31)

and moments of inertia around the center of mass equal to

Jx = Jy = mHz2
com + mT (1 − zcom)2 =

mHmT

mH + mT
Jz = 0 (4.32)

where the local z-axis is along the trunk.
These three rigid bodies (two legs and one trunk) can be interconnected

by the joints to obtain a model of the dynamics of the mechanism. Note that
although this model can freely move in three dimensions, we did not use a
transformation matrix to describe its absolute position and orientation. In-
stead, we used coordinates q1 through q3 to describe the position of a point
on the mechanism (i.e. a foot) plus the other coordinates to describe the
relative orientation of the legs relative to that point. The disadvantage of
this approach is the coordinate singularities (for example, q5 = π/2 makes
q4 a redundant coordinate), but the advantage is that we obtain a set of
dynamic equations in terms of a simple vector q of unconstrained coordi-
nates. Since in practical walking motions, the configurations are expressed
by coordinates that are not close to singularity, this approach is indeed
advantageous.

The next part of the simulation model describes the contact between
the (point) feet and the ground. The generalized contact points PR and
PL on the right and left foot can be expressed directly in terms of the
coordinates q as

P 0
R =

⎡

⎢
⎢
⎣

q1

q2

q3

1

⎤

⎥
⎥
⎦ P 0

L =

⎡

⎢
⎢
⎣

q1 + sin(q4) cos(q5) − sin(q6) cos(q7)
q2 − sin(q5) + sin(q7)

q3 + cos(q4) cos(q5) − cos(q6) cos(q7)
1

⎤

⎥
⎥
⎦ (4.33)
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and the corresponding generalized contact points on the ground are equal
but with zero z-component.

To simplify the simulation model, we choose to model the contact as rigid.
We choose the contact forces and torques to be linear forces both along the
normal direction (z-axis in frame Ψ0) and along the tangential directions (x
and y-axes), acting at the contact points. We do not model possible contact
torques around the vertical axis, since the feet are in point contact with the
ground. The matrices AR and AL that define the directions of the constrained
velocities of the right and left foot, respectively, (and hence the directions of
the collocated contact forces) are given by

AR =

⎡

⎢
⎢
⎢
⎢
⎢
⎢
⎢
⎢
⎢
⎢
⎢
⎢
⎣

1 0 0
0 1 0
0 0 1
0 0 0
0 0 0
0 0 0
0 0 0
0 0 0
0 0 0

⎤

⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎦

AL =

⎡

⎢
⎢
⎢
⎢
⎢
⎢
⎢
⎢
⎢
⎢
⎢
⎢
⎣

1 0 0
0 1 0
0 0 1

cos(q4) cos(q5) 0 − sin(q4) cos(q5)
− sin(q4) sin(q5) − cos(q5) − cos(q4) sin(q5)
− cos(q6) cos(q7) 0 sin(q6) cos(q7)
sin(q6) sin(q7) cos(q7) cos(q6) sin(q7)

0 0 0
0 0 0

⎤

⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎦

which are obtained directly by taking the transpose of the partial derivative of
(4.33) with respect to q. With the force directions defined by these matrices,
we can implement the velocity projection (4.12) on impact as well as the
finite contact forces (3.46) during contact, as described in Section 4.3.

Analysis model

For analysis purposes, we can simplify the model equations under some ad-
ditional assumptions. If only the right foot is in contact with the ground
(q3 = 0), then we can describe the system by the free coordinates q4 through
q9 and with parameters q1 and q2. By symmetry of the mechanism, we can
use the same dynamic equations when, instead, only the left foot is in contact
with the ground, if we relabel the coordinates as S(q), with

S
T (q) :=

[
q6 −q7 q4 −q5 q8 −q9

]
(4.34)

where the relabeling of q1 through q3 has been left out.
For the analysis model, we assume that only one foot is on the ground at

the same time, and that hence the double support phase on impact is instan-
taneous. We also consider only walking gaits that are symmetric with respect
to the left and right leg, such that only half a walking cycle needs to be found.

These assumptions imply that we only consider walking in a straight line
here, since walking along a curve necessarily implies an asymmetry in the
gait (the inner leg moves less than the outer leg). They also imply that
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this analysis model is only valid if the slope of the ground is directed in
the direction of walking, i.e. only for walking straight up or down a slope.
To study more elaborate walking motions, the analysis model should be a
concatenation of two steps, one with each foot, just like the analysis model of
the kneed biped of Section 4.3 is the concatenation of two phases, one before
knee lock and one after knee lock.

Under these assumptions, the dynamics of the mechanism can be described
by the (possibly relabeled) coordinates q4 through q9, together with a velocity
projection when the swing leg hits the ground, i.e. when

cos(q4) cos(q5) − cos(q6) cos(q7) = 0 (4.35)

When the double support phase is instantaneous, the system after impact
is described in relabeled coordinates S(q), and hence the (projected) veloc-
ity variables need again be relabeled by the partial derivative of S(q) with
respect to q.

4.4.2 Efficient Walking on Level Ground

With the analysis model as presented before, we can use the procedure of Sec-
tion 4.1 to look for efficient walking gaits. This time, we look for efficient gaits
on level floor, and take again as the cost function the sum of all the torques
squared, integrated (by means of a Riemann sum) over a step. Although most
of the joint angles in Figure 4.16 are relative to the fixed world, and hence
do not define suitable locations for actuators, it is not really clear from the
figure how the actuators should be attached (collocated with what angles).
For real control of this robot, the extended system of Figure 4.15 should be
used, where the possible locations of the actuators are well-defined. For the
simplified setup used for the analysis here, we choose the cost metric equal
to the identity, and hence assume the actuation torques to be collocated with
the velocities q̇. We conjecture that the resulting optimal motion is also ef-
ficient (though perhaps not optimal) for a slightly different choice of cost
metric.

As constraint equations in the optimization routine, we take the standard
compatibility equations for the configurations and velocities at the beginning
and end of a step, the condition (4.35) for t = T to force the foot to be on
the ground at the end of a step, as well as the constraint

cos(q4(t)) cos(q5(t)) − cos(q6(t)) cos(q7(t)) > ε 0 < t1 < t < t2 < T
(4.36)

to obtain a ground clearance ε > 0 of the swing foot for t1 < t < t2 and
suitable t1 > 0 and t2 < T . Since we look for gaits on level ground, we also
need to add a speed constraint of the form
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Table 4.2 Effects of the variation of mass distribution on the optimal walking
gaits for the three-dimensional walker of Figure 4.16

mH (kg) mT (kg) T (s) xstep (m) ystep (m) J Pmech (W)

1.0 5.0 0.52 0.26 0.20 4.18 1.82
2.0 4.0 0.63 0.31 0.18 3.12 1.35
3.0 3.0 0.68 0.34 0.15 2.56 1.11
4.0 2.0 0.73 0.37 0.15 2.18 0.99
5.0 1.0 0.77 0.39 0.14 1.91 0.90

sin(q6(0)) cos(q7(0)) − sin(q4(0)) cos(q5(0))
T

= vdes (4.37)

where vdes is the desired average forward walking speed. The expression on
the left hand side of (4.37) equals the step length divided by the step time,
and is hence indeed the average walking velocity. This extra constraint is
necessary, since otherwise the optimal zero-cost motion would be to stand
perfectly still with all limbs vertical. The parameters are fixed at vdes = 0.5
m/s, ε = 0.01 m, t1 = T − t2 = 0.1T , m = 1 kg, and mH + mT = 6 kg, and
the mass distribution between mT and mH is varied.

Due to the complexity of the robot and the constraints, the Matlab al-
gorithms cannot find a solution if we run the optimization routine straight
from a zero initial estimate with all constraints enabled. Instead, we start
with the initial estimate q ≡ 0, T = 1 and add a constraint that fixes the
initial configuration at t = 0 as

q(0) =
[
−0.25, −0.1, 0.25, 0.1, 0, 0

]T
(4.38)

We then optimize the cost function using only 6th-order polynomials for the
joints. After this first optimization, the resulting optimized trajectories are
used as initial estimate for the second optimization run, now with 10th-order
polynomials and without the fixed initial configuration (4.38).

The results of this procedure for varying mass distribution mT to mH are
shown in Table 4.2 and Figures 4.17 and 4.18. Table 4.2 shows for various
mass distributions the values of the optimal step time T , step length xstep,
step width ystep, cost J , and average mechanical power supply

Pmech =
1
T

∫ T

0
τT (t)q̇(t)dt (4.39)

The step length xstep and step width ystep are defined as the distance on
impact between the feet in the x and y direction, respectively. The step
length can be computed as xstep = vdesT = 0.5T . Figure 4.17 shows a top
view of the trajectories traced out by the point masses at the feet, the hip,
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Fig. 4.17 Top view of the traces of the feet, hip, and head masses for varying mass
distribution

Fig. 4.18 Snapshots of
three steps of the optimal
gait for mH = mT = 3 kg

68 cm

16 cm

walking direction

and the head for a number of steps. Finally, Figure 4.18 shows stick figure
snapshots of three steps of the optimal gait for mT = mH = 3 kg.

From the table and figures, we can see that concentrating the mass at the
hip instead of the head results in the following:
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• The strides become slower and longer, i.e. both T and xstep increase.
• Sideways hip swinging decreases, which is to be expected, since more mass

is concentrated at the hip. The amount of sideways swinging of the head,
on the other hand, is constant for all mass distributions.

• The step width decreases, but the sideways motion of the swing foot in-
creases. This can be explained by looking at the hip swinging: for larger
hip mass, hip swinging is decreased, and hence the foot needs to swing out
more to obtain the required ground clearance.

• Both the mechanical power demand Pmech and the cost are J reduced.

We discuss the cost and energy aspects in more detail. From Table 4.2, we
clearly see that increasing the hip mass while decreasing the head mass re-
sults in decreased cost and decreased mechanical energy supply. Duindam &
Stramigioli (2005a) showed that also for a planar straight-legged walker with
trunk, the lowest cost is achieved when the mass is located at the hip instead
of the head. In that paper, the cost was computed as the squared required
internal torques between the links, as opposed to the torque relative to the
fixed world, as was done here. These results suggest that, although energy
loss on impact may be reduced by locating the mass at the head and striking
with low swing foot velocity, the optimal joint trajectories that connect these
initial and final conditions are unnatural and require more actuation, even
though some mechanical energy may be saved on impact. Also note that we
assumed here that the trunk was connected to the legs through two freely
moving rotational joints. If the trunk is connected through a constrained
mechanism, the results may very well be different: Wisse (2004) showed that
walking with a trunk connected through a constrained bisecting mechanism
actually improves the energy efficiency, see also Wisse et al. (2007).

Instead of looking at the mechanical power to judge energy efficiency, re-
searchers often use a quantity called specific resistance (McGeer 1993) or
specific cost of transport, which takes into account both mechanical power
and walking speed. It is defined as

η :=
energy dissipated

weight × distance travelled
=

average dissipated power
weight × average walking speed

(4.40)

Sometimes the dissipated power only contains the mechanical power lost on
impact (in which case η describes the specific mechanical cost of transport,
denoted cmt), and sometimes it contains the total energy dissipated in the
system, i.e. including the electronics and actuator losses. If we only look at
mechanical power loss, we can compute cmt for the three-dimensional walker
here as

cmt =
Pmech

(2m + mT + mH)gvdes
=

Pmech

8 · 9.81 · 0.5
= 0.0255Pmech (4.41)

For the mass distributions of Table 4.2, this leads to a specific mechanical cost
between 0.023 and 0.046. This is lower than for humans (0.05), and hence the
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computed motions can be really said to be efficient. Whether implementation
results in a system with high overall efficiency depends on the location and
efficiency of the actuators, and hence cannot be determined at this point.

The question remains whether it is useful to have a trunk or whether just
a heavy hip is better. From the results in this section, it seems that for effi-
ciency of walking it is better to have a mechanism without a trunk. However,
these results are based on the assumption of full actuation (including ankle
joints), which may not be true in practice. In the case of underactuation, it
might be useful to have extra degrees of freedom in a trunk to obtain bet-
ter or more efficient control possibilities. Furthermore, the cost function was
chosen quite arbitrarily to be the summed square of the torques on the joints
defined in Figure 4.16. Optimization of a comparable planar robot with a dif-
ferent choice of coordinates (Duindam & Stramigioli 2005b) gives the same
conclusion and hence support the idea, but it still depends on the actual
actuator configuration and efficiency whether the overall cost is reduced
when no trunk is used. Finally, although the trunk by itself may not in-
crease efficiency, it may be beneficial to have a trunk together with freely
movable arms. This should be checked by analysis of an extended system
including arms.



Chapter 5
Control of Walking Robots

The previous chapters described modeling and analysis techniques for walking
robots, and showed how to find energy-efficient, natural gaits for several
walking robots. By construction, these trajectories require little torque, and
hence they could be implemented quite efficiently by putting local controllers
(for example PID controllers) on the joints that force the joint angles to track
the computed reference trajectories as time-varying setpoints. The global
control problem is thus split into local one-dimensional tracking problems.

Unfortunately, this direct approach has several problems. First, the control
tasks are specified by desired joint angles as a function of time, although
the time aspect is not directly important in walking. Second, it is implicitly
assumed that disturbances can best be compensated for by driving each joint
individually back to its time-varying setpoint, whereas this may not be the
case at all. Thirdly, the energy balance in the system is completely neglected,
meaning e.g. that energy injected during disturbances may be dissipated by
the controllers, whereas it could also be used to compensate for friction or
other energy losses.

The idea behind the control techniques described in this chapter is to
take into account these problems, and to approach control not as a forced
exact trajectory tracking problem, but as an interactive process. Instead of
trying to torture the mechanical structure into doing something externally
specified, we try to follow its natural motions as much as possible, while
suggesting (not forcing) a certain trajectory, and correcting only if necessary.
As a first part of this approach, we describe in Section 5.1 how the natural
dynamics of the mechanism can be shaped to attain a certain control goal,
using an extension of the optimization techniques of Section 4.1. Then, in
Section 5.2, we show a ‘minimally invasive’ approach to trajectory tracking,
taking into account the aspects discussed before. Finally, Sections 5.3 and 5.4
discuss preliminary results in the control of Dribbel, the experimental robot
introduced in Section 4.3, as well as a foot-placement control strategy for a
simple three-dimensional walking robot.

V. Duindam, S. Stramigioli: Model. & Ctrl. for Effi. Bipedal Walk. Robo., STAR 53, pp. 129–166.
springerlink.com c© Springer-Verlag Berlin Heidelberg 2009
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5.1 Passive Mechanical Control

The use of actuators (whether electrical, hydraulic, pneumatic, or other) costs
energy, even if no actual mechanical energy is supplied to the system: it
costs energy due to dissipation in the actuators themselves, in the controlling
circuitry, or because the actuators generally cannot absorb energy retrieved
from the mechanism. This extra energy directly reduces the efficiency of the
system, and it is hence beneficial to reduce the need for actuators as much
as possible.

One way of reducing actuators requirements has been discussed in
Chapter 4, where the reference trajectories of walking robots were chosen
to be the ‘most natural’ motions of the system, i.e. the motions that require
the least actuator torque (in some metric). Another way to reduce the ac-
tuator needs is to adapt the mechanical structure of the robot to simplify
reaching certain control goals. The natural walking motion of a robot de-
pends, for example, on its mass distribution and the presence and strength
of other passive elements, such as springs. Changing the value of these parts
of the mechanical structure changes the natural motions.

In the true spirit of the mechatronic design philosophy (van Amerongen
& Breedveld 2003), we can thus change the mechanical structure in order to
simplify actuator requirements and control action. This can be done during
the construction phase of a robot, say, to design the mechanics most suitable
for walking at a certain speed. But in addition, the mechanical structure can
be adapted during walking, in order to optimize it for the desired walking
speed at a certain time. Figure 5.1 shows an example of how this could be
implemented in practice: the mass distribution m0 on the lower legs can
be adjusted by rotating the spindles xm, and the (effective) stiffness of the
spring at the hip joint can be changed by rotating the spindles xs. An actual
practical actuator with mechanically adjustable stiffness has been designed
by Hurst et al. (2004). Obviously, we can treat these dynamically adjustable
structures as structures with adjustable parameters only if the adjustments
are made quasi-statically (i.e. very slowly), since otherwise the adjustment
process itself introduces extra dynamics.

Van den Bogert (2003) showed how a system of exotendons, attached to
a mechanical system, can be optimized to reduce torque requirements for a
certain fixed walking gait of that mechanism. Here, we optimize both the
mechanical structure and the walking gait at the same time. We include the
adjustable mechanical structure in the optimization procedure of Section 4.1,
by extending the set of degrees of freedom for the optimization routine to
include the parameters describing how the mechanical structure can be ad-
justed. For example, the robot in Figure 5.1 has the extra free parameters
xm and xs, and possibly m0 and k0, although these last two can only be
changed off-line. The designer still has to choose what mechanical parame-
ters to optimize: he/she has to decide what parts of the mechanism should
be adjustable, for example, what degrees of freedom the force-displacement
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Fig. 5.1 Example of
the implementation of
a robot with adaptable
mass distribution on the
lower legs and adaptable
spring at the hip joint

xs

xs

xm

xm

k0

m0

m0

relationship of the spring should have. Some parts may be unsuitable for ad-
justment because of practical reasons, and some because adjusting them has
little or no effect on the natural motions of the system.

The extra degrees of freedom in the optimization routine can result in
achieving control goals at a lower cost. As an example, we show how the
mechanical structure of the compass-gait walker can be adjusted to obtain
highly efficient downhill walking at a range of speeds.

Example 5.1. We consider again the compass-gait walker of Section 4.2, in
particular Figure 4.2, but now we consider the mechanical structure to be
adjustable in the following three different ways:

1. an adjustable linear spring (stiffness k) and damper (damping factor d)
are attached between the legs of the robot;

2. the mass distribution between the point masses mH and m is adjustable,
while the total weight of the robot mH + 2m equals 7 kg;

3. both the mass distribution and the spring-damper combination between
the legs can be adjusted.

Note that, for simplicity, we vary the mass distribution by directly changing
the parameters m and mH , i.e. not using a spindle system such as in Fig-
ure 5.1. For the three situations outlined above, plus for the nominal case
in which the structure is fixed at m = 1 kg and mH = 5 kg (and no spring
or damper), we search for natural walking gaits down a 3◦ slope at various
average walking speeds vdes. The required average walking speed constrains
the relationship between the initial conditions and the step time as

vdes = 2
sin(q3(0))

T
= − sin(q4(0))

T
(5.1)

We add this constraint to the optimization routine of Section 4.2.3, as well
as the practical constraints that the stiffness, damping, and both m and mH

must be positive. Then, we search for the most efficient trajectories and the
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Table 5.1 Optimized cost at several walking speeds for the compass-gait walker
with different degrees of freedom in the mechanical structure

nominal spring-damper mass mass-spring-damper
vdes (m/s) cost cost cost cost

0.5 1.4 1.4 0.062 0.037
0.6 0.44 0.44 0.011 0.0029
0.7 0.032 0.032 0.0023 0.0017
0.8 0.0059 0.0038 0.0032 0.0014
0.9 0.025 0.0030 0.0071 0.0016
1.0 0.28 0.0065 0.012 0.0027
1.1 0.82 0.015 0.016 0.0042
1.2 1.7 0.032 0.011 0.0054
1.3 2.8 0.061 0.011 0.0099

corresponding optimal parameters of the mechanical structure. The results
of these optimizations are shown in Tables 5.1 and 5.2, as well as Figure 5.2.

From the tables and the figure, we see that the nominal robot with fixed
mechanical structure has a small cost only at a speed around 0.8 m/s (in-
deed, the average walking speed of the passive motion in Figure 4.8 is 0.76
m/s); walking motions at lower and higher speeds require significantly more
control effort.

We also see that adding an adjustable spring and damper at the hip joint
can help reduce the cost for higher walking speeds, but not for lower speeds.
This makes sense intuitively: if we add a spring between the legs, it increases
the natural oscillation frequency between the kinetic energy of the legs and
the potential energy of gravity plus spring, which in turn increases the natural

Table 5.2 Optimized parameters at several walking speeds for the compass-gait
walker with different degrees of freedom in the mechanical structure

spring-damper mass mass-spring-damper

vdes k d m m k d
(m/s) (Nm/rad) (Ns/rad) (kg) (kg) (Nm/rad) (Ns/rad)

0.5 0.0 0.0 2.5 3.5 0.0 0.78
0.6 0.0 0.0 1.8 2.6 0.0 0.14
0.7 0.0 0.0 1.3 1.7 0.0 0.048
0.8 0.012 0.047 0.85 0.99 0.0051 0.047
0.9 0.63 0.038 0.86 0.86 0.0083 0.49
1.0 2.9 0.034 0.57 0.56 0.023 0.064
1.1 6.0 0.030 0.38 0.37 0.0 0.070
1.2 10 0.026 0.19 0.25 0.0 0.071
1.3 16 0.022 0.13 0.17 0.0 0.080
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Fig. 5.2 Optimal costs and structural parameters for the compass-gait walker
at several walking speeds, depicted for the fully constrained structure (solid lines),
variable spring and damper (dotted lines), variable mass distribution (dashed lines),
and variable spring, damper, and mass distribution (dash-dotted lines)

walking speed. It can, however, never decrease the natural frequency, since
only positive spring values are allowed.

By adjusting (only) the mass distribution on the legs, it is possible to ob-
tain natural low-cost walking in the full range of speeds. For low speeds, more
mass should be located on the legs (up to 3.5 kg per leg, leaving no mass at
the hip joint), while for high speeds the mass should be transferred to the
hip joint. For most speeds, the cost for walking using the optimal mass dis-
tribution is lower than when using the optimal spring/damper configuration.

Finally, if both the mass distribution and the spring/damper combination
are adjustable, we obtain the lowest cost for walking. This is clearly to be ex-
pected, since optimizing only the mass distribution or only the spring/damper
combination are special cases. From the values of the parameters, we see that
in this general case, the spring at the hip joint is really not necessary; it has
a very low stiffness value. Using only the mass distribution and the damper
results in motions at more or less zero cost; the remaining cost is due to the
approximation of the trajectories by polynomials.
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5.2 Port-Based Curve Tracking

As discussed before, the joint angle trajectories computed in Chapter 4 as
well as the extension in Section 5.1 are formulated as explicit functions of
time. The time aspect in itself, however, is artificial and does not influence
the dynamics or the efficiency of walking; only the relation between the joint
angles is important.

One approach to remove the explicit time-dependency in the joint trajec-
tories is to use what is sometimes called ‘virtual time’, as used for example by
Chevallereau (2003). This virtual time is an extra variable that indexes what
point (time instant) of the trajectory the current set point for the joint angles
is. Depending on the current state of the robot, the virtual time may accel-
erate or decelerate in order to let the robot ‘catch up’ with the trajectory.
This approach solves the problem of time-dependency to a certain extend,
but still requires approximately proper initial conditions (the initial virtual
time) to start off smoothly.

Instead of using an extra virtual-time variable, we propose to use fewer
variables by describing the desired trajectory as a subspace of the configura-
tion space, namely as the subspace Qd of all configurations that are on the
trajectory for some time t. For a single curve, this subspace is one-dimensional
(since it can be parameterized by one variable), but the approach can be gen-
eralized to higher-dimensional subspaces, for example if the goal is to obtain
convergence to a surface instead of a curve. The control objective can thus be
better described in a time-independent way as ‘convergence to Qd’. Another,
equivalent, formulation is to require certain outputs to become zero, as used
in the (hybrid) zero dynamics approach of Westervelt et al. (2003).

A second problem with control of the individual joint angles is the implicit
assumption on how to converge in the case of disturbance. Instead of returning
straight (with ‘straight’ requiring the definition of a suitable metric) to Qd, it
may be more reasonable to converge in a different way, for example to avoid
toe stubbing on the way, or to minimize energy loss.

To encode these aspects in the control task, we extend the desired behavior
from a subspace to a vector field, i.e. a vector w(q) at each point q, such that
the integral curves of this vector field describe the path in coordinate space
that the system should follow. This means that Qd should be one of the
integral curves, and hence that w(q) should be tangent to Qd for all q ∈ Qd.
Finally, the control laws defined in the following section require w(q) �= 0
(which makes sense, since otherwise the desired direction is undefined), hence
the vector field should be designed such that it is nonzero for as large a
region as possible. It is generally not possible to have nonzero w(q) for all q,
due to either the shape of Qd or the shape of the configuration space. For
example, on the sphere S2, this is the famous ‘hairy ball theorem’ (Milnor
1978). Therefore, from now on, we only consider the system in the open
subspace D ⊂ Q, defined as
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D := {q ∈ Q | w(q) �= 0} (5.2)

i.e. the space of all points q ∈ Q where the vector field is nonzero.
When the control objective has been encoded as a vector field w(q), we can

construct a controller that realizes convergence to this vector field. The next
section describes an approach based on the representation of the system as an
interconnection of port-Hamiltonian subsystems, with one representing the
desired behavior (with associated energy), one the undesired behavior (with
associated energy), and one the power-continuous interconnection structure
between the two and the input port. The results can also be found in (Duin-
dam & Stramigioli, 2003b, 2004b), and are based on earlier work (Duindam,
Stramigioli & Scherpen 2004). The idea of describing the control objective
as a vector field is also used in the method of Passive Velocity Field Control,
introduced by Li & Horowitz (1995, 1999) and used in the control of walking
machines by Yamakita et al. (2000, 2001).

5.2.1 System Representation Encoding Desired
Behavior

We start the derivation of the controller from a system representation in
port-Hamiltonian form, and, for simplicity, we consider a system of the form
(2.61) with direct and full actuation, such that it can be represented as

d

dt

[
q
p

]

=
[

0 I
−I 0

] [
∂H
∂q
∂H
∂p

]

+
[
0
I

]

u

y =
[
0 I

]
[

∂H
∂q
∂H
∂p

] (5.3)

with Hamiltonian H(q, p) = 1
2pT M−1(q)p + V (q) and control port (u, y).

The desired behavior is assumed to be encoded by a suitable vector field
w(q) on the configuration space D. This desired behavior can be described
equivalently by the co-vector field M(q)w(q), since M(q) is invertible for all
q ∈ Q.

We now proceed to write the dynamics equations in coordinates that ex-
plicitly encode the desired behavior, i.e. movement along the vector field
w. For this purpose, we choose new coordinates α for the momentum as
p = ST (q)α, with ST (q) an invertible n × n matrix, smoothly varying in q,
such that

• Sw =
[
∗ 0 . . . 0

]T for all q ∈ D;
• M̄ :=

(
SM−1ST

)−1 is diagonal and independent of q.

These conditions imply that the first column of ST (q) is a nonzero scalar
multiple of Mw(q), and that the columns of ST (q) are orthogonal to each
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other (in the metric M−1) and have constant length (in the metric M−1).
We also define the Hamiltonian H̄(q, α) in new coordinates as

H̄(q, α) : = H(q, ST (q)α) =
1
2
αT S(q)M−1(q)ST (q)α + V (q)

=
1
2
αT M̄−1α + V (q) =

n∑

i=1

1
2
M̄−1

ii α2
i + V (q) (5.4)

where M̄−1
ii is the inverse of the (i, i)th element of the diagonal matrix M̄ .

Hence, the total energy can be written in coordinates (q, α) as the sum of the
potential energy (a function of q) and the energies in the directions defined
by the columns of ST , each of which is a function only of the corresponding
coordinate αi. In particular, the kinetic energy associated with the velocity in
the direction of the vector field is fully determined by the coordinate α1. The
other coordinates αi indicate the kinetic energy in the directions perpendicu-
lar (in the metric M) to the vector field. Hence, the control objective ‘follow
the vector field’ can now be expressed as ‘keep all coordinates α2 through αn

equal to zero’.
� Readers familiar with the concepts of Riemannian geometry may won-

der whether it is always possible to find a matrix ST that induces a con-
stant diagonal metric M̄ . Indeed, in Riemannian geometry it is shown
how coordinate transformations can give such an induced metric only if
the original metric is differentially flat, which is in general not the case.
However, in this case we use a transformation ST only on the momen-
tum variables, that is, it is not induced by a transformation on the q
variables as is the case in the aforementioned Riemannian context. Here,
we just want to find a transformation ST (smoothly varying in q) that
transforms a symmetric positive matrix M (smoothly varying in q) to a
constant diagonal matrix, which is indeed always possible.�

As was explained in the commutation diagram of Figure 2.9, choosing
coordinates p = ST (q)α is equivalent to choosing coordinates v = S(q)q̇.
Hence, following Lemma 2.17, the dynamic equations of the system (5.3) can
be expressed in coordinates (q, α) instead of (q, p) as

d

dt

[
q
α

]

=

[
0 S−1

−S−T S−T
(

∂T (ST α)
∂q − ∂(ST α)

∂q

)
S−1

][
∂H̄
∂q
∂H̄
∂α

]

+
[

0
S−T

]

u

y =
[
0 S−1

]
[

∂H̄
∂q
∂H̄
∂α

] (5.5)

which are the same equations as in Lemma 2.17, modulo the renaming of the
variables α, M̄ , and H̄ , plus that the input u is collocated with q̇, not with
S(q)q̇. For conciseness, we can structure these equations in the following form
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Fig. 5.3 Graphical representation of the system (5.5) with Hamiltonian (5.4) as
an abstract system (left) and a concrete bond graph (right)

d

dt

⎡

⎣
q
α1
α2

⎤

⎦ =

⎡

⎣
0 S−1

1 S−1
2

−S−T
1 0 X

−S−T
2 −XT Y

⎤

⎦

⎡

⎢
⎣

∂H̄
∂q
∂H̄
∂α1
∂H̄
∂α2

⎤

⎥
⎦ +

⎡

⎣
0

S−T
1

S−T
2

⎤

⎦ u

y =
[
0 S−1

1 S−1
2

]

⎡

⎢
⎣

∂H̄
∂q
∂H̄
∂α1
∂H̄
∂α2

⎤

⎥
⎦

(5.6)

where Y is skew-symmetric, subscripts 1 and 2 denote the first and other
components, respectively, and where the Hamiltonian can be written as

H̄(q, α1, α2) =
1
2
αT

1 M̄−1
1 α1 +

1
2
αT

2 M̄−1
2 α2 + V (q) (5.7)

The real benefit of representing the dynamics in the form (5.6) reveals itself
when we look at its representation as a port-interconnection of energy-storing
subsystems, as shown in Figure 5.3. Since the energy is the sum of three terms
(5.7), each having its own state variables, we can think of the energy being
stored in three separate buffers: one for the potential energy (with state q),
one for the kinetic energy in the direction of w (with state α1), and one for
the other kinetic energy (with state α2). The internal energy flow between
the three buffers, and the energy flow from the input port (u, y) is described
by the power-continuous junction structure described by (5.6), which can be
directly translated to the bond graph of Figure 5.3.

The bond graph and the equations (5.6) show how the energy flows be-
tween the different parts of the network. In particular, it explicitly shows
how well the system is performing its control task: if there is perfect tracking
of the vector field w, then α2 (and hence the energy in the corresponding I-
element) is zero. In this way, the control task (and the control performance)
is explicitly encoded into the system description. It is almost trivial to derive
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Fig. 5.4 Two dimen-
sional motion of a point
mass with velocity v, and
a vector field w describ-
ing the desired motion
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q2 m
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a tracking controller from this system description, as will be shown in the
next section.

Example 5.2. As a simple example, we consider the motion of a point mass m
in the plane, shown in Figure 5.4. The dynamic equations of the point mass
can be written as (5.3) with the mass matrix being the 2×2 diagonal matrix
M = mI.

As the desired vector field w(q), we choose a vector field describing all the
circles around the origin, i.e.

w(q) =
[
−q2

q1

]

(5.8)

This vector field is zero for q = 0, and hence we only consider points in D =
Q \ 0. From this vector field, we can find a suitable coordinate transformation
ST (q) as

ST (q) =
1
|q|

[
−q2 q1

q1 q2

]

(5.9)

in which the first column describes the direction along the vector field, and
the second column describes the direction perpendicular (in the metric mI)
to the vector field. The second column, in fact, describes motion along lines
through the origin. The mass matrix in new coordinates can be computed as

M̄ =
(
SM−1ST

)−1
=

[
m 0
0 m

]

(5.10)

which is diagonal and independent of q, so indeed, the two columns of ST

are orthogonal and have constant norm, as required. With the transforma-
tion (5.9), we can compute the dynamic equations (5.5) in new coordinates
(q, α) as
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d

dt

⎡

⎢
⎢
⎣

q1

q2

α1
α2

⎤

⎥
⎥
⎦ =

⎡

⎢
⎢
⎣

0 0 1 0
0 0 0 1
1 0 0 −α1

|q|
0 1 α1

|q| 0

⎤

⎥
⎥
⎦

⎡

⎢
⎢
⎣

0
0
α1
m
α2
m

⎤

⎥
⎥
⎦ +

1
|q|

⎡

⎢
⎢
⎣

0 0
0 0

−q2 q1

q1 q2

⎤

⎥
⎥
⎦

[
u1
u2

]

[
y1

y2

]

=
1
|q|

[
0 0 −q2 q1

0 0 q1 q2

]
⎡

⎢
⎢
⎣

0
0
α1
m
α2
m

⎤

⎥
⎥
⎦

(5.11)

These equations describe the same system with input forces u1 and u2 acting
in the x and y direction, but just expressed in different coordinates that show
explicitly (through the coordinate α1) how much the point mass is moving
along the vector field w. In particular, when no forces are acting on the
system, the mass moves in a straight line with constant kinetic energy. For
example, when u = 0 and α1 = 0 (the mass is moving along a line through
the origin), then α̇ = 0, and hence α1 remains zero: the systems keeps moving
along the same line through the origin.

5.2.2 Port-Based Asymptotic Control

With the system represented in new coordinates, we now derive a controller
that asymptotically stabilizes it to motion along the vector field w(q). We
initially assume the potential energy to be zero and deal with kinetic energy
only. Afterwards, we discuss how to handle potential energy.

The controller we derive is a cascade port-interconnection of sub-controllers,
each with a specific goal in terms of energy flows. The controllers are repre-
sented in port-Hamiltonian form and graphically as a bond graph.

Input Transformation and Decoupling

As the first part of the controller, we propose a power-continuous controller
with the goal to decouple the two kinetic energy storage elements (with states
α1 and α2) such that no energy can flow between them. Furthermore, since
we want to build the controller as a cascade port-interconnection, it provides
two new input ports, one for each storage element.

Theorem 5.3 (Decoupling control). For the mechanical system described
by (5.3) or in transformed coordinates by (5.5) with V (q) = 0, the following
controller is power-continuous and, for ū = 0, keeps the kinetic energy sepa-
rated in the two storage elements as defined by ST .

⎡

⎣
u
ȳ1
ȳ2

⎤

⎦ =

⎡

⎣
ST

1 XS2 − ST
2 XT S1 + ST

2 ZS2 ST
1 ST

2
−S1 0 0
−S2 0 0

⎤

⎦

⎡

⎣
−y
ū1
ū2

⎤

⎦ (5.12)
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In this expression, Z is any skew-symmetric matrix, and (ū1, ȳ1) and (ū2, ȳ2)
are new control ports, one connected directly to each energy storage element.

Proof. To prove power-continuity, we compute the power Pin going into the
controller as well as the power Pout coming out:

Pin = ūT
1 ȳ1 + ūT

2 ȳ2 = ūT
1 S1y + ū2S2y (5.13)

Pout = uT y = yT
(
ST

2 XS1 − ST
1 XT S2 − ST

2 ZS2
)
y + ūT

1 S1y + ūT
2 S2y

(5.14)

which are equal, since the first term of (5.14) is zero by skew-symmetry,
proving power-continuity.

To prove the energy separation property, we can compute the intercon-
nected system as

d

dt

⎡

⎣
q
α1
α2

⎤

⎦ =

⎡

⎣
0 S−1

1 S−1
2

−S−T
1 0 0

−S−T
2 0 Y + Z

⎤

⎦

⎡

⎢
⎣

∂H̄
∂q
∂H̄
∂α1
∂H̄
∂α2

⎤

⎥
⎦ +

⎡

⎣
0 0
1 0
0 I

⎤

⎦
[
ū1
ū2

]

[
ȳ1
ȳ2

]

=
[
0 1 0
0 0 I

]
⎡

⎢
⎣

∂H̄
∂q
∂H̄
∂α1
∂H̄
∂α2

⎤

⎥
⎦

(5.15)

Since V (q) = 0, we have ∂H̄/∂q = 0, so the equations for α̇1,2 and ȳ1,2
reduce to

α̇1 = ū1

α̇2 = (Y + Z)M̄−1
2 α2 + ū2

ȳ1 = M̄−1
1 α1

ȳ2 = M̄−1
2 α2

(5.16)

which shows that indeed the two storage elements with states α1 and α2 are
decoupled, and the two ports (ū1, ȳ1) and (ū2, ȳ2) act separately and directly
on the two storage elements. The matrix Z can be any skew-symmetric time-
varying matrix and can be used, for example, to minimize actuator torques.

Figure 5.5 shows the bond graph of the controller (5.12) as well as the port-
interconnection of this controller to the plant (5.5) for V (q) = 0. The bond
graph of the closed loop system can be seen to have no power-coupling (i.e. no
bonds) between the two storage elements, hence the energy between the stor-
age elements is really decoupled. This means that if there are no disturbances,
and if the system is following the vector field (α1 �= 0, α2 = 0), then the sys-
tem will keep following the vector field. This shows that the controller of
Theorem 5.3 provides nominal curve tracking.
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(a) Bond graph of the controller (5.12).
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Fig. 5.5 Bond graphs of the decoupling controller (5.12) and its port-
interconnection with the plant of Figure 5.3 with V (q) = 0
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(b) Power-continuous transfer.

Fig. 5.6 Two methods to achieve asymptotic tracking: by dissipating the energy
in α2, and by irreversibly transferring the energy from α2 to α1

Asymptotic convergence

The next part of the controller has the purpose of making the tracking be-
havior asymptotic, i.e. extending the nominal (marginal) tracking behavior
to a behavior that attracts motions towards the curve. From the bond graph
of Figure 5.5 and the interpretation of tracking in terms of two energy stor-
ages, this clearly means that α2 (and its associated kinetic energy) should be
driven asymptotically to zero.

A first naive option would be to simply dissipate this energy to drive
it to zero, i.e. by so-called damping injection. In bond graph terms, this
means attaching an R element to the port (ū2, ȳ2) and zero force to the
port (ū1, ȳ1), as shown in Figure 5.6a. This controller can then be written in
port-Hamiltonian form as
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[
ū1
ū2

]

=
[
0 0
0 R

] [
−ȳ1
−ȳ2

]

(5.17)

with R > 0. It can be shown trivially that this controller is passive (because
of the dissipative element), and that whenever α2 �= 0, it decreases monoton-
ically to zero since R is strictly positive definite. Hence, indeed this results
in asymptotic tracking.

Unfortunately, all kinetic energy associated with α2 is dissipated by the
controller, which is not a very efficient way to deal with this energy. Instead,
we can construct a (power-continuous) controller that transfers the energy
from the α2 storage to the α1 storage in an irreversible way, for example as

[
ū1
ū2

]

=
[

0 −aα1α
T
2

aα2α
T
1 0

] [
−ȳ1
−ȳ2

]

(5.18)

for some parameter a > 0. The power balance for this controller can be
shown to give Pin = Pout, proving that this controller is power-continuous.
More interestingly, we can compute the change of the kinetic energy in the
two storage elements when this controller is connected:

d

dt

(
1
2
αT

1 M̄1α1

)

= a
(
αT

1 M̄1α1
) (

αT
2 M̄2α2

)
(5.19)

d

dt

(
1
2
αT

2 M̄2α1

)

= −a
(
αT

1 M̄1α1
) (

αT
2 M̄2α2

)
(5.20)

which shows that whenever both α1 and α2 are nonzero, the energy in the
α2 storage will decrease, and the energy in the α1 storage will increase. So, if
the initial α1 is nonzero (i.e. if the system is moving at least a little bit in the
desired direction), then it will converge asymptotically to motion along w(q)
while keeping the total kinetic energy in the system constant. Figure 5.6b
shows the bond graph of the controller connected in cascade to the system
of Figure 5.5b.

Remark 5.4. The nonlinear transformer described by (5.18) implements irre-
versible transformation of energy from one side to the other. It is irreversible,
since no matter what port variables are applied to the two sides, power can
only flow from one side to the other, and never back. In this respect, it is very
similar to the RS element (Thoma 1975) in bond graphs, which describes the
irreversible transduction of energy to the thermal domain, for example to
describe the (incorrectly named) dissipation in an electrical resistor due to
current flow.

Remark 5.5. The particular controller parameterization (5.18) gives slow con-
vergence, because it is quadratic in α2: as α2 approaches zero, the control
force approaches zero even faster. This can be improved, for example, by
replacing the parameter a by the expression
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a → a0√
αT

2 M̄2α2 + a1
(5.21)

for a0 > 0 and some small a1 > 0.

Example 5.6. We return to the planar point mass of Example 5.2 and compute
the nominal and asymptotic controllers (5.12) and (5.18). With the choice
for S(q) as before, we obtain as the nominal controller

⎡

⎢
⎢
⎣

u1
u2
ȳ1
ȳ2

⎤

⎥
⎥
⎦ =

1
|q|

⎡

⎢
⎢
⎣

0 α1 −q2 q1

−α1 0 q1 q2

q2 −q1 0 0
−q1 −q2 0 0

⎤

⎥
⎥
⎦

⎡

⎢
⎢
⎣

−y1
−y2
ū1
ū2

⎤

⎥
⎥
⎦ (5.22)

which ensures that the energy remains separated in the two energy reservoirs.
In particular, when the point mass is moving along the vector field w(q)
(α1 �= 0, α2 = 0), it can be shown that the control effort u for ū = 0 equals

u = −m
|q̇|2
|q|2

[
q1

q2

]

(5.23)

i.e. the well known expression for the centripetal force necessary for making
a point mass m move along a circle at distance |q| with velocity |q̇|.

To obtain asymptotic tracking of the vector field, we add the asymptotic
controller (5.18), which results in the cascaded controller that can be de-
scribed as

[
u1
u2

]

=

[
0 −α1

|q| − α1α2
α1
|q| + α1α2 0

] [
y1
y2

]

(5.24)

which is power-continuous by skew-symmetry of the matrix. This controller
drives the point mass asymptotically to move along the circles defined by the
vector field w(q), always with constant kinetic energy.

Dealing with potential energy

The combination of the nominal and asymptotic controllers discussed so
far results in asymptotic convergence to the vector field w for the case of
V (q) = 0. We now discuss how to deal with potential energy.

In general, the potential function V has no specific structure, unlike the
kinetic energy, which is quadratic in the momenta. This is the main reason
that in most research on passive controllers, the total potential energy is sim-
ply compensated for by simulating the inverse potential field in the controller
and applying the corresponding potential forces to the system, thus effectively
cancelling out the potential energy. Under certain conditions on the potential
field and the measurements, this approach is passive (Ortega et al. 2001).
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Fig. 5.7 Decomposition of the differential of V in the desired and undesired direc-
tions defined by ST

1 and ST
2

Although such an approach may be passive, it is generally not efficient,
in the sense that the potential forces (e.g. gravity) can be quite large, and
that hence large control forces are necessary to compensate for them. Fur-
thermore, for the application of efficient walking, the trajectories computed
in Chapter 4 are only efficient and natural in the presence of potential energy.
After all, the natural oscillatory motion of the legs is due to the power flow
between kinetic energy and gravitational energy. If the gravitational energy
is compensated for (i.e. the robot is effectively walking in zero g), then the
computed trajectories are certainly not natural anymore.

Instead, we propose to compensate for only part of the potential field,
namely the part that changes the undesired momentum α2. We can compute
this part by a projection, illustrated in Figure 5.7, namely the orthogonal pro-
jection (in the metric M−1) of the differential of V onto the space of undesired
momenta, described by the columns of ST

2 . This projection is described by
the equation

upot = ST
2 (S2M

−1ST
2 )−1S2M

−1 ∂V

∂q
= ST

2 M̄2S2M
−1 ∂V

∂q
(5.25)

where we used the definition of M̄ from Section 5.2.1. The effect of this
torque, together with the torque from the potential field, on the components
α can be computed from (5.5) as follows.

d

dt
α =

d

dt

[
α1
α2

]

= (· · · ) − S−T ∂V

∂q
+ S−T upot

= (· · · ) − S−T (ST M̄SM−1)
∂V

∂q
+ S−1ST

2 M̄2S2M
−1 ∂V

∂q

= (· · · ) − S−T
(
ST

1 M̄1S1 + ST
2 M̄2S2

)
M−1 ∂V

∂q
+

[
0

M̄2S2M
−1 ∂V

∂q

]

= (· · · ) −
[
M̄1S1M

−1 ∂V
∂q

M̄2S2M
−1 ∂V

∂q

]

+
[

0
M̄2S2M

−1 ∂V
∂q

]

= (· · · ) −
[
M̄1S1M

−1 ∂V
∂q

0

]

(5.26)
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So indeed, with the additional control law (5.25), the effect of the potential
energy on α1 is not changed, but the effect on α2 is cancelled out. Further-
more, if the vector field describes a natural efficient trajectory for the system
with potential energy, then the sum of the nominal control action (5.12) and
the partial potential energy compensation (5.25) should be (close to) zero,
and hence the total actual torque that is computed and applied by the motors
is (close to) zero as well. This will be shown in the application to walking
robots in Section 5.2.3.

One problem in this approach remains: the control law (5.25) is generally
not passive, i.e. it is possible for a finite energy disturbance to extract infinite
energy from the controller. This aspect needs to be taken into account in the
higher-level energy management, discussed next.

High-level energy management

In addition to the direct low-level controllers of the previous sections, a
higher-level controller is necessary to ensure that the energy balance is held
at a desired level. This approach is similar to the Intrinsically Passive Con-
trol (IPC) plus supervisory control discussed by Stramigioli (2001). With
the exception of the partial potential energy compensation, the controllers
discussed so far are power-continuous and hence intrinsically passive. The en-
ergy management controller discussed here is a form of supervisory control,
in that it is not intrinsically passive but can add energy to the system.

Energy management is required for several reasons. A first reason is to
compensate for any energy introduced by the non-passive potential energy
controller, hence to ensure stability of the closed-loop system. A second reason
is to compensate for friction and other losses, which would (in the case of
only power-continuous controllers) reduce the energy in the system to zero
and make it stop. Finally, a third and very important reason, especially in
the context of following efficient trajectories, is to ensure that the system
is moving along the trajectories at the speed prescribed in the optimization
routine. Not only simply because the control goal is to move at this speed,
but also because the trajectories are only efficient (or optimal) when they are
being followed at a specific speed.

When the desired, possibly time varying, energy level Edes is known, an
extra torque uenergy can be added to the system to regulate the mechanical
energy towards Edes. This torque should be applied in the direction of the
desired vector field w, in order not to increase the undesired momentum α2.
The magnitude of the correcting torque can be computed for example as a
simple linear proportional controller

uenergy = Kp

(

Edes − 1
2
pT M−1(q)p − V (q)

)

w(q) (5.27)
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for some Kp > 0. This simple controller works fine for some applications, such
as steady walking down a certain slope, as discussed in the next section. For
more difficult tasks, such as walking uphill, in which case the desired energy
level is constantly increasing, extra control action such as integral control
may be needed to stabilize to this energy level.

5.2.3 Application to Walking Robots

The results in this section have so far been formulated for general mechanical
systems moving along general trajectories. We now apply them to the problem
of walking robots, more specifically, to the compass-gait walker of Section 4.2
with a mass distribution equal to m = 1 kg and mH = 5 kg. The results are
an extended version of earlier work (Duindam & Stramigioli 2005c).

We already showed how the compass-gait walker can passively walk down a
3◦ slope if we start it at the initial conditions corresponding to the trajectory
of Figure 4.8. This trajectory was shown to be stable, at least in the sense
that the estimated initial conditions (using polynomial functions for the joint
angles) converged to a limit cycle. The region of attraction of this passive
motion is, however, not very large, as can be seen in Figure 5.8a: when there
is a disturbance in the floor (a 5 cm step down), the robot falls.

The goal of this section is to use the port-based tracking approach de-
scribed before to increase the region of attraction of the passive walking
cycle and hence increase the robustness against external disturbances. The
controller should only act in case of disturbances, and otherwise just let the
robot move along its natural passive walking trajectory. Thus, it is expected
that the controlled system is still very efficient, and only uses actuator energy
when a disturbance occurs. Of course, this only holds under the assumption
that the actuators are back-driveable.

From the previous consideration, we can conclude that the desired behavior
for the system should be a motion along the natural trajectory. This natural
trajectory is taken as the computed trajectory of Figure 4.8, and it is shown
as the solid half of the eight-figure in Figure 5.9a. The dotted half is the
motion of the angles q3 and q4 when the stance and swing legs are exchanged.
As discussed in Chapter 4, we can use a coordinate relabeling to describe a
walking cycle of two steps (one with each foot) as the concatenation of two
equal single steps, once with and once without coordinate relabeling. We
can use the same approach here in control, by computing the desired control
behavior for half of a cycle and applying it either to one leg (ankle and hip)
or to the other (ankle and negative hip), depending on which leg is on the
ground. Thus, we can use only half of the cycle (the solid line) as the nominal
curve Qd, and construct a vector field towards this curve. When the swing
foot impacts the ground, the (measured) coordinates are relabeled, and the
computed torque is applied to the appropriate joints.

From this half of the trajectory, we compute a suitable vector field as
follows, illustrated in Figure 5.9b. Since the length of the vectors in the
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(a) Stick figure animation of the uncontrolled walking motion.
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Fig. 5.8 Simulation of the compass-gait walker walking passively down a small
step and falling

vector field is not important, it is sufficient to parameterize a vector at a
point by only one variable; we take this variable to be the angle1 θ between
the vector and the vertically upward direction. We can then plot the velocity
directions along Qd as a curve in the three-dimensional (q3, q4, θ) space (the
dotted line in the figure). From this curve, we can construct other curves
roughly parallel to it, and we take the desired velocity to be roughly parallel
and towards Qd. This means that for points to the right of Qd, θ is larger, and
for points to the left of Qd, θ is smaller. We construct two parallel curves and
three orthogonal curves, as shown in Figure 5.9b. We then fit a fourth-order
polynomial surface of the form

1 We implicitly and shamelessly use the Euclidean metric here in the definitions of
angle, parallel, and orthogonal. Even though the Euclidean metric has no physical
meaning in (q3, q4) space, it is easy to work with and provides good results.
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Fig. 5.9 Construction of a suitable desired vector field w(q) for downhill walking
of the compass-gait walker. Based on the angle θ of the velocity vectors of a curve
(half a walking cycle), a surface with other velocity angles is computed.

θ̂(q3, q4) =
4∑

i=0

i∑

j=0

aij(q3)i−j(q4)j = a00 + a10q
3 + a01q

4 + . . . (5.28)

with θ̂ the approximated angle of the velocity vector at (q3, q4), and aij the
fifteen parameters describing the surface. We fit this surface to the data in
the six reference curves, in such a way that the error between θ and θ̂ over
all data points is smallest in the least square sense. The resulting surface
describes a vector field, which is plotted in Figure 5.9a. We use this vector
field as the desired vector field w(q). This approach can be generalized to
higher dimensions, by constructing the desired vector w(q) at q as the sum of
the velocity vector at the closest point of Qd and a vector directed towards
this point on the curve.

Using this vector field and the orthogonal direction (in M), we can find
a suitable coordinate transformation S(q) that decomposes the momentum
of the system in a desired component α1 and an undesired component α2.
If we analyze the velocity components of the passive motion of Figure 5.8a,
we obtain that the α2 component of the motion is roughly zero during nom-
inal walking, and then becomes nonzero when the robot falls. This is to be
expected, of course, since the passive trajectory was used as a reference to
define the desired motion.

Figure 5.8b shows the decomposition of the energy of the system in po-
tential energy and the two kinetic energies associated with α1 and α2. Here,
the potential energy is taken to be equal for the beginning of each step, such
that the total energy is constant during the walking motion (until the step
down), instead of piecewise constant with steps down at each foot impact.
This makes it easier to compare the different steps, and to implement the
energy controller (5.27). During nominal walking, all kinetic energy is in the
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(a) Stick figure animation of the controlled walking motion.
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(b) Evolution of the various energies during the walking motion.

Fig. 5.10 Simulation of the port-based tracking controller interconnected to the
compass-gait walker, walking down a 5 cm step

α1 direction, while after the step down (the last second of the simulation), it
oscillates wildly between the α1 and α2 directions.

From the transformation S(q), we can compute the nominal controller
(5.12), the asymptotic controller (5.18), the potential energy compensation
(5.25), and the energy management controller (5.27). As control parameters,
we chose a proportional energy gain Kp = 1.0, and convergence parameter
a as in (5.21) with a0 = 0.1 and a1 = 0.001. Figure 5.10 shows a simula-
tion of the interconnection of this controller to the compass-gait walker, and
Figure 5.11 shows the corresponding control torques.

With the port-based controller, the robot walks down the step without
falling over. If the parameters Kp and a0 are further tuned, steps up to
roughly 11 cm (i.e. 11% of the leg length) can be taken without falling over.
The uncontrolled walker can only walk down steps up to 2 cm. Hence, the
controller really helps to increase the robustness of the walking motion to
disturbances in the floor profile, and the performance is actually quite ad-
mirable: try walking down an unexpected 11 cm step with a blindfold on!

The reason for the limitation on performance (even though e.g. the point
mass of Example 5.6 converges from any q �= 0) is due to the limited condi-
tions under which the simplified model is valid. In the controller design, the
biped walker is assumed to behave like a two link manipulator fixed to the
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(a) Nominal (solid) and potential (dashed) torques on the ankle (left) and hip (right).
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(b) Asymptotic (solid) and energy-regulating (dashed) torque on the ankle (left) and
hip (right).
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(c) Total control torque on the ankle (left) and hip (right).

Fig. 5.11 Simulated control torques for the port-controlled walking motion of
Figure 5.10, for 6 ≤ t ≤ 9. The left figures show the various torques for the ankle
joint, the right figure for the hip joint.

ground, and this assumption is only valid while the stance foot remains on
the ground. In the case of large disturbances, e.g. in the ground profile, the
control torques are large enough to cause a liftoff of the stance foot, which
results in falling down.

If we look at the control torques in Figure 5.11, we see that the nominal
torque and the partial potential-field compensating torque are the largest
components, and that they mostly cancel each other out. This shows that,
indeed, the potential forces are partially responsible for shaping the natural
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trajectory of the mechanism; without them, the controller would have had to
supply the large nominal torques to keep the system on the trajectory.

Despite the nominal and potential torques canceling each other out, the
required control torque u is still nonzero, even though the system is moving
roughly on a natural passive trajectory, i.e. no torques should be required.
The reason for the nonzero torques is that, although the vector field at each
point is roughly directed along the natural curve or towards it, the integral
curves of the vector field oscillate a little around the natural trajectory. So
if the system perfectly follows the integral curves of the vector field, a small
extra torque is needed to make this oscillation possible, and this oscillatory
torque can be seen in the figures. The design of an accurate vector field is
hence essential for low-torque requirements, and better methods than the
crude least-squares approximation used here could improve the performance.

Finally, let us pose the question that has ruined many nonlinear control
schemes: why not use PID control? The answer to this question is directly
related to the earlier remark about limitations on performance due to the
stance foot lifting off. During nominal walking, roughly along the reference
trajectory, a PD controller tracking a time-varying setpoint performs very
well, requiring very low torque (lower than for the port-based controller) to
keep the system walking. This is not an amazing accomplishment, since the
system by itself already remains close to the reference trajectory. However,
when a step down occurs, the large position error causes the PD controller to
respond with a large torque directed towards the setpoint. Many settings for
the controller gains were tried, but either they were to small to stabilize the
system, or too large and causing liftoff of the stance foot. This shows that,
at least in this example, using a mild, energy-considerate controller that acts
in the right direction works better than a traditional controller that applies
a force directly towards the setpoint.

5.3 Planar Stability Using One Actuator

The previous sections show how to compute efficient trajectories and control
laws for fully actuated robots. Control laws such as these are very general
and allow provable stability and asymptotic convergence. On the hand, many
practical robots are not fully actuated. This can be for practical reasons
(attaching motors on all degrees of freedom may not be feasible), but also
because many walking robots can actually be controlled quite well using only
a few actuators. However, many of the control laws for these underactuated
systems are based on intuition, and may not be as general as the control laws
for fully actuated systems. A notable exception is the class of robots with
only one unactuated degree of freedom, for which some general approaches
exist, see for example Shiriaev et al. (2005).

These last two sections of this chapter describe control laws for very spe-
cific underactuated walking robots. In this section, we consider the control
of Dribbel, the experimental robot introduced in Section 4.3. The results
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described here are preliminary and mostly aimed at the conceptual testing of
the experimental robot: whether it can walk at all, and how well the model
developed in Section 4.3 resembles the real system. Most simulations and ex-
perimental results are based on work by Beekman (2004) and Dertien (2005).

In its current form, Dribbel has only one actuated joint (the hip), and it is
hence severely underactuated. The power-continuous controller of Section 5.2
is designed for fully actuated systems, and adapting it to a system with one
actuator is impossible: the only intrinsically power-continuous controller with
a one-dimensional power-port is the controller u = 0. In addition, practical
boundary conditions greatly reduce the design freedom: the stance leg is
required to be kept straight, and the swing foot is required to have some
ground clearance. This implies that the swing knee has to bend a decent
amount during the swing phase (to provide ground clearance), but it also
needs to stretch with enough speed before the end of the step (to lock it into
place for the subsequent stance phase).

We propose a relatively simple hip controller that results in stable walking
on a level floor. We show both simulation and experimental results.

5.3.1 Simulation of a Stabilizing Hip Controller

We design the controller using the simulation model of Section 4.3, but ex-
tended with a model of the hip motor and reduction stage, and a compliant
contact model (for easier simulation). Preliminary studies for a suitable mo-
tor were conducted, taking into account the maximum required torque and
velocity, and the maximum allowed physical dimensions. Based on these stud-
ies, the choice was made to use the Maxon RE40 brushed DC motor, together
with the Maxon GP42c gearbox. Detailed models of these components were
taken from the motor library in the software package 20-sim (Control Lab
Products 2007) and added to the model of the mechanism. The maximum
input current for the motor is 8 A, and hence any controller that is computed
should require less than 8 A maximum current.

This extended model is used for controller simulation, to check whether the
current remains within the limits, and to estimate the required mechanical
power and efficiency. The total required power, including the power used for
the electronics and the knee joint locking mechanism, cannot be estimated,
since no models of the electronics or the knee locking actuator have been
implemented.

As described before, the hip controller needs to ensure that the knee
bends enough for ground clearance during the swing phase, but also stretches
enough to lock into place for the stance phase. In addition, the hip controller
should ensure that the forward velocity is large enough to prevent falling
backwards. Finally, it should regulate the energy, such that the robot walks
with a certain constant speed. As a first attempt to accomplish all this, we
propose a simple PD controller of the form
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imotor = Kp(q5
set − q5) − Kdq̇

5 (5.29)

where q5 is the hip angle, q5
set is the setpoint for the hip angle, and Kp, Kd ≥ 0

are controller gains. The magnitude of the setpoint q5
set is a (constant) control

parameter, but its sign is switched depending on what foot is on the ground.
As soon as the swing foot touches the ground, the sign is reversed, such that
the proportional control term produces a large control torque on the hip,
causing the new swing leg to quickly swing forward while the inertia of the
lower leg causes the swing knee to bend as required. Then, as the swing leg
approaches the setpoint, the upper leg decelerates, and the swing knee locks
back into place. The forward speed and energy can be regulated by changing
the setpoint, similarly to the foot placement strategy discussed in Section 5.4.

To determine suitable control parameters, we perform simulations for vari-
ous settings of the parameters, with setpoint q5

set varying between 0.1 and 0.5,
proportional gain Kp between 2 and 18, and derivative gain Kd between 0
and 0.5. The initial conditions for these simulations are the same for each sim-
ulation: the swing legs slightly backward, and a small initial forward velocity
of the hip joint. The gait is considered stable if the robot does not fall within
ten seconds of simulation time. During the last five seconds of the simulation
(i.e. after possible transients have settled down), the following variables are
measured: average forward hip velocity, average power consumption by the
motor, and average foot clearance of the swing foot.

The results of the parameter sweep are shown in Figure 5.12. The first
figure shows the region of control parameters which result in stable walking
for at least ten seconds. Clearly, any choice of parameters should be inside
this region, and not too close to the edge in order to allow for some modeling
inaccuracies. Comparison of the power consumption for different setpoints q5

set
shows that the required power increases for increasing setpoints. We therefore
choose the setpoint at q5

set = 0.3 rad, such that it requires relatively little
power, while still resulting in stable walking for a broad range of controller
gains Kp and Kd.

Figures 5.12(b)-(d) show the influence of the control gains on the average
forward walking velocity, the average ground clearance, and the specific cost
of transport η, which is computed as in (4.40)

η =
Pmech

mgvavg
=

Pmech

9.2 · 9.81 · vavg
(5.30)

with m = 9.2 kg the total mass, and Pmech and vavg the average mechani-
cal power and velocity obtained from the simulation data. Note that Pmech
includes the mechanical power dissipated by the actuator. The figures show
that the mechanical cost increases for higher proportional gain and lower
derivative gain, but that also the average foot clearance and forward veloc-
ity increase. For efficiency, the mechanical cost of transport should be small,
while for stability, the average foot clearance should be large. We choose here
the parameters Kp = 10 and Kd = 0, which give rise to a relatively low
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Fig. 5.12 Simulation results for a parameter sweep on the control parameters q5
set,

Kp, and Kd. The black dot indicates the chosen parameters for the simulation of
Figure 5.13 and the experiment of Figure 5.15.

mechanical cost (η = 0.22) with still reasonable foot clearance. The peak
current requirement is 7.5 A, which is still within the allowed range.

Figure 5.13 shows the joint angles corresponding to steady state walking
for this choice of control settings. One of the interesting things to note in this
figure is that the gait is not symmetric with respect to the two legs: the inner
knee does not bend as much during the swing phase as the outer knee, and
the step length (which is related to the stance foot angle) is shorter when
the inner feet are on the ground than when the outer feet are on the ground.
This asymmetry also occurs for other control parameter values, and is due
to a slight asymmetry in the definition of the controller: it determines the
setpoint at -0.3 rad when only the outer feet are on the ground and +0.3 rad
in all other cases (including the case that both the inner and outer feet are
on the ground). Since the simulation model uses a compliant contact model,
the double-stance phase is not instantaneous and hence the setpoint remains
longer at +0.3 than -0.3, causing the slight asymmetry in the gait.
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Fig. 5.13 Simulation of the joint angles for steady state walking with control
settings Kp = 10 A/rad, Kd = 0 C/rad, and q5

set = 0.3 rad

5.3.2 Experimental Implementation and Results

The electronics on Dribbel have been implemented as illustrated in Fig-
ure 5.14. Each joint of the robot features a small controller board that handles
actuation (locking on the knees, motor control on the hip) and sensing (joint
angles on all joints, contact switches on the feet). In addition, a larger con-
trol board has been inserted in the hip tube that handles computation of the
steering value for the motor as well as communication with an external PC.
Data is transferred between the modules through a two-wire interface (TWI)
bus, and between the main control board and an external PC by wireless
Bluetooth communication or a wired serial interface.

The PD controller (5.29) described in the previous section has been im-
plemented on the main controller board, running on a 16 MHz ATMEL

Dribbel
foot modules

knee modules

main hip module PC

TWI

Bluetooth

Fig. 5.14 Communication channels in the Dribbel setup: two-wire interface (TWI)
bus between the modules, and wireless Bluetooth to an external PC
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Fig. 5.15 Measured joint angles during experimental walking with control settings
Kp = 10 A/rad, Kd = 0 C/rad, and q5

set = 0.3 rad

ATmega128 microcontroller. The control loop (sense, compute, actuate) runs
at 100 Hz, while measurement data (such as joint angles and foot switch
states) is transferred to the external PC at roughly 25 Hz. The setpoint and
gains of the PD controller can be adjusted from the external PC through a
terminal interface.

Figure 5.15 shows the measured joint angles for the control parameters as
set in the simulations of Figure 5.13, i.e. q5

set = 0.3, Kp = 10, and Kd = 0.
The figure shows the measured hip and knee angles, as well as the measured
foot angles during stance phase (the foot angles are undefined and set to zero
during the swing phase). With these parameters, Dribbel can walk stably,
but is very sensitive to initial conditions and floor flatness.

Power consumption was measured in standby mode (with the motor turned
off), as well as during walking. The electronics boards consume roughly
11.2 W in standby mode, while the knee locking magnets each consume
3.74 W when active. During a walking cycle, the two stance knees are active
constantly, and the swing knees are active only 60% of the time. Together,
this results in an average power consumption by the electronics and knees
of 23.2 W. The total average power consumption during walking is 30.0 W,
which means that the average mechanical power consumption is 6.8 W. From
the power consumption and the average velocity (about 0.32 m/s), we esti-
mate the specific cost of transport (5.30) to be η = 0.23.

If we compare the measurements with the simulation, we see that both
the knee, hip, and foot angles are smaller in practice than in the simulation.
The hip angle in the experiment nicely damps towards the setpoint, while
the hip angle in the simulation oscillates with a large overshoot. This can
be explained by friction in the joints of the experimental robot, which is
not modeled in the simulation. Another likely cause is the non-idealness of
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the mechanism, meaning that on impact of the feet, internal vibrations in the
links and mechanical play in the joints result in higher energy loss than for an
ideal rigid mechanism. This would account for the lower joint velocities, and
the tendency for the robot to fall backward occasionally. Accurate velocity
measurements on the joints could be used to compute the difference between
the actual velocities after impact and the ideal velocities in case of a fully
rigid impact (using the velocity projection discussed before). Finally, even
though both the measured mechanical power and velocity are lower than the
simulated ones, the specific cost of transport is very close: 0.23 in practice
versus 0.22 in simulation.

It may come as a surprise that the practical cost of transportation is only
slightly higher than the simulated cost, even though the experimental setup
suffers from dissipation not included in the simulation model. The main rea-
son for the relatively low cost in the experiment is the lower walking speed
(0.32 m/s in practice versus 0.54 m/s in simulation). Lower speeds tend to
require much less power than higher speeds. In fact, simulations show that
the specific cost of transport can actually be decreased to zero by decreasing
the speed towards zero: even though the speed appears in the denominator
of (5.30), the required power for a certain speed decreases to zero faster. This
is clear if we consider only the energy lost on impact: as shown by (3.45),
the kinetic energy loss on impact is quadratic in the joint velocities, whereas
the walking speed is linear in the joint velocities. Hence, if the joint velocities
decrease to zero linearly (because of increasingly slower walking), the energy
loss decreases to zero quadratically, and hence the specific mechanical cost
converges to zero. This effect leads to the question whether the specific cost
of transport is a good measure for comparison for robots walking at different
speeds.

Overall, the comparison demonstrates that the simulation and experiment
show similar behavior, but that more detailed models of the dissipation are
required to make accurate predictions about angle trajectories. Still, the sim-
ulated model has been used to successfully predict controller values that re-
sult in stable experimental walking, which, at this point, was the main goal.
Future work should adapt the model parameters to match the experimen-
tal results, such that a more precise prediction can be made and numerical
optimization of the control parameters becomes meaningful.

5.4 3D Stability by Foot Placement

As the final topic of this chapter, we consider the control of the three-
dimensional robot of Section 4.4, but we assume all mass to be concentrated
at the hip joint. This means that the motion of the trunk has no influence
on the motion of the rest of the walker, and hence we leave it out. It also
means that the swing leg only influences the walking motion by determining
the time and position of the next impact with the ground; its motion between
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Fig. 5.16 Control model of a simple three-dimensional walker with coordinates q4

through q7 and mass mH concentrated at the hip

liftoff and touchdown does not influence the motion of the mass at the hip
joint.

We first describe a model of this simplified system, and then discuss how
foot placement can be used as a control method to stabilize it and to perform
motion planning. The results in this section are largely based on the work of
van Oort (2005), but reformulated in the port-Hamiltonian framework and
extended towards motion planning.

5.4.1 Simplified Model of the 3D Walker

Figure 5.16 shows a representation of the simplified walker, using the coor-
dinate choices of Figure 4.16, but leaving out the trunk. As indicated, we no
longer assume the robot to be fully actuated, but instead control it by two
means. First, we control the swing leg in order to control the time and loca-
tion of the next impact, i.e. we implement a form of foot placement control.
In addition, we compensate for the energy loss on impact by pushing off the
stance leg just before touch-down of the swing leg. Without loss of generality,
we assume the leg with coordinates q4 and q5 to be the stance leg, and the
leg with coordinates q6 and q7 to be the swing leg. The results can be applied
directly to the mirrored case, by using the coordinate relabeling (4.34).

The first control layer (foot placement) requires that we define control
inputs on the position of the swing leg, i.e. control inputs on q6 and q7. Since
the swing leg is massless, we cannot use torque inputs collocated with these
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angles, but instead, we use direct velocity input. This results in the following
set of equations describing the dynamics of the walker:

d

dt
x :=

d

dt

⎡

⎢
⎢
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⎢
⎢
⎢
⎣

q4
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∂x

(5.31)

with energy function equal to

H(x) =
1
2

[
p1 p2

]
[
mH cos2(q5) 0

0 mH

]−1 [
p1
p2

]

+ mHg cos(q4) cos(q5) (5.32)

The dynamics of the simplified walker can hence again be formulated as a
port-Hamiltonian system, with input ports (u1, y1) and (u2, y2) to control the
swing leg. Since the Hamiltonian does not depend on q6 and q7, the output
variables y1 and y2 (the forces collocated with the input velocities u1 and u2)
are zero at all times.

The second control layer (instantaneous push off) can be implemented to-
gether with the impact equations. Since we consider walking on level ground,
and since the control ports in (5.31) do not change the energy of the system,
the impact losses during walking will monotonously reduce the energy of the
walker until it falls over. So, additional energy input is required. We include
this by allowing the stance leg to instantaneously push off just before the
impact of the swing leg. This idea is an approximation of the push-off actions
of humans, who can flex their stance foot just before impact of the swing
foot, thus adding mechanical energy to the walking cycle.

To illustrate the idea of the approach, consider the planar case, depicted
in Figure 5.17. The velocity v− of the hip mass before impact is tangent
to a circle around the stance foot. Due to the collision, this velocity will
be projected2 to a velocity tangent to a circle around the new stance foot.
Since it is a projection, it reduces the velocity of the mass, and hence reduces
its kinetic energy. If, however, we inject kinetic energy by means of adding
an instantaneous push-off velocity vpo in the direction of the stance leg, we
change the magnitude and direction of the velocity vector to vi, such that the
final resulting velocity v+ after projection is as desired. Here, we search for
the push-off velocity such that the kinetic energies before and after push-off
and impact are exactly equal, but the results can be generalized to regulate
the energy to some other desired level.

2 Since the dynamics of the walker are essentially those of a (constrained) point
mass, we can think of this projection in the usual Euclidean way.
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Fig. 5.17 Just before collision of the swing foot (a), the velocity v− of the hip
is along a circle around the stance foot. Then (b), the stance leg pushes off, and
increases this velocity by vpo. Finally (c), the velocity is projected by the collision
to a vector v+ along a circle around the new stance foot.

5.4.2 Energy Conservation by Ankle Push-Off

To compute the required push-off velocity vpo as well as the new velocity
v+ after push-off and impact, we first describe the position and velocity of
the hip mass in polar coordinates around the stance foot. This coordinate
transformation relates the coordinates (xh, yh, zh) of the hip expressed in Ψ0
to the angles q4, q5, and the leg length r as follows.

⎡

⎣
xh

yh

zh

⎤

⎦ =

⎡

⎣
r sin(q4) cos(q5)

−r sin(q5)
r cos(q4) cos(q5)

⎤

⎦ (5.33)

from which we find the velocity of the hip mass in linear coordinates as
⎡

⎣
ẋh

ẏh

żh

⎤

⎦ =

⎡

⎣
r cos(q4) cos(q5) −r sin(q4) sin(q5) sin(q4) cos(q5)

0 −r cos(q5) − sin(q5)
−r sin(q4) cos(q5) −r cos(q4) sin(q5) cos(q4) cos(q5)

⎤

⎦

⎡

⎣
q̇4

q̇5

ṙ−

⎤

⎦

(5.34)

Instead of polar coordinates around the (old) stance foot, we can also express
the hip velocity in polar coordinates around the new stance foot, i.e. the swing
foot.

⎡

⎣
ẋh

ẏh

żh

⎤

⎦ =

⎡

⎣
r cos(q6) cos(q7) −r sin(q6) sin(q7) sin(q6) cos(q7)

0 −r cos(q7) − sin(q7)
−r sin(q6) cos(q7) −r cos(q6) sin(q7) cos(q6) cos(q7)

⎤

⎦

⎡

⎣
q̇6

q̇7

ṙ+

⎤

⎦

(5.35)

For non-singular configurations (r �= 0 and q5, q7 �= 0), the coordinate trans-
formations are invertible, and hence we can express the velocity in polar
coordinates in terms of the velocity in linear coordinates.
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The radial velocity ṙ− before impact is precisely the magnitude of the
push-off velocity vpo, and the velocity projection due to impact just means
setting ṙ+ to zero. Since ṙ− is only nonzero just before impact, and since
ṙ+ is zero immediately after impact, the leg length equals r = 1 both before
and after impact (ṙ is essentially a finitely high pulse with vanishing width,
hence zero integral). The final velocity after both push-off and impact can be
computed by the sequence

⎡

⎣
q̇4

q̇5

0

⎤

⎦ push off−−−−−→

⎡

⎣
q̇4

q̇5

ṙ−

⎤

⎦ (5.34)−−−−→

⎡

⎣
ẋh

ẏh

żh

⎤

⎦ inverse (5.35)−−−−−−−−→

⎡

⎣
q̇6

q̇7

ṙ+

⎤

⎦ impact−−−−→

⎡

⎣
q̇6

q̇7

0

⎤

⎦ (5.36)

The kinetic energy increases during push-off by an amount 1
2mH ṙ2

−, and
decreases during impact by an amount 1

2mH ṙ2
+ (the two coordinate changes

obviously do not change the kinetic energy). From the setup and the sketch
of Figure 5.17, we can see that ṙ− should be positive to increase the forward
energy, and that the radial velocity ṙ+ just before impact is negative (the
leg is trying to push into the ground). From these two considerations, we can
compute the required push-off speed as ṙ− = −ṙ+. The velocity ṙ+ can be
expressed in terms of the pre-impact angles and velocities through (5.36),
from which finally ṙ− can be solved as

ṙ− =
q̇5 cos(q4 − q6) cos(q7) sin(q5) + cos(q5)

(
q̇4 cos(q7) sin(q4 − q6) − q̇5 sin(q7)

)

1 + cos(q5) cos(q4 − q6) cos(q7) + sin(q5) sin(q7)
(5.37)

where all variables should be evaluated just before impact. When this push-
off velocity is applied just before impact, the kinetic energy before push-off
is the same as the kinetic energy after impact.

5.4.3 Lateral Stabilization and Control by Foot
Placement

We can combine the continuous dynamics (5.31), impact condition (4.35),
push-off velocity (5.37), and impact projection (5.36) into one set of equa-
tions that represents the simplified 3d walker with a first layer of control:
energy regulation by push-off. The second control layer is to implement foot
placement, i.e. to find control inputs u1 and u2 that position the swing leg in
such a way that stable walking is attained. From the model equations (5.31),
we see that the dynamics of the swing leg are just simple integrators

q̇6 = u1

q̇7 = u2
(5.38)

which can be easily controlled to some setpoint qi
ref for i = 6, 7, for example

by a proportional controller ui = Ku(qi
ref − qi) with Ku > 0 large enough.
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Fig. 5.18 Top view of a repetitive walking motion with stance leg and swing leg
aligned in a vertical plane on impact. The hip mass alternatively over a sphere
around the current stance foot: for solid segments, one foot is the stance foot (odd
numbers) and for dashed segments, the other foot is the stance foot (even numbers).

Of course, the swing leg should move to its desired position without touch-
ing the ground, which requires some kinematic planning. For the purpose of
control by foot placement, though, this aspect is not very relevant, and we
do not discuss it further in this book.

As a first step in foot placement control, we need to choose a nominal
trajectory, i.e. a nominal stepping motion that we want the robot to converge
to. We restrict our choices here to a trajectory such that, on impact, the
stance leg and the swing leg define a vertical plane, which means that in
a top view, they are aligned. In terms of coordinates, this means that on
impact q6 = −q4 and q7 = −q5. Even with this restriction, the system
still allows many cyclic motions, as can be seen from Figure 5.18. We can,
within reasonable limits, freely choose the step length and step width (which
determine the configuration on impact), as well as the forward velocity of the
hip mass on impact. If this forward velocity is large enough, we can find a
corresponding lateral velocity on impact, such that touch-down of the swing
leg occurs exactly when

q4(T ) = −q6(T ) = −q4(0)

q5(T ) = −q7(T ) = q5(0)
(5.39)

at the impact time T . Since the two legs are aligned on touch-down, the effect
of push-off plus impact is that ẋh, ẏh are unchanged during impact, and żh

is equal but mirrored. So, the configuration and velocity at the beginning of
the second step is equal to the mirrored configuration at the beginning of the
first step, thus creating a cycle.

Unfortunately, most of the trajectories constructed in this way are unsta-
ble, in particular the practical trajectories for which the step length is larger
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Fig. 5.19 Fixed set-points for the swing leg result in unstable walking

than the step width. This can be seen for example in the simulation of Fig-
ure 5.19, where we chose q6

ref = −0.3, q7
ref = 0.1, p1 = 2, and p2 = 0.1, which

is close to a cycle. For the first few steps, the motion of the hip mass oscillates
between the two feet, but then it falls over to one side. This instability can
be proved, as was done by van Oort (2005), by computing the eigenvalues
of the linearization of the Poincare mapping discussed in Section 4.1. One
of these eigenvalues has norm larger than one. Similar results were obtained
by Kuo (1999) for a straight-legged 3D walker with curved feet. Note that
by construction, the robot can only be unstable in the lateral (sideways) di-
rection. It cannot fall backward if enough kinetic energy is given to push it
over its highest point, and it cannot fall forward since the swing leg is as-
sumed to be controlled quickly enough to be at the required position before
touch-down.

To enhance the foot placement controller to stabilize the nominal trajec-
tories, we first consider again the trajectory of Figure 5.18. Since the kinetic
energy is constant throughout the push-off and impact phase, and since the
gravitational force is conservative, the trajectories are symmetric around the
midpoint of the step, i.e. when q4 = 0, the hip mass should be at its highest
point and we should have q̇5 = 0. Deviations from the nominal trajectory
can thus be found by measuring q̇5 when q4 = 0. If q̇5 > 0 at the midpoint,
it means that the hip mass is moving too much over the stance leg, and the
robot is threatening to fall to its right, i.e. in the −y direction. If, on the
other hand, q̇5 < 0, then the robot is threatening to fall to its left side, i.e. in
the +y direction.

The foot placement controller can be extended to stabilize these motions.
Placing the foot at a different lateral position will change the lateral acceler-
ation on the hip mass in the next step, due to the impact and normal forces
on the stance foot, which are roughly proportional to sin(q5). If q̇5 < 0 in a
step (towards the −y direction), then the stance foot should be placed more
outward, such that the lateral acceleration is more towards +y, thus stabi-
lizing the system. From this principle, we can construct a simple control law
for the swing leg as
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Fig. 5.20 Simulation of walking using the foot placement controller (5.40), with a
lateral disturbance in the −y direction at t = 2

q6
ref = q6

nom

q7
ref = q7

nom − Kl q̇5
∣
∣
q4=0

(5.40)

where Kl > 0 is a control gain, and qi
nom are the nominal angles, which can

be derived from the desired step length and step width.
Figure 5.20 shows a simulation of this control law, where we chose the

nominal angles as q6
nom = −0.3, q7

nom = 0.1, and the control gain Kl = 0.3.
After a few steps (at t = 2), we introduce a disturbance in terms of an
impulsive push at the hip mass in the −y direction. The figure shows that the
robot recovers from the disturbance and converges to walking along a different
line in the x direction. Furthermore, the disturbance introduces extra energy
(after t = 2), and since the push-off controller keeps the energy constant, the
robot walks with a higher speed after the disturbance.
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Fig. 5.21 Reference trajectory (dotted), hip trajectory (solid), and foot prints
(dots) when walking using the foot placement controller (5.42), and with a lateral
disturbance in the −y direction around x = 4 m

The robot converges to motion in the x direction, but the exact y position is
determined by the initial condition and possible disturbances. We can control
the y position indirectly, by extending the controller in order not to make q̇5

at the midpoint equal to zero, but equal to some reference value, which is
computed to steer the walker up or down in the y direction. For example, we
can define a reference signal

q̇5
ref = Kp (yh − yh,ref) + Kdẏh (5.41)

which is a form of proportional plus derivative control for the y position of
the hip mass, with controller gains Kp, Kd ≥ 0. Note the positive feedback in
the signals yh and ẏh, since motion in the positive y direction requires q̇5 to
be negative. We can then build a controller by first limiting (5.41) between
some minimum and maximum lateral velocity (such that the system does not
become unstable), and then extending (5.40) to

q6
ref = q6

nom

q7
ref = q7

nom + Kl

(
q̇5
ref − q̇5

∣
∣
q4=0

) (5.42)

Simulations of this controller are shown in Figures 5.21 and 5.22. Figure 5.21
shows the behavior for a reference signal equal to zero for all times, and the
same lateral disturbance as in Figure 5.20. As expected, the walker still recov-
ers from the disturbance, but now also walks back to the reference trajectory
y = 0. Figure 5.22 illustrates the behavior for a non-trivial reference sig-
nal (but no lateral disturbance). For both simulations, we chose parameters
Kp = 1, Kd = 1.5, and the reference velocity (5.41) was limited to maximally
0.3 rad/s in either direction.

Another extension in this direction would be to implement following a
reference heading: walking along a different line than the fixed x direction.
This can be implemented by evaluating q̇5 not when q4 = 0, but when q4

and q5 are such that the stance leg is perpendicular to the line describing
the desired heading. Furthermore, the nominal angles need to be computed
from the step length and step width relative to the desired heading instead
of relative to the x-axis.
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Fig. 5.22 Reference trajectory (dotted), hip trajectory (solid), and foot prints
(dots) when walking using the foot placement controller (5.42)

All foot placement controllers presented here only require choosing a nom-
inal stepping pattern, as well as some controller gains. They do not require
knowledge about the exact cycle, and they are invariant to changes in the hip
mass. This makes them very robust against parameter variations. For use on
practical robots, the effect of legs with nonzero mass should be investigated,
as well as the possibly positive effect of adding a trunk: by swinging the trunk
in the opposite direction as the swing leg, the effects of the leg swinging on
the motion of the hip mass may be reduced.



Chapter 6
Conclusions

6.1 Conclusions

The goals of the research described in this book, as formulated in Section 1.3,
were to develop a port-Hamiltonian modeling framework for walking robots,
to use this model to analyze several walking robots, and to use the knowledge
obtained to design energy-efficient controllers for these robots. In this section,
we discuss to what extent these research goals have been accomplished.

Develop a port-Hamiltonian modeling framework for walking
robots

Chapters 2 and 3 developed a set of modeling tools, based on port-Hamiltonian
formulations and ideas, that can be used to describe general rigid mechanisms,
possibly in contact. Approximating walking robots as ideal rigid mechanisms
is useful to study the simplified, essential properties of walking, and these ap-
proximations can also be used to design and test controllers. If more accurate
simulation models of walking robots are needed, and especially in the case of
stiff impacts, then the model should be extended to include non-rigid aspects,
such as flexibility and mechanical play.

The results of Chapter 2 are an extension of classical results for serial mech-
anisms to the case of mechanisms with joints with more general configuration
manifolds, such as Lie groups. This generalization is useful for systems that
require singularity-free parameterizations of these joints, e.g. systems that
are moving freely in three-dimensional space, such as walking robots. Since
the derivation of the dynamics is a modular, joint-based process, it can be
easily automated, and some of the results and ideas have been implemented
in the 3D mechanics toolbox of the simulation program 20-sim (Control Lab
Products 2007).

Chapter 3 developed general models for two types of contact: compliant
and rigid. Compliant contact models can be implemented as port-Hamiltonian
subsystems and interconnected to the contacting bodies through power ports.

V. Duindam, S. Stramigioli: Model. & Ctrl. for Effi. Bipedal Walk. Robo., STAR 53, pp. 167–174.
springerlink.com c© Springer-Verlag Berlin Heidelberg 2009
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As such, they are highly suitable for modular modeling purposes. A model of
a walking robot, for example, is obtained simply by taking a model of the free
mechanism and placing contact models between the feet and the ground. Rigid
contact models are more suitable for analysis than simulation, as they sim-
plify the fast dynamics of compliant contact to a state projection at one single
time instant. However, practical implementation of rigid models requires di-
rect modification of the equations of the mechanism, as well as cumbersome
conditional checks to describe the contact release conditions, which become
especially complex for multiple contacts. As such, rigid contact models are not
modular and hence, at this stage, less suitable for inclusion in a model library
or implementation in automatic modeling tools.

During the development of the modeling framework, no experimental tests
were conducted to verify whether the various modeling assumptions were
true. This approach was taken since the goal was to develop a framework, i.e. a
set of tools that can be used to model a whole class of mechanisms, possibly
in contact with other mechanisms or with a fixed world. The assumption
of rigidity restricts the class of systems that can be considered, or at least
reduces the accuracy of the predictions (as was seen in the comparison of
simulation and experiment in Section 5.3), but it allows to draw general
conclusions about the remaining class of systems, and the resulting models
for these systems are simple enough to be used in calculations. Without the
simplifying assumptions, the models just would not be manageable.

Analyze models of several walking robots

Three different walking robots were analyzed in Chapter 4: the standard
planar compass-gait walker, an idealized rigid model of the experimental
robot Dribbel, and a straight-legged three-dimensional walking robot with a
trunk. Simulation and analysis models of these robots were developed using
the tools of Chapters 2 and 3.

It was shown how the problem of finding natural, energy-efficient walking
gaits can be formulated as an optimization problem. For the compass-gait
robot walking down a small slope, the optimized motions were found to be
purely passive motions, i.e. they require zero torque. The stability of these
gaits, however, can not be determined from the optimization routine. For the
experimental robot Dribbel walking down a slope, no stable passive motions
could be found. For the three-dimensional robot, the most efficient fixed-speed
level ground walking gait was computed, with the mass of the trunk distributed
in different ways between the head and the hip. From these optimizations, it
was seen that placing more mass at the hip joint results in more efficient mo-
tion. Hence, from a purely mechanical perspective, adding a directly actuated
trunk to a straight-legged walker does not improve its efficiency.

The modeling framework developed in this book proved useful for simula-
tion of walking robots, as well as analysis of their efficiency and prediction
of efficient walking cycles. The analysis of the impact projection by itself
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allows estimation of the mechanical energy losses and suggests energy-efficient
postures and velocities. However, impact is only part of the walking cycle,
and hence these postures and velocity may very well be sub-optimal for the
overall efficiency of a gait.

Design energy-efficient controllers for walking robots

Chapter 5.1 demonstrated that the mechanical structure of a walking robot
can greatly influence and optimize its energy-efficiency. It showed how the
compass-gait walker can passively walk down a certain slope at a whole range
of walking speeds, simply by choosing the right mass distribution on the
robot, or by adding an extra spring and damper.

The general control problem of tracking a certain desired curve can be
simplified by choosing coordinates that reflect this control goal. It was shown
that, once the coordinates have been chosen to encode this control goal sys-
tem, designing the control law itself becomes almost trivial. Formulating the
dynamics as a port-Hamiltonian system also allows an intuitive interpreta-
tion of the control objective as transporting energy from one storage location
to another.

Walking robots can not only be stabilized by trajectory tracking control
methods, but also by simple intuitive control algorithms, e.g. based on a
simple PD controller on the hip joint (for Dribbel) or foot placement (for a
three-dimensional walker). Formal proof of stability and convergence for such
controllers, however, is much harder.

Overall conclusions

The research described in this book has been conducted as part of the Geo-
Plex project, and as such, another purpose was to investigate the advantages
and disadvantages of using the port-Hamiltonian framework. A more com-
monly used framework for analyzing mechanical systems such as walking
robots is the Lagrangian framework, meaning (roughly) the framework in
which the state variables are positions and velocities, as opposed to positions
and momenta.

For most mechanical systems, the momentum variables are related to the ve-
locity variables by multiplication of an invertible mass matrix. For these sys-
tems, the two frameworks are mathematically equivalent, meaning that any
model or controller expressed in one framework can be translated to a com-
pletely equivalent model or controller in the other framework. In particular,
all presented modeling and control results can be formulated equivalently in
terms of velocities instead of momenta. As such, using either of the frameworks
seems to be more a matter of personal taste than mathematical necessity.

However, since mathematical models are to be used not only in numerical
computations by a computer, but also in manual analysis by a real person,
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the frameworks do have very distinct properties. As shown in this book, the
structure of a port-Hamiltonian framework separates mechanical systems in
energy-exchanging subsystems, and variables are considered in pairs of collo-
cated power-variables. This structure can help in both the analysis and the
controller design, especially when intrinsically passive or power-continuous
controllers are to be designed. This was shown, for example, in the controller
design in Section 5.2. For practical implementation, however, the Lagrangian
framework is often better suited: in the polynomial approximation of the joint
trajectories, for example, it is much easier to express the velocities in terms of
the parameters of these polynomials than the momenta. Furthermore, speci-
fying initial velocities is much more intuitive than specifying initial momenta.

Eventually, the authors believe that the ideas from port-Hamiltonian
framework, such as emphasis on energy flows, collocation of variables, and
power-continuity of controllers, are indeed very useful and should be kept in
mind when analyzing and designing physical systems, especially when energy-
efficiency or passivity plays a role. Whether the final dynamic equations are
better formulated in port-Hamiltonian or Lagrangian terms, however, de-
pends on the particular task and is less important.

The presented modeling framework allows for rapid prototyping of models
of complex three-dimensional robotic mechanisms. Furthermore, the analysis
method using parameterizations of both reference trajectories and mechanical
structure is general, and can be applied to all kinds of walking robots.

General analytical tools, such as the ones developed in this book, should
form a rigorous mathematical backup to verify, explain, generalize, and op-
timize ideas based on engineering intuition. Thus, results from one specific
example can be extended to a class of systems, which, in the end, is what
distinguishes science from ad hoc solutions.

6.2 Recommendations for Future Work

The answers to the research questions discussed in this book have led to more
questions, and hence several directions for future research. We briefly discuss
these directions here, organized by topic.

Modeling framework and tools

• The most general joint types (including nonholonomic joints) still need to
be implemented in software, e.g. in the 20sim 3D mechanics toolbox. Al-
though the general definition of these joints might be mathematically quite
involved, specific examples such as spherical joints can be implemented as
just another joint type in the editor, with the mathematical details hidden
from the user.

• Identifying the parameters in a port-Hamiltonian model generally involves
estimating physical parameters, such as the mass of a body, or the stiffness
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and damping of the ground. It would be beneficial to have a solid identi-
fication method for port-Hamiltonian systems, i.e. a robust method that
determines the parameters based on measurement data. Similarly to exist-
ing identification methods for classes of linear systems, a port-Hamiltonian
identification method would compute the ’best fitting’ port-Hamiltonian
system of a certain order from measurement data.

• The local, differential approach to contact kinematics, as presented in this
book, should be combined with global approaches from the field of com-
puter graphics. These global approaches can then be used to give the con-
tact positions on initialization and occasional resets to avoid drift, while
the local approach tracks the contact positions and velocities continuously
between resets.

• The problem of multiple rigid contact points can be formulated and ana-
lyzed as a linear complementarity problem (Cottle et al. 1992). This ap-
proach should be investigated, as it may suggest efficient ways to determine
which contact constraints are active and which should be released. How-
ever, multiple impacts remain a delicate and sometimes even ill-defined
problem, and hence, in the end, attempting to approximate multiple com-
pliant impacts as rigid impacts may not even be possible.

• The experimental results with Dribbel showed that approximating a prac-
tical robot by a rigid mechanism can be a rather crude approximation,
especially during rigid impacts. Flexibilities in the links and mechanical
play in the joints result in larger energy loss on impact; as if a shock wave
travels through the mechanism. It may be possible to implement this extra
energy loss as another instantaneous projection operation on impact.

Analysis of walking robots

• The analysis of the three-dimensional walker with a trunk, as well as a
similar study on a planar robot with trunk, demonstrate that least con-
trol torque is required when the trunk is not present and all its mass is
concentrated at the hip joint. This begs the question why humans do have
a trunk, and future research should investigate this. Perhaps the trunk is
only useful when the system is underactuated (providing a counter weight
for motion of the swing leg). It may also be useful in three-dimensional
robots as a location to attach arms that counter swing the leg motion,
thus avoiding rotation around the vertical axis. And maybe the only use
of the trunk is to store computers and other equipment on it, i.e. it may
be more efficient to have mass on the trunk instead of on the legs. Finally,
efficiency may be improved by mechanically constraining the motion of the
trunk, as done by Wisse (2004), such that no extra torques are required
to keep the trunk upright.

• Continuing in this direction, more detailed models of human proportions
should be investigated, i.e. three-dimensional models with human masses
and inertias, a trunk, arms, and kneed legs. As discussed in Chapter 1,
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analyzing the mechanics of walking in nature can provide insight and sug-
gest improvement for both natural and robotic walking. Thus, the results
from the analysis of human-like mechanisms may explain how and why
people walk the way they do, and can help in the rehabilitation of people
who do not walk that way anymore. Furthermore, the actuation locations
and strategies for humans could provide useful suggestions for the actua-
tion of robotic walkers.

• The optimization technique for finding efficient gaits of a robot produces
nominal trajectories, but tells us nothing about the stability of these tra-
jectories. To describe the stability of a cycle in a practical way, a physi-
cally intuitive and coordinate-free definition of the region of attraction is
needed, i.e. some way to measure the volume of the region in state space
from which the system converges to this nominal trajectory.

• The numerical optimization for efficient trajectories at this point requires
some human input to discard solutions if the optimization gets stuck in
a local minimum with too high a cost. Suitable initial estimates for the
optimization also need to be chosen manually. Online implementation is
hence not yet possible, although it would be useful to adapt a reference
trajectory to the particular circumstances. Future research should make
the optimization more robust and reliable to allow this.

• One of the problems that prevent the automated search for efficient trajec-
tories is the number of degrees of freedom in the optimization procedure.
Especially for more complex robots, this large search space makes the
optimization problem hard to solve. This complexity may be tackled by
using lower-order polynomials first, in order to get a rough initial estimate
of the efficient motion, and then using these estimates as initial guess
for higher order polynomials. Another option would be to use a type of
‘morphological expansion’, as illustrated in Figure 6.1: a complex robot is
approximated by simpler robots with fewer degrees of freedom, but with
dynamic properties (mass and inertia) as close as possible to the com-
plex robot. First, the motion of the simplest robot (left-most figure) is
optimized to be as efficient as possible. The resulting motion is then used
as initial estimate for the optimization of a robot that is slightly more
complex. This iteration continues until the optimal motion for the most
complex robot is obtained.

Control of walking robots

• For specific practical robots for which actuators have been chosen, the
cost function should be adapted to reflect these choices. In other words,
the current, rather arbitrary, cost function of summed squared torque com-
ponents should be replaced by something that really reflects the energy
cost of actuation torques in certain directions.

• Similarly, it should be investigated whether underactuation can be in-
cluded in the numerical search. Underactuated joints may be thought of
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Fig. 6.1 Idea of morphologically expanding the optimized solution for a simple
walker to a more complex walker

as very inefficient motors with a very high associated cost. Optimal trajec-
tories with a low cost hence will be such that little to no torque is required
from these joints. It remains to be seen, though, whether subsequently ap-
proximating these little-torque actuators by zero-torque unactuated joints
results in stable motion.

• Instead of computing the optimal torques as polynomial functions of time,
it should be checked whether they can be described as polynomial (or
other) functions of the joint angles. If this is possible, then the resulting
functions can be thought of as caused by a certain potential field, namely
the integral of the forces over the joint space. This gives a direct parame-
terization of the optimal stiffness distribution.

• Given the optimal spring, mass, and damper configuration for a certain
speed, these mechanical elements should somehow be implemented in the
mechanical structure. Several suggestions for implementation have already
been given, but practical feasibility and efficiency still has to be proved.

• An automatic procedure should be devised to construct the desired vector
fields as used in port-based asymptotic curve tracking. The current vector
field for the simple compass-gait walker, based on manual extension from a
single nominal curve, is already reasonably complex to construct manually.
For higher-dimensional systems, this construction process becomes down-
right impossible. The automated method should take a desired curve as
input, and construct a vector field directed towards this curve, for example
by using a weighted combination of the Euclidean shortest distance vector
to the curve and the velocity vector at the closest point of the curve.
This local approach for points that are reasonably close to the desired
curve, could then be augmented with global motion planning techniques,
for example to avoid regions of the state space that correspond to toe
stubbing.

• Concerning research on Dribbel, the experimental results presented in this
book were very preliminary, using only a fixed-parameter switching PD
controller on the hip joint. Although this results in stable walking (most
of the time), the robustness against disturbances and wrong initial condi-
tions is not very high. Future work should investigate the possibilities of
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using the torque sensor on the hip motor, as well as extra inertial sensors.
Based on measurements from the torque sensor, the control gains on the
hip controller can be adapted (on or off-line). The measurements of the
inertial sensors can be used online to adapt the setpoint for the hip an-
gle. This effectively implementing a form of foot placement control, which
can be used to control the forward speed and increase robustness against
disturbances.

• The mechanical construction of Dribbel is based on a very crude knee-
locking mechanism that accounts for more than a third of the total power
consumption. Better mechanisms should be investigated, possibly using
mechanical instead of magnetic locking forces. Furthermore, the use of
different foot shapes (curved feet instead of the current point feet) can
reduce the energy losses on impact, at the cost of more difficult foot angle
measurement. Finally, the idea of using additional tunable passive mechan-
ical elements to change the natural motion, demonstrated conceptually in
Section 5.1 of this book for the compass-gait walker, should be imple-
mented on Dribbel to see whether this is also a feasible control method in
practice.

• The control method of foot placement has been demonstrated on a simple
walker with massless legs. Future work should extend these results to legs
with nonzero mass. In this case, the presence of a trunk and arms may be
beneficial to counteract the inertial effects from the swing leg, i.e. the trunk
could move such that the combined motion of trunk and swing leg least
disturbs the hip mass from its trajectory as a three-dimensional inverted
pendulum.

• Sideways position control by foot-placement should be augmented with
horizontal speed control and adaptable push-off velocities. By placing the
feet more forward or backward, the horizontal velocity can be increased
or decreased. In this way, the robot can also be started and stopped by
means of foot placement.



Appendix A
Mathematical Background

This appendix presents a short intuitive overview of the mathematical con-
cepts used in this book. More detailed, precise, and extended treatments
can be found in many textbooks, such as Lay (2002) and Trefethen & Bau
(1997) for linear algebra, Dubrovin et al. (1984, 1985) and Burke (1985) for
differential geometry, and Gilmore (1974) and Selig (2005) for Lie groups.

A.1 Linear Algebra

We start with two basic definitions of mappings and some possible properties.
These properties are illustrated in Figure A.1.

Definition A.1 (mapping). A mapping f between two sets A and B asso-
ciates exactly one element of B to each element of A. We denote it abstractly
as f : A → B, and its action on an element a ∈ A as f(a) �→ b with b ∈ B.
The set A is called the domain of f , and the set B its co-domain. The set of
all b ∈ B for which there exists at least one a ∈ A with f(a) �→ b is called the
range of f .

Definition A.2 (surjective, injective, bijective). A mapping f : A → B
is surjective (or onto), if its range is equal to its co-domain. It is injective (or
one-to-one) if for every b in its range, there is exactly one a ∈ A such that
f(a) �→ b. A mapping is bijective (or one-to-one and onto) if it is injective
and surjective.

In addition, a diffeomorphism is a mapping from Rn to Rn that is injective,
continuously differentiable, and has a continuously differentiable inverse.

Some examples of different types of mappings f : R → R are the functions
f(x) �→ x2 (not surjective, not injective), f(x) �→ tan(x) (surjective, not
injective), f(x) �→ ex (not surjective, injective), and f(x) �→ x3 (bijective).

Definition A.3 (vector space). A real vector space V is a set of elements
(called vectors), one element called the identity (or zero-vector

−→
0 ), and two
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Fig. A.1 Examples of mappings f : A → B with different properties

operations ⊕ (addition of two vectors) and · (multiplication of a vector by a
scalar), such that

• for every two elements v1, v2 ∈ V , also v1 ⊕ v2 ∈ V ;
• for all elements v ∈ V and x ∈ R, also x · v ∈ V ;
• for all elements v ∈ V , there exists a v−1 ∈ V such that v ⊕ v−1 =

−→
0 ;

and such that the following properties hold for all v1, v2, v3 ∈ V and x1, x2 ∈ R.

v1 ⊕ −→
0 = v1 (v1 ⊕ v2) ⊕ v3 = v1 ⊕ (v2 ⊕ v3)

1 · v1 = v1 (x1 + x2) · v1 = (x1 · v1) ⊕ (x2 · v1)
x1 · (x2 · v1) = (x1x2) · v1 x1 · (v1 ⊕ v2) = (x1 · v1) ⊕ (x1 · v2)

where x1 +x2 and x1x2 are standard addition and multiplication of real num-
bers.

The abstract definition of a vector space includes many different spaces with
a linear structure. Not only an obvious example like the space of all velocity
vectors of a point mass is a vector space, but, for example, also the space of
all 2×3 matrices, if we take element-wise addition as the ⊕ operator and the
zero-matrix as the identity element.

Since a vector space is closed under addition and scalar multiplication, we
can search for the smallest number of elements ei ∈ V such that any element
of V can be constructed uniquely by addition and scalar multiplication of
the elements ei. If we can find n < ∞ elements ei that accomplish this, then
the vector space is said to be n-dimensional, and the ei elements are called
a basis of the vector space. The dimension n of a vector space is unique, but
the choice of basis ei is not. By definition, we can express any element v ∈ V
as a linear combination of the basis elements, i.e. as
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v =
n∑

i=1

viei = v1e1 + v2e2 + . . . + vnen (A.1)

the n numbers vi ∈ R can serve as coordinates for V , as they define a bijective
mapping between Rn and V .

Definition A.4 (Lie algebra). A Lie algebra is a vector space together
with a binary operator [, ] : V × V → V (called Lie bracket or commutator),
that satisfies the following properties for all v1, v2, v3 ∈ V and a1, a2 ∈ R

bilinearity:

{
[a1v1 + a2v2, v3] = a1[v1, v3] + a2[v2, v3]
[v1, a1v2 + a2v3] = a1[v1, v2] + a2[v1, v3]

(A.2)

skew-symmetry: [v1, v2] = −[v2, v1] (A.3)
Jacobi’s identity: [v1, [v2, v3]] + [v2, [v3, v1]] + [v3, [v1, v2]] = 0 (A.4)

An example of a Lie algebra is the vector space V of all n × n matrices with
the Lie bracket defined as [A, B] := AB − BA for A, B ∈ V . The concept of
a Lie algebra is used in the context of Lie groups in Section A.3.

Definition A.5 (dual vector space). The dual space V ∗ of a vector space
V is the space of all linear mappings (called co-vectors) from V to R, i.e. all
mappings f : V → R such that for all vi ∈ V and xi ∈ R.

f ((x1 · v1) ⊕ . . . ⊕ (xk · vk)) = x1f(v1) + . . . + xkf(vk) (A.5)

Definition A.6 (dual product). The dual product is the natural pairing of
an element v ∈ V and an element f ∈ V ∗ as 〈f |v〉 := f(v) ∈ R

If we choose a basis ei for V , we can express any element v ∈ V as (A.1), and
hence from (A.5) we see that the mapping of v by an element f ∈ V ∗ can be
written as

〈f |v〉 = f(v) = f

(
n∑

i=1

viei

)

=
n∑

i=1

vif(ei) (A.6)

i.e. as a linear combination of the mappings of the basis elements. This shows
that a dual element f is fully defined by how it maps the basis elements, and,
since each element f(ei) is a single real number, it shows that the dimension
of V ∗ is equal to the dimension of V , i.e. the number of basis elements ei.
It also suggests a basis for the dual space V ∗, which we denote by ej and is
defined by the condition

〈
ej |ei

〉
= ej(ei) = δj

i :=

{
1 when i = j

0 when i 	= j
(A.7)
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where δi
j is the Kronecker delta. Any f ∈ V ∗ can then be written as a linear

combination of the basis elements ei

f =
n∑

j=1

fje
j = f1e

1 + f2e
2 + . . . + fnen (A.8)

with the numbers fj ∈ R again defining coordinates for V ∗ in the basis ej .
With these choices of bases, computing the dual product (A.6) becomes

〈f |v〉 =

⎛

⎝
n∑

j=1

fje
j

⎞

⎠

(
n∑

i=1

viei

)

=
n∑

i=1

n∑

j=1

fjv
iej(ei) =

n∑

i=1

fiv
i (A.9)

so, for these choices of bases, computing the dual product of a vector and a
co-vector simply means summing the pair-wise products of their coordinates.

Vector spaces and their duals define an interesting mathematical structure,
but they can also be used to represent a physical structure, namely as fol-
lows. Consider a robotic mechanism with n joints, for example the system of
Figure 2.8 on page 45 for n = 4. The space of velocities q̇ (at a point q) forms
a vector space V , and we can choose a basis for example as ei = q̇i, i.e. each
basis element describes the unit-velocity of one joint, and zero velocity of the
other joints.

This vector space V automatically induces a dual space V ∗ of abstract
linear operators mapping a velocity to a real number. We can just ignore this
dual space, but we can also think of it as the space of all collocated joint
torques, i.e. the n-dimensional space with elements τ and basis elements
ei = τi. From the structure of the vector space and its dual, we can pair
elements as

〈τ |q̇〉 =
n∑

i=1

τiq̇
i (A.10)

such that applying τ to q̇ produces a real number. The reason for choosing
this interpretation of a vector space and its dual becomes clear when we
interpret also this real number: the dual product represents the mechanical
power flowing into the system when it is moving with velocity q̇ and with
applied torques τ .

Associating the abstract mathematical concept of (dual) vector spaces to
the practical physical concept of collocated power variables (force and ve-
locity) can help reasoning about the physical concepts. The mathematical
structure constrains computations to make sense. For example, computing
the power as (A.10) only makes sense when τ and q̇ are collocated, which is
equivalent to V and V ∗ having dual bases as defined in (A.7). In this way,
keeping the mathematical structure between physical variables in mind can
help to avoid mistakes.
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Definition A.7 (tensor). Given a vector space V and its dual V ∗, a tensor
T is a mapping of the form

T : V ∗ × · · · × V ∗
︸ ︷︷ ︸

p times

× V × · · · × V︸ ︷︷ ︸
q times

→ R (A.11)

that is linear in all its arguments. The tensor T is said to have order p+q, order
p contra-variant and order q co-variant, and is called a type (p, q) tensor.

Tensors are linear operators that map vectors and co-vectors to R, and as
such, are generalizations of the concepts of vectors and co-vectors. In fact,
a co-vector is a type (0, 1) tensor, since it maps a vector (an element of one
copy of V ) to R. Similarly, a vector is a type (1, 0) tensor, since it maps a
co-vector (an element of one copy of V ∗) to R. Both mappings are defined
by the dual product.

Basis elements and the corresponding coordinates for tensors can be con-
structed from coordinates for vectors and co-vectors, simply by taking the ap-
propriate coordinates for each of the arguments. The (i1, . . . , ip, j1, . . . , jq)th
coordinate of a type (p, q) tensor T , i.e. the result of applying T to the ba-
sis vectors e1, . . . , ep and co-vectors e1, . . . , eq, is denoted by T

i1,...,ip

j1,...,jq
. This

convention of writing the contra-variant indices as superscripts and the co-
variant indices as subscripts can be useful to quickly assess the type of tensor
from its representation in coordinates.

A metric tensor, often denoted by g, is a symmetric positive-definite type
(0, 2) tensor. It is symmetric in the sense that g(v, w) = g(w, v) for any two
vectors v, w, and positive-definite in the sense that g(v, v) > 0 for all vectors
v except the zero-vector (in which case it returns zero by linearity of ten-
sors). With a metric-tensor, we define the inner product between two vectors
v and w as

v · w := g(v, w) = g(w, v) =
∑

i,j

gijv
iwj (A.12)

the length of a vector v as

|v| :=
√

v · v =
√

g(v, v) =
√∑

i,j

gijvivj (A.13)

and the cosine of the angle between two nonzero vectors v and w as

cos(∠(v, w)) =
v · w

|v||w| (A.14)

If v · w = 0, the vectors v and w are said to be orthogonal in the metric g.
We can again relate the mathematical concept of a metric to physical

variables. In this case, we take e.g. again the space of velocities q̇ as the
vector space V , and now the mass matrix M as a metric tensor, since it is
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indeed symmetric and positive definite. Then, when we apply the tensor M
to two copies of q̇, that is, we multiply the matrix with the vectors as q̇T Mq̇,
we obtain a number that represents the physical quantity of twice the kinetic
co-energy associated with the velocity q̇.

We can also define a new tensor by applying the metric tensor only to one
copy of V . The resulting tensor maps one tangent vector to R, and is hence
a tensor of type (0, 1) — a co-vector. If we again take the physical example
of a robot with velocity q̇ and mass matrix M , the new tensor is Mq̇ — the
generalized momentum (co) vector. Hence, we have seen two interpretations
of the dual vector space: one as the space of forces, and one as the space of
generalized momenta.

The distinction between the different types of tensors allow to assess what
operations between them are possible. For example, a metric tensor is an
operator mapping two vectors to R, and hence it does not make mathematical
sense to apply them to co-vectors, even though the coordinates of a metric
tensor (represented by an n×n matrix) can be multiplied by the coordinates
of a co-vector (represented by an n-dimensional column vector).

A.2 Differential Geometry

The configuration space of a joint (or of a robot) is generally represented by
an abstract space that is not directly equal to Rn for some suitable n. For ex-
ample, Section 2.1.1 shows how the configuration of a rigid body is described
by an element of SE(3), and how using R6 (six numbers, e.g. including Eu-
ler angles) leads to singularities and other numerical problems that are not
present in physics.

Differential geometry is a field of mathematics that makes exact the global
properties of a configuration space such as SE(3), while still allowing to do
computations locally using real numbers. In this section, we give a very brief
intuitive overview of the idea of differential geometry and how it can help to
use some concepts from this field.

The central concept in differential geometry is the concept of a manifold.
For the purpose of this book, we can think of a manifold as some kind of
abstract space (such as SE(3)) that locally looks like Rn. More precise, if
we take a point in the abstract space, then the space around this point can
locally be described by coordinates in an open subset of Rn. An example
of such a manifold is the surface of the earth, which globally is (more or
less) a sphere, and locally (at each point) can be described by coordinates in
R2, i.e. a flat chart. These charts, unfortunately, are not global, due to the
topology of the sphere.

Once it becomes clear that a space is a manifold, i.e. once we have found
enough local coordinate charts to Rn to cover the whole space, we can define
global objects on the manifold (such as functions) by defining them first
locally for each chart, and then checking certain compatibility conditions
between the charts. These compatibility conditions ensure, for example, that
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φ(t)
X

(a) Vector field X and one of its
integral curves φ(t).

p 0

f

t

LXf(p)

(b) A function f and its Lie derivative along X. The
curve φ(t) is parameterized by t with φ(0) = p.

Fig. A.2 A vector field X on a manifold defines integral curves and Lie derivatives
of functions at each point

a certain point in the abstract space, with two different coordinates in two
different local charts, still has the same function value.

A manifold is called differentiable, if the mappings that change coordinates
between different charts are diffeomorphisms. At each point p of a differen-
tiable manifold M, the space of all tangent vectors is called the tangent
space, denoted TpM. This space is a linear vector space of dimension n, and
describes all possible directions around p. The union of the tangent spaces
over all points of M is called the tangent bundle, denoted TM. An element
of the tangent bundle consists of a point p ∈ M plus a vector in TpM: the
tangent bundle is hence 2n dimensional.

The fact that the tangent space is a vector space allows to generalize
the linear algebra concepts from Appendix A.1 to the setting of differential
geometry. Since the tangent vector space at every point p has a dual, denoted
by T ∗

p M, we can define the co-tangent or dual tangent bundle T ∗M as the
union of all dual tangent spaces. The concept of a tensor can be generalized to
a tensor field, which is an object, defined on the manifold, that at each point
p maps copies of the tangent space TpM and dual tangent space T ∗

p M to a
real number, and that varies smoothly over M. Note that tensor fields only
operate on vectors and co-vectors that are elements of tangent and co-tangent
space at the same point p.

An example of a tensor field is a vector field, which is a tensor field of type
(1, 0) that assigns to each point of the manifold a tangent vector. Figure A.2a
shows an example. It also shows how, from a vector field, we can define its
integral curves as the curves with velocity vector at all points equal to the
value of the vector field at those points. Integral curves can be interpreted as
the trajectories of a particle flowing along the vector field.

Given a function f : M → R of the points of the manifold, this function is
obviously also defined for the points of the integral curves. If the function is dif-
ferentiable, we define its Lie derivative along the vector field X at a point p as

(LXf)(p) :=
d

dt

(

f(φ(t))
)∣
∣
∣
∣
t=0

(A.15)
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where φ(t) is an integral curve of X with φ(0) = p. It can be shown that this
expression is independent of the choice of integral curve. An example of a Lie
derivative is shown in Figure A.2b.

From two vector fields X and Y , we can also define a third vector field Z
as the unique vector field such that for all functions f

LZf = L[X,Y ]f = LX(LY f) − LY (LXf) (A.16)

This new vector field is called the Lie bracket of the two vector fields. It
roughly represents the total displacement when moving a little along X , then
a little along Y , then a little along −X , and finally a little along −Y .

Another example of a tensor field is a metric tensor field, which assigns to
each point of the manifold a metric tensor, i.e. a symmetric positive definite
type (0, 2) tensor. Such a tensor defines the metric concepts (dot-product,
length, and angle) for tangent vectors at all points of the manifold.

Like the concept of a tensor, manifolds are mathematical structures that
can be used to describe physical relations between variables. In this book, as
in many texts on robotics, the configuration space of a mechanism (describing
all possible angles and positions of the joints in a mechanism) is thought of
as a manifold Q . This means that, although almost all results are expressed
in local coordinates qi ∈ Rn, it is realized that the global structure of the
configuration space is not equal to Rn. Similarly, the velocities q̇ are thought
of as belonging to the tangent space TqQ, even though these two are usually
expressed in coordinates q̇i ∈ Rn. The mass matrix M(q) is used as a metric
field on Q and thus defines concepts like norms and orthogonality for velocity
vectors. It also transforms velocities q̇ to generalized momenta p = Mq̇,
elements of the co-tangent space. Remembering that these physical variables
are part of a mathematical structure is important, as it can help to avoid
performing physically meaningless operations.

A.3 Lie Groups

A.3.1 Definition and Examples

Definition A.8 (group). A group G is a set S together with a binary oper-
ator • : S × S → S and an element I ∈ S, such that for all s1, s2, s3 ∈ S we
have

identity element: s1 • I = I • s1 = s1 (A.17)
associativity: (s1 • s2) • s3 = s1 • (s2 • s3) (A.18)

inverse element: ∃ s−1
1 ∈ S such that s1 • s−1

1 = s−1
1 • s1 = I (A.19)

If also s1 • s2 = s2 • s1 (commutativity property), the group is called abelian.

A simple example of a group is the set Z = {. . . , −2, −1, 0, 1, 2, . . .} together
with the standard addition operator and identity element 0. It can be checked
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that this is indeed a group: adding zero to any element of the set indeed gives
that same element, addition is associative, and for each element, the inverse is
simply the negation of that element. Since summation is even commutative,
this group is also abelian.

Definition A.9 (Lie group). A Lie group G is a manifold that is also a
group, i.e. it has a binary operator • : G × G → G and an identity element
I ∈ G that satisfy the group properties.

A Lie group is basically a group with a differentiable structure, which allows
to talk about curves, velocities, tangent spaces, etcetera. We discuss a few
examples of Lie groups that are useful for robotics, i.e. examples that de-
scribe positions and orientations in space. Since these groups are generally
abstract, we also discuss matrix representations, i.e. sets of matrices with
certain properties, which, together with the usual matrix multiplication as
binary operator and the identity matrix as identity element, can be related
one-to-one to abstract elements of the group. The matrix representations
can be used in numerical computations as a type of singularity-free (though
redundant) set of coordinates.

Example A.10 (translation). The group of all translations in n dimensions is
denoted by T (n), e.g. the group of translations in three dimensions is denoted
by T (3). Clearly these groups can be directly identified with Rn, and so a
matrix representation of T (n) would be the space of n-dimensional column-
vectors pn, together with vector addition as the the binary operator, and the
zero vector as the identity element. Another possible representation is as the
set of all (n + 1) × (n + 1) dimensional matrices structured as

[
In pn

0 1

]

(A.20)

with pn the translation vector, together with matrix multiplication as binary
operator and the identity matrix as identity element. This method looks
cumbersome and the matrix representation is highly redundant, but it proves
useful when translations are combined with rotations.

Example A.11 (fixed-axis rotation). The space of rotations around a fixed axis
forms a group under the binary operator of combining rotations by performing
one rotation after the other. The group is denoted by SO(2) and can be
identified with the circle S1. The group is one-dimensional, and in practice,
it is often described by a single real number (the angle of rotation). This,
however, neglects the fact that a full 360◦ rotation does not change the group
element, although it does change the angle; this is the difference between a
circle and a straight line. Instead, the group of rotations can be described
by the set of special orthogonal 2 × 2 matrices (whence the name SO(2)),
meaning 2×2 orthogonal matrices with determinant +1. These matrices have
the form
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R =
[
cos(φ) − sin(φ)
sin(φ) cos(φ)

]

(A.21)

where φ is the angle of rotation. Together with matrix multiplication as the
binary operator, and the identity matrix (φ = 0) as the identity element, these
matrices form a complete representation of the group of fixed-axis rotations.

Example A.12 (spatial rotation). The space of free rotations around any axis
in three dimensions forms a group, and is denoted by SO(3). The group is
three-dimensional, and is often represented locally by three angles, called the
Euler angles, that describe three consecutive rotations around three (local)
axes. Such a parameterization, however, has singularities, which results in
non-smooth behavior of the coordinates around singularities. Instead, rota-
tions can be fully and uniquely identified with the set of all special orthogonal
3× 3 matrices (whence the name SO(3)), meaning 3× 3 orthogonal matrices
with determinant +1.

Another representation of the group of spatial rotations, not used in this
book, is by unit quaternions. In this representation, a vector of the form

q =
[
cos( θ

2 ) n1 sin( θ
2 ) n2 sin( θ

2 ) n3 sin( θ
2 )
]

(A.22)

is used to describe rotation around an axis n =
[
n1 n2 n3

]
with angle θ. The

axis n is constrained to have unit norm (in the Euclidean sense), which means
that also the vector q has unit norm. This representation is singularity free,
but it doubly covers SO(3), since the rotation angles α and α + 360◦ (for
some α) define the same rotation, but are represented by different vectors q.

Instead of thinking of q as a unit vector in R4, it can also be thought
of as a unit quaternion, which allows to use the mathematical structure of
the space of unit quaternions. However, quaternions are not as easy to use
in computations as rotation matrices, whence the choice for the matrix rep-
resentation in this book. Still, quaternions are highly suitable for numerical
implementation, and could be used when implementing the presented results
in software.

Example A.13 (planar motion). We can combine the group of two-dimensional
translations, i.e. translations in a plane, with the group of fixed-axis rotations
and take the fixed axis to be orthogonal (in the Euclidean sense) to the trans-
lational plane. The resulting object is again a Lie group, and it describes all
planar motions, that is, the set of all possible ways that an object can be
positioned in a plane. This group is called the special Euclidean group of
dimension two, denoted SE(2).

As representation of this group, we can simple use a combination of a two-
dimensional vector p to describe translation and a matrix R of the form (A.21)
for the translation. This choice is often made in literature, but computations
in this representation are cumbersome, since two consecutive motions need
to be combined as
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R13 = R23R12 p13 = p23 + R23p12 (A.23)

which leads to long and tedious equations for multiple consecutive motions.
Instead, we combine translation and rotation in one so-called homogeneous
transformation matrix of the form

H =
[
R p
0 1

]

(A.24)

where R is the rotation matrix (A.21). Consecutive planar motions can now
be represented by simple matrix multiplications of the corresponding trans-
formation matrices. The matrix representation of a translation as (A.20) is a
special case of (A.24) for zero rotation, R = I.

Example A.14 (three-dimensional motion). Similar to the planar situation,
we can combine the group of translations in three dimensions T (3) with
the group of free-axis rotations SO(3). The result is the special Euclidean
group in three dimensions, or SE(3), that describes the space of all possible
relative positions and orientations in three-dimensional space. It can also
be represented by a matrix of the form (A.24) but now with R a three-
dimensional rotation matrix, and p a three-dimensional translation vector.
Again, consecutive motions are simply represented by matrix multiplication
of the appropriate transformation matrices.

The examples show how many useful transformations are actually Lie groups,
and that these can be represented globally and without singularities by ma-
trices with the appropriate properties. The realization that these transforma-
tions are Lie groups allows to perform certain useful operations on them.

First, because of the group structure, we can take an element of the group
and combine it with another element of the group. This is called (left or
right) translation, since effectively it transports one element of the group to
another place, by means of group multiplication. In particular, since every
element of a group has an inverse, we can transport a group element to the
identity of the group. This transport can be done in two ways, either by pre-
or post-multiplication with the inverse.

Secondly, since a Lie group has a differentiable manifold structure, we can
talk about continuous and differentiable curves in the group, which repre-
sent smooth consecutive transformations, i.e. smooth motions of an object.
The derivatives of these curves represent the (angular, linear, or combined)
velocities of the moving objects.

Combining these two aspects (the group aspect and the manifold aspect),
we can transport a curve γ(t) near an element A ∈ G to a curve near the
identity by applying A−1 to every element of the curve. We can then take the
derivative of the transformed curve to obtain an element of the tangent space
TIG at the identity. Depending on whether left or right translation is chosen,
different velocity vectors are obtained. Since in this way, velocity vectors at
any point A ∈ G can be transported to the tangent space at the identity,
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(a) Two basis vectors at the group identity.
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(b) Construction of exponential coordi-
nates.

Fig. A.3 Exponential coordinates are constructed by the integral curves of left-
invariant vector fields defined by basis elements at the group algebra

this tangent space provides a common vector space which allows to compare
and add different velocities. Furthermore, the tangent space at the identity
can be given the structure of a Lie algebra by defining the appropriate Lie
bracket on it. The tangent space to the identity of a group is thus usually
called the Lie algebra of the group, and is denoted by g := TIG. Finally, as
shown in Chapter 2, the tangent vectors at the identity of a group can have
a clear physical interpretation, much more than tangent vectors at general
points A ∈ G.

A.3.2 Exponential Coordinates

As a final property of Lie groups, we discuss exponential coordinates. These
coordinates provide a general means to find local coordinates around any
point on the Lie group. Since Lie groups allow to transport curves and tangent
spaces between any points, we describe here only exponential coordinates
around the identity element. The results can be directly translated to other
points on the manifold.

We construct exponential coordinates using the approach illustrated in
Figure A.3. As a first step, note that transporting tangent vectors from a
point on the manifold to the identity can also be turned around: given a
tangent vector v ∈ g, we can define a vector field on the whole manifold by
translating the vector to all points on the manifold. If this is done by left
(right) translation, the resulting vector field is called a left (right) invariant
vector field. If we focus only on left translation, and if the Lie group has a
representation using square matrices, then the tangent vector (represented
by a square matrix V ) expands to a vector field XV at all elements x ∈ G
with matrix representation X .

As a second step, we can consider the integral curves of this vector field,
i.e. the curves γ(t) satisfying
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dγ(t)
dt

= γ(t)V (A.25)

with V constant. Equation (A.25) has an analytic solution, namely

γ(t) = etV :=
∞∑

i=0

(tV )i

i!
= I + tV +

1
2
t2V 2 +

1
6
t3V 3 + . . . (A.26)

where we assumed without loss of generality that γ(0) = I. This equation
describes the integral curve (parameterized by t) to a left-invariant vector field
generated by an element of the Lie algebra. Furthermore, it can be shown that
the exponential mapping provides a local diffeomorphism between elements
tV ∈ g around the zero vector and a neighborhood of I ∈ G.

The third and final step to exponential coordinates is to choose a basis
for the Lie algebra (which is a real vector space, and hence it has a basis),
i.e. to choose nonzero elements Vi ∈ g such that any tangent vector V can be
expressed as a linear combination

V =
n∑

i=1

tiVi (A.27)

for parameters ti ∈ R. Locally around t = 0, the exponential mapping then
provides a local coordinate chart, which uniquely associates an element of
the group to the set of coordinates ti, namely as

{ti} ∈ R
n → e

∑n
i=1 tiVi ∈ G (A.28)

These coordinates {ti} are called exponential coordinates. Although they
are only local coordinates, and although actually computing the mapping
(A.28) can be cumbersome, exponential coordinates can still be useful in
mathematical proofs, since they provide a representation of a general Lie
group locally as Rn. Computations can be performed on the exponential
coordinates (using all available knowledge about Rn) and then be transformed
to the original representation in constrained matrices.

This approach can be used in Section 2.3, more specifically in Defini-
tion 2.10, which defines a globally parameterized rigid joint. In this definition,
the joint is required to have a twice differentiable function FQ(φ) assigning
local coordinates φ ∈ Rk around every allowed configuration Hj

i (Q), param-
eterized by the matrix Q. Furthermore, it requires that the allowed relative
twists T i,j

i (an element of the Lie algebra of SE(3)) be parameterized as
T i,j

i = X(Q)v, with v = VQ(Q̇) a linear function of Q̇.
If the configuration space of the joint can be described by a proper sub-

group of SE(3), we can use the exponential mapping (A.28) as the coordinate
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mapping F , with corresponding coordinates φi = ti as local coordinates, and
vi = φ̇i = ṫi as the velocities. We now consider the general case that the
subgroup is in fact SE(3) itself, and hence that Hj

i (Q) = Q. This means
that we can choose the coordinates φ to be exponential coordinates around
a fixed point H0 ∈ SE(3), and FQ(φ) the exponential mapping, such that
around H0

Hj
i (φ) = H0e

∑
k φkVk (A.29)

with Vk a fixed basis for se(3). For joints that are lower-dimensional Lie groups
in SE(3), we constrain some φk to be zero, and thus generate only part of
SE(3) around H0. In any case, the exponential mapping is clearly twice differ-
entiable. Second, we can compute the velocity Ḣj

i in terms of φ̇ as

Ḣj
i = H0

d

dt

(
eA

)
= H0

d

dt

(

I + A +
1
2
A2 +

1
6
A3 + . . .

)

H−1
0 Ḣj

i = Ȧ +
1
2

(
ȦA + AȦ

)
+

1
6

(
ȦA2 + AȦA + A2Ȧ

)
+ . . . (A.30)

where we defined A :=
∑

k φkVk and hence Ȧ =
∑

k φ̇kVk. The expression
for Ḣj

i can hence be rewritten as a linear combination of φ̇, which is invert-
ible around H0 (for φ ≈ 0), since the matrices Vk are linearly independent.
Furthermore, we can compute the twist as

T̃ i,j
i = Hi

jḢ
j
i = e−AH−1

0 Ḣj
i

=
(

I − A +
1
2
A2 − . . .

)

(

Ȧ +
1
2
(ȦA + AȦ) +

1
6
(ȦA2 + AȦA + A2Ȧ) + . . .

)

= Ȧ − 1
2
(AȦ − ȦA) +

1
6
(ȦA2 − 2AȦA + A2Ȧ) − . . . (A.31)

It can be proved (Rossmann 2002) that this sequence actually equals

T̃ i,j
i =

∞∑

l=0

(−1)l

(l + 1)!
adl

A Ȧ (A.32)

with adX Y = [X, Y ] the matrix commutator and adk+1
X Y := [X, adk

X Y ], but
we only need the first few terms of this expression for Theorem 2.18, so we skip
that proof here. If we choose the basis for se(3) to be the standard Euclidean
vector basis with corresponding matrix representation by the tilde operator
defined in Definition 2.7, then we can write (A.32) in vector form as
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T i,j
i =

∞∑

l=0

(−1)l

(l + 1)!
adl

φ φ̇ =
(

I − 1
2

adφ +
1
6

ad2
φ − . . .

)

φ̇ (A.33)

where adφ is now taken as in Lemma 2.9. This shows that indeed, for Lie
groups that are subgroups of SE(3), exponential coordinates provide a system
of local coordinates around an arbitrary element of the group that satisfy the
requirements of Definition 2.10.



Appendix B
Port-Hamiltonian Systems and Bond
Graphs

The framework of port-Hamiltonian systems is the theoretical modeling and
control framework that is used mostly in this book. We present a brief dis-
cussion of the structure and properties of port-Hamiltonian system, as well
as a brief overview of the graphical representation language of bond graphs,
which is highly suitable to represent port-Hamiltonian systems. More details
on port-Hamiltonian systems can be found, for example, in van der Schaft
(2000), and on bond graphs in Karnopp et al. (2006).

B.1 Port-Hamiltonian Systems

Port-Hamiltonian systems were first introduced by Maschke & van der Schaft
(1992), then by the name of Port-Controlled Hamiltonian Systems. The
framework of port-Hamiltonian systems is based on the idea of modeling
energy flows inside systems, as opposed to information flows as in most tra-
ditional frameworks. It is aimed specifically at modeling physical systems,
since energy plays an important role in these systems, and representing it
explicitly can help in understanding them.

The concept of energy is present in all physical domains, and hence port-
Hamiltonian systems can be used to model systems in these domains, as well
as the interconnection of systems from different domains. In each domain,
the flow of energy is characterized by two variables, called power-conjugate
variables, which are elements of a vector space V and its dual V ∗ (see Ap-
pendix A.1), and whose dual product is equal to a physical power flow. For
example, in mechanics, these variables are the collocated force and velocity
(or torque and angular velocity) at a certain point, and in electric circuit the-
ory, they are the voltage across and the current through a certain element. For
a general domain, these variables are called effort and flow, and the standard
choice of what variables are effort and flow is shown in Table B.1.

From the two power variables in a domain, we can obtain two energy vari-
ables by integration of the power variables. If we integrate the effort, we
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Table B.1 Choice of effort and flow variables in several physical domains

physical domain effort flow

mechanical, translation force velocity
mechanical, rotation torque angular velocity
mechanical, spatial wrench twist
electrical circuits voltage current
magnetic current voltage
hydraulic pressure volume flow
thermal temperature entropy flow

obtain as the energy variable the generalized momentum, by analogy of the
integration of the force on a mass which yields its momentum. If we integrate
the flow, we obtain as an energy variable the generalized displacement, by
analogy of the integration of the velocity of a spring, which yields its dis-
placement. However, the displacement state does not exist for the thermal
domain.
� The integration of power variables should be done in a mathematically

meaningful way. On Rn, the integrals can be performed just by the usual
integration, but e.g. on Lie groups, where the power variables are chosen
to be in the Lie algebra or its dual, these power variables should first be
translated to the tangent space of the appropriate group element, before
integrating them.�

An energy function is a mapping from the appropriate space of energy vari-
ables to R. For example, the energy function for a point mass m is a mapping
from the momentum variable p to R as 1

2mp2. This formal definition allows
to distinguish between energy functions (functions of the energy variables),
and co-energy functions (functions of the power variables). An example of a
co-energy function is the kinetic co-energy of a point mass 1

2mv2, which is
a function of the power variable v, the velocity. The energy and co-energy
functions are related by the Legendre transformation.

Port-Hamiltonian systems are usually defined implicitly in a process de-
picted intuitively in Figure B.1. The central object under consideration is a
state space manifold X . On this manifold, a smooth energy function H is de-
fined which assigns to each state x ∈ X an energy value. Vectors and co-vectors
attached to a state x are identified with the rate of change ẋ and the differential
of the energy function dH , respectively. The dual product between the vectors
and co-vectors hence equals the change of stored energy Ḣ .

In order to turn such a Hamiltonian system into a port -Hamiltonian sys-
tem, input structures need to be defined that make the system open for
interconnection. These input structures are called power-ports, and they are
defined by a vector space and its dual, in such a way that the dual product
between elements of the two spaces describes physical power flow. Hence,
power-ports can be defined by choosing the appropriate vector spaces and
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X
x

ẋ TxX

H

Ḣ
R

VA

VB

map VA to TxX

map VB to TxX

Fig. B.1 Intuitive representation of the construction of a port-Hamiltonian system
by mapping vectors and co-vectors to the tangent and co-tangent space at x ∈ X .
Only the tangent and vector spaces are shown, not their duals.

their duals. These ports can be left open (allowing interconnection to other
systems), or they can be terminated, for example, by a static dissipation re-
lation that allows only certain combinations of vectors and co-vectors, satisy-
ing (among other things) that their dual product (the associated power) is
non-negative.

Finally, in addition to the power-ports, the interconnection structure is
defined. This structure (called the Dirac structure) describes how the power
variables at the external power-ports need to be translated to the tangent
and co-tangent space at x, and how all resulting elements in these spaces
need to be related. This structure is power-continuous, such that energy is
conserved in the system: the sum of the power coming in through all external
power-ports is equal to the change of internal energy Ḣ .

A port-Hamiltonian system described in this way contains only relations
between variables, no explicit input-output formulations. This is useful to
allow arbitrary interconnection to other systems without having to worry
about causality, but for simulation and analysis, it is often convenient to
use an input-output formulation. In this book, almost all port-Hamiltonian
systems are formulated explicitly, i.e. as systems of the following form.

Definition B.1 (explicit port-Hamiltonian system). An explicit port-
Hamiltonian system is a system with state x ∈ X , energy H(x) : X → R,
power port (u, y), and dynamic equations of the form
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+
−

pHs 1 pHs 2

u1 y2

un

y1 u2

yn

Fig. B.2 The power-continuous interconnection of two port-Hamiltonian systems
is again a port-Hamiltonian system

ẋ =
(
J(x) − R(x)

)∂H

∂x
+ g(x)u

y = gT (x)
∂H

∂x
+

(
K(x) + S(x)

)
u

(B.1)

with J(x) and K(x) skew-symmetric, and R(x) and S(x) positive semi-
definite.

This explicit formulation is a special case of the general implicit formulation.
The power-port (u, y) is mapped to the tangent space at x by the mapping
g(x), dissipation is applied directly at the tangent and co-tangent space at
x (by the matrix R(x)) and at the input port (u, y) (by the matrix S(x)).
Finally, the Dirac structure is defined by the matrices J(x), K(x), together
with the mappings g(x) and gT (x).

We discuss two properties of port-Hamiltonian systems that follow imme-
diately from the structure of the representation (B.1). First, we can compute
the change of internal energy Ḣ as

Ḣ(x) =
∂T H

∂x
ẋ =

∂T H

∂x

(
(
J(x) − R(x)

)∂H

∂x
+ g(x)u

)

= − ∂T H

∂x
R(x)

∂H

∂x
+

(
∂T H

∂x
g(x) + uT (K(x) + S(x) − K(x) − S(x))

)

u

= − ∂T H

∂x
R(x)

∂H

∂x
− uT S(x)u + yT u (B.2)

where we used the fact that J(x) and K(x) are skew-symmetric. Equation (B.2)
shows that the increase in internal energy is equal to the power yT u supplied
through the input port, minus the power lost by dissipation through R(x) and
S(x). In particular, since R(x) and S(x) are positive semi-definite, the increase
in internal energy is always less than or equal to the supplied power. This means
that port-Hamiltonian systems are passive with respect to the supply rate yT u
and storage functionH (see vander Schaft (2000) formore details onpassivity).

The second important property is that the port-interconnection of two
port-Hamiltonian systems is again a port-Hamiltonian system. We can prove
this simply by combining the equations for two port-Hamiltonian systems as
shown in Figure B.2 and defined by the following equation.
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y1 = u2 = yn

u1 = un − y2
(B.3)

Such an interconnection is power-continuous, i.e. the external power uT
nyn

flowing into the system always instantaneously equals the sum of power flow-
ing into the two subsystems. To avoid ill-defined interconnections and the
corresponding algebraic loops, we assume here that the first system is strictly
proper, i.e. that the two systems have the form

ẋ1 = (J1 − R1)
∂H1

∂x1
+ g1u1 ẋ2 = (J2 − R2)

∂H2

∂x2
+ g2u2

y1 = gT
1

∂H1

∂x1
y2 = gT

2
∂H2

∂x2
+ (K2 + S2)u2

(B.4)

Manipulating (B.4) using the interconnection relations (B.3) results in the
following expression

d

dt

[
x1
x2

]

=
[
J1 − R1 − g1(K2 + S2)gT

1 −g1g
T
2

g2g
T
1 J2 − R2

][∂Hn

∂x1
∂Hn

∂x2

]

+
[
g1
0

]

un

yn =
[
gT
1 0

]
[

∂Hn

∂x1
∂Hn

∂x2

] (B.5)

where Hn(x1, x2) := H1(x1) + H2(x2) and (un, yn) is the new input port.
Equations (B.5) show that this interconnection of two port-Hamiltonian sys-
tems is again a port-Hamiltonian system of the form (B.1), with energy equal
to the sum of the energies of the subsystems. Furthermore, the interconnec-
tion does not change the energy balance. For example, if the two original
systems had no dissipation (R1 = R2 = S2 = 0), then their interconnection
does not have dissipation either. Different types of power-continuous inter-
connections give similar equations with the same conclusions.

Finally, we name a few special cases of port-Hamiltonian systems that are
encountered often in practical modeling tasks.

• Energy-conserving port-Hamiltonian systems are port-Hamiltonian sys-
tems with R(x) = S(x) = 0, which means that for any state x and any
input (u, y), the power supplied by the input port is exactly equal to the
increase in internal energy;

• Strictly proper port-Hamiltonian systems are systems with K = S = 0,
which means that there is no direct coupling between input u and output
y, and the transfer functions (for linear systems) from input to output are
strictly proper;

• Power-continuous port-Hamiltonian systems are of the form y = Ku (so
without internal state or energy) that do not store or dissipate energy, but
only transform it in a power-continuous way.
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B.2 Bond Graphs

Bond graphs, introduced by Paynter (1961), are a graphical language for rep-
resenting power-interconnections of physical elements. For this reason, bond
graphs are a very suitable way to graphically represent port-Hamiltonian
systems, as studied in detail, for example, by Golo (2002).

Definition B.2 (oriented graph). An oriented graph is a set V of vertices,
together with a set E ⊂ V × V of edges. An element (vi, vj) ∈ E is called an
(oriented) edge joining vi to vj.

Bond graphs are a special type of oriented graph, in which the edges,
now called bonds, represent a power-interconnection between two connected
nodes. Each bond has two collocated power variables associated to it, one
effort and one flow. The edge is a single line for one-dimensional power vari-
ables, and a double line for multi-dimensional power variables. A half-arrow
or harpoon at one side of the bond indicates the reference direction for pos-
itive power: if the dual product of effort and flow is positive, then power
flows in the direction of the half-arrow. Furthermore, a stroke on either side
of the bond indicates the direction of computation, or, causality: the effort
signal travels in the direction of the stroke, and hence the flow travels in the
opposite direction. Making a bond graph causal (i.e. putting a causal stroke
on each bond in a sensible way, to be discussed later) allows to write down
the explicit port-Hamiltonian equations corresponding to the bond graph.

The nodes in bond graphs can represent one of several basic functions,
namely storage, dissipation, source, and power-continuous interconnection.
Figure B.3 shows several often-used bond graph elements, together with their
equivalent block diagrams (when in causal form). Next to the symbol for the
element, some other expression can appear, separated by a colon or double
colon. This expression indicates the value of the parameter that defines that
element, or, in the case of a double colon, the energy function associated with
the element (only valid for storage elements).

A storage element integrates one of the power variables on the connected
bond to an energy variable x (its state), and computes the other power vari-
able as the partial derivative of an energy function H to the state. Its dy-
namics are given by the equation

ẋ = u

y =
∂H

∂x

(B.6)

where (u, y) defines its connecting power-port. If the signal u is an effort
(and hence the signal y is a flow), the element is denoted by the symbol I (for
inertial), while if u is a flow (and hence y an effort), the element is denoted
by the symbol C (for capacitor). Indeed, the inertial and capacitive element
are of the appropriate type, when the efforts and flows are chosen as in Ta-
ble B.1. Storage elements can have multiple connecting ports, even connecting
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Fig. B.3 Several bond graph elements and their equivalent block diagrams. Ele-
ments marked by (∗) have more possibilities for the causality; one is shown.

multiple domains, and their energy functions are then functions of multiple
energy variables. Still, the energy variables are computed by integrating one
of the power variables on the bond, and the other collocated power variable
equals the partial derivative of the energy function with respect to this energy
variable.
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A dissipative element is denoted by the symbol R (resistive) and is defined
by a static relation between the connected effort and flow such that eT f ≥ 0
at all times. Hence, power always flows towards the R element, making it
represent dissipation, or better, irreversible transduction.

A source element determines one of the power variables on the bond, irre-
spective of the other power variable. An effort source (denoted Se) fixes the
effort value, while a flow source (denoted Sf ) fixes the flow value. Sources can
be used to model systems with negligible back effect, such as the connection
of a (good) battery to a load with a high input impedance: the voltage is fully
determined by the battery, irrespective of the current that the load draws.

Power-continuous interconnections can take several forms: transformers,
gyrators, and junctions. A transformer TF is connected by two bonds (one
incoming, one outgoing), and is defined by a static linear relation between the
efforts on the two bonds in one direction as well as the same but transposed
relation between the two flows in the other directions. In other words, either
f2 = Xf1 and e1 = XT e2, or f1 = Xf2 and e2 = XT e1, for some matrix
X . In either case, it follows immediately that the power eT

1 f1 on one bond is
equal to the power eT

2 f2 on the other bond.
A gyrator is a similarly defined power-continuous interconnection element,

and it is denoted by the symbol GY. A gyrator is also connected by two
bonds (one incoming, one outgoing), but now the effort variable on one bond
is statically related to the flow variable on the other bond. So in this case,
either e2 = Xf1 and e1 = XT f2, or f1 = Xe2 and f2 = XT e1. A gyrator can
also be connected by only one bond, in which case the effort and flow on this
bond are related as e = Y f or f = Y e with Y skew-symmetric, such that the
instantaneous power is always eT f = 0. Obviously, this only makes sense for
multi-dimensional bonds.

Finally, junctions are power-continuous elements that can take any number
of bonds. The power variables on these bonds are constrained by the junction
in the following way: one power-variable must be equal on all connected
bonds, and the other power-variables on the bonds must sum up to zero,
taking into account the direction of the bond. These constraints ensure that
the total instantaneous power flowing into the junction is always zero. A 1-
junction is constrained to have the flows on all bonds equal, and a 0-junction
is constrained to have the efforts on all bonds equal.

All static elements can be modulated by external signals, for example,
to change the transformation ratio in a transformer, or to represent state-
dependent centrifugal forces by a modulated gyrator. If an element is modu-
lated, an extra M is put on front of the symbol, such as MTF for a modulated
transformer. Note that storage elements cannot be modulated directly, since
this would mean that the stored energy can be changed even though no power
is flowing through the power-port. This would violate the whole idea of rep-
resenting an energy balance as a bond graph, and hence storage elements
should only be changed through power-ports. Stramigioli & Duindam (2001)
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Fig. B.4 Bond graph
of the general explicit
port-Hamiltonian system
(B.1) u

y
0 1MTF

g(x)
I :: H(x)

MGY : J(x)MGY : K−1(x)

MR : R(x)MR : S−1(x)

show an example of how the rest length and center of stiffness of a spatial
spring can be changed through the appropriate power-port.

If desired, e.g. to derive the explicit dynamic equations, a bond graph can
be made causal, which means that a causal stroke is placed at one side of each
bond. These strokes should be placed such that the relations corresponding to
each element can be written as explicit assignment statements. This means,
for example, that only one of the efforts at a 0-junction can be the input, and
that if one bond on a transformer has an incoming effort, then the other bond
must have an outgoing effort. Systematic (and automated) methods exist to
assign causality to a bond graph, see e.g. Golo (2002).

The bond graph of a physical system can be built up by interconnection
of the appropriate bond graph elements. A general explicit port-Hamiltonian
system of the form of Definition B.1 is given by the bond graph of Figure B.4,
where we assumed the input vector u to be an effort. Generally, though,
larger physical systems possess more structure in the energy function or the
interconnection, and this can be exploited and displayed in the bond graph.
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Lončarić, J.: Geometrical Analysis of Compliant Mechanisms in Robotics, PhD
thesis, Harvard University, Cambridge, MA (1985)

Marsden, J.E., Ratiu, T.S.: Introduction to Mechanics and Symmetry, 2nd edn.
Texts in Applied Mathematics, vol. 17. Springer, Heidelberg (1999)

Maschke, B.M., van der Schaft, A.J.: Port-controlled Hamiltonian systems: Mod-
elling origins and system-theoretic properties. In: IFAC Symposium on Nonlin-
ear Control Systems, pp. 282–288 (1992)
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