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Abstract 

Compressed digital video is the set to become the dominant entertainment delivery format. All major digital 

video delivery methods are currently based on lossy compression techniques. 

 

Real time lossy compression must sacrifice either image quality or overall compression level. If offline 

compression is used no sacrifices need to be made. Offline compressors must be provided with the highest 

quality input to achieve the best quality output. 

 

Raw uncompressed video exceeds the data rate of all existing consumer hard drives, so it must be compressed 

before being written to the hard drive. To achieve a good level of compression, while maintaining both the real 

time requirements and losslessness is a non-trivial problem. 

 

The Intel Pentium III processor offers unique features addressed to high throughput operations – enhanced cache 

control and large vector registers. 

 

This project delivers a lossless video codec, suitable for the initial capture of video before later high quality 

offline lossy compression. It achieves this using the processor extensions available on the Pentium III and 

compression approaching theoretical limits. 
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Introduction 

There are a great many ways of compressing video. There is a good reason for this: uncompressed video is huge, 

with data rates as high as 20megabytes/second typical for a normal TV resolution. To store any reasonable 

amount of video we must compress it somehow. 

 

The majority of systems that exist to compress video are lossy – that is they discard some information in order 

to obtain higher compression (MPEG-1/2/4,MJPEG, Intel Indeo). These schemes achieve huge compression 

ratios of the order of between 10:1 and 250:1.  

 

Compression under these schemes is computationally expensive – consider the process of lossy video 

compression as a hill climbing problem with a very high movement cost – real time versions of these algorithms 

must compromise between finding a poor local minima and reducing compression by improving it, or simply 

settling for the poor local minima, and a poor approximation to the original video. 

 

Offline compressors can work as slowly as they need to, performing a more through search (if not an exhaustive 

one) of the problem space, giving optimum picture quality at a given compression level. However in order to get 

this quality we need to feed the offline compressors with the original uncompressed image sequence.  

 

Since we are now working offline we must capture this image sequence somehow, this presents 2 problems: 

1. Uncompressed TV resolution video exceeds the data rate of most consumer hard drives (10-20 

megabytes/sec)– RAID arrays must be used. 

2. The high data rate (36-72 gigabytes/hour) means only a small quantity of video can be practically 

stored. 

 

There is currently only one real solution to this problem: 

 

Using a slightly lossy codec to compress the video before it is compressed offline 

Typically this is where DV and MJPEG codecs are used, they achieve a lower compression (see later in the 

introduction for an examination of the DV and MJPEG codecs). Compression ratios are typically between 3.5:1 

and 10:1. The quality of visual degradation is minor, however they introduce noise not present in the original 

image sequence.  

 

This will reduce the signal to noise level of the overall process – since the second stage lossy compressor will 

expend effort trying to compress this introduced noise. This additional noise reduces the effectiveness of using 
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an offline compressor. The storage usage per hour of using slightly lossy CODECS is between 20gigabytes/hour 

and 7.2 gigabytes/hour 

 

Clearly there is a problem with this approach - either sacrifice quality or expend thousands of pounds on a disk 

array that can handle the size and data rate of raw uncompressed video. 

 

The goal of this project is to introduce another solution to this problem: 

 

Compress the video losslessly 

Lossless compression means compression without loss, the input signal is identical to the output signal. There 

are already some lossless compressors, however all of them have associated problems. When I started the 

project I was only aware of the existence of one of them – Motion Lossless JPEG (see later in the introduction). 

The unfortunate structure of this compressor prohibits its realtime operation, since it is unlikely to be fast 

enough on the current generation of processors to keep up with 25 frames per second full resolution video. 

 

I discovered the huffyuv CODEC, only recently, and it appears to work in a similar way to my CODEC. Here is 

a brief summary of lossless CODECs: 

 

 Lossless MJPEG Huffyuv Project 

Speed  Too slow 

384 x 288 x25hz 

Moderate  

640 z 480 z 25hz 

Fast  

720 x 576 x 25hz 

4:2:0 mode No No YES 

Compression 1.2-1.7:1 1.8-2.2:1 >2.0:1 

 

The primary goal of this project is to produce a lossless vidoe compressor that gets both high compression (> 

2.0:1) and adds features suitable for capture of PAL and NTSC video signals (such as subsample to actual 

resolution of the signal) and is also not computationally expensive (i.e. it will work in real time on high end 

desktop processors). 

 

Recently new generations of Intel processors have added features to speed up “Multimedia” applications – the 

latest – the Intel Pentium III adds advanced temporal and spatial control over data read and write operations as 

well as 128bit wide vector registers. These complement the existing MMX extensions which have been standard 

since the Pentium 166MMX. 

 

The advanced cache management control, allows data to be moved to specific levels of the cache. This gives the 

advanced programmer a high degree of control over the contents of specific levels of the cache. 

 

For specific compressor applications this allows lookup tables to be loaded into all levels of the cache, since it is 

certain that they will be used again. Input data can be loaded only into the level 1 cache, keeping the level 2 
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cache filled with lookup tables. The output of the compressor can be written directly to memory, by passing all 

levels of the cache, since the compressor will never need to read it again. 

 

Other extensions add low latency pre-fetches to specific levels of the cache, allowing loops to fetch data that 

they will need in a few iterations, effectively hiding the latency of a memory access operation, for very little 

performance cost. [INTEL-ARCH-OPT]. 

 

These processor extensions are aimed at improving the throughput of data intensive operations – like 

compression. By using these extensions the CODEC will be able to function in real time on slower processors 

than would otherwise be possible. 

 

Of course there is not point producing a video compressor that will not work with existing video packages, so 

the produced CODEC must also be compatible with a range of existing software – the easiest way to do this is to 

build the project around one of the two existing CODEC standards – 

Video For Windows 

Quicktime 

 

I decided to build around the Video for Windows standard, since my base platform was Windows 9x. 

 

The final product should be a highly useable piece of software. 

Summary: 

The goals of the project are as follows  

1. Lossless compression 

2. Compression of TV resolution video (720 x 576 x 25) 

3. Integration with existing desktop video packages 
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Background 

Video is a huge subject area, with many cul-de-sacs and blind alleys. This background section cannot even hope 

to touch the vast complexity of the subject of broadcast video standards – a single implementation of a video 

standard has enough subject material for a entire project. This section is aimed at presenting enough material for 

a basic understanding of the subject needed to understand the rest of the project. 

This section includes a brief history of cinema, an examination of the PAL and NTSC video standards and their 

flaw, a brief look at the process of converting films to television and the new digital televisions standards in 

both the US and UK. Colour spaces and colour sub sampling are also examined. The background then moves on 

to examine compression. 

 

Introduction to terms ideas and concepts 
This is a brief tour of some of the key ideas related to video – human perception and the maths and physics of 

signals. 

 

CODEC 

COmpressor DECompressor – a piece of software that compresses and decompresses video. 

 

Scanning Televisions 

Televisions are traditionally based around Cathode Ray Tubes or (CRTs) – these consist of a large number of 

phosphor dots, an electron beam sweeps across these dots, “exciting” them, they briefly give off photons before 

“calming down”, the exact number of photons depends on the strength of the electron beam, by carefully 

sweeping the beam across the tube and varying the strength of the electron beam, we can build up an image, 

which thanks to the eyes inability to differentiate between a point flicker at a high frequency and constantly 

illuminated one, appears to be constant (see CFF below). 

 

This process of course forces a finite number of lines in one direction or the other – the convention is horizontal. 

These are referred to as Scan Lines.  

 

If we update the image more than about 14 times a second with a new image [TV-ENG-PB] we get the effect of 

motion, however there is a large amount of distracting flicker (see CFF), if we increase the rate to 25, the flicker 

is greatly reduced but not gone, 50 eliminates the flicker almost completely. 
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Sampling Theory 

Basically put – if we want to capture an analogue signal with maximum frequency component equal to N then 

we must sample at frequency 2N in order to reconstruct the signal accurately. 

If we only sample at a lower frequency then we get problems – higher frequency signals “alias” to lower 

frequency ones, so if we are sampling a signal at 2N we must filter out all signal components above frequency N 

before we sample the signal  

 

Critical Flicker Frequency (CFF) 

This is the frequency at which a 

blinking light is perceived to become a 

constant light. This is important 

because it gives us the minimum 

update frequency for a video display. It 

turns out that CFF is proportional to 

the luminance. If we plot the CFF 

against brightness (measured in 

candelas/m2), we see reason cinema 

happens in darkened rooms – the 24hz 

frame rate be noticeable otherwise, and 

that 50hz PAL television is on the edge 

of perceptible flicker. 

[TELE-FUND] 

 

Bandwidth and Picture Definition 

A television picture is made up from a series of horizontal lines. The number of lines or the line structure 

determines the perceived definition (fineness of detail) of the television set in the vertical axis. If we consider 

PAL television as an example – it has 625 line periods per frame and 25 frames per second giving: 

625 (of which 576 are visible) x 25hz = 15625hz 

So the line scanning frequency is 15626hz. If we also consider maximum desired horizontal response (if we 

scale the vertical resolution by the televisions ratio 4:3) 768 lines – this equates to 384 complete cycles of the 

video waveform (see Sampling Theory), which gives us: 

15625hz x 384 = 6Mhz 

So the amount of frequency space we need to send a PAL TV signal is at least 6Mhz 

 

Artefact 

An imperfection in an image (compressed or otherwise) that was not present in the original scene. 

There are also temporal artefacts, which are apparent motion or velocity not present in the original temporal 

sequence – for example in film shot at 8 frames per second moving objects will appear to jerk from one point to 

the next – this is not how they moved in the real world, it is a temporal artefact associated with the frame rate. 

Critical Flicker Frequeny (CFF)
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Other temporal artefacts include – interlaced sequences of video displayed on progressive displays, 3:2 

pulldown of 24fps film to 30fps NTSC video introducing scanline artefacts (see later). 

 

 

A Brief History Of Cinema 

To understand modern video we must briefly look at its roots, at around the turn of the century.  

 

The invention of photography in 1826 began a series of discoveries that gradually made possible the creation of 

the illusion of movement. The earliest cameras required long exposure times (at first hours, later minutes) for a 

single image. This made moving pictures, which required about 12 frames a second impossible. By the 1870s 

exposures of 1/25th of a second were possible but only on glass. 

 

In 1879 Eadweard Muybridge, an American photographer, made a set of photographs of a horse using a series 

of cameras loaded with glass plates, but he was interested in photographing phases of action rather than re-

creating movement. 

 

In 1882 a scientist interested in analysing animal movement, Étienne-Jules Marey, invented a camera that 

recorded 12 separate images on the edge of a revolving disc of film – another step in the right direction. In 1888 

Marey built the first camera to use a flexible strip of film (this time paper) but the intention was to break down 

movement into a series of stills. 

 

In 1889 Kodak introduced a flexible film base, celluloid, which in one form is still being used today. With this 

base and mechanisms to draw the film past the lens and expose it to the light, the creation of lengthy series of 

frames became possible. 

 

Projectors had been a standard part of sideshow entertainment projecting slides, these “Magic Lanterns” could 

be modified to become film projectors, so the potential delivery method was already in existence. 

 

By the early 1890’s several film cameras and projection systems existed, the two most important companies 

were Edison in America and Lumiére in France. 

 

Edison’s assistant W.K.L.Dickson, developed a 35mm film camera by 1893, later a peepshow machine to show 

the produced films. Since Edison believed films were a passing fad, he developed no system to project the films. 

The Lumiére brothers invented a camera that doubled up as both contact printer and projector. On December 

28th 1895 the Lumiére brothers held the first public showing of a motion picture projected on a screen, at the 

Grand Café in Paris. Edison soon abandoned peepshow machines and founded a company to make projectors. 

Cinema was born. [FILM ART] 
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Of course film was expensive, so it was advisable to shoot a few pictures or “frames” a second. Typically this 

was between 12-18 fps (frames per second). The image appeared to flicker as the blade crossed the frame. The 

amount of flicker seemed to be linked to the frame rate, which higher frame rates having less flicker (see CFF). 

As cinema progressed the frame rate rose to 24fps, which it has stayed at ever since. Modern projectors still 

show 24fps, however they show each frame twice – this leads to temporal artefacts. 

 

By the 1930’s sound had been added to cinema, the dominant standard using an optically printed track, which 

ran just outside the picture area. Colour film began to be used more extensively (though it had been around since 

1908) and by the mid 1930’s the three step Technicolor process was proven to be economically feasible. Colour 

film stock needed a vast amount of light to work properly so high powered lights were developed that allowed 

sets to be flooded with light. 

 

The introduction of television in America prompted a number of technical experiments designed to maintain 

public interest in cinema. In 1952 the Cinerama process, that used three projectors and a wide, deeply curved 

screen was premiered. It created a sense of greater involvement and proved extremely popular. However, it was 

technically cumbersome and Wide-Screen cinema was not extensively used until the introduction of 

CinemaScope in 1953 and Todd-AO in 1955, which both used single projectors. CinemaScope had images 

optically squeezed onto 35mm film which were expanded laterally by the projector lens, Todd-AO used film 

70mm wide. By the end of the 1950s the shape of the cinema screen had effectively changed with aspect ratios 

of either 1:2.35 or 1:1.66 becoming standard. 

 

Stereo sound had also became part of the new Wide-Screen experience. While the industry had some success in 

fighting the competition of television, it never regained the position and influence it once held. 

 

This takes us pretty much to the present day. The advances in the last forty years or so have been gradual 

improvements rather than quantum leaps. Improvements in camera design and lens technology, have given film 

makers much more flexibility – digital sound (Dolby digital, DTS, CDS, SDDS et al.)  Has improved the quality 

of sound and made films more “involving”. Instead of using celluloid, polyester is now used in the projection 

booth, which is far less likely to explode, and is so strong that entire films can be put onto giant single reels. 

 

In the future cinema may abandon film altogether – Starwars episode 2 will be shot digitally, and since digital 

projection is being demonstrated round the world (Toy story 2 was shown digitally in London) it may escape 

any tangible physical medium altogether. 

Television 

The human eye is much more susceptible to flicker in well lit environments than in darkened rooms, so while 24 

frames per second is fine for a darkened cinema, it would look awful in your living room. So a higher update 

frequency is needed for any medium that is viewed in the home, typically a minimum of 50hz (See CFF earlier)  

 



Lossless Video Compression On Pentium III Processors  Page 13 

 

The problem with this is that since television signal are to be sent through radio transmission, and there is only 

so much bandwidth (especially in this country where the military appear to need 90% of it). A full quality signal 

sent at the required rate would swallow too much bandwidth, allowing only one or two channels in the entire 

country.  

 

So an elegant solution was found, it reduced the flicker effect, while not increasing the bandwidth of the signal 

and keeping the image quality-   

 

It is called - Interlacing 

By sending the odd numbered lines first, and getting the TV to draw them, then sending the even lines. A 

complete frame is built from two fields (the odd lines 

and the even lines). The update rate of the screen was 

now doubled, with no increase in bandwidth, or drop 

in perceived quality. 

 

Of course to generate these signal the odd-lines (the 

odd field) would be temporally displaced from the 

even lines (the even field), since there was no way of 

storing that amount of data in the camera at the time. 

 

Interlacing is still used today, and is the source of a 

large number of problems, especially when converting 

from the American NTSC 60hz system to the 

European PAL or SECAM 50hz systems. 

Television standards 

It is always important to have standards – here are the 

two dominant world television standards (ignoring Secam, which isn’t very good). 

Odd Field  Even Field Progressive Video 

 
Interlace artefacts can be seen here in this 

football game. The two circled players are 

moving rapidly to intercept the football – or is it 

a rugby ball? 
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NTSC 

In America the National Television Standards Committee created the NTSC standard (technically the NTSC-2 

standard)[EARLY-TV], which was 30 frames per second and 60 fields per second (actually 29.975 and 59.95) 

with a nominal vertical resolution of 525 lines (480 visible) and a horizontal resolution of approximately 640 

pixels. 

PAL 

Most of Europe (excluding France) 

settled on PAL (Phased Alternate 

Line). Which ran at 25 frames per 

second and 50 fields per second with 

a nominal vertical resolution of 625 

lines (576 visible) and a horizontal 

resolution of . It solved some of the 

problems that can affect NTSC 

picture quality – namely multi-path 

(where the signal reaches the 

destination by 2 routes of different 

length) signals causing colour errors. This involved 

primarily the inversion of the one of the colour signals (V) 

on every other line.  

 

To maintain backward compatibility with black and white 

television both standards use a separate colour (or chroma) 

carrier frequency, which is shunted above the normal 

black and white picture frequency. [TELE-FUND] 

 

One problem comes from the fact that both standards 

colour (chroma) carriers overlap the high frequency part 

of the luminance (black and white). This is why when 

someone wears a pin stripe shirt on TV, it looks like oily 

puddle (lots of drifting colours). Below are two test cards 

the left image was decoded externally – on a Grundig 

DVD player and fed into the PC via a composite video 

cable – the other was decoded using a PC based DVD 

player. Test card shows a variety of attributes of video – 

notice the oily colours indicated by the arrows, these are 

areas of interference between the colour carrier and the 

luminance carrier. On the second from top grid squares we 

have a selection of horizontal frequency bars, notice how 

LUMINANCE 

CHROMA 

LEGACY 

MONO 

AUDIO 

STEREO 

AUDIO 

A typical TV frequency spectrum 

Interference caused by overlap of Chroma 

and Luminance Carriers 

Incorrectly Reconstructed Image 

 

Correctly Reconstructed Image 

 

 

[VIDEO ESSENTIALS DVD] 
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they are either dim on the left image or causing colour interference- this is due to attenuation of high frequencies 

due to cable losses and filters.  

Showing Films on TV 

Films are converted from a projection medium to videotape using a device called a tele-cine. This is far from a 

simple process, and more of an art than a science, since the colour space of film does not match directly onto the 

television colour spaces (more about colour spaces later). It is the job of the tele-cine operator to preserve the 

directors intention when converting a film to video. The tele-cine machine uses a single high quality CCD 

element and a highly focused beam of light, to scan the film in the same was a TV scans. However since the 

frame rate of video does not match the frame rate of film something has to be done to convert it. The approach is 

different depending on the target TV standard. 

PAL 

When films are shown on PAL TV, their 24fps rate is simply sped up to 25fps (and the audio is sped up slightly. 

Depending on the age of the “transfer” (conversion from film to video tape) the pitch of the audio may or may 

not have been shifted by 8%, the older the conversion the more likely it will have. One frame of film matches 

directly to one frame of video (since the film is now running at 25fps) so; both of the fields of the video are from 

the same instant in time or “temporally aligned”. I will refer to this as - the fields being “progressive” as 

opposed to being interlaced. 

NTSC 

The process is much more complex for NTSC since speeding the film up to 30fps would cause too much 

temporal distortion. The solution is a process called the 3:2 pulldown. It works like this. If we show half of the 

frames for 3 fields (1.5 frames) and half of the frames for 2 fields (1 frame) the overall rate of the video then 

matches 24 fps. Consider the sequence 

Film Frames Map to NTSC fields PAL fields 

1 time = 0.0417s 1a,1b 1a,1b 

2 time = 0.0833s 2a,2b,3a 2a,2b 

3 time = 0.1250s 3b,4a 3a,3b 

4 time = 0.1667s 4b,5a,5b 4a,4b 

5 time = 0.2083s 6a,6b 5a,5b 

 

NTSC Frames Map to Film Frames 

1 time = 0.0333s 1 

2 time = 0.0666s 2 

3 time = 0.0999s 2,3 

4 time = 0.1333s 3,4 

5 time = 0.1666s 4,5 

6 time = 0.2s 5 

As we see, by the time we have reached frame 6, we have slipped back into temporal alignment. 
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So unlike PAL the film remain at the original speed (this is an over simplification – in fact it also shift slightly, 

but by under 0.5%). If we examine the end result of this process – a NTSC version of a film we see temporal 

artefacting: 

The future of television 

UK 

It looks like Digital TV via MPEG-2 lossy compression is the future of TV in this country. With analogue TV 

transmissions set to be turned off sometime in the next decade, the compression will allow many more channels 

– perhaps as many as 60 aerial channels, while satellite will offer in excess of 500. 

 

The ability to bypass the PAL standard by using an RGB connector to a TV allows pictures with no colour 

errors (see earlier) and vibrant quality. 

 

The system uses COFDM (Coded Orthogonal Frequency Division Multiplexing), along with the 64-QAM 

(Quadrature Amplitude Modulation) to break an 8Mhz TV Channel up to 1705 sub carriers. Because of the very 

different nature of standard TV signals and COFDM digital TV signals, they can actually exist much closer than 

2 standard signals would (which would tend to cross interfere)  

 

 

 

 

 

[TV-ENG-PB] 

The resolution of the new system however is only as good as the existing system – 720 x 576. And while 

MPEG-2 may bring studio quality colour to your home TV, with fast motion the picture quality can drop 

dramatically, since the bitrate tends to be in the region of 4-5mega bit per second and MPEG-2 needs to be able 

to go up to 7-9mbps to really get good fast motion picture quality. Also interference causes picture break-up far 

more often than the broadcasters would like to admit (Day time MTV for some reason breaks up every 2 

minutes or so).  Where as with analogue the errors in picture are either disributed over the entire picture gently – 

ghosting or snow. Or in the case of a burst error confined within a single field (1/50th of a second). A single bit 

MPEG error will last ½ a second or more, due to the format of the compression (the error will continue until a 

start code is detected at the start of the next GOP). 

 

Also with no improvement in resolution there is little benefit for those with a good aerial in a good reception 

area. 

 

On the implementation side MPEG-2 is less than the best choice for the job, since some tests I performed 

showed that MPEG-4 will achieve pictures with a 4db better signal to noise ratio under pretty much any 

circumstances (see appendix review of MPEG-2 versus MPEG-4). 

 

8Mhz COFDM Carrier 
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The chance to include multi-channel cinema style sound was also passed up (idiotic at best), so we are stuck 

with Dolby surround (really just enhanced stereo) for the foreseeable future. 

 

USA 

The USA leads the field in the rollout of HDTV or High Definition TV. This is another MPEG-2 based system 

but with much improved resolution in fact a maximum of 1920 x 1080, with data rates as high at 20mbps 

peaking at 40mbps. Quality at this resolution is apparently breathtaking, with films looking like they are being 

projected by a 35mm projector and live sports events looking almost 3D. 

 

The American HDTV standard also includes Dolby Digital 5.1 cinema quality sound (which the UK digital 

standard lacks). Although programming is currently scarce (it’ll be a while before Days of our Lives is shot in 

HDTV) more and more programs are shifting to HDTV. 

Colour spaces 

We must consider that colours can be represented in a variety of ways, the most familiar is the RGB model 

where any colour can be mixed using different levels of three primary colours Red, Green and Blue. 

 

We assign a vector of values, each between 0.0 and 1.0 mapping to the colours {R,G,B}. An example of this 

would be {1,0,1} = purple. 

 

By examining the eye we can discover the reason for this – the human eye is only susceptible to 3 colours - Red 

Green and Blue, we view other colours as combinations of those colours. 

 

If we imagine the red green and blue as the axis of a 3d graph, then all visible colours lie somewhere within this 

chart. 

 

It is important to note that visual psychology has revealed that brightness or luminance is registered in much 

more detail than colour or chroma. (Experiments with randomly arranged coloured chips in the 1950s showed 

this). [ELEC HANDBOOK] 

 

We can use this information to our advantage – in television the chroma resolution is only ¼ the luminance 

resolution, this dramatically reduces the amount of bandwidth needed for a TV signal while not affecting the 

perceived quality. 

 

Also we notice that most natural images contain most of their energy in the luminance part of the signal, if we 

restructure the colour axis, so that one of them lies along the diagonal described by the RGB coordinates (0,0,0) 

to (1,1,1) we can place most of the energy of an image within a single component, the residual (smaller) energy 

is in two “virtual” colour components. This component is typically called Y. 

 

In PAL TV the colour components are U and V in NTSC  - I and Q. 
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YIQ 

Used in NTSC TV and nowhere else. Here are the transformations matrices for YIQ conversion to and from 

RGB. 

 
  [ Y ]       [ 0.299   0.587  0.114 ]  [ R ] 
  [ I ]  =    [ 0.596  -0.274 -0.322 ]  [ G ] 
  [ Q ]       [ 0.212  -0.523  0.311 ]  [ B ] 
 
 
  [ R ]       [ 1   0.956  0.621 ]  [ Y ] 
  [ G ]   =   [ 1  -0.272 -0.647 ]  [ I ] 
  [ B ]       [ 1  -1.105  1.702 ]  [ Q ] 

YUV 

Used in the PAL TV system. Here are the transformation matrices for YUV conversion to and from RGB 

 
  [ Y ]       [  0.299  0.587  0.114 ]  [ R ] 
  [ U ]   =   [ -0.147 -0.289  0.437 ]  [ G ] 
  [ V ]       [  0.615 -0.515 -0.100 ]  [ B ] 
 
  [ R ]       [  1   0      1.140 ]  [ Y ] 
  [ G ]   =   [  1  -0.394 -0.581 ]  [ U ] 
  [ B ]       [  1    2.028  0     ]  [ V ] 
[COLOUR SPACE CONVERSIONS] 

Colour sub sampling 

Colour sub sampling is one technique through which the perceived quality may be 

maintained while reducing the overall data rate. It relies on the eyes lower resolution 

of colour (chroma) over brightness (luminance) information. 

 

4:4:4 or 1:1:1 

For each luminance value there is one colour value. This is the normal colour 

sampling used in many computer video applications. 

 

4:2:2 

For every 2 luminance values there is one colour values. This is chroma sub-sampled 

by 2. It is used in professional video mastering and editing. It is normally sub-

sampled horizontally. 

 

4:2:0 or 4:1:1 

For every 4 luminance values there is one colour value. This is the chroma sub-

sampled by 4. It is the sub-sampling used in both the NTSC and PAL TV standards 

 

 

YUV YUV 

YUV YUV 

Y Y 

Y Y 

U/V 

U/V 

Y Y 

Y Y 

U/V 

4:4:4 or 1:1:1 

4:2:2 

4:2:0 or 4:1:1 
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Introduction To Digital Video 

Real world video must be converted to a digital format in order for a computer to manipulate it – typically a 

video capture card is used for this. The capture cards used with this project were both Brooktree BT848 based 

cards – the Haupage WinTV and the Miro PCTV. The video for windows system decouples the CODEC writer 

from the implementation details of these cards, and is simply handed a windows standard bitmaps (which have a 

detailed header describing their format). 

 

So video must be quantized to a colour space and bit depth inside the capture card. The two most common 

colour spaces are YUV (YUY2) and RGB (RGB24). 

 

YUY2 

This is a 4:2:2 colour sampling scheme with the data arranged as follows. The colour space used is the same as 

the PAL TV YUV colour space. 

Byte Data 

1 Y value 1 

2 U value 1 

3 Y value 2 

4 V value 1 

 

RGB24 

This is a 4:4:4 colour sampling scheme with the data arranged as follows 

Byte Data 

1 Red value 1 

2 Green value 1 

3 Blue value 1 

 

Translations between the two colour spaces are NOT meaning preserving i.e 

 

RGBoriginal ��������	
������
������������ 

 

There do exist transforms that preserve RGB meaning, but all require increased accuracy of one element 

(typically Y to 9 bits instead of 8). 
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Conclusions about real world video 

What can we throw away? 

If we start with YUY2 as our source for an interlaced 4 x 4 image we have : 

Y U Y V Y U Y V 

Y U Y V Y U Y V 

Y U Y V Y U Y V 

Y U Y V Y U Y V 

If we are capturing at full PAL (720 x 576) or full NTSC (640 x 480) then the source video is subsampled at 

4:2:0. The image we get is sampled at 4:2:2, so we can throw away some of the Chroma samples since they will 

have been introduced by hardware interpolation. We must keep the fields separate (odd lines are from the odd 

field, even lines from the even field) so we end up with: 

Y U Y V Y U Y V 

Y U Y V Y U Y V 

Y  Y  Y  Y  

Y  Y  Y  Y  

We have already achieved a compression ratio of 4:3. It should be noted that an interpolator in the capture card 

introduced what we have thrown away, so we are not discarding any real information (as long as the signal has 

come from the real world). 

 

However video sourced in the digital domain will not be sub-sampled so it is important to provide the user with 

the option of not sub-sampling the video. Also if video is captured in the RGB24 format, then sub-sampling is 

problematic, since the brightness component of the image is distributed among the R,G and B components of the 

image, so any subsampling will introduce artefacts. 

 

Since the PAL TV system uses the YUV colour space it is a good idea to base the compression around using 

YUV standard since additional transformations of the colour space will introduce noise unnecessarily. 
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Compression 

What is compression? 

Compression takes data in one form of data and transforms it into a representation that is (hopefully) smaller in 

size. This transformation can either be meaning preserving (1-1) in the case of lossless compression, or in the 

case of lossy compression non-meaning preserving (not 1-1) 

Lossless Compression 

 

Lossy Compression 

 

We can remove some of the “maynot=” by exposing a hidden variable: C, the amount of calculation time 

available. 

Now if we look at lossless compression: 

 
lossless_compress(x,C) = lossless_compress(x,C) 
 

And lossy compression changes as well 

 
lossy_compress(x,C)   =  lossy_compress(x,C) 
lossy_decompress(x,C)  =  loss_decompress(x,C) 
 

If we have 2 functions  

lossless_compress(x) 
lossless_decompress(x) 

Then the following relationships apply 

x     =    lossless_decompress(lossless_compress(x)) 
lossless_compress(x)  maynot=  lossless_compress(x) 
lossless_decompress(x)  =    lossless_decompress(x) 

 

If we have 2 functions  

lossy_compress(x) 
lossy_decompress(x) 
 

Then the following relationships apply 

x    maynot=  lossy_decompress(lossy_compress(x)) 
lossy_compress(x)  maynot=  lossy_compress(x) 
lossy_decompress(x) maynot= loss_decompress(x) 
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So as long as the calculation time remains constant (or is infinite) then the only difference between lossless and 

lossy compression is: 

 
x     = lossless_decompress(lossless_compress(x)) 
x     maynot= lossy_decompress(lossy_compress(x)) 
 

But by this definition of lossy compression pretty much any function is suitable. This is true as long as – 

 
sizeof(lossy_compress(x)) < sizeof(x) 
 

Then the function is a lossy compressor. Just not a very good one. 

 

Lets consider a lossy compressor that compresses sets of numbers 

 
lossy_compress(x) 

where x is a set {n(1),n(2),..n(c)),  

where c is the number of items in the set 

returns the tuple: 
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lossy_decompress(x) 

 where x is a set (n,c) 

returns the set 

 z = {n,n..n} where count(z)=c  
 
An example of the compressor in action 
 
lossy_compress({1,2,1,3})  = {1.75,4} 
lossy_decompress({1.75,4}) = {1.75, 1.75, 1.75, 1.75} 
 

This compressor is not going to set the world on fire, however for sets of numbers larger than 2, it always 

achieves compression, a set of 1000 number would achieve a ratio of 500:1. 
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Huffman 

Huffman is a lossless compressor Huffman coding uses variable length codes matched to the frequency of their 

appearance in the input data stream. The more frequent the symbol in the input, the smaller the code used to 

represent it. [ELEC HAND] 

“the three trees tried hard to see.” 

 

Symbol Frequency 
probability 

New Symbol Length Total Size 

a 1 11001111 8 8 

d 2 110001 6 12 

e 8 00 2 16 

h 3 1001 4 12 

i 1 11001100 8 8 

o 1 11001101 8 8 

r 4 1000 4 16 

s 2 110010 6 12 

t 5 011 3 15 

 6 010 3 18 

. 1 11001110 8 8 

There are 5 bits per symbol so the original message is 170 bits. 

The new message is 133 bits. 

Compression ratio: 1.27:1 

Vector Quantisation or VQ 

This is a variant of Huffman compression, which basically throws information away, by sorting the data into 

similar clusters and then simply sending the cluster number instead of the actual piece of information. The 

number of clusters gives the compression ratio. The subtlety of the compression comes through the cluster 

selection algorithm, which must closely model the behaviour of the source data 

 

LZW 
This is the technique used in PKZIP/ARJ/RAR. 

There are in fact 2 version of this algorithm LZ77 and LZ78. 

 

Both perform data compression by storing a sequence of pointer that cite phrases, which are previous segment 

of the source stream, within a variable dictionary maintained at both the encoder and decoder. 

The idea behind the scheme is that any source that is not entirely random will duplicate some of it’s past 

behaviour. When the duplication is sufficiently large it is better to store a pointer to the previous occurrence 

rather than repeat the phrase. [LZH-2] 
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The algorithm works by passing the source block through a sliding window of fixed width, initially filled with 

0’s – this is the dictionary. The encoder matches the next chunk of source to a previous entry in the dictionary, if 

it can’t match the chunk it reduces it’s size, looking for a suitable match. If it can’t find one it sends through a 

block of un-encoded binary source. The overhead for sending such an un-coded block through is small. 

 

The happy house is a house without happy people. 

If we use a window of size 4 then the compression advances as follows 

“The ” – no match 33 bits overhead – 1 

“happ” - no match 33 bits overhead – 1 

“y ho” no match 33 bits overhead – 1 

“use “no match 33 bits overhead – 1 

“is a” no match 33 bits overhead – 1 

“ hou” match 7 bits 

“se “ match 7 bits 

“with” no match 33 bits overhead – 1 

“out “no match 33 bits overhead – 1 

“happ” match 7 bits 

“y “ match 7 bits 

“peop” no match 33 bits overhead – 1 

“le.” no match 25 bits overhead – 1 

 Totals 317 bits – original 376 bits  

1.19:1 compression ratio 

 

Typically the speed of LZW dramatically exceeds Huffman but tends to not achieve compression ratios as 

impressive as Huffman.[LZH]. 

Lossless Image Compression  

GIF and PNG 

These image compression formats are based around LZW style compression engines – GIF is based on the 

original LZW standard, which UNISYS now charge a license fee to use, PNG is based on the freeware BZIP 

compressor. They are both lossless standards, though GIF is limited to 256 colours (8 bit colour depth). 

 

Lossless JPEG (Original) 

This standard used a per pixel explicit context selector, each pixel had a choice of 8 contexts upon which to base 

the predicted value of the pixel, and huffman coded errors. However the only way to decide which context to 

use is to compute the difference between the current pixel and each of the contexts 

 

LS-JPEG 

Designed as a low complexity, high speed replacement for the Lossless JPEG system LS-JPEG is based on the 

LOCO compressor [LOCO-LOSSLESS-1][LOCO-LOSSLESS-2]. It is a lossless image compressor. It is 
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similar to the FELICS algorithm (discussed later) it adds a more complex context based on a large number of 

surrounding pixels. It achieves very good static image compression approaching the entropy of the image stream 

to within a few percent. 

Lossy Image Compression 

JPEG 

Created by the Joint Photographic Expert Group to compress real world images. It uses the discrete cosine 

transform to take image information into the frequency domain. Due to properties of both the human eye and 

most image acquistion devices, higher frequency components tend to have lower magnitudes. The 

transformation takes an 8 x 8 pixel block and converts it into an 8 x 8 frequency component block. This 

frequency block is quantised, the accuracy of high frequency information is reduced – this only slightly affects 

perceived quality. 

 

The quantisation process using a 4 x 4 block 

DCT Matrix (Pre)  Quantisation Matrix  DCT Matrix (Post) 

25 10 10 8 

12 4 4 6 

4 4 4 2 

3 2 1 1 
 

 

/ 
1 1 2 2 

1 2 2 4 

2 2 4 8 

2 4 8 8 
 

 

= 
25 10 5 4 

12 2 2 1 

2 2 1 0 

1 1 0 0 
 

Essentially the frequency matrix is divided by the quantisation matrix upon compression. Decompression 

reverses the process and an approximation of the original frequency components recovered – in this case: 

 

25 10 5 8 

12 4 4 4 

4 4 4 0 

2 4 0 0 

After quantisation elements are scanned in zigzag order (here is a 4x4 approximation to the 8 x 8 zig zag order) 

1 2 6 7 

3 5 8 13 

4 9 12 14 

10 11 15 16 

This gives us an order: 25,10,12,2,2,5,4,2,2,1,1,1,1,0,0,0 

Next we run length the code the zeros giving us 

25,10,12,2,2,5,4,2,2,1,1,1,1,(3) 

The elements are then coded using a pre-defined variable length code system. 

 

Wavelet 

Wavelet is another form of frequency transformation compressor. A variety of complex frequency 

decomposition functions can be used that are more efficient that the DCT (they introduce fewer artefacts). Just 



Lossless Video Compression On Pentium III Processors  Page 26 

 

like the DCT transform, it works by hoping that higher frequency components will have a much lower 

magnitude that low frequency components. 

A simple wavelet decomposition might be: 

 

 

 

 

LL = (A +  B + C + D) 

HL = (A - B) + (C – D) 

LH = (A + B) – (C – D) 

HH = (A- B) – (C – D) 

 

The transform is applied to each 4 pixels in the original image. The result is 4 images - one of the images is a ¼ 

scale version of the original, the other 3 will consist mostly of black. The decomposition can then be applied 

again to the ¼ scale version of the original and so on – until the image size is only a single pixel. 

 

This then creates a tree structure with components near the top of the tree having higher value than components 

near the bottom of the tree – often the lowest components will have 0 value. By arithmetically coding the values 

we get excellent compression. 

 

Zero tree wavelets 

Zero tree wavelets rely on the fact that high frequency wavelet components are more likely to be zero. Each 

node in the tree is coded as (Zero, Zero Tree, Non-Zero). 

Zero – The component is zero and has non-zero children 

Zero Tree – The component is zero and has all it’s children is zero. 

Non-Zero – The component is zero and has non-zero children. 

 

Wavelet compression is at the forefront of lossy, near lossless and lossless compression, achieving levels of 

compression that approach theoretical limits for nearly all classes of image. However the processing cost of 

arithmetic compression puts it currently out of the range for real time high-resolution video. 

Video Compression 

Video compression gives us additional opportunities to compress data – since a video sequence typically 

contains frames that are very similar we can gain by just encoding the differences – compression of video tends 

to be broken down into two types   

 

Spatial Compression 

Where information within images is compressed, typically the information is compressed using an image 

compression techniques – for example the DCT technique. 

 

Temporal Compression 

Similarity between successive frames is exploited and compression is achieved by only describing the 

differences between the frames. 

 

A 

C 

B 

D 
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There follows a review of the state of the art in video compression, it should be noted that all of the CODECS in 

the review of lossy. 

State of the art video compression 

MJPEG 

A lossy compressor that uses the JPEG 8x8 pixel discrete cosine transform along with a variable quantisation 

matrix to compress video. No temporal compression is used, but information from previous frames may be used 

to select a more optimal quantisation matrix (this matrix is explicitly communicated in the output). 

 

Implemented well, this CODEC can easily run at full PAL on a Pentium III, data rates of about 3.8 megabytes a 

second ensure that the majority artefacts are not visible. Used by many people as a digital editing CODEC, 

before output back to analogue tape. 

 

Sorenson Video 

This CODEC is only available for use within the Quicktime for windows system and as a result cannot be 

directly compared with any of the other CODECs here. Subjectively it is safe to say it is on a par with Indeo and 

MPEG-4 and better than MPEG-1/2 and MJPEG. It is alleged to use some kind of Vector Quantisation, though 

this is only speculation. 

It swept to fame when it was used to compress the Star Wars Episode I trailer, when it was distributed on the 

Internet. 

 

MPEG –1/2 

The Motion Picture Expert Group (MPEG) sat down to define a standard for compressor video. They came up 

with MPEG-1 standard, which uses the 8x8 DCT transform from JPEG to provide spatial compression as well 

as using 16 x 16 block matching motion estimation to provide temporal compression.  

Key frames are placed either every 12 or 15 frames with forward predicted delta frames every  

3 frames, and bi directionally predicted frames filling in the gaps. 

 

Interestingly only the output bitstream and decoding mechanism are described in the documentation. The details 

of the encoder implementation left up to the developer – this has led to an interesting situation where some 

MPEG encoders are “better” than others. While this is certainly true for some encoders (DVMPEG is awful) the 

selection of the “best” tends to be a matter of visual taste. Among the best (non–free) MPEG compressors are: 

Panasonic MPEG encoder – Good soft natural images, lacking slightly in detail. 

Ligos LSX MPEG encoder – Sharp images that can look a little artificial. 

Cinema Craft MPEG encoder – Close to Ligos in picture feel, but much faster (2x to 3x). 

 

MPEG-1 is the most interchangeable standard for video currently in existence; virtually every platform can play 

MPEG-1 back (this includes any platform that can run a JVM). If you want to be sure that someone can see a 

video file with the minimum of hassle, make it an MPEG-1 file. 

 



Lossless Video Compression On Pentium III Processors  Page 28 

 

A subset of the MPEG-1 standard was used to define the Video CD standard, which has replaced video tape (for 

pre-recorded playback) in the far east (since in hot and humid conditions video tape does not last very long). 

 

MPEG-2 is very similar to MPEG-1, it basically adds a richer set of features – such as dual prime prediction 

(which increases quality for bi-directionally predicted frames) and support for interlaced video. 

 

A subset of the MPEG-2 standard is used to define the DVD Video standard. MPEG-2 is also used in the current 

UK DTV standard as well as the American HDTV standard, also the new D-VHS standard. 

 

MPEG –4 

Designed primarily for “future” digital transmission as well as low bit rate applications. The standard is huge, 

the page count is nearly four times that of the MPEG-2 standard, and smacks of trying to be “all things to all 

people”. Support for “objects” within the image allow (in theory) extremely high compression ratios. The full 

standard is probably too complex to be practical, however of interest are the improvements to DCT coding 

quality, which allow it to outperform (in signal to noise versus bit rate) MPEG-1 and MPEG-2. Microsoft 

released a cut down version of the CODEC as a direct show filter – this is the basis for the DIVX video 

CODEC, which I will examine later. 

 

Intel Indeo  

A wavelet based compressor specifically designed for Intel Processors. Not quite as good as the DIVX codec 

(see Appendix) but has a lower CPU usage on slower processors. 

 

DV 

Essentially a varient of MJPEG CODEC designed to work at a very specific bit rate (3.8 megabytes/sec), unlike 

MJPEG the quantisation of compression matrix can be adjusted on every row of the image - giving finer control 

over both bit rate and the appearance of artefacts. It is the primary format for digital camcorders.  

Multimedia under Windows 

The video for windows system is based around an architecture designed by Microsoft for Windows 3.1. It is 

really built around the AVI file format. AVI stands for Audio Video Interleave. It is an instance of the RIFF 

format (Resource Interchange File Format). 

 
To understand the video for windows system we must place it in context with the rest of the Windows 

multimedia system. 

 

This system consists of a high level interface for controlling media types called the MCI (Media Control 

Interface). The MCI provides application programmers with an abstracted approach to controlling media devices 

(CD players, Video Files, Sound Files). 
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The MCI calls lower level drivers to handle the actual playback of media, and maintains their state. Thus the 

application level programmer is sparred from actually managing the loading and interfacing with low-level 

drivers.  

 

Video for Windows 

Video for Windows is the system within Microsoft Windows for handling the compression and decompression 

of video. 

 

Their are various APIs that make up the Video for Windows standard. [AVIOVERVIEW] 

 COMPMAN  - Installable Compression Manager. 

 DRAWDIB  - Routines for drawing to the display. 

 VIDEO   - Video Capture Driver Interface 

 AVIFMT  - AVI File Format structure definitions. 

 MMREG  - FOURCC and other things 

 AVIFile   - Interface for reading AVI Files and AVI Streams 

 MCIWND  - MCI/AVI window class 

 AVICAP            - AVI Capture Window class 

 MSACM             - Audio compression manager. 

There have been a great many different version of Video for Windows since it’s original release in November 

1992. It is now based around 32bit code (thanks to the move to Windows 95). 

 

Microsoft are now looking to replace the Video for Windows system with the DirectShow system (which is far 

more versatile), however a great deal of legacy support for Video for windows exists which prevent Microsoft 

from getting rid of it entirely. 

 

What is the RIFF file format? 

The RIFF file format is in fact a clone of the IFF file format invented by Electronic arts for their graphics 

package Deluxe Paint on the Amiga. The file format quickly became the standard way to exchange graphical 

files. The origins of the FOURCC lie within this format which defined a longword (4 bytes) within the header 

which denotated the content format of the file. These later bytes mutated into 4 ASCII bytes. 

[AVIOVERVIEW] 
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Background Intel Pentium III Processor 

The Intel Pentium III processor is a microarchitecural implementation of the 32bit Intel architecture [INTEL-

ARCH-OPT]. It is largely based on the Tomasulo scheme (though Intel would deny it). The use of this scheme 

is very much in fitting with Tomasulos original problem (since the Pentium III is still limited to 4 general 

purpose 32bit registers). It takes Intel architecture instructions and breaks them up into smaller micro-ops, which 

are then given to specific hardware units. It has a dynamic execution architecture has the following features: 

- Out of order speculative execution to expose parallelism 

- Superscalar issue to exploit parallelism 

- Hardware register renaming to exploit parallelism 

- Branch prediction to avoid pipeline delays 

Instructions are issued in order, at which time there are translated into micro-ops which are put into the 

instruction queue. Entries in the queue that cannot be executed because they are waiting for the results of 

operations or hardware are skipped and the next entry is the queue is considered. Once micro-ops have executed 

they are retired in the correct instruction order. This preserves the correct processor state. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

L1 Instruction and Data Caches 

These are two seperate 16k four way set associative with a cache line length of 32 bytes. A write-back approach 

and a psuedo LRU replacement algorithm is used. 

L2 Cache 

In the original Pentium III this existed outside of the processor and ran at the bus speed 100Mhz, and was 512k. 

Newer “Coppermine” Pentium III processors move this inside the processor, while halving it to 256k, the speed 

is increased to the processors core speed (up to 1Ghz). 

Fetch & Decode Unit 

This unit can decode up to 3 instructions per cycles – as long as –  

- They are all less than 7 bytes long 

Fetch & Decode Unit 
(In order unit) 
Fetches Instructions 
Decodes to micro-ops 
Performs branch prediction. 

Dispatch/Execute 
(out of order unit) 
Schedules and executes 
micro-ops 
Contains 5 execution ports 

Retirement Unit 
(in order unit) 
Retires instructions in order 
Writes results to
registers/memory 

L2 Cache 

Instruction Pool/ reorder buffer 

Buffer of micro-ops waiting for execution 

 

System Bus 

Load Store 

Bus Interface Unit 

L1 Data Cache L1 Instruction Cache 
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- They are ordered (complex,simple,simple) (4 microops, 1 microop, 1 microop) 

Typically register register operations take only 1 microop. Stores take 2 microops 

Branch prediction 

The unit performs both static and dynamic branch prediction. The dynamic prediction scheme uses a branch 

target buffer which can track 4 branch directions, so loops with fewer than 4 iterations can be predicted with 

100% accuracy on the second pass 

Dispatch/Execute 

This contains 5 execution ports: 

Port Execution Units Latency/Throughput 

0 Integer ALU Unit 

Integer Multiply 

Floating ADD 

Floating MUL 

Floating FDIV 

MMX ALU op 

MMX MUL 

SIMD (MUL,DIV,SQRT,MOV) 

Latency 1, Throughput 1 per cycle 

Latency 4, Throughput 1 per cycle 

Latency 3, Throughput 1 per cycle 

Latency 5, Throughput ½ per cycle 

Latency 18-38, Not pipelined 

Latency 1, Throughput 1 per cycle 

Latency 3, Throughput 1 per cycle 

Variable 

1 Integer ALU Unit 

MMX ALU op 

MMX Shift 

SIMD (ADD,RECIP,SQRT,SHUF,MOV) 

Latency 1, Throughput 1 per cycle 

Latency 1, Throughput 1 per cycle 

Latency 1, Throughput 1 per cycle 

Variable 

2 Load Unit 

SIMD load 

Latency 3 on a cache hit, Throughput 1  

Variable 

3 Store Address Unit 

SIMD store 

Latency 0 or 3, Throughput 1 per cycle 

Variable 

4 Store Data Unit 

SIMD store 

Latency 1, Throughput 1 

Variable 

 

There are two store unit (one calculates the store address, the other waits for the data to become available). Both 

of these have a 12 entry buffer, allowing 12 outstanding stores to be waiting before store stalls begin to occur. 

 

MMX Extensions 

MMX is an extension to the Intel architecture instruction set. The technology uses a single instruction, multiple 

data technique (SIMD) to speed up integer operations by processing data elements in parallel. MMX adds 57 

new instructions and a 64 bit data type. 

This allows up to 8 bytes, 4 words or 2 dwords to be operated on in parallel. Giving up to an 8 times speedup for 

some operations. 

 

MMX processors have 8 MMX registers (mm0-mm7) which alias the existing floating point stack. Care should 

be taken when mixing FP type operations and MMX operations. 
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SIMD Extensions 

Similar to MMX in concept except based on 128bit floating point registers. Each registers holds 4 32bit single 

precision floating point numbers. Operations are performed in parallel, with dramatic speedup for certain types 

of operation. 

 

Extra operations for MMX registers are added, designed to speedup further processing of integer operations. 

 

Also 8 SIMD 128bit registers (xmm0-xmm7), which operate on packed single precision 32 bit numbers. 

 

SIMD also adds out of order stores (called non-temporal) which improve throughput on the store unit by 

permitting out of order instruction retirement. 

 

But by far the most relevant additions to the instruction set are the cache control instructions. These instructions 

allow the user to do the following 

1. Prefetch data into: 

a. The Level 1 and 2 cache 

b. Only the level 2 cache 

c. Only the level 1 cache 

 

The SIMD floating point registers are really of more use to the 3D programmer, since an entire row of a matrix 

can be stored with a register, and two entire 4 x 4 matrices can be stored on the processor. 
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Requirements 

These requirements are intended to give the project the correct direction and achieve the main goals of the 

project; which are: 

1. Lossless compression 

2. Compression of full PAL video (720 x 576) 

3. Integration with existing packages 

 

The following requirements were defined at the earliest stage of the project. They proved very helpful in 

refining the direction of the project through various cycles of redesign. I can recommend fully the use of 

requirements and requirements engineering in any project. 

 

I enhanced my requirements by making them quantifiable and test oriented at 3 levels WISH, MUST and 

GOAL. The MUST level representing the minimum level at which the project should function. GOAL 

represents a desired level of performance that should be achievable. WISH represents a potentially unreachable 

point at which the project is aiming. 

 

The requirements are ordered by their importance. 
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Most Important Requirements 

1) Loss less 

The value at every pixel location in the input to the compressor maps exactly to the same pixel location 

in the output and it has the same value. – 

Input(x,y) = Ouput(x,y) where Output = f-1(f(Input))  

 

2) Real time 

The average time taken to compress a single frame is less than the frames temporal duration. For 

example – PAL = 1/25th second. NTSC = 1/30th second.  

This target is quantified by the target CPU - 

MUST: PIII 500 

GOAL: PIII 450 

WISH: PII 450 

 

3) Reduction of data rate 

The total bit rate of the output should be less than that of the input.  

This target is quantified by the compression ratio. (input size : output size)  

MUST: 2:1 

GOAL: 3:1 

WISH: 5:1 

 

4) Scalable 

The compression should increase proportionally to the amount of CPU power available. So 

compression for the same input stream on a PIII 500 should be greater than a PIII 450. Target is 

quantified by an increased compression ratio on the test sequences on faster/more processors. 

 

5) Resolution Temporal and Spatial 

The program should handle the following sets of spatial and temporal resolutions. This is combined 

with requirement 2. 

level 1 

max({x,y}) <= 768 pixels 

min({x,y}) <= 576 pixels 

fps <= 25hz 

 

level 2 

max({x,y}) <= 720 pixels 

min({x,y}) <= 480 pixels 

fps <= 30hz 
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MUST: level 1 on PIII500 

GOAL: level 1 and level 2 on PIII 450 

WISH: level 1 and level 2 on PII 450 

Other requirements 

6) Project must be completed by hand in date. 

MUST: Project must be documented and function as per the MUST level of requirements by the hand 

in date. 

GOAL: Project complete and documented and up to GOAL level by hand in date. 

WISH: Project complete and documented and up to WISH level by hand in date, and win the project 

prize. 

 

7) Usability 

The project must be usable with no additional training time, by users familiar with video compression 

systems. 

 

8) Access to compression statistics 

For development/debugging purposes the compressor should allow detailed access to compression 

statistics. 
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Test Streams 

The following streams will be used to test the produced algorithm, and also compare it to other public 

algorithms. 

1.Buffy the vampire slayer title sequence (season 2). - BUFFYSEQ 

2.Eastenders program footage – EASTCLIP 

3.Scream act 1 – SCREAM 

4.CG Pathological cases – PAL_WN, NTSC_WN, PAL_CN, NTSC_CN 

Test Stream #1 

Buffy the vampire slayer title sequence (season 2). - BUFFYSEQ 

Technical details 

Broadcast at PAL 50i  

Captured at 768 x 576 sampled at YUY2 (4:2:2) PAL. 

Converted (by the BBC) from NTSC 60i master (though possibly 3:2 pulldown or 30p since it was shot on 

16mm)  

Notes 

This is an interesting sequence in several respects. 

a) High motion. – Most of the shots consist of high motion 

b) Fast cuts – Average shot duration < 1.5 seconds Median duration is about 1 second 

c) CG generated titles with little motion coherence. 

d) Buffy is shot on 16mm film and converted to video. However I am not certain if they shot at 30p or 

24p. However the masters the BBC has are certainly converted from a 60i source so have motion 

artefacts. 

e) Moderate signal to noise ratio due to conversion processes and style of presentation. 

Test Stream #2 

Eastenders program footage – EASTCLIP 

Technical details 

Broadcast at PAL 50i  

Captured at 768 x 576 sampled at YUY2 (4:2:2) PAL 

Framed at 14:9 

Notes 

An example of a typical low motion image associated with soap/drama material. 

a) Since it was shot by the BBC using decent camera equipment it is a sharp image with a good deal of 

contrast. This will test any algorithms ability to encode high frequency information effectively. 

b) Because of the BBCs commitment to 16:9 program material there are black bars on the top and the 

bottom of the image. Which should be encoded effectively. 
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c) Low motion should help temporal redundancy. Also “talking heads” editing should allow exploitation 

of multiple reference frames. 

d) High signal to noise ratio due to good lighting and camera equipment. 

Test Stream #3 

Scream act 1 – SCREAM 

Technical details 

Source: NTSC CLV laser disc 60i encoding of 24fps material. 

Captured at 720 x 480 sampled at YUY2 (4:2:2) NTSC. 

Framed at 2.35:1 

Notes 

Typical non-cg film material converted to NTSC via a 3:2 pulldown. 

a) The large areas of black on the top and bottom of the image (due to the use of an anamorphic camera) 

should enable large data reductions. 

b) Images mostly smooth steadicam shots and tripod material. Should allow effective motion estimation. 

c) No “talking heads” editing. Motion picture budget allows multiple takes. 

d) 3:2 pulldown means temporal redundancy (1/5 of fields are identical). 

e) NTSC composite source, so moderate signal to noise ratio.  

 

Test Stream #4 

CG Pathological cases – PAL_WN, NTSC_WN, PAL_CN, NTSC_CN 

Technical details 

Source: Computer generated luminance white noise (WN files) and luminance and chrominance white noise 

(CN files).  

768 x 576 sampled at YUY2 (4:2:2) PAL 

Notes 

These files represent an absolute worse case scenario. PAL and NTSC white noise as well as PAL and NTSC 

white noise with white chroma noise as well.  

a) No spatial redundancy. 

b) No temporal redundancy. 
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Design 

The design of this project was integral to it’s development, since at the start of the project I was uncertain what 

would be possible, a large number of disposable prototypes were built (and discarded) to experiment with 

different compression techniques. This section is intended to show the progression of ideas from early over 

ambitious ideas, to later more refined ones. 

First Things First 

The most important design stage in any project is to create a name for the project. The name I settled on was 

“SKYUV”.  

Design Considerations 

The nature of the compression to be used was something that I was prepared to experiment with. One of the 

early ideas I had was to build a suite of algorithms that I could switch between, based on the amount of CPU 

usage, if there was very low CPU usage, switch to a more complex compressor, if the CPU usage was higher 

than 95%, drop down to a simpler one. I dropped this approach primarily because it would mean writing a lot of 

code, which would need to be optimal instead of a single inner loop.  

 

I considered using wavelets but early experiments showed that “simple” wavelets faired poorly (achieving 

compression of only 1.2-1.5:1), fixed width coding gave highly non-linear execution, liable to many branch mis-

predictions. More complex wavelets would be computationally too expensive so I abandoned the idea. Fast 

DCT’s are too inaccurate for lossless coding, slower DCT’s that would be lossless are too slow. 

 

I settled on a traditional lossless method, which normally consists of 4 components [FELICS]   

1. A pixel selector 

To select the next pixel to code. 

2. A predictor 

To predict the value of the next pixel. 

3. An error modeller  

To model the distribution of pixel errors. 

4. A statistical coder  

To code the error based on the model produced by the error modeller 

 

I discovered the FELICS coding scheme: 
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FELICS 

Fast Efficient Lossless Image Compression 

FELICS is similar in many ways to lossless JPEG. FELICS uses two nearby pixels (A,B) 

as a context for the prediction of a third (X). 

 

There are 4 cases for the pixel AB selection.  

1. General case 

2. Left hand column case 

3. Top  row case 

4. First two pixels 

 

The maximum and minimum of A and B are 

calculated: MAX and MIN. The following algorithm 

is then used. 

Rice coding is a way of representing variable length 

integers, by using a subset of variable length 

integers it is possible to code values extremely 

quickly. 

 

Rice codes consist of a unary prefix followed by a 

binary suffix. The value of the rice code is 

calculated by multiplying the width of the binary 

portion by the unary value and then adding the binary value.  

 

If we have the unary prefix “0001” and the suffix “010” then the value is equal. The prefix is equal to 4, and the 

suffix is equal to 2 the width of the binary part is 2^3 or 8. So the value of this code would be 8 x 4 + 2 = 34. 

 

The width of the binary value is determined by the context (which is mirrored in the decoder) which keeps track 

of the optimal width of value to use, by totalling the bit cost for encoding each different suffix width (there are 8 

possible widths 1-8). 

 

Linear coded values are simply linear binary values of the width MAX-MIN (though when this is not a power of 

2 it gets complex, since some values can be coded with 1 less bit). 

 

This method of encoding pixel values closely models the natural distribution of pixel  

probabilities, which looks something like this: 

 

 

MAX MIN 

1. 

A 

B 

X 

2. 

A 

B 

X 

3. 

A B X 

// linearcode(width,value); 
// ricecode(value); 
If (X>MIN and X<MAX) { 
 sendbit(0); 
 linearcode(MAX-MIN,X-MIN); } 
else  { 
 sendbit(1); 
 if (X<=MIN) { 
  sendbit(0); 

ricecode(MIN-X); 
} 

 else { 
  sendbit(1); 
  ricecode(X-MAX); 
  } 
 } 
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Rice codes are close to the exponential distribution in value/code size, which matches the fall off of probabilities 

in the distribution of pixel values either side of MAX and MIN. The algorithm achieves performance close to or 

better than lossless JPEG in most cases, and throughput [FELICS] is 2 to 4 times higher. 

 

The current full implementation gets about 1.7:1 on sample images, improving to about 2:1 for TV sourced 

imagery. While the Simple implementation achieves 1.5-1.8:1 on sample images. 

Temporal Compression 

I had hoped to use temporal compression in this CODEC. However early experiments with block based motion 

estimation proved disappointing, with the result that I removed temporal compression from the design of the 

CODEC. This is a explanation of why temporal compression is not suitable for real-time lossless compression. 

 

 

 

 

 

 

 

 

 

 

 

A and B These are two frames of video (2 frames or 1/12th of a second apart) 

C Shows the difference between the frames (the brighter the more difference) 

D Is a normalised version of C, showing more detail. 

 

As you can see from A and B, little appears to have changed between the two images however a statistical 

analysis of the difference C reveals that there is a fair difference. If we equalise the difference data (D) we 

reveal large areas of high difference. By estimating compression using the error histogram data we get a figure 

of 1.4:1. This figure is highly disappointing for 2 images so apparently close together. In fact we can get better 

compression by simply delta coding the pixels: 

  

 

A B 

C D 

Mean Error: 10.47 
Std Dev: 19.85  
Median Error: 4  
Estimated  
compression: 1.4:1 
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E shows the error from delta coding the pixels in B. 

F is the equalised version of E. 

The compression achieved with delta coding is in the region of 2.1:1 – note the dramatically lower Mean and 

standard deviation of delta coding versus temporal coding. 

 

Delta coding the temporal difference results in a slightly better figure of about 1.7:1, but the increased 

complexity of this operation offsets any benefits. 

Block matching motion estimation 

To improve the quality of temporal compression we can use block matching motion estimation. 

 

Block matching is a process of selecting a block of predetermined size from one image and matching it to a 

block from another image. Typically the block match is described as a vector between the destination and the 

source block. The idea is to improve temporal compression by compensating for parts of the scene that are 

moving. For example in image A and B blocks have been drawn around 2 regions. Between the two frames 

these can be seen to move – as shown up in images C and D. An examination of the contents of the boxes reveal 

them to be roughly the same across both images. 

IDEA: Describe one image as a set of blocks mapped from the previous image and then code the error 

information. 

  E F 

Mean: 4.79 
Std Dev: 10.79 
Median: 2 
Estimated 
Compression: 2.1:1 
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As you can see from the images, it is possible to quite closely match some of the blocks. 

 

The problem comes with finding the matching blocks, this 2 dimensional hill climbing problem with the vectors 

components x and y being variable and the sum squared error of the match giving the height value. 

An exhaustive 64 x 64 pixel search for an 8 x 8 block requires 262,144 subtractions, along with 200,000 

additions and over 4000 branches. Multiply this by the 6480 8 x 8 blocks within a full PAL image. And you 

have a problem that will not be solved in Real Time. 

 

However MMX and SIMD can help. The Pentium III has a packed sum of absolute differences instruction just 

for this job. This reduces the number of operations dramatically to 32000 PSAD and 36000 additions, however 

with book keeping and loads and stores this still gives nearly 20 billion operations per frame. 

 

There are certain things we can do to reduce this load – 

1. Increase the size of the block to 16 x 16, this reduces some of the overheads, but at the expense of 

quality (see that block I. and II. while next to each other have different vectors). 

2. Implement a reduced complexity scheme – logarithmic search. 

A logarithmic search is a technique for reducing the computational complexity of block matching. 

Blocks are matched at rough granularity first, the best matching block is used for the centre of a finer 

search. This continues until single pixel granularity is reached. [MOTIONVECTORS1] [MPEGSPEC] 

3. Implement early “jumping out of” motion estimation routines [MOTIONVECTORS2] when we find a 

“good enough” match, this might save 5-6% CPU usage when already using logarithmic search. 

 

The problem with using this reduced complexity scheme is that it reduces the accuracy of block matches – so 

much so that it renders it less effective than the delta coding scheme. So while temporal compression may be 

 
i 

ii 
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effective for lossy schemes, where average errors of +/- 4 are acceptable, in the lossless domain, these errors are 

too high. 

 

In fact we end up with the delta coding still being more effective than block matching motion estimation. 

 

So if temporal compression is so bad, why do some many compressors use it?  

For high compression tasks, such as sending video over the internet we have no spare bandwidth, by simply 

sending a motion vector for each 16 x 16 block, say 2 7 bit values we get a loose approximation to the video and 

a compression ratio of 295:1. By delta coding the vectors across the image we might get performance of nearer 

500:1. clearly if you have to squeeze video down a phone line this is a very attractive option. It just isn’t suitable 

for lossless compression.   

 

Performance 
63 Block compares 
2016 PSADS 
2400 additions 
Performance improvement:16 times 

Stage 1 (32 pixel granularity) (16 pixel granularity) 

(8 pixel granularity) 

Logorithmic Motion Estimation Search 
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Design Changes 

With the decision to scrap temporal compression came a dramatic decrease in complexity. This allowed 

development of the video compression CODEC structure to begin: 

 

The exact structure of a video for windows driver owes a great deal to legacy driver design from Windows 3.1 

 

Basically the driver is embedded within a dll, which exports a driverproc function which handles Windows 

messages – it listens out for a subset of this messages which govern video compression. 

 

In my CODEC the driverproc function and the compressor are in 2 separate files – in fact the compressor is an 

object, which is created and destroyed when needed by the driverproc function. The use of an object helps 

maintain stateful information and make sure that memory is released upon termination.  

 

The structure of the compressor is based on the MSYUV CODEC by Microsoft. Microsoft are less than helpful 

when it comes to writing a Video for Windows driver the documentation in the MSDN is weak and ambiguous 

(device driver documentation should NOT be ambiguous), and the fact there is a sample CODEC is not 

mentioned anywhere within the MSDN. I only discovered it by chance when looking through the Windows 

NT4.0 DDK (Driver Development Kit). The sample driver is not included in the Windows 95 DDK, Windows 

98 DDK or the Windows 2000 DDK. It is not mentioned in the documentation of any of the DDKs. It would 

appear that Microsoft are not keen for third party developers to write Video for Windows drivers. Preferring that 

people use their own CODECs. 

Key Video For Windows Messages 

Although a video for windows driver has to handle many messages it is a subset of these messages that are 

critical to the function of the driver. Most of the other messages can be handled by the default windows driver 

handler. 

ICM_COMPRESS_BEGIN: 

Prepare to compress an image sequence based on the passed parameters, to the passed output format. Setup any 

structures that are needed for compressing a video sequence – allocate memory. 

ICM_COMPRESS: 

Compress a passed image to the format specified in the earlier ICM_COMPRESS_BEGIN message. Place the 

compressed image in the area specified by the passed structure.  

ICM_COMPRESS_END: 

Finished compressing video – free any allocated structures, and reset driver state. 

ICM_DECOMPRESS_BEGIN: 

Prepare to decompress video based on the passed parameters. Allocate any memory needed for temporary 

structures and initialise structures. 
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ICM_DECOMPRESS_GET_FORMAT: 

This function should return "the output format which preserves the most information.". However some programs 

treat this as the ONLY format the CODEC supports – so it is sometimes a good idea to say RGB24 even if the 

right answer is YUY2. 

ICM_DECOMPRESS: 

Decompress a compressed frame based on the contexts of an earlier DECOMPRESS_BEGIN message. Place 

the decompressed frame in the area indicated by the pointer provided in the message. 

ICM_DECOMPRESS_END: 

Finished decompressing video, free any temporary structures. 

DRV_LOAD, DRV_FREE, DRV_OPEN:,DRV_CLOSE, DRV_DISABLE, DRV_ENABLE , DRV_INSTALL, 

DRV_REMOVE: 

These are all standard messages sent to all windows drivers the exact responses are complex and best left to the 

standard driver handler. They are not really relevant to the CODEC writer, however as soon as hardware or 

large persistent data structures become involved then they become important. 

Problems with writing a Video for Windows Driver 

Documentation is pretty bad for the Video driver section of the DDK, calls have ambiguous functionality – for 

example one call – ICM_DECOMPRESS_GET_FORMAT, is supposed to return the format that preserves the 

most “meaning” however since most applications treat this as the only format the driver supports it’s best to lie 

and always say RGB24. However nowhere in the documentation indicates this – it is only learnt through getting 

error message from some applications and not from others. 

 

Software failures also tend to force a reboot as crashing capture software tends to leave capture hardware in a 

indeterminate state. Which can slow the pace of development somewhat – but this is a “risk” associated with all 

driver development. 
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Implementation 

This section examines the actual implementation of the project. It looks at the changes made to the project 

during the implementation. It examines in depth the compression algorithm, and the specific variations that 

different colour spaces force upon the algorithm. It looks at Pitfalls of optimisation that can sometimes tempt the 

naive programmer. It also looks at problems with “over optimising”. 

Changes to the design 

However with the FELICS compressor implemented, it became clear that it did not have the desired real-time 

performance.  

Table driven 

In an attempt to improve the performance of the FELICS based CODEC, I changed it from using dynamically 

generated codes, to using lookup tables. The advantage is that the execution is more “straight line” (less 

branches). However level 1 cache performance is impaired due to the size of the tables. 

 

The structure of FELICS requires 2 lookup tables –  

A up/down lookup table with 10 different context widths with 256 values in each. Each value is 16 bits 

wide – a 8bit shift value and an 8 bit add value.  

 

A linear code lookup table, which is triangular in shape - it has 256 * 256 / 2 entries each 16 bits wide 

(a shift and an add value). The up/down lookup table is 5k, the linear code table is 64k. The combined 

size of these tables will cause level 1 cache thrashing on a Pentium III (which only has a 16k level 1 

data cache) 

 

Even using lookup tables the performance was too slow. Some examination of the code produced by the 

compiler suggested a 10-15% performance increase might be possible through the use of hand coded assembly – 

but again this would make it only just be fast enough. 

 

Also compression ratios achieved were somewhat disappointing – 1.7:1 – 2.0:1. 

 

A radial improvement was needed – the only way to get the performance boost needed would be to use a 

radically simpler system. 
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The final SKYUV compression system 
In an attempt to slash the complexity of the compressor a new design was needed –  

I considered the following approaches 

 

1. Huffman code pixel values within the image, using either 

a. Static tables 

b. Dynamic tables 

There are problems with this approach: 

1. Probability distribution is image dependant, a generalised distribution will not work well 

in all cases, so static tables will give poor compression. 

2. Complexity of dynamic table management may be similar to FELICS. 

3. Huffman coding values discards any image context that may exist that could be exploited 

 

1. Huffman code delta values within image 

This has the following advantages: 

1. The static Huffman tables generalise better, since they are working of differential data. 

2. We are using the image context (previous pixel values) 

3. Exploits lower magnitude of high frequency components in most natural images. 

4. Complexity certainly lower than FELICS 

 

It is clear than the right choice is to code delta values – so I set about constructing a compressor to do just this. 

 

The first thing to do was to build a set of probability tables that emulate the probability distribution of deltas in 

the video. The first thing was to separate Luma from Chroma probabilities – since Chroma tends to have smaller 

deltas than luma. 

 

A version of the capture driver, that outputted delta probabilities to a debug window was used. These were then 

converted into codes, care was taken to construct the codes in a simple zero prefix structure – for example 

000010110 

Adding this to a bit stream can be achieved by shifting the stream left by 9 and adding 26. 

This is how the symbols are represented in lookup tables: as a shift value and an add value: 

struct h_delta { unsigned char shift, add; }; 
const h_delta luma[256] = { 
  {2,3}, {4,9}, {3,5}, {5,12}, {5,10},...... 

 

The add value will never be greater than 255 since there are only 256 possible values, and the shift value will 

never be greater than 255, since even if every value was of the form 

{x,1}, where x was the value, there are still only 256 values, so the shift value can never be more than 255. 

 

The distributions are not entirely symmetric (shown are the symbol sizes). Note that compression is achieved 

only when using 21 of the possible luminance symbols: 
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-12,-11,-10,-9,-8,-7,-6,-5,-4,-3,-2,-1,0,1,2,3,4,5,6,7,8 

 

All other symbols cause a decrease in compression. We can calculate the maximum wavelength that signals can 

be compressed at. 

Full amplitude signals (0-255-0) can be compressed at 64 pixel widths. 

1/8th amplitude signals can be compressed (0-32-0) can be compressed at 8 pixel widths.  

Maximum compression possible: 4:1 

 

Chroma symbols only achieve compression with the following 11 symbols: 

-5,-4,-3,-2,-1,0,1,2,3,4,5 

Full amplitude signals (0-255-0) can be compressed at 102 pixel widths. 

1/8th amplitude signals (0-32-0) can be compressed at 14 pixel widths. 

Maximum compression possible: 4:1 

 

The total size of the lookup tables is 256 * 2 bytes * 2 tables = 1k 

This is well within the size of the level 1 cache. 

 

The lookup tables were built from a large selection of  “natural video” (about 20 minutes of daytime TV). 
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Inside the compression algorithm 

The compression algorithm has several modes to deal with different kinds of video: 

1. RGB  

This mode is designed to compress RGB24 image data, it performs no sub-sampling and does not deal 

with interlaced video 

2. YUY2 4:2:2  

This mode is designed to compress YUY2 image data, it performs no additional sub-sampling and does 

not deal with interlaced video. 

3. YUY2 4:2:0 Interlaced  

This mode is designed to compress YUY2 image data that is interlaced – it performs a /2 vertical sub 

sample based on fields. 

4. YUY2 4:2:0 Progressive  

This mode is designed to compress YUY2 image data that is progressive – i.e. PAL film material. 

 

The following pages show psuedo code implementations of the algorithms. 

Procedures used in the following pages 

writeByte(value) – writes the byte value to the output 
writeBits(size,value) – writes bits of value and shifted by size 
 
procedure write2pixels(pos,pix)  

{ 
y_delta = pix[pos] – pix[pos-2]; 
c_delta = pix[pos+1] – pix[pos-3]; 
writeBits(h_delta[y_delta].shift, h_delta[y_delta].add);  
writeBits(h_delta[c_delta].shift, h_delta[c_delta].add); 
y_delta = pix[pos+2] – pix[pos];   
c_delta = pix[pos+3] – pix[pos-1]; 
writeBits(h_delta[y_delta].shift, h_delta[y_delta].add);  
writeBits(h_delta[c_delta].shift, h_delta[c_delta].add);  
pos=pos+4; 
} 

// writes the huffman coded values of 2 YUY2 pixels to the default output 
 
procedure write2pixelsLineStart(pos,pix,lineInc)  

{ 
y_delta = pix[pos] – pix[pos-lineInc]; 
c_delta = pix[pos+1] – pix[pos+1-lineInc]; 
writeBits(h_delta[y_delta].shift, h_delta[y_delta].add);  
writeBits(h_delta[c_delta].shift, h_delta[c_delta].add); 
y_delta = pix[pos+2] – pix[pos];   
c_delta = pix[pos+3] – pix[pos+3-lineInc]; 
writeBits(h_delta[y_delta].shift, h_delta[y_delta].add);  
writeBits(h_delta[c_delta].shift, h_delta[c_delta].add);  
pos=pos+4; 
} 

// write the first huffman values of a new line, using the delta from the above 
pixels  

 
procedure write2pixelsLumaOnly(pos,pix)  

{ 
y_delta = pix[pos] – pix[pos-2]; 
writeBits(h_delta[y_delta].shift, h_delta[y_delta].add);  
y_delta = pix[pos+2] – pix[pos];   
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writeBits(h_delta[y_delta].shift, h_delta[y_delta].add);  
pos=pos+4; 

 } 
// write only the luma values for 4:2:0 subsampling 
 
procedure write2pixelsLumaOnlyLineStart(pos,pix,lineInc)  

{ 
y_delta = pix[pos] – pix[pos-lineInc]; 
writeBits(h_delta[y_delta].shift, h_delta[y_delta].add);  
y_delta = pix[pos+2] – pix[pos];   
writeBits(h_delta[y_delta].shift, h_delta[y_delta].add);  
pos=pos+4; 
} 

// write only the luma values at the start of a line, using the delta from the 
above pixels 
 
procedure write1rgbpixel(pos,pix) 
 { 
 r_delta = pix[pos  ] – pix[pos-3]; 
 g_delta = pix[pos+1] – pix[pos-2]; 
 b_delta = pix[pos+2] – pix[pos-1]; 

writeBits(h_delta[r_delta].shift, h_delta[r_delta].add);  
writeBits(h_delta[g_delta].shift, h_delta[g_delta].add);  
writeBits(h_delta[b_delta].shift, h_delta[b_delta].add);  

 } 

RGB 

The RGB compression algorithm. Because RGB uses 24 bits a symbol it needs to be compressed slightly 

differently from YUY2. There is no variation to deal with interlaced video, since I assume that RGB video will 

be sourced from “artificial” sources. 

 

// write the first 3 bytes uncompressed 
writeByte(pix[1]); 
writeByte(pix[2]); 
writeByte(pix[3]); 
pos=4; 
endOfLine = lineWidth; 
do  { 

write1rgbpixel(pos,pix) 
}  

while (pos<endOfLine); 
 
endOfLine=endOfLine + lineWidth; 
 
do  { 

write1rgbpixel(pos,pix) 
 
do  { 

write1rgbpixel(pos,pix) 
}  

while (pos<endOfLine); 
 

 endOfLine=endOfLine + lineWidth; 
}  

while (pos<endOfImage) 

YUY2 4:2:2 Compress 

The YUY2 compression algorithm.  

// write the first 4 bytes uncompressed 
writeByte(pix[1]); 
writeByte(pix[2]); 



Lossless Video Compression On Pentium III Processors  Page 52 

 

writeByte(pix[3]); 
writeByte(pix[4]); 
pos=5; 
endOfLine = lineWidth; 
do  { 

write2pixels(pos,pix) 
}  

while (pos<endOfLine); 
 
endOfLine=endOfLine + lineWidth; 
 
do  { 

write2pixelsLineStart(pos,pix,lineWidth) 
 
do  { 

write2pixels(pos,pix) 
}  

while (pos<endOfLine); 
 

 endOfLine=endOfLine + lineWidth; 
}  

while (pos<endOfImage) 

YUY2 4:2:0 Progressive 

Similar to the 4:2:2 Compress with the following differences - the main core of the loop is based around the 

concept of 4:2:0 sub-sampling (see the introduction). 

do { 
do 

  { 
  // odd line encode colour values 

write2pixels(pos,pix) 
} 

while (pos<endOfLine) 
endOfLine=endOfLine + LineInc; 
do 

  { 
  // even line don’t encode colour values 

write2pixelsLumaOnly(pos,pix) 
} 

while (pos<endOfLine) 
endOfLine=endOfLine + LineInc; 

} 
while (pos<endOfImage) 

YUY2 4:2:0 Interlaced 

Similar to the progressive sub sample except we must consider that odd and even lines come from different 

fields. 

do { 
do 

  { 
  // odd first field encode colour values 

write2pixels(pos,pix) 
} 

while (pos<endOfLine) 
endOfLine=endOfLine + LineInc; 
do 

  { 
  // even first field encode colour values 

write2pixels(pos,pix) 
} 

while (pos<endOfLine) 
endOfLine=endOfLine + LineInc; 
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do 
  { 
  // even line don’t encode colour values 

write2pixelsLumaOnly(pos,pix) 
} 

while (pos<endOfLine) 
endOfLine=endOfLine + LineInc; 
do 

  { 
  // even line don’t encode colour values 

write2pixelsLumaOnly(pos,pix) 
} 

while (pos<endOfLine) 
endOfLine=endOfLine + LineInc; 

} 
while (pos<endOfImage) 



Lossless Video Compression On Pentium III Processors  Page 54 

 

Pitfalls and fallacies of optimisation 

While programming this project, I experimented with optimisation, however not all optimisations are such good 

idea. 

 

1. Fallacy: Unroll the loop as much as you possibly can. 

While loop unrolling is a good idea, it should be remembered 

that with most super-scalar processors with a BTB (Branch 

target buffer) the penalty for a branch NOT in the BTB is much 

higher than the penalty for a branch that is inside the BTB. On 

the Pentium III the penalty for a BTB correctly predicted 

branch is 1 cycle, a correctly predicted non BTB branch it is 6 cycles[INTEL-ARCH-OPT]. So if we unroll a 

loop with many branches inside it we will thrash the BTB, resulting in slower code. 

Example shown on the right. 

 

The original loop suffers from 3 compulsory misses per iteration. 

A naive optimiser would expand this loop 10,000 times. And suffer on a PIII a 12 cycle delay every iteration, 

giving a total of 120,000 compulsory stall cycles (not including code cache misses). 

By only expanding the loop 10 iterations, the total compulsory stalls are: 2.1 per iteration giving 21,000 

compulsory stalls cycles (and far few code cache misses...). 

This is an improvement of a factor of 5 over the badly optimised code, and a factor of about 1.4 over the 

original. 

 

2. Fallacy: Vectorizing will always improve performance. 

 

While vectorising everything that moves may seem 

like a good idea, the cost of vectorising should be 

borne in mind before jumping in. 

Example: 

 

It would appear to be a simple sub traction followed by a table lookup. The subtraction is ripe for Vectorisation. 

This actual example cropped up in the project and it is deceptive Let us consider the produced raw assembly 

code 

 

for(i=1;i<10000;i++) 
 { 
 if (a[i]>17)  

 {b[i]=a[i]+17; } 
 else    

{b[i]=a*2;   } 
 } 

for (i=1;i<4000;i+=4) 
 { 
 out[i]=lookup[in[i]-in[i-2]]; 
 out[i+1]= lookup[in[i+1]-in[i-2]]; 
 out[i+2]= lookup[in[i+2]-in[i]  ]; 
 out[i+3]= lookup[in[i+3]-in[i-1]]; 
 } 
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loop: 
add reg5,4 
mov reg1,in[reg5] 
mov reg2,in[reg5-2] 
sub reg1,reg2 
mov reg3,lookup[reg1] 
mov out[reg5],reg3 
mov reg1,in[reg5+1] 
mov reg2,in[reg5-2] 
sub reg1,reg2 
mov reg3,lookup[reg1] 
mov out[reg5+1],reg3 
mov reg1,in[reg5+2] 
mov reg2,in[reg5] 
sub reg1,reg2 
mov reg3,lookup[reg1] 
mov out[reg5+2],reg3 
mov reg1,in[reg5+3] 
mov reg2,in[reg5-1] 
sub reg1,reg2 
mov reg3,lookup[reg1] 
mov out[reg5+3],reg3 
cmp reg5,4000 
jl  loop 
 
loop: 
add reg5,4 
mov vreg1,in[reg5] 
mov vreg2,vreg1 
mov vreg3,in[reg-4] 
mov vreg4,vreg3 
and vreg2,FF000000 
and vreg3,0000FFFF 
and vreg4,000000FF 
shr vreg2,16 
shl vreg3,16 
or  vreg2,vreg3 
shr vreg3,8 
or  vreg2,vreg4 
pand vreg3,00FF0000 
or  vreg2,vreg3 
// finished deswizzing 
sub vreg1,vreg2 
// finished calculation 
mov reg4,vreg1 
shl vreg1,8 
mov reg1,lookup[reg4] 
mov reg4,vreg1 
mov out[reg5],reg1 
shl vreg1,8 
mov reg1,lookup[reg4] 
mov reg4,vreg1 
mov out[reg5],reg1 
shl vreg1,8 
mov reg1,lookup[reg4] 
mov reg4,vreg1 
mov out[reg5],reg1 
shl vreg1,8 
mov reg1,lookup[reg4] 
mov reg4,vreg1 
mov out[reg5],reg1 
cmp reg5,4000 
jl  loop 
 
 

The code is quite compact, 23 instructions with a single cycle 
branch penalty. If we reorder the instructions and can achieve 2.5 
instructions per issue cycle (by no means impossible), The loop 
will execute in 10 issue cycles. On a PIII 450 that would be 45 
million iterations per second. 
 
There are two problems with vectorising this loop 
1. The table lookup 
The results of vectorisation must be moved to a register capable 
of acting as an offset register. This will take a minimum of 2 
instructions. 
2. Deswizzing the input data 
The input to the subtraction (if we do in blocks of 4) is slightly 
complex –  
 

VReg1 i i+1 i+2 i+3 
VReg2 i-2 i-2 i i-1 

 
VReg1 is easy to get. VReg2 is more complex. Lots of shifting 
involved here. The subtraction only takes a single cycle, but we 
still need to perform the lookup. The total number of 
instructions:35 even if we can hope to get 2.5 instructions per 
cycle (with a little reordering)  the speed is slower – 30 million 
iterations per second. 
 
If we examine the problem using some custom notation I will 
introduce later you will see there is more work done in the 
vectorised version, due to the increased level of de-swizzing.  
 

Original Vectorised 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 

 

 

In 

Out 

Lookup 
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Of course if there were an instruction to perform a table lookup on a vector register then the result would be 

much different. – Just 18 instructions or so. The performance would be in the order of 55 million iterations per 

second. Of course this would change the diagram by removing the second de-swizz operation in the vectorised 

version of the code.  

 

Clearly the amount, and nature of data reordering (or deswizzing) is critical in vectorisation. A basic rule of 

thumb is: 

 

Only vectorise when: 

Total deswizzing instructions + Vectored work instructions < Non vectorised version instructions. 

 

I ran into this particular problem with the main loop of the SKYUV codec, I tried restructuring the code using 

MMX registers to perform 8 pixel subtractions in parallel. On paper this look like a good idea – but the net 

result was a slow down due to the amount of time spent de-swizzing the data – especially when the source data 

was YUY2, which has data of different spatial densities within it (Y is every 2 bytes U and V are every 4 bytes). 

RGB on the other hand is a borderline case for vectorisation, since the density of all the pixels is the same. 
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Prefetching 

Pre-fetching is where data is loaded into the data cache of the 

processor before it is needed, this operation is performed 

explicitly on the Pentium III by the programmer. Here is the 

actual code from the SKYUV CODEC that performs pre-

fetching.  

 

The code performs a pre-fetch for 32 iterations ahead. Because 

the compiler does not support SIMD instructions a macro needs 

to be defined to add SIMD support: 

 

Prefetches are inserted into the code as shown 

on the right. 

 

The performance increase is really quite 

dramatic 60% CPU usage drops to around 20% 

with pre-fetching enabled (see the evaluation 

for more). Note that this particular prefetch 

instruction fetches data only into the level 1 

cache by passing the level 2 cache. This 

prevents data pollution of the level 2 cache 

(leaving it free for the compression lookup 

tables). 

 

 
#define PREFETCHNTA(src) \ 
{    \ 
_asm _emit 0x0f  \ 
_asm _emit 0x18  \ 
_asm _emit (src & 0x3f) \ 
} 

#define prefetch(variable) \ 
_asm mov ebx,variable \ 
_asm mov eax,ebx  \ 
_asm add ebx,128  \ 
_asm and ebx,0xFFFFFFE0 \ 
PREFETCHNTA(EBX_PTR)  

writeByte(pix[1]); 
writeByte(pix[2]); 
writeByte(pix[3]); 
writeByte(pix[4]); 
pos=5; 
endOfLine = lineWidth; 
do  { 

prefetch(pix+32)  
write2pixels(pos,pix) 
}  

while (pos<endOfLine); 
 
endOfLine=endOfLine + lineWidth; 
 
do  { 

prefetch(pix+32) 
write2pixelsLineStart(pos,pix,lineWidth) 
do  { 

prefetch(pix+32) 
write2pixels(pos,pix) 
}  

while (pos<endOfLine); 
 endOfLine=endOfLine + lineWidth; 

}  
while (pos<endOfImage) 
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Problems with the compiler “over optimising” 

One of the problems encountered was the compilers tendency is 

optimise out prefetch instructions. Since the compiler did not 

understand the SIMD instruction set, it was necessary to use a work 

around – by hard coding the values of SIMD instructions in a 

#DEFINE statement, we can get SIMD instructions from a compiler 

that does not support them. For example the hard coding for the 

prefetchnta instruction is shown to the right 

 

The compiler does some kind of dead code elimination on the highest optimisation setting, working backwards 

from live exit variables, because it doesn’t recognise prefetch instructions as they apparently do not change any 

live variables. 

 

However by using the compiler directive #pragma optimize, it is possible to turn all the optimisations off 

(briefly) and then re-enable them on the other side of the pre-fetch. 

 

The only problem with this is that the 

entire function that the prefetch is in 

will not benefit from “global 

optimisation” since it will have to be 

disabled at the function level. 

 

 

 
#define PREFETCHNTA(src) \ 
{    \ 
_asm _emit 0x0f  \ 
_asm _emit 0x18  \ 
_asm _emit (src & 0x3f) \ 
} 

#pragma optimize(“g”,off) 
. 
// dead code elimination is now off for any 
functions between these two points. 
. 
#pragma optimize(“”,off) 
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Final user interface design/implementation 

There a small amount of user interface design 

in the project which is pretty basic – a 

configuration dialogue which and a small 

“about” dialogue box. 

 

The configuration dialogue is shown on the 

right. 

 

And the about dialogue box is shown below 

and to the right. 

 

The two buttons – “email 

ms24@doc.ic.ac.uk” and “Check SKYUV 

Homepage” simply fire up the windows explorer associated mail 

tool and web browser.  

These dialogue boxes will be familiar to the target user of the 

application – someone with experience of video for windows 

CODECs. 

Structure within a compressed frame 

 

In order to aid extensibility I added a 4 byte header to the front of the compressed data, at the moment it only 

uses 2 bits – Interlaced and 4:2:0 sub-sample.  

 

The Video for Windows system handles all other information, such as resolution and colour space. 
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Project Evaluation 

This section of the report looks at the tangible benefit of using the SKYUV codec. It examines each of the test 

cases and the requirements and determines SUCCESS or FAILURE. It examines the performance of the 

CODEC in depth, and looks at specific performance issues. It assesses the CODECS compatibility with a 

handful of typical Video for Windows applications. It also compares the SKYUV CODEC against existing 

lossless CODECS. It also picks some holes in the CODEC. 

Test Cases: 

These are the test cases considered in the requirements section. 

1.Buffy the vampire slayer title sequence (season 3). – BUFFYSEQ 

Sourced from a BBC2 (analogue) transmission the compression ratio achieved was of the order of 2.1:1 when 

subsampled to 4:2:0 interlaced. The compression ratio was a little disappointing, though this was probably due 

to the harsh artificial nature some of the images, combined with the slightly poor BBC2 reception. 

CONCLUSION: SUCCESS. 

 

2.Eastenders program footage – EASTCLIP 

Good compression of about 3.0:1 – 2.8:1 was achieved on program material sourced from BBC1 (analogue), 

due to the combined factors of a clean signal, high quality camera equipment and good reception. Material was 

subsampled to 4:2:0 YUY2 interlaced. 

CONCLUSION:SUCCESS. 

 

3.Scream act 1 – SCREAM 

Sourced from the NTSC laser disc. Achieved an excellent compression ratio of 3.2:1 in real time when sampled 

at 4:2:0 YUY2 interlaced. 

CONCLUSION:SUCCESS 

 

4.CG Pathological cases – 

These were produced using Adobe Premier, and Adobe Photoshop, and as such are RGB24 compressed image 

sequences. With a raw bitrate of (25 x 720 x 576 x 3) = 30 megabytes/sec for PAL and (30 x 640 x 480 x 3) = 

27.6 megabytes/sec 

 PAL_WN 18.9 megabytes/sec (1.58:1) 

 NTSC_WN 16.9 megabytes/sec (1.63:1) 

 PAL_CN 19.0 megabytes/sec (1.58:1) 

 NTSC_CN 16.9 megabytes/sec (1.63:1) 
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 It should be noted that although the compressor functioned in real time on these images/ the data rate exceed 

the capacity of the hard drive to write the data. Since the images were synthetically generated this was not a 

problem – however pathological real world data has the potential to overwhelm the hard disk subsystem. If the 

data was sampled at 4:2:2 YUY2 – the data rate would be lower (since the source data rate would be lower) – 

about 12 megabytes a second for the colour noise. The reduction in data rate for white noise would be much 

higher since there is no chroma element to the data – the data rate would be in the region of 8 megabytes a 

second (within potential capture parameters). 

CONCLUSION: PARTIAL SUCCESS  

 

Though these are in fact not the pathological cases for the compressor – though they were invented before I 

knew exactly what the algorithm of the compressor would be. The worst pathological case is actually a grid 

looking like: 

    

    

    

    

 

However this constitutes pretty much a worse case for PAL and NTSC. In this particular compressor it would 

constitute an actual negative compression ratio of 1:2 – the output of the compressor would grow to twice the 

size of the input, this would give VERY poor performance.  
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Requirements 

These are the requirements set out in the requirements section of this document. I will now examine them and 

see what level the SKYUV codec has achieved. 

 

Lossless 

Success: The CODEC is lossless 

  

Real time 

MUST: PIII 500 

GOAL: PIII 450 

WISH: PII 450 

Success: The CODEC is real-time on a PIII 450, it nearly performs at the wish level (but not quite) 

 

Reduction of data rate 

MUST: 2:1 

GOAL: 3:1 

WISH: 5:1 

Success: The CODEC achieves compression between the MUST and the GOAL data rate on most material. 

 

Scalable 

Failure: The CODEC does not scale compression to multiple processors, or achieve better compression on faster 

processors. 

 

Resolution Temporal and Spatial 

 level 1 

max({x,y}) <= 768 pixels 

min({x,y}) <= 576 pixels 

fps <= 25hz 

level 2 

max({x,y}) <= 720 pixels 

min({x,y}) <= 480 pixels 

fps <= 30hz 

MUST: level 1 on PIII500 

GOAL: level 1 and level 2 on PIII 450 

WISH: level 1 and level 2 on PII 450 

Success: At the GOAL level. 
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Project must be completed by hand in date 

Coding has finished on the project, and the write-up is nearing completion. This requirement can not be 

measured until after the project is completed (is this a failure of requirement engineering?) 

  

Usability 

Failure: I have not been able to test this – since time pressures have prevented me from issuing it to testers (all 

of whom are trying to finish their projects) – again is an untested requirement a failure – I think it is. 

 

Access to compression statistics 

Failure: This was left out of the project user interface (though the ability to get debug information exists within 

the project). 

 

Comments: 

Interestingly the main requirement that failed was the scalability requirement, which perhaps should not have 

been a requirement since it imposes constraints on the design of the project, that are not really critical. It can 

however be fixed with a small extension (see Additional suggested work later). 

 

The failure of usability and compression statistics requirements, again are failures in an area not really key to the 

project. And a small extension could fix both of the requirements (i.e. some user testing and a statistics mode 

option for the compressor – which would slow it down). 

Benefit of Offline Lossy codecs vs Realtime 

Test Sequence In car camera practice lap of the Canadian Grand Prix 

 

Method:  

First the video was captured using the SKYUV lossless codec. It was then re-compressed using: 

1. MJPEG (y quant=2,uv quant=3) overall bitrate = 30 megabits/sec 

2. DIVX overall bitrate = 4 megabits/sec 

3. MPEG2 overall bitrate = 4 megabits /sec 
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The recompressed MJPEG version of the sequence was then recompressed again using: 

1. DIVX overall bitrate = 4 megabits/sec 

2. MPEG2 overall bitrate = 4 megabits/sec 

 

Sampled at 720 x 576  

Shown to the right of the captured video sequence is the difference between the original image and the 

compressed image. Notice that compressors with higher signal to noise ratios tend to have error that looks like 

white noise  

RAW -> DIVX  

0.6 megabytes/sec 

Mean:2.22 

Std Dev:1.84 

Median:2 

Max Error:34 

Signal to noise:41.20db 

 

RAW -> MJPEG (Quant 3,4)  

3 megabytes/sec 

Mean:1.43 

Std Dev:1.10 

Median:1 

Max Error:8 

Signal to noise:45.02 db 

 

RAW -> MJPEG -> DIVX 

0.6 megabytes/sec 

Mean:2.50 

Std Dev:2.03 

Median:2 

Max Error:43 

Signal to noise:40.17 db 
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RAW->MJPEG->MPEG-2 

0.6 megabytes/sec 

Mean:3.30 

Std Dev:2.79 

Median:3 

Max Error: 39 

Signal to noise:37.76db 

 

RAW->MPEG-2 

0.6 megabytes/sec 

Mean:2.95 

Std Dev: 2.62 

Median:2 

Max Error: 36 

Signal to noise:38.73db 

 

 

If we compare the signal to noise ratios of the various different compressors we find the following ranking 

(higher signal to noise ratio is better).  

Signal to noise ratios

45.02

41.20

40.17

38.73

37.76

34 36 38 40 42 44 46

RAW -> MJPEG

RAW -> DIVX

MJPEG -> DIVX

RAW -> MPEG2

MJPEG -> MPEG2

Signal to noise ratio (db)
 

This of course doesn’t take into account the fact that MJPEG has over 6 times the data rate of the other 

compressors. If we weight the signal to noise ratio using the bitrate (mean error/bitrate normalised at 600k/sec). 

We get the following graph.  
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Bitrate weighted signal to noise ratio

33.43

45.64

44.61

43.17

42.20

25 30 35 40 45 50

RAW -> MJPEG

RAW -> DIVX

MJPEG -> DIVX

RAW -> MPEG2

MJPEG -> MPEG2

Signal To Noise Ratio(Error/Bitrate)

 

 

MPEG2 

The signal to noise ratio of the MPEG-2 bit stream improved when using the Lossless codec versus the MJPEG 

codec. The improvement was equivalent to an increase in bitrate of about  600-700kbit or 17%. This is 

significant especially if we consider the improvement this would render to digital television where 5 channels 

share a fixed amount of bandwidth (about 30megabits/sec) the overall improvement is equivalent to a total 

bandwidth increase of 3 – 3.5 megabits. 

 

DIVX 

The improvement here is also of the order of a 1db between the version sourced from MJPEG and the losslessly 

compressed sourced version. This improvement equates to a more substantial increase in bitrate here of about 1 

megabit. In a multiplexed situation this is enough bandwidth for an extra channel. 

 

Conclusions 

Although the improvement in signal to noise ratio indicates an improvement in measured image quality, the 

improvement in perceived image quality may not be as substantial . 

Also these figures are measured on a single frame (frame 20), it is likely that the signal to noise ratio of the 

overall image sequence may be slightly higher or lower than the recorded figure. Frame 20 was chosen because 

it would no coincide with either a MPEG-2 or DIVX key frame, so represents the “median” image quality of the 

sequence. 
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However measuring this improvement in perceived quality would require some technique to model human 

perception, and then create and establish parameters and values through which “good” and “bad” quality images 

could be determined. 

 

Of course such a process is easy if you have a panel of impartial viewers who you can show hours of footage to. 

Creating an automated process to measure perceived image quality is probably a project in it’s own right.  

SIMD Extensions 

While FELICS was too complicated to handle the resolution of full PAL video (it could effectively handle about 

¾ PAL 640 x 576) it has become clear during testing that the SKYUV algorithm could handle resolution in 

excess of FULL PAL, however one fact that is perfectly clear is that even a 7200rpm hard disk cannot handle 

data above 10 megabytes a second. By disabling the actual output of the algorithm and merely measuring the 

speed of compression (not including the writing to disk), the time taken to compress is quite low -  

on a PIII 800 about 20% CPU usage. Maximum throughput of the algorithm is probably in the region of 

90megabytes/sec on a PIII 800.  

 

Consider the following graph, which shows the number of pixels encoded per percent of CPU usage, with both 

prefetch enabled(32 iterations ahead) and disabled. The solid black line indicates the size of the level 2 cache 

(256k). 

Pixels encoded per percent of CPU usage 
versus number of bytes per frame
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We can see from this that the performance improvement with prefetching is really quite remarkable, without 

prefetch CPU usage for 768 x 576 is in the region of 65% on a Pentium III. With prefetching the CPU usage is 

closer to 16%. If we examine the graph we can extrapolate 2 reasons 
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1. Since the size of a 768 x 576 frame exceeds the size of the level 2 cache, read misses increase 

dramatically as, shown by the sagging blue. By prefetching data 16 iterations ahead we ensure every 

memory access is a cache hit (and not only that every memory access is a level 1 cache hit). 

2. Pollution of the level 2 cache is minimised since input data is only prefetched to level 1 of the cache, 

leaving level 2 for the huffman tables. 

 

There is one disadvantages to prefetching to only the level 1 cache: 

If a process switch occurs it is likely that the level 1 cache will be flushed, so there will be a 16 iteration 

period of cache misses. Prefetching to level 2 will alleviate this problem, but the additional pollution will 

displace the lookup tables from the level 2 cache. 

 

There are some additional enhancements that could be made using the SIMD instruction set: 

1. Using movntps instruction to write output of compressor. 

a. This would remove a couple stalls in the inner loop – however the benefit is minor, perhaps 

1% or 2%, since the compressor is not memory bounded (i.e. the compressors throughput is 

not a significant percentage of the memory bandwidth of the processor 800megabytes/sec) 

b. The additional overhead of only writing to 16 byte boundaries places additional complexity 

within the inner loop of the compressor, this is undesirable for such fractional improvement in 

overall compressor throughput. 

 

2. Using the SIMD 128bit xmm0-xmm7 registers to write entire cache lines as the output of the 

compressor. 

a. Again, this would only improve the inner loop by 1% or 2 % since it is not memory bounded. 

b. Again only 16 byte boundaries can be written to, this causes an additional setup cost, but 

reduces the complexity of using movntps instruction. 

 

3. TLB Priming – since pre-fetches fail unless the 4k page is already inside the TLB, this saves 64 

prefetch failures every 1024 iterations (4096 prefetches) or 1/64th of the time. Since the performance 

penalty will be of the order of 3 issue cycles per iterations (12 worst case) but since the first read 

causes a 16 byte cache line to be loaded which will allow the next 3 iterations to hit the cache. The total 

performance loss is 48 issue cycles every 4k – in the case of a 768 x 576 a total of 10368 issue cycles. 

By loading a memory location from the middle of the line into a register we “touch” the 4k page 

removing the TLB “miss”. We have to insert the touch at the beginning of each line run. The additional 

complexity is minimal – the cost of 1 issue cycle per line, a total of 768 issue cycles – an overall 

improvement of 9600 issue cycles per frame. However the overall performance improvement is less 

than 1% of CPU time. 

 

[INTEL-BLOCKCOPY] 
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Application Acceptance Testing 
It is all very well having a video compression CODEC that performs very well, however it’s useless unless other 

applications can use the compressed video it produces. 

 

Since the video CODEC is based on the Video For Windows system it should automatically plug into a wide 

range of applications that support the Video For Windows applications. 

 

Acceptance tests: 

1. CODEC detected (when selecting a compressor the CODEC appears in the dialogue) 

2. AVI files compressed with CODEC can be read and displayed without error. 

3. AVI files can be compressed with the CODEC. 

 

Premier 5.1 

Premier is one of the principle desktop video editing packages. It supports the video for windows and Quicktime 

architectures.  

All functions worked perfectly – though Premier can only export the RGB24 format. 

 

Ligos Mpeg Encoder 3.0 

Rapidly becoming the standard for MPEG-2 encoding. Supports the video for windows architecture. 

Using AVIs as input to the compressor worked perfectly. 

 

Windows Media Player 

The windows standard playback program. 

Playback works O.K. Though the CODEC does not support overlays, which would improve performance. 

 

Evaluation of compression and speed of SKYUV CODEC versus 

other lossless CODECS 

 

The following are the results of a series of tests conducted on high resolution video. The laser discs were 

chosen, because they give the highest resolution uncompressed signal, and allowed repeatability. All tests were 

conducted using a PIII 800 processor with 256mb of ram and data was recorded onto a 20 gigabyte IBM 

7200rpm drive. Capture program was Virtualdub. Where CPU usage exceeds 100% tests were conducted 

offline, with CPU calculated as 100% x (time to compress/length of video clip) 

 

NTSC Source : “Scream: directors cut” Widescreen laser disc side 1 – 3 minutes 

Resolutions: 

640 x 480 x 25fps 

320 x 240 x 25fps 
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PAL Source : “Jurassic Park” Widescreen laser disc side 2 – 3 minutes 

720 x 576 x 25fps 

384 x 288 x 25fps 
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Comments: 

As we can see from the graph the SKYUV codec outperforms both the Lossless JPEG based CODEC as well as 

the HUFFYUV CODEC. Though it’s performance in terms of CPU usage is close to the HUFFYUV CODEC, 

SKYUV compression ratio is consistently higher. 



Lossless Video Compression On Pentium III Processors  Page 71 

 

 

What’s interesting is the behaviour of the normalised/per pixel cycle count. This graph attempts to show the 

number of issue cycles each pixel takes to process. As the image size rises the number of cycles per pixel for 

lossless JPEG increases where as both HUFFYUV and SKYUV remain roughly constant. 

 

This increase in cycles per pixel as the image size rises indicates poor cache behaviour. 

 

The image is processed in a cache incoherent way. For example if the image is processed by columns instead of 

by row – this would cause the 16k data to be thrashed – with 16 byte cache lines and 2 cache accesses per pixel 

(1 for image data, 1 for table lookup). As image size increases the probability of both accesses being a miss 

increases to 100%. 

 

Weaknesses Of The CODEC 

1. It assumes that RGB is always sampled at 4:4:4 and to be non-interlaced. Which is not always the case, 

since the working format for most video editing packages is RGB24, so even if video is originally 

sampled as YUY2, after a little editing it will normally end up as RGB24. 

2. It does not exploit the full potential of a lossless transform of RGB24 to YUV988 to get better 

compression – this would require an additional set of huffman tables specifically for 9 bit luminance. 

3. Output of compressor can exceed input size for pathological cases (artificially generated). This could 

be fixed fairly easily (see extensions). 

4. Not suitable for lossy transmission – a single bit error causes an entire frame to be lost. The insertion of 

a single bit causes every frame forward of the insertion point to become corrupted.  
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Conclusions 

If we examine the principle goals of the project: 

1. Lossless Compression 

The SKYUV CODEC compresses video in either the YUY2 format or the RGB24 format losslessly. 

2. Real time compression of TV resolution video (720 x 576) 

The SKYUV CODEC is capable of compressing full PAL video in real time on PIII 450 processors or 

above. 

3. Integration with existing packages 

Because of the use the Video For Windows driver structure the CODEC is usable with all Video For 

Windows compatible software – Adobe Premier, Mpeg encoders .... 

 

So the project has achieved all the main goals and can be viewed as a success, however it did not achieve one of 

it’s key requirements –  

 

Scalability 

“The compression should increase proportionally to the amount of CPU power available. So compression for the 

same input stream on a PIII 500 should be greater than a PIII 450. Target is quantified by an increased 

compression ratio on the test sequences on faster/more processors.” (From the requirements section)  

 

The CODEC’s compression is fixed, the same sequence will compress identically on a PIII 450 as it will on a 

PIII 800. This is partially due to the absence of temporal compression (which would scale), but also because the 

compression achieved is quite close to optimal, there is very little additional compression that could be achieved 

without compromising the integrity of the inner loop. 

 

However, one of the possible extensions to the project is a quick compress mode, where some of the video is not 

compressed (either 1/8,¼ or ½ of the frame), this would enable compression of video just outside the abilities of 

the processor (as long as the data rate did not exceed the data rate of the hard drive). For example a low end 

processor such as a P200MMX could compress as much as half PAL. 

 

Intel Pentium III Processor 

When I began the project I was unsure of the particular processing extensions that would prove most useful. I 

thought that the 128bit XMM0-XMM7 registers would allow on processor storage of context information (since 

they could store 32 single precision floating point numbers).  
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However in the end the most useful feature were the cache control instructions. They improved CPU usage from 

60% for the raw processing effort of compressing a 768 x 576 video to 20%, simply by providing the ability to 

pre-fetch and control over which cache to fetch data into.  

 

It is possible to partially emulate the pre-fetch behaviour on other processors by simply referencing the data 

before you need it. But this would load the data into both level 1 and level 2 of the cache, reducing their 

effectiveness dramatically by polluting the level 2 cache with data that will never be referenced again. 

 

Compression of 8bit image values 

The small size of individual pixel values prohibit the use of explicit context selection, since even 4 context 

values and a minimum of a single bit variable length integer limits maximum compression to 2.67:1 which 

would effectively limit the general compression ratio below 2:1. We could use explicit context selection if we 

group the pixels together in some kind of hierarchy, however this would impose a high degree of complexity 

which is undesirable. 

 

So we must either use a single context (i.e. no dynamic context selection) or automatically selected contexts 

(where contexts are chosen automatically). FELICS used automatic context selection, but this proved too 

complex for real time operation. The simplest option is to use a single context, and this was the decision I made.  

 

If the image was quantised to 16 bit values (like sound is) a per sample explicit context selection might be 

viable, grouping the components of a pixel into a vector might enable the use of a more complex explicit context 

selection. Again – work for a possible extension. 

 

Improvements To Offline Lossy CODECs 

The SKYUV lossless compression enables improvements in signal to noise ratios of MPEG streams of around 

1db, by using more sophisticated compression schemes (MPEG-4,Intel Indeo) improvements of the order of 

3db. The magnitude of these improvements is more impressive when considering the bit rate increase necessary 

to elicit this performance in a standard system – for MPEG streams an increase of 600 kilobits/sec or 15%, for 

MPEG-4 and Intel Indeo more dramatic savings of as much as 1,200 kilobits/sec are possible. 

 

The SKYUV codec has many applications –  

1. Video editing on PC 

The CODEC provides ultimate quality for video that is being passed through many layers of filters and 

effects. 

2. Capture codec for later compression to a offline lossy CODEC (MPEG,Intel Indeo) 

The CODEC allows compression of video to optimum quality, while reducing the hard drive storage 

needed from 70 gigabytes an hour to around 30 gigabytes an hour and possibly as low as 25gigabytes 

an hour. 

 

However it should be noted that it is not suitable for: 
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1. Transmission over lossy mediums 

Since SKYUV has no error correction single bit errors will affect an entire frame (but not any previous 

or following frames). The insertion of a single bit will corrupt the entire file beyond the point of 

insertion. 

2. Sending video over the internet 

Even video sized at 176 x 144 will have a bandwidth of about 400-600k/sec. The SKYUV codec is not 

suitable for low bitrate compression – it was designed for quality NOT compression. 

3. Archiving of large amounts of video. 

The high data rate (25-30 gigabytes an hour) prohibits it’s use as an archiving format (unless lossless 

archiving is needed). 

 

Many of the features I considered adding were not in the final implemented of the project – there is no temporal 

compression (see implementation section for reasoning), large vector registers are not really used and the use of 

dynamic contexts was abandoned due to complexity issues. 

 

However these were NOT requirements of the project, and as such were always disposable, good requirements 

engineering ensured that the design and requirements were always kept separate, in fact the requirements 

document is probably the centre of the project, around which everything else was built. Without good 

requirements engineering this project would have failed for the following reasons: 

 

1. I would have stuck with FELICS as a static image compression system and not been able to achieve the 

real time requirement for full PAL video., since the choice of the FELICS compression system was a 

design decision and not a project requirement it could be abandoned. 

2. I would have spent a long time working on temporal compression, which would have not achieved 

good compression ratios and further impaired the real time performance of the project. Since temporal 

compression was not a requirement, it was abandoned. 

 

Compilers offer frighteningly little control over the code they produce – to achieve good performance it is 

necessary to restructure designs around processor performance issues – for example unrolling loops and 

abandoning the use of data objects (since double indirection offers serious performance penalties).  

 

The creation of a meaning preserving user directed toolkit for code transformation would be highly desirable for 

this type of project where performance is paramount – I include my suggestions for such a toolkit in the further 

work section. Suffice to say I made considerable object design compromises because of code generation issues. 

 

Future lossless compressors will have enough CPU power to exploit the more exotic video compression options 

such as temporal compression and meaning preserving frequency transforms (such as wavelet), however it is 

unlikely that the 4:2:2 compression ratio will ever exceed 3:1 (SKYUV gets between 2:1 and 2.5:1) since this 

represents reducing the size of a 8 bit luminance value to on average 2.6 bits. Estimates of the actual average 

entropy of video streams range at about 6 bits a pixel, or 3 bits for a luma sample (the remaining 3 bits being 
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allocated to the colour value) or about 2.6:1. Information theory tells us we cannot exceed the entropy rate of a 

stream without introducing distortion. 

 

If the SKYUV CODEC manages on average 2.2:1 this puts it within 16% of the actual entropy of the video 

stream, which, in my opinion at least is pretty good. Arithmetic coding of the delta values might improve this 

figure somewhat.  

In summary 

The SKYUV CODEC can losslessly compress 99.99% of high resolution real world video at data rates that lie 

within the performance spectrum of consumer 7200rpm hard drives. It can do this on Pentium III 450 systems. 

The CODEC uses specific cache management processor extensions to improve throughput and lower CPU 

usage, by preventing load stalls. 

 

All the key requirement of the project were met, except for one (scalability of compression). And all unsatisfied 

requirements could be met with small extension to the CODEC. The CODEC’s performance exceeds that of all 

commercially available lossless CODECS in terms of both compression and CPU usage.  
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Extensions / Suggested Additional Work 

While writing the project various ideas for extensions occurred to me, some of these help round out the 

requirements initially selected for the project. 

Quick compress mode 

Since the SKYUV codec does not scale the compression according to the amount of CPU usage available, it 

might be an idea to offer the option to send some of the video through uncompressed. This would reduce the 

amount CPU usage, while reducing the amount of compression. It would enable the SKYUV codec to compress 

video of a higher resolution on slower processors. This would fill the scalability requirement which the current 

implementation does not address. 

Near lossless mode 

It might be nice to offer a near lossless mode to enable the user to reduce the data rate to about 4:1 by sacrificing 

specific quality (perhaps tollerating a +/-2 value error on every odd pixel. 

Multilevel Decomposition mode 

Another feature that might scrape a few more percent of compression would be a multilevel decomposition 

mode – the 720 x 576 image would be sub sampled to 180 x 144, the difference between these pixels and a 360 

x 288 image would then be encoded, the final differences between the 360 x 288 and the 720 x 576 image would 

be encoded. 

A different (and optimal) set of coding values could be used for each image level of decomposition. This is 

similar to the wavelet approach, and would probably consume more CPU time for a given image size. 

Arithmetic Coding Of Delta Values 

Arithmetic coding would improve upon the efficiency of Huffman coding, at great computational expense, 

however for an offline archive mechanism it might be worthwhile 

Output > Input Check 

For pathological cases it might be a good idea to check if the output is larger than the input – if it is, simply copy 

the input to the output and mark a header flag as RAW. The overall increase in size would only be 4 bytes, 

which would improve performance on pathological cases dramatically. 
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Toolkit for code transformation  
Abstract: 

A toolkit to enable a programmer to perform code transformation on C/C++ and assembly source code to 

produce code optimised for a specific processor platform. Toolkit uses user provided hints and feedback from 

profiling tools to restructure code – unrolling loops and perform data structure and code transformation to make 

them suitable for vectorisation. 

 

Reasoning: 

Low level knowledge about processor operating specifics can allow the programmer to make vastly more 

efficient code. For example knowledge about the behaviour of static branch prediction can enable the 

programmer to produce code that has far fewer branch stalls – which in a superscalar processor involves a huge 

issue penalty (in the PIII 10-15 issue cycles typically, with a maximum penalty of 26 issue cycles), where as a 

correctly statically predicted branch has a smaller penalty (6 issue cycles). 

 

If a programmer arranges all if, while, and for structure correctly then the performance loss due to incorrectly 

predicted branches can be cut in half. In code that is branch heavy – branches to work in a 1:10 ratio, and half 

the branches correctly predicting then: 

 

50% static mis-prediction penalty 

 

20 work issues 

6 issues for correctly predicted branches 

12.5 issues for incorrectly predicted branching (average) 

Total  38.5 issue cycles 

 

Restructured code – All static branches correctly predicted 

 

20 work issues 

12 issues for correctly predicted branches 

Total: 32 issue cycles 

 

Improvement 16% 

 

Of course this makes the assumption that all branches can be correctly predicted (which is not true – see 

Incompleteness theorem). 

 

Deliverables 

 

1. Database of meaning preserving code transformation for target processors, and a functional system for 

mapping existing assembly and C/C++ structures to database entries. 
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2. User directed optimising pre-processor that takes C/C++/Assembly source as input and prompts the user for 

feedback on suggested transformations, storing the results as hints (//_OPT_HINT: ...) in the original code, and 

producing a transformed version of the source for compilation. 

 

3. Automated pre-processor that works on compiler generated assembly language and applies “meaning-safe” 

code transformations on it. Code reorder, partial register stall prevention, small read after large write..... 

 

4. Profiling tool that examines runtime behaviour of code and feeds back into original source hints as well as 

automated assembly transforms. 

 

Comments 

 

By altering the database, multiple processors could be added (i386/i486/Pentium/Pentium MMX/Pentium 

II/Pentium Pro/ Pentium III/Athalon/K6/K6-2.....). Allowing the user to produce targeted executables for 

specific platforms, or perhaps (for the windows environment) produce DLLs that encapsulate optimal running 

behaviour for each processor. 

 

Original source code is only slightly modified (comments added), so user readability remains intact as well as 

original design structure. 

 

Automatic vectorisation may not be easily achievable. 

 

Intel have built a toolkit that achieves some of the aims of this proposal (The VTune kit), however it is not free 

and specifically targeted at Intel family processors. 

 

Here is a diagram showing the proposed structure of operation of the system. 
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Process For Identifying Code Suitable For MMX/SIMD 

enhancement. 

 

It is important to break the type of enhancement into 2 areas – 

1. Improve memory-cache spatial/temporal behaviour 

2. Reorder calculation to enable vectorisation. 

 

I will consider each case separately –  

Improve memory-cache spatial/temporal behaviour 

Code Suitable:  

All code is suitable for this transformation, though it is necessary to consider the nature of the code. 

 

I consider code of the following types 

1. Single data access loop i.e.  

 

program begin 

for i = 1 to N 

 acc=acc+array[i] 

next i 

print acc 

program end 

 

Ignoring the potential for unrolling and vectorisation, we see that the loop accesses each element of the array 

once and only once. We can improve the memory access of this loop in 2 ways: 

a. Prefetch data 12 iterations ahead within the loop (the is approximately correct for a small loop like 

this). 

b. Make sure the data that is pre-fetched enters only the level 1 cache and does not pollute the level 2 

cache (unless data is used again soon). 

 

Do Not Perform Optimisation If: 

N is small < 10 

=Better to unroll the loop fully and allow data to enter all levels of the cache since, 10 data elements do not 

present a pollution problem, and the benefit of prefetching the data will be offset by the additional instruction 

penalty they impose. 

 

If array[i] is accessed serially again (soon) and it is small enough to fit into the level 2 cache  
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=Use the prefetch but allow the array to enter level 2 of the cache, as it will boost performance of the subsequent 

execution of the loop. 

 

If array[i] is accessed non-serially again (soon) AND it is less than twice the size of the level 2 cache AND there 

is no loop in the intervening period that would benefit more from use of the cache (i.e. smaller N)  

=Use the prefetch and allow the array to enter the level 2 cache, if the array is accessed truly randomly then it 

will achieve a better than 50% hit rate. 

 

2. Data access loop with large unused output area 

 

program begin 

for i = 1 to N 

 output[(i*3) ] = array[i] 

 output[(i*3)+1 ] = array[i]+1 

 output[(i*3)+2 ] = array[i]*2 

next i 

program end 

 

Again ignoring unrolling/vectorisation issues we see that the output of the array is not used within the program 

and depending on the size of N may not fit in the level 1 or level 2 cache. We can improve this loop in the 

follow ways 

a. As above prefetch array into level 1 only 

b. Write output straight to memory bypassing all levels of the cache. This saves cache pollution for 

other loops/processes. 

 

Do not use if: 

output + array are smaller than ¾ the size of the level 2 cache AND there is no spanning loop that would benefit 

more from the cache usage  

=  If both arrays can fit into the level 2 cache and there is no better data candidate for the cache then use the 

cache, and hope that the data will be useful. 

 

Vectorisation  

This is a highly complex matter – it should be noted that vectorisation is only desirable where is achieves a 

performance improvement – and detecting areas where vectorisation will harm performance is important. I have 

discovered through trial and error that it is normally the de-swizzing operations performed to rearrange data 

before and after processing that hit the performance of vectorised code dramatically. 
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The minimum amount of operations between de-swizzing operations that justify vectorisation is probably of the 

order of 3 or 4 basic operations – multiplies and divides are more forgiving. But it should be noted that not all 

de-swizzing operations are equal – some have far higher cost than others. 

 

Vectorisation Notation 

The following notation is intended to aid the expression of MMX/SIMD vector coding ideas. Of primary 

importance is the understanding that the calculation portion of any vectorised program is often trivial compared 

with the data manipulation that must occur to place the data in a useable format for this calculation. 

 

By using the symbol set to describe vectorised code, we can examine the bottlenecks that swizzing/deswizzing 

bottlenecks present us with. By doing this we can estimate if the code can benefit from vectorisation. Code with 

a large number of swizz operations is unlikely to be suitable for vectorisation, or perhaps would benefit from the 

redesign of intermediate data structures (often swizz and deswizz operations can be merged).  

  

Symbol Action Explanation  

 De-swizz data Reorder data into order suitable for 

processing by vector registers. This can 

be from raw (array of structures) to 

(structure of arrays) or from one 

arrangement of an array to another. 

 

 Work Any straightline code using vector 

registers or otherwise with no data re-

ordering. 

 

 Swizz data Reorder data into suitable standard format 

– for example from (YYYY,UUVV) to 

(YUYV,YUYV). 

 

 

 

 

 

Decision Choose a path based on the result of input 

to the block. 
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Consider the FELICS algorithm for VP 

If we apply the notation to the FELICS algorithm we get the following graph. The following routines are table 

lookups and require a de-swizz operations 

ricecode() 
linearcode() 

pseudo code (simplified) Linear structure 

for (i=0;i<numberPixels;i++) 
{ 
maxp = max(pix[i-1],pix[i-linewidth]); 
minp = min(pix[i-1],pix[i-linewidth]); 
if (pix[i]>maxp) 
      { 
      // pixel is above range 
      write(1); 
      write(0); 
      ricecode(pix[i]-maxp); 
      }  
elsif (pix[i]<minp) 
      { 
      // pixel is below range 
      write(1); 
      write(1); 
      ricecode(minp-pix[i]); 
      } 
else  { 
      // pixel is in range 
      write(0); 
      linearcode(pix-minp,maxp-minp); 
      } 
} 

 

If we look at the structure of the diagram, we see FELICS is a poor candidate for VP, repeated deswizzing of 

data and data based control flow. 

 

pix 

output 
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Consider SKYUV approach for VP 

The following routine is a table lookup and requires a de-swizz operation. 

writehuff() 
 

pseudo code (simplified) Linear structure 

for (i=0;i<numberPixels;i++) 
{ 
delta = pix[i]- pix[i-1] 
writehuff(delta) 
} 

 

 

 

 

 

 

 

 

 

 

 

Since the code features 2 deswizz operations – it is unsuitable for vectorisation. 

 

Conclusions about VP notation: 

If we examine both of these loops we see there is too little work between de-swizz operations to justify the 

vectorisation of the code – see the implementation for the actual assembly produced by trying to vectorise the 

SKYUV algorithm – it turned out to be slower than the non-vectorised version.  

pix 

output 
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Appendices 

Capturing Video Near Hard disk performance boundaries 

The following points should be considered when attempting to capture video at > 80% of the hard drives stated 

throughput. 

 

Fragmentation will kill you. 

Fragmentation will cause seeks that will wipe out the performance of even the fastest hard drive – even 

with a 25ms seek overhead, 4 seeks a second will reduce throughput of the drive by 10%, possibly 

more if the FAT is too large to hold in memory. This is likely to happen even if the drive is only 25% 

full, after large files have been deleted. 

 

The outside edge of the disk is faster 

It is not unknown for the outside edge of a disk to be 20% faster than the inside, this can cause captures 

to slowly start to drop frames 

 

Buffer don’t cache 

There is no point using a write behind cache when capturing video, since the size of the file is almost 

always going to be bigger than the size of the write behind cache. The result is that the cache rapidly 

fills, suddenly both the cache and the video capture process vi for disk time, seeks begin to erode 

throughput, and all of a sudden frames are being dropped. 

However that’s not to say FIFO disk buffers aren’t useful, if the disk is busy, there’s no point blocking 

a video capture thread waiting for it to become free, better to queue the data waiting for the disk. There 

is only a problem if the disk cannot handle the data rate. 

 

Buffer input frames. 

The standard video for windows capture driver, overwrites the previous frame with the current one as 

soon as it gets it – the result is dropped frames as soon as a single frame takes longer than 1/25th of a 

second to compress. There are many reasons why a frame might take longer to compress – temporal 

deltas after a sudden image change will be larger and take longer to compress, another process might 

write something to the disk, increasing the latency of a transfer.  
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MPEG-4 (DIVX) versus Intel Indeo 

Both these CODECs are excellent lossy compressors that scale well from low bit rate to near lossless. But which 

is better? Using the same sequence as earlier – formula 1 sampled at 720 x 576, I looked at the signal to noise 

performance for the CODECS. 

DIVX 

1240 k/sec 

Mean: 2.25 

Std Dev: 1.87 

Median: 2 

 

 

 

DIVX 

566 k/sec 

Mean: 3.02 

Std Dev: 2.61 

Median: 2 

 

 

DIVX 

377 k/sec 

Mean: 3.93 

Std Dev: 3.62 

Median : 3 
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DIVX 

300 k/sec 

Mean: 4.62 

Std Dev: 4.46 

Median:3 

 

 

Intel Indeo 5.1: 

1067k/sec 

Mean: 2.57 

Std Dev: 2.13 

Median: 2 

 

 

Intel Indeo 5.1 

726k/sec 

Mean: 3.02 

Std Dev:2.73 

Median:2 

 

 

 

Intel Indeo 5.1 

571k/sec 

Mean: 3.37 

Std Dev: 3.22 

Median: 2 
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The conclusion is quite interesting – DIVX wins but only by about ½ a db, though this seems to be fairly 

consistent across the bitrate spectrum, which seems to suggest some constant efficiency saving that DIVX 

makes over Indeo. 

Indeo vs DIVX Signal to noise ratio vs Bitrate
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VirtualDub 

This excellent piece of software was more than useful than any other piece of software in developing the driver. 

It has two primary interfaces – a linear editing tool/recompression tool 

 

The second is a custom capture tool with a high degree of control over the size of output buffers, as well as the 

hardware of the capture card. Feedback is constantly given to the user as to the level of compression being 

achieved. 

 

Without Virtualdub the development time on this project would have been at least doubled.
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